
Technology Overview: EVPN-VXLAN for the
Campus

EVPN-VXLAN Technology and
Architectures for Campus Networks

Published

2021-04-08



Juniper Networks, Inc.
1133 Innovation Way
Sunnyvale, California 94089
USA
408-745-2000
www.juniper.net

Juniper Networks, the Juniper Networks logo, Juniper, and Junos are registered trademarks of Juniper Networks, Inc. in
the United States and other countries. All other trademarks, service marks, registered marks, or registered service marks
are the property of their respective owners.

Juniper Networks assumes no responsibility for any inaccuracies in this document. Juniper Networks reserves the right
to change, modify, transfer, or otherwise revise this publication without notice.

Technology Overview: EVPN-VXLAN for the Campus EVPN-VXLAN Technology and Architectures for Campus Networks
Copyright © 2021 Juniper Networks, Inc. All rights reserved.

The information in this document is current as of the date on the title page.

YEAR 2000 NOTICE

Juniper Networks hardware and software products are Year 2000 compliant. Junos OS has no known time-related
limitations through the year 2038. However, the NTP application is known to have some difficulty in the year 2036.

END USER LICENSE AGREEMENT

The Juniper Networks product that is the subject of this technical documentation consists of (or is intended for use with)
Juniper Networks software. Use of such software is subject to the terms and conditions of the EndUser License Agreement
(“EULA”) posted at https://support.juniper.net/support/eula/. By downloading, installing or using such software, you
agree to the terms and conditions of that EULA.

ii

https://support.juniper.net/support/eula/


Table of Contents

About the Documentation | vii

Documentation and Release Notes | viii

Documentation Conventions | viii

Documentation Feedback | x

Requesting Technical Support | xi

Self-Help Online Tools and Resources | xi

Creating a Service Request with JTAC | xii

EVPN-VXLAN for the Campus Overview1
EVPN-VXLAN Campus Architectures | 14

Validated Architectures for EVPN-VXLAN Campus Networks | 14

EVPN Multihoming: ESI LAG | 15

Campus Fabric Core-Distribution: Centrally-routed Bridging | 15

Campus Fabric Core-Distribution: Edge-routed Bridging | 16

IP Clos | 16

Technology Primer: EVPN-VXLAN Fabrics for the Campus | 17

Overview of EVPN-VXLAN Based Campus Networks | 18

Need for an Overlay-Based Campus Fabric | 18

EVPN-VXLAN Benefits | 18

EVPN-VXLAN Technical Overview | 19

Understanding VXLAN | 20

VXLAN Control Plane Limitations | 20

Understanding EVPN | 20

The Underlay Network | 21

The Overlay Network Control Plane | 22

The Overlay Data Plane | 23

Access Layer | 23

Mist Access points | 23

VRF Segmentation | 24

Campus EVPN-VXLAN Fabric High-Level Architecture: CRB | 25

iii



Campus EVPN-VXLAN Fabric High-Level Architecture: ERB | 26

Campus IP Clos Fabric High-Level Architecture | 27

Configuration Example: EVPN-VXLAN for the Campus with EVPN
Multihoming2

Overview of a Collapsed Core with EVPNMultihoming in a Campus Network | 30

About This Network Configuration Example | 30

Use Case Overview | 30

EVPN-VXLAN Benefits | 31

Technical Overview | 31

Underlay and Overlay Network | 32

Collapsed Core Architecture | 32

EVPN Multihoming | 33

Access Layer | 33

VRF Segmentation | 34

How to Configure a Campus Network using EVPNMultihoming | 35

Requirements | 35

Overview | 35

Topology | 35

Details | 36

Configure the Underlay IP Fabric | 37

Configure the Overlay | 39

Configure Multihoming Between the Access Layer Switch and Collapsed Core Switches | 47

Verification | 52

Managing the EVPN-VXLAN Fabric | 61

Add an Access Layer Switch | 62

Configuring Optional Add-Ins | 66

How to Configure DHCP | 66

How to Configure the SRX Router | 68

Collapsed Core EVPN-VXLAN with EVPNMultihoming Campus Network Scaling
Data | 73

iv



Configuration Example: EVPN-VXLAN for the Campus with CRB3
Overview of EVPN-VXLAN Fabric With CRB | 76

About This Network Configuration Example | 76

Campus EVPN-VXLAN Fabric High Level Architecture: CRB | 76

How to Configure an EVPN-VXLAN Fabric for a Campus Network With CRB | 77

Requirements | 78

Overview | 78

Topology | 78

Configure the Underlay IP Fabric | 79

Configure the Overlay | 85

Configure Multihoming Between Access Layer Switch and Distribution Layer Devices | 102

Verification | 105

Managing an EVPN-VXLAN Fabric With CRB | 130

Add an Access Layer Switch | 130

Add a Virtual Network | 133

Configuring Optional Add-Ins to an EVPN-VXLAN Fabric With CRB | 138

How to Configure DHCP | 138

How to Configure Loop Protection | 144

How to Configure Multicast | 145

EVPN-VXLAN Campus Network Scaling Data for CRB | 150

Configuration Example: EVPN-VXLAN for the Campus with ERB4
Overview of EVPN-VXLAN Campus Fabric with ERB | 153

About This Network Configuration Example | 153

How to Configure an EVPN-VXLAN Fabric for a Campus Network With ERB | 153

Requirements | 154

Overview | 154

Topology | 155

Configure the Underlay IP Fabric | 156

Configure the Overlay | 163

Configure Multihoming Between Access Layer Switch and Distribution Layer Devices | 174

v



Verification | 179

Configuring Optional Add-Ins to the EVPN-VXLAN Fabric With ERB | 196

How to Configure DHCP | 197

Connect Multiple Campus Deployments with EVPN Type-5 Route | 204

EVPN-VXLAN Campus Network Scaling Data for ERB | 231

Configuration Example: EVPN-VXLAN for the Campus with IP Clos5
Overview of IP Clos Fabrics for Campus Networks | 233

About This Network Configuration Example | 233

Use Case Overview | 233

Benefits of Campus Fabric: IP Clos | 234

Technical Overview | 235

Understanding VXLAN | 235

VXLAN Control Plane Limitations | 235

Understanding EVPN | 236

Underlay Network | 237

Overlay Network Control Plane | 237

Overlay Data Plane | 238

Access Layer | 238

Juniper Access points | 239

Campus IP Clos Fabric High Level Architecture | 239

How to Configure an IP Clos Fabric for a Campus Network | 240

Requirements | 240

Overview | 241

Topology | 241

Configure the Underlay IP Fabric | 242

Configure the Overlay | 251

Verification | 260

How to Configure DHCP in an IP Clos Network | 268

vi



About the Documentation

IN THIS SECTION

Documentation and Release Notes | viii

Documentation Conventions | viii

Documentation Feedback | x

Requesting Technical Support | xi

This document describes the supported architectures for an EVPN-VXLAN based campus fabric. An
EVPN-VXLAN technology primer is provided to prepare you for the Network Configuration Examples
(NCEs) that show you how to deploy an EVPN-VXLAN campus network in accordance with established
best practices. The document also provides scaling guidelines that help you design your network for optimal
performance and reliability.

Figure 1 on page vii highlights the architecture options for an EVPN-VXLAN campus network.

Figure 1: Campus Network EVPN-VXLAN Architectures
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Click the “Next” button to continue learning about campus network architecture options and how
EVPN-VXLAN technology helps to solve your campus networking needs. Alternatively, use the navigation
functions in the left panel to jump straight to what interest you the most.
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Documentation and Release Notes

To obtain the most current version of all Juniper Networks® technical documentation, see the product
documentation page on the Juniper Networks website at https://www.juniper.net/documentation/.

If the information in the latest release notes differs from the information in the documentation, follow the
product Release Notes.

Juniper Networks Books publishes books by Juniper Networks engineers and subject matter experts.
These books go beyond the technical documentation to explore the nuances of network architecture,
deployment, and administration. The current list can be viewed at https://www.juniper.net/books.

Documentation Conventions

Table 1 on page viii defines notice icons used in this guide.

Table 1: Notice Icons

DescriptionMeaningIcon

Indicates important features or instructions.Informational note

Indicates a situation that might result in loss of data or hardware
damage.

Caution

Alerts you to the risk of personal injury or death.Warning

Alerts you to the risk of personal injury from a laser.Laser warning

Indicates helpful information.Tip

Alerts you to a recommended use or implementation.Best practice

Table 2 on page ix defines the text and syntax conventions used in this guide.
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Table 2: Text and Syntax Conventions

ExamplesDescriptionConvention

To enter configuration mode, type
the configure command:

user@host> configure

Represents text that you type.Bold text like this

user@host> show chassis alarms

No alarms currently active

Represents output that appears on
the terminal screen.

Fixed-width text like this

• A policy term is a named structure
that defines match conditions and
actions.

• Junos OS CLI User Guide

• RFC 1997, BGP Communities
Attribute

• Introduces or emphasizes important
new terms.

• Identifies guide names.

• Identifies RFC and Internet draft
titles.

Italic text like this

Configure the machine’s domain
name:

[edit]
root@# set system domain-name
domain-name

Represents variables (options for
which you substitute a value) in
commands or configuration
statements.

Italic text like this

• To configure a stub area, include
the stub statement at the [edit
protocols ospf area area-id]
hierarchy level.

• The console port is labeled
CONSOLE.

Represents names of configuration
statements, commands, files, and
directories; configuration hierarchy
levels; or labels on routing platform
components.

Text like this

stub <default-metric metric>;Encloses optional keywords or
variables.

< > (angle brackets)

broadcast | multicast

(string1 | string2 | string3)

Indicates a choice between the
mutually exclusive keywords or
variables on either side of the symbol.
The set of choices is often enclosed
in parentheses for clarity.

| (pipe symbol)

rsvp { # Required for dynamic MPLS
only

Indicates a comment specified on the
same line as the configuration
statement to which it applies.

# (pound sign)

ix



Table 2: Text and Syntax Conventions (continued)

ExamplesDescriptionConvention

community name members [
community-ids ]

Encloses a variable for which you can
substitute one or more values.

[ ] (square brackets)

[edit]
routing-options {
static {
route default {
nexthop address;
retain;

}
}

}

Identifies a level in the configuration
hierarchy.

Indention and braces ( { } )

Identifies a leaf statement at a
configuration hierarchy level.

; (semicolon)

GUI Conventions

• In the Logical Interfaces box, select
All Interfaces.

• To cancel the configuration, click
Cancel.

Represents graphical user interface
(GUI) items you click or select.

Bold text like this

In the configuration editor hierarchy,
select Protocols>Ospf.

Separates levels in a hierarchy of
menu selections.

> (bold right angle bracket)

Documentation Feedback

We encourage you to provide feedback so that we can improve our documentation. You can use either
of the following methods:

• Online feedback system—Click TechLibrary Feedback, on the lower right of any page on the Juniper
Networks TechLibrary site, and do one of the following:
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• Click the thumbs-up icon if the information on the page was helpful to you.

• Click the thumbs-down icon if the information on the page was not helpful to you or if you have
suggestions for improvement, and use the pop-up form to provide feedback.

• E-mail—Send your comments to techpubs-comments@juniper.net. Include the document or topic name,
URL or page number, and software version (if applicable).

Requesting Technical Support

Technical product support is available through the Juniper Networks Technical Assistance Center (JTAC).
If you are a customer with an active Juniper Care or Partner Support Services support contract, or are
covered under warranty, and need post-sales technical support, you can access our tools and resources
online or open a case with JTAC.

• JTAC policies—For a complete understanding of our JTAC procedures and policies, review the JTACUser
Guide located at https://www.juniper.net/us/en/local/pdf/resource-guides/7100059-en.pdf.

• Productwarranties—For productwarranty information, visit https://www.juniper.net/support/warranty/.

• JTAC hours of operation—The JTAC centers have resources available 24 hours a day, 7 days a week,
365 days a year.

Self-Help Online Tools and Resources

For quick and easy problem resolution, Juniper Networks has designed an online self-service portal called
the Customer Support Center (CSC) that provides you with the following features:

• Find CSC offerings: https://www.juniper.net/customers/support/

• Search for known bugs: https://prsearch.juniper.net/

• Find product documentation: https://www.juniper.net/documentation/

• Find solutions and answer questions using our Knowledge Base: https://kb.juniper.net/

• Download the latest versions of software and review release notes:
https://www.juniper.net/customers/csc/software/

• Search technical bulletins for relevant hardware and software notifications:
https://kb.juniper.net/InfoCenter/

• Join and participate in the Juniper Networks Community Forum:
https://www.juniper.net/company/communities/

• Create a service request online: https://myjuniper.juniper.net
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To verify service entitlement by product serial number, use our Serial Number Entitlement (SNE) Tool:
https://entitlementsearch.juniper.net/entitlementsearch/

Creating a Service Request with JTAC

You can create a service request with JTAC on the Web or by telephone.

• Visit https://myjuniper.juniper.net.

• Call 1-888-314-JTAC (1-888-314-5822 toll-free in the USA, Canada, and Mexico).

For international or direct-dial options in countries without toll-free numbers, see
https://support.juniper.net/support/requesting-support/.
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EVPN-VXLAN Campus Architectures
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Validated Architectures for EVPN-VXLAN Campus Networks

Juniper Networks supports several options for an EVPN-VXLAN based campus network. This page
introduces these options, and provides links to detailed configuration examples that show you how to
deploy and validate your choice of campus architecture.

Figure 2 on page 14 shows the supported options for an EVPN-VXLAN campus network.

Figure 2: Options for an EVPN-VXLAN Based Campus
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EVPNMultihoming: ESI LAG

Describes a collapsed core architecture where the Layer 3 VXLAN gateway function is configured only on
the core devices. A collapsed core architecture is less complex and easier to configure than other
EVPN-VXLAN campus architectures. In this model the functionality associated with the distribution layer
is “collapsed” into the core devices. As a result the architecture is comprised of only the access and core
layers.

EVPN multihoming eliminates the need for Spanning Tree Protocol (STP) across the campus network by
providing the multihoming capabilities from the access layer to the core layer.

The characteristics of EVPN multihoming include:

• Well suited for small to medium campus networks

• Optimal for North to South traffic flows, i.e., inter-campus traffic

• Easy migration from legacy technologies such as Virtual Chassis Fabric (VCF) or MC-LAG, which are
based on routing at the core layer

• Simpler configuration as IRB interfaces are defined only on the devices in the core layer

• Eliminates need for STP; supports active-active forwarding over all links

Refer to “Overview of a Collapsed Core with EVPN Multihoming in a Campus Network” on page 30 for
details on how to deploy and validate an EVPN multihoming campus architecture.

Campus Fabric Core-Distribution: Centrally-routed Bridging

Describes an architecture where the Layer 3 VXLAN gateway function is configured only on the core
devices. This is accomplished by defining Integrated Routing and Bridging (IRB) interfaces on the core
devices to provide Layer 3 routing services. A Centrally-routed bridging architecture is often referred to
as CRB.

In this model the distribution layer provides a Layer 2 VXLAN gateway function to bridge traffic between
the endpoints on the same virtual network (VN). In contrast, traffic between VNs must be routed at the
core layer. In this case, the distribution layer first bridges the inter VN traffic to it’s default gateway, which
is instantiated as an IRB in the core layer. Once at the core, the traffic is de-capsulated, routed, and then
re-encapsulated into a VXLAN tunnel associatedwith the destination VN. At that point the traffic is bridged
to the destination endpoint in the distribution layer.

The characteristics of CRB include:

• Well suited for small to medium campus networks

• Optimal for North to South traffic flows, i.e., inter-campus traffic

15



• Easy migration from legacy technologies such as Virtual Chassis Fabric (VCF) or MC-LAG, which are
based on routing at the core layer

• Simpler configuration as IRB interfaces are defined only on the devices in the core layer

• Support for distribution devices that cannot perform Layer 3 VXLAN gateway functions

Refer to “How to Configure an EVPN-VXLAN Fabric for a Campus Network With CRB” on page 77 for
details on how to deploy and validate a CRB based campus architecture.

Campus Fabric Core-Distribution: Edge-routed Bridging

Describes an architecture where the Layer 2 and 3 VXLAN gateway functions are configured on the
distribution devices. In this case the Integrated Routing and Bridging (IRB) interfaces are defined on the
distribution devices to provide Layer 3 routing services. An Edge-routed bridging architecture is often
referred to as ERB.

In this model the core layer provides IP underlay routing only. All bridging and routing in the overlay is
performed at the distribution layer. Thismeans the core layer does not need to provideVXLANencapsulation
or decapsulation services. All VXLAN Tunnel Endpoint (VTEP) functions occur at the distribution layer
devices.

The characteristics of ERB include:

• Well suited for small to medium campus networks

• Optimal for East West traffic flows, i.e., intra-campus traffic

• Support for core devices that cannot perform VXLAN gateway functions

• Reduced need for gateway relearning in the event of device failure; smaller blast radius when compared
to CRB

• Better interoperability in a multi-vendor switch fabric

Refer to“Overview of EVPN-VXLAN Campus Fabric with ERB” on page 153 for details on how to deploy
and validate an ERB based campus architecture.

IP Clos

The IP Clos architecture pushes VXLAN Layer 2 gateway functionality, i.e., bridging, into the access layer.
As with ERB, the distribution layer continues to provide Layer 2 and Layer 3 VXLAN gateway services. IP
Clos can be characterizes as access layer bridging with distribution layer routing.
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This model is also referred to as “end-to-end” given that VXLAN tunnel are now terminated at the access
layer, in contrast to both the CRB and ERB architectures, where the access layer does not provide any
VXLAN functionality.

As with ERB, in an IP Clos campus the core layer provides only IP underlay routing. with no need for VXLAN
encapsulation or decapsulation functionality. All VXLAN Tunnel Endpoint (VTEP) functions now occur at
the access and distribution layer devices.

The characteristics of IP Clos include:

• Ideal for medium and large campus networks

• Optimal for East West traffic flows, i.e., intra-campus traffic

• Support for core devices that cannot perform VXLAN gateway functionality

• Access layer segmentation for improved scaling

• Ideal when a Layer 3 VXLAN gateway is needed at access

• Well suited for mobility and IoT devices

• Reduced need for gateway relearning in the event of device failure; smaller blast radius when compared
to CRB

Refer to“How to Configure an IP Clos Fabric for a Campus Network” on page 240 for details on how to
deploy and validate a IP Clos based campus architecture.
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Overview of EVPN-VXLAN Based Campus Networks

Need for an Overlay-Based Campus Fabric

Enterprise networks are adopting cloud-based applications to improve their competitiveness, lower IT
costs, and provide users with anytime, anywhere access to resources and data. Mobile devices, social
media, and collaboration tools place new demands on networks. Modern enterprise networks must scale
rapidly and provide immediate access to devices with limited networking capabilities as the use of Internet
of Things (IoT) devices increases.

Most traditional campus architectures use single-vendor, chassis-based technologies that work well in
small, static campuses with few endpoints. However, they are too rigid to support the scalability and
changing needs of modern large enterprises.

The Juniper Networks EVPN-VXLAN fabric is a highly scalable architecture that is simple, programmable,
and built on a standards-based architecture that is common across campuses and data centers.

The EVPN-VXLAN campus architecture uses a Layer 3 IP-based underlay network and an EVPN-VXLAN
overlay network. The simple IP-based Layer 3 network underlay limits the Layer 2 broadcast domain. A
flexible overlay network based on a VXLAN overlay with an EVPN control plane efficiently provides Layer
3 or Layer 2 connectivity.

This architecture decouples the virtual topology from the physical topology, which improves network
flexibility and simplifies network management. Endpoints that require Layer 2 adjacency, such as IoT
devices, can be placed anywhere in the network and remain connected to the same logical Layer 2 network.

With an EVPN-VXLAN campus architecture, you can easily add core, distribution, and access layer devices
as your business grows without having to redesign the network. EVPN-VXLAN is vendor-agnostic, so you
can use the existing access layer infrastructure and gradually migrate to access layer switches that support
EVPN-VXLAN capabilities.

EVPN-VXLAN Benefits

An EVPN-VXLAN fabric is an efficient and scalable way to build and connect campus, data center, and
public cloud networks.With a robust BGP/EVPN implementation on all platforms, this architecture provides
optimized, seamless, and standards-compliant Layer 2 or Layer 3 connectivity.

18



Juniper Networks EVPN-VXLAN campus networks provide the following benefits:

• Consistent, scalable architecture—Enterprises typically havemultiple sites with different size requirements.
A common EVPN-VXLAN-based campus architecture is consistent across all sites, irrespective of the
size. EVPN-VXLAN scales out or scales in as a site evolves.

• Multi-vendor deployment—The EVPN-VXLAN architecture uses standards-based protocols so enterprises
can deploy campus networks using multi-vendor network equipment. There is no single vendor lock-in
requirement.

• Reduced flooding and learning—Control plane-based Layer 2/Layer 3 learning reduces the flood and learn
issues associated with data plane learning. Learning MAC addresses in the forwarding plane has an
adverse impact on network performance as the number of endpoints grows. The EVPN control plane
handles the exchange and learning of routes, so newly learnedMAC addresses are not exchanged in the
forwarding plane.

• Location-agnostic connectivity—The EVPN-VXLAN campus architecture provides a consistent endpoint
experience no matter where the endpoint is located. Some endpoints require Layer 2 reachability, such
as legacy building security systems or IoT devices. The Layer 2 VXLAN overlay provides Layer 2
reachability across campuses without any changes to the underlay network. With our standards-based
network access control integration, an endpoint can be connected anywhere in the network.

• Underlay agnostic—VXLAN as an overlay is underlay agnostic. With a VXLAN overlay, you can connect
multiple campuses with a Layer 2 VPN or Layer 3 VPN service from a WAN provider or by using IPsec
over Internet.

• Consistent network segmentation—A universal EVPN-VXLAN-based architecture across campuses and
data centers means consistent end-to-end network segmentation for endpoints and applications.

• Simplified management—Campuses and data centers based on a common EVPN-VXLAN design can use
common tools and network teams to deploy and manage campus and data center networks.

EVPN-VXLAN Technical Overview
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Access Layer | 23

Mist Access points | 23

VRF Segmentation | 24

Understanding VXLAN

Network overlays are created by encapsulating traffic and tunneling it over a physical network. The Virtual
Extensible LAN (VXLAN) tunneling protocol encapsulates Layer 2 Ethernet frames in Layer 3 UDP packets.
VXLANenables virtual Layer 2 subnets or segments that can span the underlying physical Layer 3 network.

In a VXLAN overlay network, each Layer 2 subnet or segment is uniquely identified by a virtual network
identifier (VNI). A VNI segments traffic the same way that a VLAN ID segments traffic. As is the case with
VLANs, endpoints within the same virtual network can communicate directly with each other. Endpoints
in different virtual networks require a device that supports inter-VXLAN routing, which is typically a router
or a high-end switch.

The entity that performs VXLAN encapsulation and decapsulation is called a VXLAN tunnel endpoint. Each
VXLAN tunnel endpoint is typically assigned a unique IP address.

VXLAN Control Plane Limitations

VXLAN can be deployed as a tunneling protocol across a Layer 3 IP fabric data center without a control
plane protocol. The VXLAN abstraction does not change the flood and learn behavior of the Ethernet
protocol, which has inherent limitations in terms of scalability and efficiency.

The two primarymethods for using VXLANwithout a control plane protocol—static unicast VXLAN tunnels
and VXLAN with a multicast underlay—do not solve the inherent flood and learn problem and are difficult
to scale in large multitenant environments. EVPN-VXLAN is a scalable solution for the flood and learn
problems with Ethernet.

Understanding EVPN

Ethernet VPN (EVPN) is a standards-based protocol that provides virtual multipoint bridged connectivity
between different domains over an IP or IP/MPLS backbone network. EVPN enables seamless multitenant,
flexible services that can be extended on demand.

EVPN is an extension to BGP that allows the network to carry both Layer 2MAC and Layer 3 IP information
simultaneously to optimize routing and switching decisions. This control plane technology usesMultiprotocol
BGP (MP-BGP) forMAC and IP address endpoint distribution, whereMAC addresses are treated as routes.
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EVPN enables devices acting as virtual tunnel endpoints (VTEPs) to exchange reachability information
with each other about their endpoints.

EVPN provides multipath forwarding and redundancy through an all-active model. The access layer can
connect to two or more distribution devices and forward traffic using all of the links. If an access link or
distribution device fails, traffic flows from the access layer toward the distribution layer using the remaining
active links. For traffic in the other direction, remote distribution devices update their forwarding tables
to send traffic to the remaining active distribution devices connected to themultihomed Ethernet segment.

The benefits of using EVPNs include:

• MAC address mobility

• Multitenancy

• Load balancing across multiple links

• Fast convergence

The technical capabilities of EVPN include:

• Minimal flooding—EVPN creates a control plane that shares end host MAC addresses between VTEPs
in the same EVPN segment, which minimizes flooding and facilitates MAC address learning.

• Multihoming—EVPN supports multihoming for client devices. A control protocol like EVPN that enables
synchronization of endpoint addresses between the distribution switches is needed to support
multihoming, because traffic traveling across the topology needs to be intelligently moved acrossmultiple
paths.

• Aliasing—EVPN leverages all-active multihoming to allow a remote distribution device to load-balance
traffic across the network toward the access layer.

• Split horizon—Split horizon prevents the looping of broadcast, unknown unicast, and multicast (BUM)
traffic in a network. With split horizon, a packet is never sent back in the direction it came from.

The Underlay Network

An EVPN-VXLAN fabric architecture makes the network infrastructure simple and consistent across
campuses and data centers. All the core and distribution devices must be connected to each other using
a Layer 3 infrastructure.We recommend deploying a Clos-based IP fabric with a spine-leaf-based topology
to ensure predictable performance and to enable a consistent, scalable architecture.

The primary requirement in the underlay network is that all core and distribution devices have loopback
reachability to one another. The loopback addresses are used to establish IBGP peering relationships for
the overlay network.

You can use any Layer 3 routing protocol to exchange loopback addresses between the core and distribution
devices. BGP provides benefits like better prefix filtering, traffic engineering, and traffic tagging, while
OSPF is relatively simple to configure and troubleshoot.

21



We are using eBGP as the underlay routing protocol in this example because of its ease of use. You can
also useOSPF as the underlaying routing protocol if you choose to. Figure 3 on page 22 shows the topology
of the underlay network.

Figure 3: Underlay Network Topology

The Overlay Network Control Plane

MP-BGPwith EVPN signaling acts as the overlay control plane protocol. The core and distribution devices
establish IBGP sessions between each other.

To eliminate the need for full mesh IBGP sessions between all devices, the core switches act as route
reflectors and the distribution devices act as route reflector clients. Route reflectors enable simple and
consistent IBGP configuration on all distribution switches.

Figure 4 on page 22 shows the topology of the overlay network.

Figure 4: Overlay Network Topology
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The Overlay Data Plane

This architecture uses VXLAN as the overlay data plane encapsulation protocol. A Juniper switch that
functions as a Layer 2 or Layer 3 VXLAN gateway acts as the VXLAN tunnel endpoint and can encapsulate
and decapsulate data packets.

Access Layer

The access layer provides network connectivity to end-user devices, such as personal computers, VoIP
phones, printers, IoT devices, as well as connectivity to wireless access point devices. The access layer
does not participate in the EVPN-VXLAN fabric and operates at Layer 2 only. The uplinks from the access
layer to the distribution layer are Layer 2 trunk link aggregation group (LAG) ports with VLANs relevant
to the access switch or Virtual Chassis.

In this example, each access switch or Virtual Chassis is multihomed to two distribution switches. With
EVPN running as the control plane protocol, any access switch or Virtual Chassis device can enable
active-active multihoming on its interfaces. EVPN provides a standards-based multihoming solution that
scales horizontally across any number of distribution layer switches. The access layer switches can use
LAGwith Link Aggregation Control Protocol (LACP) formultihoming to twomore distribution layer switches.

Figure 5 on page 23 shows the topology of the access layer devices after multihoming.

Figure 5: Access Layer Topology

Mist Access points

In our network, we choose Mist Access points as our preferred access point devices. They are designed
from the ground up to meet the stringent networking needs of the modern cloud and smart-device era.
Mist delivers unique capabilities for both wired and wireless LAN.
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• Wired and wireless assurance—Mist is enabled with wired and wireless assurance. Once configured,
Service Level Expectations (SLE) for key wired and wireless performance metrics such as throughput,
capacity, roaming, and uptime are addressed in the Mist platform. This NCE uses Mist wired assurance
services.

• Marvis—An integrated AI engine that provides rapidwired andwireless troubleshooting, trending analysis,
anomaly detection, and proactive problem remediation.

Evolving IT departments look for a cohesive approach for managing wired and wireless networks. Juniper
Networks has a solution that simplifies and automate operations, provides end-to-end troubleshooting,
and ultimately evolves into the Self-Driving Network™. The Integration of the Mist platform in this NCE
addresses both of these challenges. For more details on Mist integration and EX switches, see How to
Connect Mist Access Points and Juniper EX Series Switches.

VRF Segmentation

VRF segmentation is used to organize users and devices in groups on a shared network while separating
and isolating the different groups. The routing devices on the network create andmaintain separate virtual
routing and forwarding (VRF) table for each group. The users and devices in a group are placed in one VRF
segment and can communicate with each other, but they cannot communicate with users in another VRF
segment. If you want to send and receive traffic from one VRF segment to another VRF segment, then
you must configure the routing path.

Figure 6 on page 25 shows an ERB based EVPN-VXLAN campus networkwith 3 VRF segments (Employees,
Guests, and IoT devices).
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Figure 6: VRF Segmentation in an ERB Architecture

Campus EVPN-VXLAN Fabric High-Level Architecture: CRB

At a high level, a CRB based EVPN-VXLAN fabric architecture for campus network deployments consists
of the following:

• Core switches that can be configured as Layer 2/Layer 3 VXLAN gateways.

• A centrally-routed bridging (CRB) overlay where the Integrated Routing and Bridging (IRB) interfaces
for the virtual networks are located on the core switches.

• Distribution switches that can be configured as Layer 2 VXLAN gateways.

• Access layer switches that are either standalone switches or a Virtual Chassis. These switches can be
Juniper or third-party devices.

• VLANs that carry endpoint traffic from the wired and wireless devices that connect to the access layer
switches and the distribution layer switches.

Figure 7 on page 26 provides a high-level overview of the EVPN-VXLAN fabric architecture for wired and
wireless integration.
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Figure 7: The CRB EVPN-VXLAN Campus Network Architecture

Campus EVPN-VXLAN Fabric High-Level Architecture: ERB

At a high level, an ERB based EVPN-VXLAN fabric architecture for campus network deployments consists
of the following:

• Core switches provides transport of EVPN type-2 and type-5 routes

• Distribution switches can be configured as Layer 2/Layer 3 VXLAN gateways.

• An Edge-routed bridging (ERB) overlay where the Integrated Routing and Bridging (IRB) interfaces for
the virtual networks are located on the distribution switches.

• Access layer switches that are either standalone switches or a Virtual Chassis. These switches can be
Juniper or third-party devices.

• VLANs that carry endpoint traffic from the wired and wireless devices that connect to the access layer
switches and the distribution layer switches.

• ERB design also enables faster server-to-server, intra-campus traffic (also known as east-west traffic).
As a result, routing happens much closer to the end systems than with Centrally-routed bridging (CRB)
overlays.

Figure 8 on page 27 shows an EVPN-VXLAN campus network based on the ERB architecture.
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Figure 8: The ERB EVPN-VXLAN Campus Network Architecture

Campus IP Clos Fabric High-Level Architecture

The campus fabric, with an EVPN-VXLAN architecture, decouples the overlay network from the underlay
network. This approach addresses the needs of the modern enterprise network by allowing network
administrators to create logical Layer 2 networks across different Layer 3 networks. By configuring different
routing instances, you can create separate virtual networks and each routing instance will have its own
separate routing and switching table.

VXLAN is the overlay data plane encapsulation protocol that tunnels Ethernet frames between network
endpoints on the Layer 3 IP network. Devices that perform VXLAN encapsulation and decapsulation for
the network are referred to as a VXLAN tunnel endpoint (VTEP). Before a VTEP sends a frame into a
VXLAN tunnel, it wraps the original frame in a VXLAN header that includes a virtual network identifier
(VNI). The VNI maps the packet to the original VLAN that at the ingress switch. After applying a VXLAN
header, the frame is encapsulated into a UDP/IP packet for transmission to another VTEP over an IP
network.

A campus fabric with EVPN-VXLAN is a more modern and scalable network that uses a BGP or OSPF
underlay from the core to the access layer switches. The access layer switches are VTEPs that encapsulate
and decapsulate the VXLAN traffic. In addition, the VTEPs route packets in and out of VXLAN tunnels.

Figure 9 on page 28 shows an EVPN-VXLAN Campus network based on the IP Clos architecture.
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Figure 9: An IP Clos Topology
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About This Network Configuration Example

This network configuration example (NCE) describes how to configure and manage a campus network
using EVPN-VXLAN on a collapsed core architecture with EVPN multihoming (also called ESI-LAG). This
example uses EX Series switches with Mist Access Points.

NOTE: Juniper Networks requires a license for EVPN-VXLAN on QFX Series and EX4650
switches. See the Licensing Guide for more information.

Use Case Overview

A campus network using EVPN-VXLAN is an efficient and scalable way to build and connect campuses
with data centers and public clouds. The VXLAN overlay with an EVPN control plane enables you to create
logical Layer 2 networks across an Layer 3 underlay network. A collapsed core design is ideal for a campus
network where there is a need to scale your network rapidly. A collapsed core architecture is less complex
and easier to configure and manage. EVPN multihoming eliminates the need for Spanning Tree Protocol
(STP) across the campus network by providing the multihoming capabilities from the access layer to the
collapsed core layer and a L3 IP fabric from the collapsed core to the network core. EVPN multihoming
also supports horizontal scaling withmore than two devices in the distribution layer and extends the EVPN
network to the core.
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EVPN-VXLAN Benefits

This architecture provides optimized, seamless, and standards-compliant Layer 2 or Layer 3 connectivity.
Juniper Networks EVPN-VXLAN campus networks provide the following benefits:

• Consistent, scalable architecture—Enterprises typically havemultiple sites with different size requirements.
A common EVPN-VXLAN-based campus architecture is consistent across all sites, irrespective of the
size. EVPN-VXLAN scales out or scales in as a site evolves.

• Multi-vendor deployment—The EVPN-VXLAN architecture uses standards-based protocols so enterprises
can deploy campus networks using multi-vendor network equipment. There is no single vendor lock-in
requirement.

• Reduced flooding and learning—Control plane-based Layer 2/Layer 3 learning reduces the flood and learn
issues associated with data plane learning. Learning MAC addresses in the forwarding plane has an
adverse impact on network performance as the number of endpoints grows. The EVPN control plane
handles the exchange and learning of routes, so newly learnedMAC addresses are not exchanged in the
forwarding plane.

• Location-agnostic connectivity—The EVPN-VXLAN campus architecture provides a consistent endpoint
experience no matter where the endpoint is located. Some endpoints require Layer 2 reachability, such
as legacy building security systems or IoT devices. The Layer 2 VXLAN overlay provides Layer 2
reachability across campuses without any changes to the underlay network. With our standards-based
network access control integration, an endpoint can be connected anywhere in the network.

• Underlay agnostic—VXLAN as an overlay is underlay agnostic. With a VXLAN overlay, you can connect
multiple campuses with a Layer 2 VPN or Layer 3 VPN service from a WAN provider or by using IPsec
over Internet.

• Consistent network segmentation—A universal EVPN-VXLAN-based architecture across campuses and
data centers means consistent end-to-end network segmentation for endpoints and applications.

• Simplified management—Campuses and data centers based on a common EVPN-VXLAN design can use
common tools and network teams to deploy and manage campus and data center networks.

Technical Overview
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EVPN Multihoming | 33
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Access Layer | 33

VRF Segmentation | 34

This NCE shows how to deploy a collapsed core architecture for a campus network. You can use use the
EX4650 or the QFX5120 switch as the collapsed core switch. In this example, we use the EX4650 switch
as the collapsed core switches and EX series switches as access switches. Figure 10 on page 32 shows the
collapsed core architecture on a campus network. The access point devices are connected to the access
layer switches, which in turn are multihomed to the collapsed core switches. There are separate VLANs
for employees, guests, and IoT devices.

Figure 10: Collapsed Core Architecture
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Underlay and Overlay Network

This network configuration example deploys a campus fabric with a Layer 3 IP-based underlay network
with EVPN-VXLAN as the overlay. You can use OSPF or BGP as the underlay protocol and iBGP as the
overlay protocol, in this example we use BGP as the underlay routing protocol and MP-BGP with EVPN
signaling as the overlay control plane protocol. VXLAN is the overlay data plane encapsulation protocol.

Collapsed Core Architecture

A collapsed core architecture takes the normal three-tier hierarchical network and collapses it into a
two-tier network. In a two-tier network, the function of the switches in the core layer and distribution
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layer are “collapsed” into a combined core and distribution layer on a single switch. You can use use the
EX4650 or the QFX5120 switch as the collapsed core switch. In this example, we use the EX4650 switch
as the collapsed core switch.

EVPNMultihoming

New EVPN technology standards—including RFCs 8365, 7432, and 7348—introduce the concept of link
aggregation in EVPNs with Ethernet segments. Ethernet segments in an EVPN collect links into a bundle
and assign a number—called the Ethernet segment identifier (ESI)—to the bundled links. Links frommultiple
standalone nodes can be assigned the same ESI, an important link aggregation feature that brings node
level redundancy to devices in an EVPN-VXLAN network. The bundled links that are numbered with an
ESI are often referred to as ESI LAGs.

Layer 2multihoming in EVPNnetworks is dependent on the EVPNmultihoming feature. EVPNmultihoming,
which provides full active-active link support, is also frequently enabled with LACP to ensure multi-vendor
support for the devices that access the campus network. Layer 2 multihoming with LACP is an especially
attractive configuration optionwhen deploying devices that connect to access points in a campus network
because multihoming is transparent from the access point of view. With ESI, the access point functions
as if it is connected to a single node even when it is connected to two or more switches.

EVPNmultihoming provides redundant connectivity between access point devices and the collapsed core
layer. This example configures ESI in an all-active mode to load-balance traffic across all the connected
multihomed devices.

Access Layer

The access layer provides network connectivity to end-user devices, such as personal computers, VoIP
phones, printers, and IoT devices as well as connectivity to wireless access point devices. In this example,
we use Mist APs as the access point device. Evolving IT departments are looking for a cohesive approach
for managing wired andwireless networks. Juniper Networks has a solution that can simplify and automate
operations and end-to-end troubleshooting, ultimately evolving into the Self-Driving Network™. The
Integration of the Mist platform in this NCE addresses both of these challenges.

Mist is designed from the ground up to meet the stringent networking needs of the modern cloud and
smart-device era, Mist delivers unique capabilities for the wired and wireless LAN.

• Wired and wireless assurance—Mist is enabled with wired and wireless assurance. Once configured,
Service Level Expectations (SLE) for key wired and wireless performance metrics such as throughput,
capacity, roaming, and uptime are addressed in the Mist platform. This NCE uses Mist wired assurance
services.

• Marvis—An integrated AI engine that provides rapidwired andwireless troubleshooting, trending analysis,
anomaly detection, and proactive problem remediation.
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For more details onMist integration and EX switches, see How to ConnectMist Access Points and Juniper
EX Series Switches.

VRF Segmentation

VRF segmentation is used to organize users and devices in groups on a shared network while separating
and isolating the different groups. The routing devices on the network create andmaintain separate virtual
routing and forwarding (VRF) table for each group. The users and devices in a group are placed in one VRF
segment and can communicate with each other, but they cannot communicate with users in another VRF
segment. If you want to send and receive traffic from one VRF segment to another VRF segment, then
you must configure the routing path. In this example, we configure routing paths to go through an SRX
series router. This allows you to define policies to permit or deny access to specific resources on a VRF
segment to other groups. The SRX series router enforces policy rules for transit traffic by identifying and
allowing the traffic that can pass through and denying the traffic that is not permitted. For information on
configuring a routing path via an SRX router, see “How to Configure the SRX Router” on page 68.
Figure 11 on page 34 shows our collapsed core network topology with the 3 VRF segments (Employees,
Guests, and IoT devices).

Figure 11: VRF Segmentation
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How to Configure a Campus Network using EVPN
Multihoming

Requirements

This configuration example uses the following devices:

• Two EX4650 switches or two QFX5120 switches as collapsed core devices. Software version: Junos
OS Release 18.4R2-S4

NOTE: EX4650 and QFX5120 switches are similar and can be used interchangeably.

• One EX4300 switch as the access layer. In your configuration, this can be a Juniper Networks switch or
a third-party switch.

• Mist Access Point.

Overview

Use this network configuration example to deploy a single campus fabric with a Layer 3 IP-based underlay
network that uses EVPN as the control plane protocol and VXLAN as the data plane protocol in the overlay
network.

You can use BGP or OSPF as the underlay routing protocol to exchange loopback routes. In this example,
you will first configure BGP as the underlay routing protocol. You will then configure iBGP between the
core and distribution devices in the overlay to share reachability information about endpoints in the fabric.

Topology

In this example, each device is configured with a /32 loopback address. Figure 12 on page 36 shows the
physical topology and the IP addressing scheme used in this example.
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Figure 12: EVPN-VXLAN Campus Fabric
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Details

In this NCE, we design the network for three different types of users and devices (Employees, Guests, and
IoT devices) that will be connecting to network through wired and wireless access. Employees, Guests,
and IoT devices are mapped to different virtual networks and VNIs. Table 3 on page 36 displays the
configuration information for this NCE.

Table 3: NCE Configuration Information

Route
DistinguisherLoopbackVRF

Wireless
NetworkWired Network

Virtual
Network

102Lo0.102/192.168.251.14/32JNPR_2_VRFIRB: 102

Subnet:
192.168.102.3/24

IRB: 101

Subnet:
192.168.101.3/24

Employees

101Lo0.101/192.168.251.13/32JNPR_1_VRFIRB: 202

Subnet:
192.168.202.3/24

IRB: 201

Subnet:
192.168.201.3/24

Guests

103Lo0.103/192.168.251.15/32JNPR_3_VRFIRB: 302

Subnet:
192.168.212.3/24

IRB: 301

Subnet:
192.168.210.3/24

IoT
Devices
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Configure the Underlay IP Fabric

Overview

This section illustrates how to configure the IP fabric underlay on the collapsed core switches using BGP.

Interface and Underlay Configuration

IN THIS SECTION

Collapsed Core 1 Configuration | 37

Collapsed Core 2 Configuration | 38

Use this section to configure the underlay on the collapsed core switches.

This section shows the step-by-step configuration procedures for each device.

Collapsed Core 1 Configuration

Step-by-Step Procedure

1. Configure the interfaces connected to the collapsed core switches. To avoid a split-brain state in the
network, we recommend configuring at least two links between the collapsed core switches and
configuring multihoming from the access switches to the collapsed core switches.

set interfaces ge-0/0/46 unit 0 description "Connected to campus-tme-ex4650-2"

set interfaces ge-0/0/46 unit 0 family inet address 192.168.100.5/31

set interfaces ge-0/0/46 mtu 9100

2. Configure the loopback interface and router ID and enable per-packet load balancing.

set interfaces lo0 unit 0 family inet address 192.168.255.11/32 

set routing-options router-id 192.168.255.11 

set routing-options forwarding-table export ecmp_policy

set policy-options policy-statement ecmp_policy then load-balance per-packet

set policy-options policy-statement ecmp_policy then accept 

3. Configure the BGP underlay network.
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set policy-options policy-statement UNDERLAY-EXPORT term LOOPBACK from 

route-filter 192.168.255.0/24 orlonger

set policy-options policy-statement UNDERLAY-EXPORT term LOOPBACK then accept

set policy-options policy-statement UNDERLAY-EXPORT term DEFAULT then reject

set policy-options policy-statement UNDERLAY-IMPORT term LOOPBACK from 

route-filter 192.168.255.0/24 orlonger

set policy-options policy-statement UNDERLAY-IMPORT term LOOPBACK then accept

set policy-options policy-statement UNDERLAY-IMPORT term DEFAULT then reject 

set protocols bgp bfd-liveness-detection minimum-interval 1000

set protocols bgp group UNDERLAY type external

set protocols bgp group UNDERLAY description "EBGP UNDERLAY"

set protocols bgp group UNDERLAY import UNDERLAY-IMPORT

set protocols bgp group UNDERLAY family inet unicast

set protocols bgp group UNDERLAY authentication-key “SecretKeyPhrase”

set protocols bgp group UNDERLAY export UNDERLAY-EXPORT

set protocols bgp group UNDERLAY local-as 65013

set protocols bgp group UNDERLAY multipath multiple-as

set protocols bgp group UNDERLAY bfd-liveness-detection minimum-interval 350

set protocols bgp group UNDERLAY bfd-liveness-detection multiplier 3

set protocols bgp group UNDERLAY neighbor 192.168.100.4 peer-as 65012

Collapsed Core 2 Configuration

Step-by-Step Procedure

1. Configure the interfaces connected to the collapsed core devices. To avoid a split-brain state in the
network, we recommend configuring at least two links between the collapsed core switches and
configuring multihoming from the access switches to the collapsed core switches.

set interfaces ge-0/0/46 unit 0 description "Connected to campus-tme-ex4650-01"

set interfaces ge-0/0/46 unit 0 family inet address 192.168.100.4/31 

set interfaces ge-0/0/46 mtu 9100

2. Configure the loopback interface and router ID and enable per-packet load balancing.

set interfaces lo0 unit 0 family inet address 192.168.255.12/32 

set routing-options router-id 192.168.255.12

set policy-options policy-statement ecmp_policy then load-balance per-packet 

set policy-options policy-statement ecmp_policy then accept

set routing-options forwarding-table export ecmp_policy

3. Configure the BGP underlay network.
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set policy-options policy-statement UNDERLAY-EXPORT term LOOPBACK from 

route-filter 192.168.255.0/24 orlonger

set policy-options policy-statement UNDERLAY-EXPORT term LOOPBACK then accept

set policy-options policy-statement UNDERLAY-EXPORT term DEFAULT then reject

set policy-options policy-statement UNDERLAY-IMPORT term LOOPBACK from 

route-filter 192.168.255.0/24 orlonger

set policy-options policy-statement UNDERLAY-IMPORT term LOOPBACK then accept

set policy-options policy-statement UNDERLAY-IMPORT term DEFAULT then reject 

set protocols bgp group UNDERLAY type external

set protocols bgp group UNDERLAY description "Connection to EBGP UNDERLAY"

set protocols bgp group UNDERLAY import UNDERLAY-IMPORT

set protocols bgp group UNDERLAY family inet unicast

set protocols bgp group UNDERLAY authentication-key “SecretKeyPhrase”

set protocols bgp group UNDERLAY export UNDERLAY-EXPORT

set protocols bgp group UNDERLAY local-as 65012

set protocols bgp group UNDERLAY multipath multiple-as

set protocols bgp group UNDERLAY bfd-liveness-detection minimum-interval 350

set protocols bgp group UNDERLAY bfd-liveness-detection multiplier 3

set protocols bgp group UNDERLAY neighbor 192.168.100.5 peer-as 65013

Configure the Overlay

Overview

This section shows how to configure the overlay. It includes iBGP peerings, the VLAN to VXLANmappings,
and the IRB interface configurations for the virtual networks.

Topology

In this example, there are three virtual networks: (a “separate” network for employees, guests, and IoT).
The IRB interfaces for these virtual networks are on the core switches. All IRB interfaces are placed in the
same routing instance. Place IRB interfaces in different routing instances for network segmentation if
needed in your deployment.

Figure 13 on page 40 shows the overlay virtual network topology.
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Figure 13: Overlay Virtual Network Topology
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Overlay and Virtual Network Configuration

Use this section to configure the overlay and virtual networks on the collapsed core layer switches.

This section shows the step-by-step configuration procedures for each device.

Collapsed Core 1 Configuration

Step-by-Step Procedure

1. Configure iBGP neighbors from the collapsed core switch to the core switches.

set routing-options autonomous-system 65100

set protocols bgp group EVPN_FABRIC type internal

set protocols bgp group EVPN_FABRIC description "OVERLAY Config"

set protocols bgp group EVPN_FABRIC local-address 192.168.255.11

set protocols bgp group EVPN_FABRIC family evpn signaling

set protocols bgp group EVPN_FABRIC authentication-key “SecretKeyPhrase”

set protocols bgp group EVPN_FABRIC local-as 65100

set protocols bgp group EVPN_FABRIC multipath

set protocols bgp group EVPN_FABRIC neighbor 192.168.255.12

set protocols evpn no-core-isolation

2. Configure switch options on the collapsed core switch.

set switch-options vtep-source-interface lo0.0

set switch-options route-distinguisher 192.168.99.10:1
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set switch-options vrf-target target:999:999

set switch-options vrf-target auto

3. Enable VXLAN encapsulation.

set protocols evpn encapsulation vxlan  

set protocols evpn default-gateway no-gateway-community

set protocols evpn extended-vni-list 5101

set protocols evpn extended-vni-list 5102

set protocols evpn extended-vni-list 5201

set protocols evpn extended-vni-list 5202

set protocols evpn extended-vni-list 5301

set protocols evpn extended-vni-list 5302

4. Configure VLANs and VXLAN mappings.

set vlans VLAN-101 description Employee-Wired-VLAN

set vlans VLAN-101 vlan-id 101

set vlans VLAN-101 l3-interface irb.101

set vlans VLAN-101 vxlan vni 5101

set vlans VLAN-102 description Employee-Wireless-VLAN

set vlans VLAN-102 vlan-id 102

set vlans VLAN-102 l3-interface irb.102

set vlans VLAN-102 vxlan vni 5102

set vlans VLAN-201 description Guest-Wired-VLAN

set vlans VLAN-201 vlan-id 201

set vlans VLAN-201 l3-interface irb.201

set vlans VLAN-201 vxlan vni 5201

set vlans VLAN-202 description Guest-Wireless-VLAN

set vlans VLAN-202 vlan-id 202

set vlans VLAN-202 l3-interface irb.202

set vlans VLAN-202 vxlan vni 5202

set vlans VLAN-301 description IOT-Wired-VLAN

set vlans VLAN-301 vlan-id 301

set vlans VLAN-301 l3-interface irb.301

set vlans VLAN-301 vxlan vni 5301

set vlans VLAN-302 description IOT-Wireless-VLAN

set vlans VLAN-302 vlan-id 302

set vlans VLAN-302 l3-interface irb.302

set vlans VLAN-302 vxlan vni 5302

5. Configure the IRB interfaces for the Employees, Guests, and the IoT devices VLANs.
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set interfaces irb unit 101 virtual-gateway-accept-data

set interfaces irb unit 101 description Wired-Employee

set interfaces irb unit 101 family inet address 192.168.101.3/24 

virtual-gateway-address 192.168.101.1

set interfaces irb unit 102 virtual-gateway-accept-data

set interfaces irb unit 102 description Wireless-Employee

set interfaces irb unit 102 family inet address 192.168.102.3/24 

virtual-gateway-address 192.168.102.1

set interfaces irb unit 201 virtual-gateway-accept-data

set interfaces irb unit 201 description Guest-Wired-Subnet

set interfaces irb unit 201 family inet address 192.168.201.3/24 

virtual-gateway-address 192.168.201.1

set interfaces irb unit 202 virtual-gateway-accept-data

set interfaces irb unit 202 description Guest-Wireless-Subnet

set interfaces irb unit 202 family inet address 192.168.202.3/24 

virtual-gateway-address 192.168.202.1

set interfaces irb unit 301 virtual-gateway-accept-data

set interfaces irb unit 301 description Wired-IOT

set interfaces irb unit 301 family inet address 192.168.210.3/24 

virtual-gateway-address 192.168.210.1

set interfaces irb unit 302 virtual-gateway-accept-data

set interfaces irb unit 302 description Wireless-IOT

set interfaces irb unit 302 family inet address 192.168.212.3/24 

virtual-gateway-address 192.168.212.1

6. Configure the VRF instances.

set routing-instances JNPR_1_VRF description "VRF for Guest Access"

set routing-instances JNPR_1_VRF instance-type vrf

set routing-instances JNPR_1_VRF interface ge-0/0/20.0

set routing-instances JNPR_1_VRF interface irb.201

set routing-instances JNPR_1_VRF interface irb.202

set routing-instances JNPR_1_VRF interface lo0.101

set routing-instances JNPR_1_VRF route-distinguisher 192.168.255.13:101

set routing-instances JNPR_1_VRF vrf-target target:1:65001

set routing-instances JNPR_1_VRF vrf-table-label

set routing-instances JNPR_1_VRF routing-options static route 0.0.0.0/0 next-hop

 192.168.191.1

set routing-instances JNPR_1_VRF routing-options auto-export

set routing-instances JNPR_2_VRF description "VRF for Employee Access"

set routing-instances JNPR_2_VRF instance-type vrf

set routing-instances JNPR_2_VRF interface irb.101

set routing-instances JNPR_2_VRF interface irb.102
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set routing-instances JNPR_2_VRF interface lo0.102

set routing-instances JNPR_2_VRF route-distinguisher 192.168.255.13:102

set routing-instances JNPR_2_VRF vrf-target target:2:65001

set routing-instances JNPR_2_VRF vrf-table-label

set routing-instances JNPR_3_VRF description "VRF for IOT Access"

set routing-instances JNPR_3_VRF instance-type vrf

set routing-instances JNPR_3_VRF interface irb.301

set routing-instances JNPR_3_VRF interface irb.302

set routing-instances JNPR_3_VRF interface lo0.103

set routing-instances JNPR_3_VRF route-distinguisher 192.168.255.13:103

set routing-instances JNPR_3_VRF vrf-target target:3:65001

set routing-instances JNPR_3_VRF vrf-table-label

set routing-instances JNPR_3_VRF routing-options static route 0.0.0.0/0 next-hop

 192.168.193.1

set routing-instances JNPR_3_VRF routing-options auto-export

set routing-instances JNPR_2_VRF routing-options static route 0.0.0.0/0 next-hop

 192.168.192.1

set routing-instances JNPR_2_VRF routing-options auto-export

7. (Optional) Enable IGMP snooping to constrain the flooding of IPv4 multicast traffic on the VLANs.

set protocols igmp-snooping vlan VLAN-201 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-202 interface ae11.0 

multicast-router-interface

set protocols igmp-snooping vlan VLAN-101 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-102 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-201 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-202 interface ae12.0 

multicast-router-interface

set protocols igmp-snooping vlan VLAN-101 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-102 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae12.0 
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multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae12.0 

multicast-router-interface 

Collapsed Core 2 Configuration

Step-by-Step Procedure

1. Configure iBGP neighbors from the collapsed core switch to the core switches.

set routing-options autonomous-system 65100

set protocols bgp group EVPN_FABRIC type internal

set protocols bgp group EVPN_FABRIC description "OVERLAY Config"

set protocols bgp group EVPN_FABRIC local-address 192.168.255.12

set protocols bgp group EVPN_FABRIC family evpn signaling

set protocols bgp group EVPN_FABRIC authentication-key “SecretKeyPhrase”

set protocols bgp group EVPN_FABRIC local-as 65100

set protocols bgp group EVPN_FABRIC multipath

set protocols bgp group EVPN_FABRIC neighbor 192.168.255.11

set protocols evpn no-core-isolation

2. Configure switch options on the collapsed core switch.

set switch-options vtep-source-interface lo0.0

set switch-options route-distinguisher 192.168.255.12:1

set switch-options vrf-target target:999:999

set switch-options vrf-target auto 

3. Enable VXLAN encapsulation.

set protocols evpn encapsulation vxlan

set protocols evpn extended-vni-list 5101

set protocols evpn extended-vni-list 5102

set protocols evpn extended-vni-list 5201

set protocols evpn extended-vni-list 5202

set protocols evpn extended-vni-list 5301

set protocols evpn extended-vni-list 5302

4. Configure VLANs and VXLAN mappings.
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set vlans VLAN-101 description Employee-Wired-VLAN

set vlans VLAN-101 vlan-id 101

set vlans VLAN-101 l3-interface irb.101

set vlans VLAN-101 vxlan vni 5101

set vlans VLAN-102 description Employee-Wireless-VLAN

set vlans VLAN-102 vlan-id 102

set vlans VLAN-102 l3-interface irb.102

set vlans VLAN-102 vxlan vni 5102

set vlans VLAN-201 description "Guest Wired Subnet"

set vlans VLAN-201 vlan-id 201

set vlans VLAN-201 l3-interface irb.201

set vlans VLAN-201 vxlan vni 5201

set vlans VLAN-202 description "Guest Wireless Subnet"

set vlans VLAN-202 vlan-id 202

set vlans VLAN-202 l3-interface irb.202

set vlans VLAN-202 vxlan vni 5202

set vlans VLAN-301 description IOT-Wired-VLAN

set vlans VLAN-301 vlan-id 301

set vlans VLAN-301 l3-interface irb.301

set vlans VLAN-301 vxlan vni 5301

set vlans VLAN-302 description IOT-Wireless-VLAN

set vlans VLAN-302 vlan-id 302

set vlans VLAN-302 l3-interface irb.302

set vlans VLAN-302 vxlan vni 5302

5. Configure the IRB interfaces for the Employees, Guests, and the IoT devices VLANs.

set interfaces irb unit 101 description "** Employee-Wired-Subnet"

set interfaces irb unit 101 family inet address 192.168.101.2/24 

virtual-gateway-address 192.168.101.1

set interfaces irb unit 102 virtual-gateway-accept-data

set interfaces irb unit 102 family inet address 192.168.102.2/24 

virtual-gateway-address 192.168.102.1

set interfaces irb unit 201 virtual-gateway-accept-data

set interfaces irb unit 201 description "** L3 interface for VLAN-201 in jnpr_1"

set interfaces irb unit 201 family inet address 192.168.201.2/24 

virtual-gateway-address 192.168.201.1

set interfaces irb unit 202 virtual-gateway-accept-data

set interfaces irb unit 202 description "** L3 interface for VLAN-202 in jnpr_1"

set interfaces irb unit 202 family inet address 192.168.202.2/24 

virtual-gateway-address 192.168.202.1

set interfaces irb unit 301 virtual-gateway-accept-data

set interfaces irb unit 301 description Wired-IOT-Subnet
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set interfaces irb unit 301 family inet address 192.168.210.2/24 

virtual-gateway-address 192.168.210.1

set interfaces irb unit 302 virtual-gateway-accept-data

set interfaces irb unit 302 description Wireless-IOT-subnet

set interfaces irb unit 302 family inet address 192.168.212.2/24 

virtual-gateway-address 192.168.212.1

6. Configure the VRF instances.

set routing-instances JNPR_1_VRF description "VRF for Guest Access"

set routing-instances JNPR_1_VRF instance-type vrf

set routing-instances JNPR_1_VRF interface ge-0/0/20.0

set routing-instances JNPR_1_VRF interface irb.201

set routing-instances JNPR_1_VRF interface irb.202

set routing-instances JNPR_1_VRF interface lo0.101

set routing-instances JNPR_1_VRF route-distinguisher 192.168.255.12:101

set routing-instances JNPR_1_VRF vrf-target target:1:65001

set routing-instances JNPR_1_VRF vrf-table-label

set routing-instances JNPR_1_VRF routing-options static route 0.0.0.0/0 next-hop

 192.168.191.1

set routing-instances JNPR_1_VRF routing-options auto-export

set routing-instances JNPR_2_VRF description "VRF for Employee Access"

set routing-instances JNPR_2_VRF instance-type vrf

set routing-instances JNPR_2_VRF interface irb.101

set routing-instances JNPR_2_VRF interface irb.102

set routing-instances JNPR_2_VRF interface lo0.102

set routing-instances JNPR_2_VRF route-distinguisher 192.168.255.12:102

set routing-instances JNPR_2_VRF vrf-target target:2:65001

set routing-instances JNPR_2_VRF vrf-table-label

set routing-instances JNPR_2_VRF routing-options static route 0.0.0.0/0 next-hop

 192.168.192.1

set routing-instances JNPR_2_VRF routing-options auto-export

set routing-instances JNPR_3_VRF description "VRF for IOT Access"

set routing-instances JNPR_3_VRF instance-type vrf

set routing-instances JNPR_3_VRF interface irb.301

set routing-instances JNPR_3_VRF interface irb.302

set routing-instances JNPR_3_VRF interface lo0.103

set routing-instances JNPR_3_VRF route-distinguisher 192.168.255.13:103

set routing-instances JNPR_3_VRF vrf-target target:3:65001

set routing-instances JNPR_3_VRF vrf-table-label

set routing-instances JNPR_3_VRF routing-options static route 0.0.0.0/0 next-hop

46



 192.168.193.1

set routing-instances JNPR_3_VRF routing-options auto-export

7. (Optional) Enable IGMP snooping to constrain the flooding of IPv4 multicast traffic on the VLANs.

set protocols igmp-snooping vlan VLAN-201 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-202 interface ae11.0 

multicast-router-interface

set protocols igmp-snooping vlan VLAN-101 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-102 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-201 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-202 interface ae12.0 

multicast-router-interface

set protocols igmp-snooping vlan VLAN-101 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-102 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae12.0 

multicast-router-interface 

Configure Multihoming Between the Access Layer Switch and Collapsed
Core Switches

This section illustrates the configurations necessary to multihome uplink interfaces from an access layer
switch to collapsed core layer switches. Use this example to configure the multihome access layer uplink
interfaces in the same aggregated Ethernet interface to multiple collapsed core switches.
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When you configure EVPN multihoming, use the same ESI value to configure a multihomed segment on
the different collapsed core switch interfaces that connect to the same access switch. ESI values are
encoded as 10-byte integers and are used to identify a multihomed segment. We recommend using an
ESI value that uses the same values on the first 8 bytes and changes only the 9th and 10th bytes per EVPN
LAG.

Topology

The access layer supports Layer 2 for VLANs. The uplink from the access layer is an aggregated Ethernet
link bundle or LAG configured as a trunk port that carries the VLANs from the access layer switch to the
collapsed core layer switches.

Figure 14 on page 48 shows the physical topology for connectivity between one access layer switch and
the Collapsed Core 1 switch.

Figure 14: Multihoming Topology
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Configuration

Use this example to configure the collapsed core layer for EVPNmultihoming and the access layer switch.

This section shows the step-by-step configuration procedures for each device.

Collapsed Core 1 Configuration

Step-by-Step Procedure

1. Specify which members to include in the aggregated Ethernet bundle.
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NOTE: We recommend that you use a minimum 10-Gigabit Ethernet interface.

set interfaces ge-0/0/3 description "Connected to campus-tme-ex4300-01"

set interfaces ge-0/0/3 ether-options 802.3ad ae11

2. Configure the aggregated Ethernet interface, including the Ethernet segment identifier (ESI), which
assigns the multihomed interface on this switch to an Ethernet segment. The ESI value must be the
same on the different multihomed interfaces.

NOTE: In this example, we use ESI 00:11:11:11:11:11:11:11:11:01 to connect to Access
Switch 1 and ESI 00:11:11:11:11:11:11:11:11:02 to connect to Access Switch 2.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae11 description To-Access-1

set interfaces ae11 mtu 9200

set interfaces ae11 esi 00:11:11:11:11:11:11:11:11:01

set interfaces ae11 esi all-active

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 aggregated-ether-options lacp periodic fast

set interfaces ae11 aggregated-ether-options lacp system-id 00:40:00:00:00:01

set interfaces ae11 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-201

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-202

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-101

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-102

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-301

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-302

set interfaces ae12 description To-Access-2

set interfaces ae12 mtu 9200

set interfaces ae12 esi 00:11:11:11:11:11:11:11:11:02

set interfaces ae12 esi all-active

set interfaces ae12 aggregated-ether-options lacp active

set interfaces ae12 aggregated-ether-options lacp periodic fast

set interfaces ae12 aggregated-ether-options lacp system-id 00:40:00:00:00:02

set interfaces ae12 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-201

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-202
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set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-101

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-102

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-301

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-302

Collapsed Core 2 Configuration

Step-by-Step Procedure

1. Specify which members to include in the aggregated Ethernet bundle.

NOTE: We recommend that you use a minimum 10-Gigabit Ethernet interface.

set interfaces ge-0/0/6 description "Connected to campus-tme-ex2300-01"

set interfaces ge-0/0/6 ether-options 802.3ad ae12

2. Configure the aggregated Ethernet interface, including the Ethernet segment identifier (ESI), which
assigns the multihomed interface on this switch to an Ethernet segment. The ESI value must be the
same on the different multihomed interfaces.

NOTE: In this example, we use ESI 00:11:11:11:11:11:11:11:11:01 to connect to Access
Switch 1 and ESI 00:11:11:11:11:11:11:11:11:02 to connect to Access Switch 2.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae11 description To-Access-1

set interfaces ae11 mtu 9200

set interfaces ae11 esi 00:11:11:11:11:11:11:11:11:01

set interfaces ae11 esi all-active

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 aggregated-ether-options lacp periodic fast

set interfaces ae11 aggregated-ether-options lacp system-id 00:40:00:00:00:01

set interfaces ae11 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-201

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-202

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-101

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-102

set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-301
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set interfaces ae11 unit 0 family ethernet-switching vlan members VLAN-302

set interfaces ae12 description To-Access-2

set interfaces ae12 mtu 9200

set interfaces ae12 esi 00:11:11:11:11:11:11:11:11:02

set interfaces ae12 esi all-active

set interfaces ae12 aggregated-ether-options lacp active

set interfaces ae12 aggregated-ether-options lacp periodic fast

set interfaces ae12 aggregated-ether-options lacp system-id 00:40:00:00:00:02

set interfaces ae12 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-201

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-202

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-101

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-102

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-301

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-302

Access Switch Configuration

Step-by-Step Procedure

1. Specify which members to include in the aggregated Ethernet bundle.

set interfaces ge-0/0/1 description "to Campus-tme--ex4650-01"

set interfaces ge-0/0/1 ether-options 802.3ad ae11

set interfaces ge-0/0/2 description "To Campus-tme-ex4650-02"

set interfaces ge-0/0/2 ether-options 802.3ad ae11

2. Configure the aggregated Ethernet interface.

set chassis aggregated-devices ethernet device-count 12 

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 aggregated-ether-options lacp periodic fast

set interfaces ae11 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae11 unit 0 family ethernet-switching vlan members 101-102

set interfaces ae11 unit 0 family ethernet-switching vlan members 201-202

set interfaces ae11 unit 0 family ethernet-switching vlan members 301-302

3. Configure the VLANs.

set vlans VLAN-201 vlan-id 201

set vlans VLAN-101 vlan-id 101

set vlans VLAN-102 vlan-id 102
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set vlans VLAN-201 vlan-id 201

set vlans VLAN-202 vlan-id 202

set vlans VLAN-301 vlan-id 301

set vlans VLAN-302 vlan-id 302

You now have multihomed the uplink interfaces from the access layer switch to the collapsed core
devices.

If you have multiple access layer switches in your network, repeat this configuration procedure for
each switch.

NOTE: For more information on configuring ports for PoE, trunk ports for Access Point, and
configuring 802.1X, see “How to Configure the SRX Router” on page 68.

Verification

Overview

Log in to each device and verify that the EVPN-VXLAN fabric has been configured.

Verification

Collapsed Core 1: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the core devices.

Action
Verify that the Collapsed Core 1 iBGP sessions are established with the loopbacks of the core devices,
which have IP addresses 192.168.0.4 and 192.168.0.5.

user@campus-tme-ex4650-01> show bgp summary 

Threading mode: BGP I/O

Groups: 2 Peers: 2 Down peers: 0

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

inet.0               

                       1          1          0          0          0          0
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bgp.evpn.0           

                      16         16          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

192.168.100.4         65012       1368       1367       0       5    10:17:12 

Establ

  inet.0: 1/1/1/0

192.168.255.12        65100       1746       1442       0       5    10:17:09 

Establ

  JNPR_1_VRF.evpn.0: 4/4/4/0

  __default_evpn__.evpn.0: 2/2/2/0

  bgp.evpn.0: 16/16/16/0

  default-switch.evpn.0: 10/10/10/0

Meaning
The iBGP sessions are established with the loopbacks of the core devices using MP-iBGP with EVPN
signaling in the overlay layer to enable the exchange of EVPN routes.

Collapsed Core 2: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the Collapsed Core 2.

Action
Verify that BGP sessions are established with the core devices. The IP addresses of the core devices are
192.168.0.4 and 192.168.0.5.

user@campus-tme-ex4650-02> show bgp summary 

Threading mode: BGP I/O

Groups: 2 Peers: 2 Down peers: 0

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

inet.0               

                       1          1          0          0          0          0

bgp.evpn.0           

                      16         16          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

192.168.100.5         65013       1375       1374       0      53    10:19:54 

Establ

  inet.0: 1/1/1/0

192.168.255.11        65100       1450       1752       0      13    10:19:51 

Establ

  JNPR_1_VRF.evpn.0: 4/4/4/0
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  __default_evpn__.evpn.0: 2/2/2/0

  bgp.evpn.0: 16/16/16/0

  default-switch.evpn.0: 10/10/10/0

Meaning
The iBGP sessions are established with the loopbacks of the core devices using MP-iBGP with EVPN
signaling in the overlay layer to enable the exchange of EVPN routes.

Collapsed Core 1: Verifying EVPN Database Information

Purpose
Verify that the EVPN database has been populated correctly.

Action
Verify that the EVPNdatabase is installingMAC address information for locally attached hosts and receiving
advertisements from other leaf devices with information about remote hosts.

user@campus-tme-ex4650-01> show evpn database 

Instance: default-switch

VLAN  DomainId  MAC address        Active source                  Timestamp      

  IP address

     5101       00:00:5e:00:01:01  05:00:00:00:00:00:00:13:ed:00  Feb 11 08:01:30

  192.168.101.1

     5101       20:d8:0b:14:59:00  irb.101                        Feb 11 08:01:30

  192.168.101.3

     5101       d0:dd:49:9b:26:c0  00:11:11:11:11:11:11:11:11:01  Feb 11 17:34:37

  192.168.101.20

     5102       00:00:5e:00:01:01  05:00:00:00:00:00:00:13:ee:00  Feb 11 08:01:30

  192.168.102.1

     5102       20:d8:0b:14:59:00  irb.102                        Feb 11 08:01:30

  192.168.102.3

     5201       00:00:5e:00:01:01  05:00:00:00:00:00:00:14:51:00  Feb 11 08:01:30

  192.168.201.1

     5201       20:d8:0b:14:59:00  irb.201                        Feb 11 08:01:30

  192.168.201.3

     5201       d0:dd:49:9b:26:c0  00:11:11:11:11:11:11:11:11:01  Feb 11 08:57:41

  192.168.201.20

     5202       00:00:5e:00:01:01  05:00:00:00:00:00:00:14:52:00  Feb 11 18:15:41

  192.168.202.1

     5202       20:d8:0b:14:59:00  irb.202                        Feb 11 18:15:41

  192.168.202.3

     5301       00:00:5e:00:01:01  05:00:00:00:00:00:00:14:b5:00  Feb 11 18:15:41

  192.168.210.1
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     5301       20:d8:0b:14:59:00  irb.301                        Feb 11 18:15:41

  192.168.210.3

     5302       00:00:5e:00:01:01  05:00:00:00:00:00:00:14:b6:00  Feb 11 18:15:41

  192.168.212.1

     5302       20:d8:0b:14:59:00  irb.302                        Feb 11 18:15:41

  192.168.212.3

Meaning
The output above confirms that the EVPN database is properly learning and installing MAC routes for all
endpoints. It also shows the relationship between MAC addresses and their associated VNIs: 5101, 5102,
5201, 5202 , 5301 and 5302.

Collapsed Core 2: Verifying EVPN Database Information

Purpose
Verify that the EVPN database has been populated correctly.

Action
Verify that the EVPNdatabase is installingMAC address information for locally attached hosts and receiving
advertisements from the other leaf devices with information about remote hosts.

user@campus-tme-ex4650-02> show evpn database 

Instance: default-switch

VLAN  DomainId  MAC address        Active source                  Timestamp      

  IP address

     5101       00:00:5e:00:01:01  05:00:00:fe:4c:00:00:13:ed:00  Feb 11 06:11:30

  192.168.101.1

     5101       20:d8:0b:14:7c:00  irb.101                        Feb 11 06:11:30

  192.168.101.2

     5101       5c:5b:35:af:2c:41  00:11:11:11:11:11:11:11:11:01  Feb 11 18:27:23

  192.168.101.100

     5101       d0:dd:49:9b:26:c0  00:11:11:11:11:11:11:11:11:01  Feb 11 18:25:25

  192.168.101.20

     5102       00:00:5e:00:01:01  05:00:00:fe:4c:00:00:13:ee:00  Feb 11 06:11:30

  192.168.102.1

     5102       20:d8:0b:14:7c:00  irb.102                        Feb 11 06:11:30

  192.168.102.2

     5201       00:00:5e:00:01:01  05:00:00:fe:4c:00:00:14:51:00  Feb 05 22:10:33

  192.168.201.1

     5201       20:d8:0b:14:7c:00  irb.201                        Feb 05 22:10:33

  192.168.201.2

     5201       d0:dd:49:9b:26:c0  00:11:11:11:11:11:11:11:11:01  Feb 11 18:25:25

  192.168.201.20
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     5202       00:00:5e:00:01:01  05:00:00:fe:4c:00:00:14:52:00  Feb 05 22:10:33

  192.168.202.1

     5202       20:d8:0b:14:7c:00  irb.202                        Feb 05 22:10:33

  192.168.202.2

     5301       00:00:5e:00:01:01  05:00:00:fe:4c:00:00:14:b5:00  Feb 11 18:12:30

  192.168.210.1

     5301       20:d8:0b:14:7c:00  irb.301                        Feb 11 18:12:30

  192.168.210.2

     5302       00:00:5e:00:01:01  05:00:00:fe:4c:00:00:14:b6:00  Feb 11 18:12:30

  192.168.212.1

     5302       20:d8:0b:14:7c:00  irb.302                        Feb 11 18:12:30

  192.168.212.2

Meaning
The output above confirms that the EVPN database is properly learning and installing MAC routes for all
endpoints. It also shows the relationship between MAC addresses and their associated VNIs: 5101, 5102,
5201, 5202 , 5301 and 5302.

Collapsed Core 1: Verifying Local Switching Table Information

Purpose
Verify that the local switching table has been populated correctly.

Action
Verify that the local switching table is installing MAC address information for locally attached hosts and
receiving advertisements from the other leaf devices with information about remote hosts.

user@campus-tme-ex4650-01> show ethernet-switching table 

 MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 3 entries, 3 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   VLAN-101            d0:dd:49:9b:26:c0   DL       ae11.0               

   VLAN-102            a0:ce:c8:12:f2:bf   DL       ae11.0               
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   VLAN-201            d0:dd:49:9b:26:c0   DL       ae11.0               

Meaning
The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints. It also shows the relationship between MAC addresses, VLANs they are associated to
(in this case, VLANs 101,102, 201,202, 301 and 302), and their next-hop interface.

Collapsed Core 2: Verifying Local Switching Table Information

Purpose
Verify that the local switching table has been populated correctly.

Action
Verify that the local switching table is installing MAC address information for locally attached hosts and
receiving advertisements from the other leaf devices with information about remote hosts.

user@campus-tme-ex4650-02> show ethernet-switching table 

MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 3 entries, 3 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   VLAN-101            d0:dd:49:9b:26:c0   DL       ae11.0               

   VLAN-102            a0:ce:c8:12:f2:bf   DL       ae11.0               

   VLAN-201            d0:dd:49:9b:26:c0   DL       ae11.0      

Meaning
The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints. It also shows the relationship between MAC addresses, VLANs they are associated to
(in this case, VLANs 101,102, 201,202, 301 and 302), and their next-hop interface.

57



Collapsed Core1: Verifying Multihomed Ethernet Segment

Purpose
Check the multihomed connection from Access Switch 1 to the collapsed core devices.

Action
Verify the local interfaces that are part of the Ethernet segment, other collapsed core devices that are part
of the same Ethernet segment, the bridge domains that are part of the Ethernet segment, and the designated
forwarder for the Ethernet segment.

user@campus-tme-ex4650-01> show evpn instance esi 00:11:11:11:11:11:11:11:11:00 

extensive 

Instance: default-switch

  Route Distinguisher: 192.168.99.10:1

  Encapsulation type: VXLAN

  Duplicate MAC detection threshold: 5

  Duplicate MAC detection window: 180

  MAC database status                     Local  Remote

    MAC advertisements:                      12       0

    MAC+IP advertisements:                   18       0

    Default gateway MAC advertisements:      15       0

  Number of local interfaces: 4 (4 up)

    Interface name  ESI                            Mode             Status     

AC-Role

    .local..9       00:00:00:00:00:00:00:00:00:00  single-homed     Up         

Root 

    ae0.0           00:11:11:11:11:11:11:11:11:00  all-active       Up         

Root 

    ae11.0          00:11:11:11:11:11:11:11:11:01  all-active       Up         

Root 

    ae12.0          00:11:11:11:11:11:11:11:11:02  all-active       Up         

Root 

  Number of IRB interfaces: 9 (9 up)

    Interface name  VLAN   VNI    Status  L3 context

    irb.101                5101    Up     JNPR_2_VRF                       

    irb.102                5102    Up     JNPR_2_VRF                       

    irb.201                5201    Up     JNPR_1_VRF                       

    irb.202                5202    Up     JNPR_1_VRF                       

    irb.301                5301    Up     JNPR_3_VRF                       

    irb.302                5302    Up     JNPR_3_VRF                       

  Number of protect interfaces: 0

  Number of bridge domains: 9

    VLAN  Domain ID   Intfs / up    IRB intf   Mode      MAC sync  IM route label

  IPv4 SG sync  IPv4 IM core nexthop  IPv6 SG sync  IPv6 IM core nexthop

    101   5101           2    1     irb.101    Extended         Enabled   5101   
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         Disabled                    Disabled

    102   5102           2    1     irb.102    Extended         Enabled   5102   

         Disabled                    Disabled

    201   5201           2    1     irb.201    Extended         Enabled   5201   

         Disabled                    Disabled

    202   5202           2    1     irb.202    Extended         Enabled   5202   

         Disabled                    Disabled

    301   5301           2    1     irb.301    Extended         Enabled   5301   

         Disabled                    Disabled

    302   5302           2    1     irb.302    Extended         Enabled   5302   

         Disabled                    Disabled

  Number of neighbors: 1

    Address               MAC    MAC+IP        AD        IM        ES Leaf-label

    192.168.255.12          0         0        10         0         0

  Number of ethernet segments: 18

    ESI: 00:11:11:11:11:11:11:11:11:00

      Status: Resolved by IFL ae0.0

      Local interface: ae0.0, Status: Up/Forwarding

      Number of remote PEs connected: 1

        Remote PE        MAC label  Aliasing label  Mode

        192.168.255.12   0          0               all-active   

      DF Election Algorithm: MOD based

      Designated forwarder: 192.168.255.12

      Backup forwarder: 192.168.255.11

      Last designated forwarder update: Feb 11 08:01:30

  Router-ID: 192.168.255.11

  SMET Forwarding: Disabled

  SMET Forwarding: Enabled: Nexthop Limit: 10000 Nexthop Usage: 1

Meaning
Interface ae11.0 is part of this Ethernet segment. The virtual networks (Employees, Guests, and IoT) are
part of this Ethernet segment. The remote PE or collapsed core device participating in this Ethernet segment
is 192.168.1.11.

Collapsed Core 2: Verifying Multihomed Ethernet Segment

Purpose
Check the multihomed connection from Access Switch 1 to the collapsed core.

Action
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Verify that the local interfaces that are part of the Ethernet segment, other collapsed core devices that
are part of the same Ethernet segment, the bridge domains that are part of the Ethernet segment, and the
designated forwarder for the Ethernet segment.

user@campus-tme-ex4650-02> show evpn instance esi 00:11:11:11:11:11:11:11:11:00 

extensive 

Instance: default-switch

  Route Distinguisher: 192.168.255.12:1

  Encapsulation type: VXLAN

  Duplicate MAC detection threshold: 5

  Duplicate MAC detection window: 180

  MAC database status                     Local  Remote

    MAC advertisements:                      14       0

    MAC+IP advertisements:                   20       0

    Default gateway MAC advertisements:      15       0

  Number of local interfaces: 4 (3 up)

    Interface name  ESI                            Mode             Status     

AC-Role

    .local..7       00:00:00:00:00:00:00:00:00:00  single-homed     Up         

Root 

    ae0.0           00:11:11:11:11:11:11:11:11:00  all-active       Up         

Root 

    ae11.0          00:11:11:11:11:11:11:11:11:01  all-active       Up         

Root 

    ae12.0          00:11:11:11:11:11:11:11:11:02  all-active       Up.        

Root 

  Number of IRB interfaces: 9 (9 up)

    Interface name  VLAN   VNI    Status  L3 context

    irb.101                5101    Up     JNPR_2_VRF                       

    irb.102                5102    Up     JNPR_2_VRF                       

    irb.201                5201    Up     JNPR_1_VRF                       

    irb.202                5202    Up     JNPR_1_VRF                       

    irb.301                5301    Up     JNPR_3_VRF                       

    irb.302                5302    Up     JNPR_3_VRF                       

  Number of protect interfaces: 0

  Number of bridge domains: 9

    VLAN  Domain ID   Intfs / up    IRB intf   Mode      MAC sync  IM route label

  IPv4 SG sync  IPv4 IM core nexthop  IPv6 SG sync  IPv6 IM core nexthop

    101   5101           2    1     irb.101    Extended         Enabled   5101   

         Disabled                    Disabled

    102   5102           2    1     irb.102    Extended         Enabled   5102   

         Disabled                    Disabled

    201   5201           2    1     irb.201    Extended         Enabled   5201   

         Disabled                    Disabled
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    202   5202           2    1     irb.202    Extended         Enabled   5202   

         Disabled                    Disabled

    301   5301           2    1     irb.301    Extended         Enabled   5301   

         Disabled                    Disabled

    302   5302           2    1     irb.302    Extended         Enabled   5302   

         Disabled                    Disabled

    Disabled                    Disabled

  Number of neighbors: 1

    Address               MAC    MAC+IP        AD        IM        ES Leaf-label

    192.168.255.11          0         0        10         0         0

  Number of ethernet segments: 18

    ESI: 00:11:11:11:11:11:11:11:11:00

      Status: Resolved by IFL ae0.0

      Local interface: ae0.0, Status: Up/Forwarding

      Number of remote PEs connected: 1

        Remote PE        MAC label  Aliasing label  Mode

        192.168.255.11   0          0               all-active   

      DF Election Algorithm: MOD based

      Designated forwarder: 192.168.255.12

      Backup forwarder: 192.168.255.11

      Last designated forwarder update: Feb 11 08:00:46

  Router-ID: 192.168.255.12

  SMET Forwarding: Disabled

Meaning
Interface ae11.0 is part of this Ethernet segment. The virtual networks 1, 2, and 3 are part of this Ethernet
segment. The remote PE, or collapsed core device, participating in this Ethernet segment is 192.168.1.12.

Managing the EVPN-VXLAN Fabric

IN THIS SECTION

Add an Access Layer Switch | 62
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Up to this point in the configuration of the EVPN-VXLAN fabric, we have used a topologywith three virtual
networks and one access layer switch that simulates an access closet. Use this section to add a second
access switch and a new virtual network.

These configuration examples use the same devices you configured in the “How to Configure a Campus
Network using EVPN Multihoming” on page 35 configuration example.

Add an Access Layer Switch

Overview

Use this section to add a new access layer switch (Access Switch 2) to the network that is multihomed to
the same collapsed core switches. Figure 15 on page 62 shows the physical topology with Access Switch
2.

Figure 15: EVPN-VXLAN Topology with Access Switch 2
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Configuration

This section shows the step-by-step configuration procedures to add a new access Switch to your network.

Collapsed Core 1 Configuration

Step-by-Step Procedure

1. Specify the interface to include in the aggregated Ethernet bundle.

62



set interfaces ge-0/0/11 description "Access Switch 2"

set interfaces ge-0/0/6 ether-options 802.3ad ae12 

2. Configure the aggregated Ethernet interface to the new access layer switch.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae12 description To-Access-2

set interfaces ae12 mtu 9200

set interfaces ae12 esi 00:11:11:11:11:11:11:11:11:02

set interfaces ae12 esi all-active

set interfaces ae12 aggregated-ether-options lacp active

set interfaces ae12 aggregated-ether-options lacp periodic fast

set interfaces ae12 aggregated-ether-options lacp system-id 00:40:00:00:00:02

set interfaces ae12 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-201

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-202

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-101

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-102

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-301

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-302

Collapsed Core 2 Configuration

Step-by-Step Procedure

1. Specify the interface to include in the aggregated Ethernet bundle.

set interfaces ge-0/0/13 description "Access Switch 2"

set interfaces ge-0/0/6 ether-options 802.3ad ae12

2. Configure the aggregated Ethernet interface to the new access layer switch.

set interfaces ae12 mtu 9200

set interfaces ae12 esi 00:11:11:11:11:11:11:11:11:02

set interfaces ae12 esi all-active

set interfaces ae12 aggregated-ether-options lacp active

set interfaces ae12 aggregated-ether-options lacp periodic fast

set interfaces ae12 aggregated-ether-options lacp system-id 00:40:00:00:00:02

set interfaces ae12 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-201
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set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-202

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-101

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-102

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-301

set interfaces ae12 unit 0 family ethernet-switching vlan members VLAN-302

3. (Optional) Enable IGMP snooping to constrain the flooding of IPv4 multicast traffic on the VLANs.

set protocols igmp-snooping vlan VLAN-201 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-202 interface ae11.0 

multicast-router-interface

set protocols igmp-snooping vlan VLAN-101 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-102 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-201 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-202 interface ae12.0 

multicast-router-interface

set protocols igmp-snooping vlan VLAN-101 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-102 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae12.0 

multicast-router-interface 

Access Switch 2 Configuration

Step-by-Step Procedure

1. Configure the physical LAG interface.

set interfaces ge-0/0/1 description "to campus-tme-ex4650-01"

set interfaces ge-0/0/1 ether-options 802.3ad ae12

set interfaces ge-0/0/2 description "to campus-tme-ex4650-02"

set interfaces ge-0/0/2 ether-options 802.3ad ae12
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2. Configure the LAG interface to the new access layer switch.

set chassis aggregated-devices ethernet device-count 12

set interfaces ae12 aggregated-ether-options lacp active

set interfaces ae12 aggregated-ether-options lacp periodic fast

set interfaces ae12 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae12 unit 0 family ethernet-switching vlan members 101-102

set interfaces ae12 unit 0 family ethernet-switching vlan members 201-202

set interfaces ae12 unit 0 family ethernet-switching vlan members 301-302 

3. (Optional) Enable IGMP snooping to constrain the flooding of IPv4 multicast traffic on the VLANs.

set protocols igmp-snooping vlan VLAN-201 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-202 interface ae11.0 

multicast-router-interface

set protocols igmp-snooping vlan VLAN-101 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-102 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae11.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-201 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-202 interface ae12.0 

multicast-router-interface

set protocols igmp-snooping vlan VLAN-101 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-102 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae12.0 

multicast-router-interface 

set protocols igmp-snooping vlan VLAN-301 interface ae12.0 

multicast-router-interface 
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Configuring Optional Add-Ins

IN THIS SECTION

How to Configure DHCP | 66

How to Configure the SRX Router | 68

This section shows how to configure the following features, which are optional add-ins to the Collapsed
Core with EVPN Multihomed Campus Network.

How to Configure DHCP

Requirements

Configure DHCP on the following devices that you configured in the “How to Configure a CampusNetwork
using EVPN Multihoming” on page 35 configuration example:

• Two EX4650 or QFX5120 switches as collapsed core devices. Software version: Junos OS Release
18.4.R2-S4.

• An external DHCP server.

Overview

Use this section to configure DHCP on the network. To avoid flooding the network with DHCP discover
packets, configure DHCP on an interface in a VRF routing instance. The collapsed core devices act as a
DHCP relay to a Layer 3 reachable external DHCP server.

Configuration

Step-by-Step Procedure
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1. Configure the collapsed core device to act as a DHCP relay only. It will not maintain a binding table.

set routing-instances JNPR_1_VRF forwarding-options dhcp-relay forward-only

2. Create a server group and specify the IP address of the DHCP server.

set routing-instances JNPR_1_VRF forwarding-options dhcp-relay server-group 

server_group_1 192.168.192.1

3. Specify the new server group as the active server group.

set routing-instances JNPR_1_VRF forwarding-options dhcp-relay group dhcp_relay_1

 active-server-group server_group_1

4. Suppress the installation of access, access-internal, or destination routes during client binding during
the JDHCPD process.

set routing-instances JNPR_1_VRF forwarding-options dhcp-relay group dhcp_relay_1

 route-suppression destination

5. Always set the broadcast bit to one for all types of DHCPmessages. If you do not configure this option,
some clients will set the bit to zero before sending the message, which is not preferable.

set routing-instances JNPR_1_VRF forwarding-options dhcp-relay group dhcp_relay_1

 overrides no-unicast-replies

6. Configure the IRBs to connect to the related VLANs and subnets and provide DHCP services to those
clients.

set routing-instances JNPR_1_VRF forwarding-options dhcp-relay group Relay_Group1

 interface irb.201

set routing-instances JNPR_1_VRF forwarding-options dhcp-relay group Relay_Group1

 interface irb.202

NOTE: In this step, you can include any IRB that is part of the routing instance.
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NOTE: You will need to repeat this configuration on all the collapsed core devices in your
network.

How to Configure the SRX Router

CLI Quick Configuration
In this sample configuration, SRX is used to route user traffic from the Mist Access Points to the internet.
Figure 16 on page 68 shows the collapsed core network along with the SRX router. This example uses the
following configuration settings:

• VLAN 126 is used to forward traffic from the collapsed cores to the SRX and to internet.

• VLAN 125 is used send management traffic for cloud registration and operation of the Mist AP’s.

• VLAN 125 is also marked as a native VLAN in the trunk port where the access point is connected

• Designate server_group_1 192.168.192.1 as the DHCP server.

For more information on configuring inter-vrf routing on the SRX router, see [xref target has no title]

Figure 16: Collapse Core Network with SRX
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SRX Configuration
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Configure the following settings on the SRX router.

set security zones security-zone trust interfaces irb.126

set interfaces irb unit 126 family inet address 192.168.3.1/24 

set vlans mgmt1 l3-interface irb.126

set interfaces ae1 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae1 unit 0 family ethernet-switching vlan members mgmt1

set interfaces ge-0/0/4 unit 0 family inet address 10.204.37.175/20

set security nat source rule-set trust-to-untrust from zone trust

set security nat source rule-set trust-to-untrust to zone untrust

set security nat source rule-set trust-to-untrust rule source-nat-rule match

 source-address 0.0.0.0/0

set security nat source rule-set trust-to-untrust rule source-nat-rule then

 source-nat interface

set security policies from-zone trust to-zone trust policy trust-to-trust 

match source-address any

set security policies from-zone trust to-zone trust policy trust-to-trust 

match destination-address any

set security policies from-zone trust to-zone trust policy trust-to-trust 

match application any

set security policies from-zone trust to-zone trust policy trust-to-trust 

then permit

set security policies from-zone trust to-zone untrust policy trust-to-untrust

 match source-address any

set security policies from-zone trust to-zone untrust policy trust-to-untrust

 match destination-address any

set security policies from-zone trust to-zone untrust policy trust-to-untrust

 match application any

set security policies from-zone trust to-zone untrust policy trust-to-untrust

 then permit

set security zones security-zone trust host-inbound-traffic system-services

 ping

set security zones security-zone trust host-inbound-traffic system-services

 all

set security zones security-zone trust host-inbound-traffic protocols all

set security zones security-zone trust interfaces irb.126

Collapsed Core 1 Configuration
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Configure the following settings on the collapsed core switch.

set interfaces irb unit 126 family inet address 192.168.3.2/24

set vlans mgmt1 vxlan vni 1000126

set vlans mgmt1 vlan-id 126

set vlans mgmt1 l3-interface irb.126

set interfaces irb unit 125 family inet address 192.168.2.2/24

set vlans mgmt vlan-id 125

set vlans mgmt l3-interface irb.125    

set vlans mgmt vxlan vni 1000125

set interfaces ae31 unit 0 family ethernet-switching vlan members mgmt1

set interfaces ae22 unit 0 family ethernet-switching vlan members mgmt

set groups dhcp-mist-relay forwarding-options dhcp-relay forward-only 

routing-instance default

set groups dhcp-mist-relay forwarding-options dhcp-relay forward-only-replies

set groups dhcp-mist-relay forwarding-options dhcp-relay server-group 

server_group_1 192.168.192.1

set groups dhcp-mist-relay forwarding-options dhcp-relay group dhcp_mist 

active-server-group server_group_1

set groups dhcp-mist-relay forwarding-options dhcp-relay group dhcp_mist 

route-suppression destination

set groups dhcp-mist-relay forwarding-options dhcp-relay group dhcp_mist 

interface irb.125

set apply-groups dhcp-mist-relay

Collapsed Core 2 Configuration

Configure the following settings on the collapsed core switch.

set interfaces irb unit 126 family inet address 192.168.3.3/24

set vlans mgmt1 vxlan vni 1000126

set vlans mgmt1 vlan-id 126

set vlans mgmt1 l3-interface irb.126

set interfaces irb unit 125 family inet address 192.168.2.3/24

set vlans mgmt vlan-id 125

set vlans mgmt l3-interface irb.125

set vlans mgmt vxlan vni 1000125

set interfaces ae31 unit 0 family ethernet-switching vlan members mgmt1

set interfaces ae22 unit 0 family ethernet-switching vlan members mgmt

set groups dhcp-mist-relay forwarding-options dhcp-relay forward-only 
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routing-instance default

set groups dhcp-mist-relay forwarding-options dhcp-relay forward-only-replies

set groups dhcp-mist-relay forwarding-options dhcp-relay server-group 

server_group_1 192.168.192.1

set groups dhcp-mist-relay forwarding-options dhcp-relay group dhcp_mist 

active-server-group server_group_1

set groups dhcp-mist-relay forwarding-options dhcp-relay group dhcp_mist 

route-suppression destination

set groups dhcp-mist-relay forwarding-options dhcp-relay group dhcp_mist 

interface irb.125

set apply-groups dhcp-mist-relay

Access Switch Configuration for Mist AP

Configure the following settings on the access switch.

set poe interface ge-0/0/4

set poe interface ge-0/0/5

set interfaces ae22 unit 0 family ethernet-switching vlan members mgmt

set interfaces ge-0/0/4 native-vlan-id 125

set interfaces ge-0/0/4 unit 0 family ethernet-switching vlan members 125

set interfaces ge-0/0/5 native-vlan-id 125

set interfaces ge-0/0/5 unit 0 family ethernet-switching vlan members 125

Access Switch Configuration for 802.1X
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We recommend that you enable 802.1x port-based network access control (PNAC) authentication for
wired clients on the switches to authenticate the clients that connect to the switch ports.

There are three ways you can do this:

• Authenticate the first end device (supplicant) on an authenticator port, and allow all other connecting
end devices to also have access to the LAN

• Authenticate a single end device on an authenticator port at one time

• Authenticate multiple end devices on an authenticator port (this is typically used in VoIP configurations

For this example, we will configure the switch to accept multiple supplicants.

set groups dot1x access radius-server 192.168.10.1 secret 

"$9$8.s7b2ZGi.mTZUqf5QCA"

set groups dot1x access radius-server 192.168.10.1 source-address 

192.168.10.200

set groups dot1x protocols dot1x authenticator authentication-profile-name 

pdt_profile_1

set groups dot1x protocols dot1x authenticator no-mac-table-binding

set groups dot1x protocols dot1x authenticator interface ge-1/0/12.0 supplicant

 multiple

set groups dot1x protocols dot1x authenticator interface ge-1/0/12.0 mac-radius

set groups dot1x access profile pdt_profile_1 authentication-order radius

set groups dot1x access profile pdt_profile_1 radius authentication-server 

192.168.10.1

WHAT'S NEXT

Juniper’s Campus solution, based on a VXLAN overlay with EVPN control plane, is an efficient and
scalable way to build and interconnect multiple campuses across a core network. With a robust
BGP/EVPN implementation Juniper is well-positioned to harness the full potential of EVPN technology.
For more information on available EVPN features and how to configure them, see EVPN User Guide.

SEE ALSO

Overview of EX Series Switches and the Juniper Mist Cloud
Overview of EVPN-VXLAN Fabric With CRB | 76
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CollapsedCoreEVPN-VXLANwithEVPNMultihoming
Campus Network Scaling Data

Table 4 on page 73 lists the scaling values for the EX4650 switch and Table 5 on page 74 lists the scaling
values for the QFX5120 switch operating as distribution nodes in the EVPN-VXLAN collapsed core with
EVPNmultihoming example. You can find the topology and configuration in “How to Configure a Campus
Network using EVPNMultihoming” on page 35. These numbers do not represent the maximum supported
scale. They represent only the solution testing performed for this example. The results of the tests are
provided for reference purposes only.

Table 4: Scaling Values for the EX4650 Switch as a Distribution Node

Per Distribution Node
(EX4650)FabricAttribute

11Virtual switches

40004000VLANS/bridge domains/VNIs

62Not ApplicableESIs

40004000IRB interfaces

20002000VRF instances

44,00044,000ARP entries

44,00044,000ND scale (incudes link local)

Not ApplicableNot ApplicableMulticast *,G

Not ApplicableNot ApplicableMulticast S,G

15,00015,000IGMPv2 snooping

44,00044,000MAC addresses

100100Unique MAC addresses configured per IRB

100100Unique Virtual GWMAC addresses configured per
IRB

30,00030,000DHCP-Relay Session
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Table 5: Scaling Values for the QFX5120 Switch as a Distribution Node

Per Leaf Node (QFX5120)FabricAttribute

11Virtual switches

40004000VLANS/bridge domains/VNIs

6262ESIs

40004000IRB interfaces

20002000VRF instances

44,00044,000ARP entries

44,00044, 000ND scale (incudes link local)

Not ApplicableNot ApplicableMulticast *,G

Not ApplicableNot ApplicableMulticast S,G

15,00015,000IGMPv2 snooping

44,00044,000MAC addresses

100100Unique MAC addresses configured per IRB

100100Unique Virtual GWMAC addresses configured per
IRB

30,00030,000DHCP-Relay Session
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Overview of EVPN-VXLAN Fabric With CRB
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About This Network Configuration Example | 76

Campus EVPN-VXLAN Fabric High Level Architecture: CRB | 76

About This Network Configuration Example

Use this NCE to deploy a single campus fabric with a Layer 3 IP-based underlay network that uses EVPN
as the control plane protocol and VXLAN as the data plane protocol in the overlay network. In this example
you deploy a Centrally-routed bridging (CRB) architecture. See “EVPN-VXLAN Campus Architectures” on
page 14 for details on supported EVPN-VXLAN campus architectures. Refer to “Technology Primer:
EVPN-VXLANFabrics for theCampus” on page 17 for background information on EVPN-VXLAN technology
benefits for a campus network.

Campus EVPN-VXLAN Fabric High Level Architecture: CRB

At a high level, an EVPN-VXLAN fabric architecture for campus network deployments consists of the
following:

• Core switches that can be configured as Layer 2/Layer 3 VXLAN gateways.

• A centrally-routed bridging (CRB) overlay where the Integrated Routing and Bridging (IRB) interfaces
for the virtual networks are located on the core switches.

• Distribution switches that can be configured as Layer 2 VXLAN gateways.

• Access layer switches that are either standalone switches or a Virtual Chassis. These switches can be
Juniper or third-party devices.

• VLANs that carry endpoint traffic from the wired and wireless devices that connect to the access layer
switches and the distribution layer switches.

Figure 7 on page 26 provides a high-level overview of the CRB based EVPN-VXLAN fabric architecture
for wired and wireless integration.
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Figure 17: EVPN-VXLAN Architecture
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Requirements

This configuration example uses the following devices:

• Two EX9251 switches as core devices. Software version: Junos OS Release 18.4R2-S4.5 .

• Two EX4600 switches as distribution devices. Software version: Junos OS Release 18.4R2-S4.5.

• One EX4300 switch as the access layer. In your configuration, this can be a Juniper Networks switch or
a third-party switch.

• One SRX650 security device.

• One WAN router.

• Mist Access Points

Overview

Use this NCE to deploy a single campus fabric with a Layer 3 IP-based underlay network that uses EVPN
as the control plane protocol and VXLAN as the data plane protocol in the overlay network. In this example
you deploy an Centrally-routed bridging (CRB) architecture. See “EVPN-VXLAN Campus Architectures”
on page 14 for details on supported EVPN-VXLAN campus architectures.

First, you configureOSPF as the underlay routing protocol to exchange loopback routes. You then configure
IBGP between the core and distribution devices in the overlay to share reachability information about
endpoints in the fabric.

Topology

In this example, each device is configured with a /32 loopback address. Figure 18 on page 79 shows the
physical topologywith an SRX series device,WAN router, access layer devices (EX-4300 and EX-4300-VC),
and the IP addressing scheme used in this example. The SRX series router is used to enforce policy rules
for transit traffic by identifying and allowing the traffic that can pass through and denying the traffic that
is not permitted.
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Figure 18: EVPN-VXLAN Fabric

Configure the Underlay IP Fabric

Overview

This section shows how to configure the IP fabric underlay on the core and distribution layer switches
using OSPF.

Interface and Underlay Configuration

IN THIS SECTION

Core 1 Configuration | 80

Core 2 Configuration | 81

Distribution 1 Configuration | 83

Distribution 2 Configuration | 84
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Use this section to configure the underlay on the core and distribution layer switches.

Core 1 Configuration

Step-by-Step Procedure

1. Configure the interconnect interfaces between the two core devices and the connectivity to the
distribution switches.

set interfaces xe-0/1/7 description “[xe-0/1/7] Connected to srx”

set interfaces xe-0/1/7 ether-options 802.3ad ae16

set interfaces xe-0/1/6 description “[xe-0/1/6] Connected to srx”

set interfaces xe-0/1/6 ether-options 802.3ad ae16

set interfaces xe-0/1/4 description "[xe-0/1/4] Connected to rwan xe-0/0/2:0"

set interfaces xe-0/1/4 ether-options 802.3ad ae13

set interfaces xe-0/1/5 description "[xe-0/1/5] Connected to rwan xe-0/0/2:1"

set interfaces xe-0/1/5 ether-options 802.3ad ae13

set interfaces xe-0/1/0 description "[xe-0/1/0] Connected to dist1 xe-0/0/0"

set interfaces xe-0/1/0 ether-options 802.3ad ae11

set interfaces xe-0/1/1 description "[xe-0/1/1] Connected to dist1 xe-0/0/1 "

set interfaces xe-0/1/1 ether-options 802.3ad ae11

set interfaces xe-0/1/2 description "[xe-0/1/2] Connected to dist2 xe-0/0/4"

set interfaces xe-0/1/2 ether-options 802.3ad ae12

set interfaces xe-0/1/3 description "[xe-0/1/3] Connected to dist2 xe-0/0/5"

set interfaces xe-0/1/3 ether-options 802.3ad ae12

set chassis aggregated-devices ethernet device-count 10 

set interfaces ae16 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae16 unit 0 family ethernet-switching vlan members vlan4_61

set interfaces ae16 unit 0 family ethernet-switching vlan members vlan4_65

set routing-instances VS__1 interface ae16.0

set interfaces ae13 aggregated-ether-options minimum-links 1

set interfaces ae13 aggregated-ether-options lacp active

set interfaces ae13 aggregated-ether-options lacp periodic fast

set interfaces ae13 unit 0 family inet address 172.16.10.0/31

set interfaces ae11 aggregated-ether-options minimum-links 1

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 aggregated-ether-options lacp periodic fast

set interfaces ae11 unit 0 family inet address 172.16.0.0/31 

set interfaces ae12 aggregated-ether-options minimum-links 1

set interfaces ae12 aggregated-ether-options lacp active

set interfaces ae12 aggregated-ether-options lacp periodic fast

set interfaces ae12 unit 0 family inet address 172.16.1.0/31

2. Configure the loopback interface and router ID.
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set interfaces lo0 unit 0 family inet address 192.168.0.1/32 

set routing-options router-id 192.168.0.1 

3. Enable per-packet load balancing.

set routing-options forwarding-table export ecmp_policy 

set policy-options policy-statement ecmp_policy then load-balance per-packet 

set policy-options policy-statement ecmp_policy then accept

4. Configure the OSPF underlay network.

set protocols ospf area 0.0.0.0 interface ae11

set protocols ospf area 0.0.0.0 interface ae12

set protocols ospf area 0.0.0.0 interface ae13

set protocols ospf area 0.0.0.0 interface lo0.0 passive

Core 2 Configuration

Step-by-Step Procedure
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1. Configure the interconnect interfaces between the two core devices and the connectivity to distribution
switches.

set interfaces xe-0/1/4 description "[xe-0/1/4] Connected to srx xe-0/0/22"

set interfaces xe-0/1/4 ether-options 802.3ad ae16

set interfaces xe-0/1/5 description "[xe-0/1/5] Connected to srx xe-0/0/23"

set interfaces xe-0/1/5 ether-options 802.3ad ae16

set interfaces xe-0/1/7 description "[xe-0/1/7] Connected to rwan xe-0/0/8:1"

set interfaces xe-0/1/7 ether-options 802.3ad ae23

set interfaces xe-0/1/6 description "[xe-0/1/6] Connected to rwan xe-0/0/8:0"

set interfaces xe-0/1/6 ether-options 802.3ad ae23

set interfaces xe-0/1/0 description "[xe-0/1/0] Connected to dist1 xe-0/0/2"

set interfaces xe-0/1/0 ether-options 802.3ad ae21

set interfaces xe-0/1/1 description "[xe-0/1/1] Connected to dist1 xe-0/0/3"

set interfaces xe-0/1/1 ether-options 802.3ad ae21

set interfaces xe-0/1/2 description "[xe-0/1/2] Connected to dist2 xe-0/0/6"

set interfaces xe-0/1/2 ether-options 802.3ad ae22

set interfaces xe-0/1/3 description "[xe-0/1/3] Connected to dist2 xe-0/0/7"

set interfaces xe-0/1/3 ether-options 802.3ad ae22

set chassis aggregated-devices ethernet device-count 10 

set interfaces ae16 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae16 unit 0 family ethernet-switching vlan members vlan4_61

set interfaces ae16 unit 0 family ethernet-switching vlan members vlan4_65

set routing-instances VS__1 interface ae16.0

set interfaces ae21 aggregated-ether-options minimum-links 1

set interfaces ae21 aggregated-ether-options lacp active

set interfaces ae21 aggregated-ether-options lacp periodic fast

set interfaces ae21 unit 0 family inet address 172.17.0.0/31

set interfaces ae22 aggregated-ether-options minimum-links 1

set interfaces ae22 aggregated-ether-options lacp active

set interfaces ae22 aggregated-ether-options lacp periodic fast

set interfaces ae22 unit 0 family inet address 172.17.1.0/31

set interfaces ae23 aggregated-ether-options minimum-links 1

set interfaces ae23 aggregated-ether-options lacp active

set interfaces ae23 aggregated-ether-options lacp periodic fast

set interfaces ae23 unit 0 family inet address 172.17.10.0/31

2. Configure the loopback interface and router ID.

set interfaces lo0 unit 0 family inet address 192.168.0.2/32 

set routing-options router-id 192.168.0.2 

82



3. Enable per-packet load balancing.

set routing-options forwarding-table export ecmp_policy

set policy-options policy-statement ecmp_policy then load-balance per-packet 

set policy-options policy-statement ecmp_policy then accept

4. Configure the OSPF underlay network.

set protocols ospf area 0.0.0.0 interface ae21

set protocols ospf area 0.0.0.0 interface ae22

set protocols ospf area 0.0.0.0 interface ae23

set protocols ospf area 0.0.0.0 interface lo0.0 passive

Distribution 1 Configuration

Step-by-Step Procedure

1. Configure the interfaces connected to the core devices.

set chassis aggregated-devices ethernet device-count 10 

set interfaces xe-0/0/1 description "[xe-0/0/1] Connected to core1 xe-0/1/1"

set interfaces xe-0/0/1 ether-options 802.3ad ae11

set interfaces xe-0/0/0 description "[xe-0/0/0] Connected to core1 xe-0/1/0"

set interfaces xe-0/0/0 ether-options 802.3ad ae11

set interfaces xe-0/0/3 description "[xe-0/0/3] Connected to core2 xe-0/1/1"

set interfaces xe-0/0/3 ether-options 802.3ad ae21

set interfaces xe-0/0/2 description "[xe-0/0/2] Connected to core2 xe-0/1/0"

set interfaces xe-0/0/2 ether-options 802.3ad ae21

set interfaces ae11 aggregated-ether-options minimum-links 1

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 aggregated-ether-options lacp periodic fast

set interfaces ae11 unit 0 family inet address 172.16.0.1/31

set interfaces ae21 aggregated-ether-options minimum-links 1

set interfaces ae21 aggregated-ether-options lacp active

set interfaces ae21 aggregated-ether-options lacp periodic fast

set interfaces ae21 unit 0 family inet address 172.17.0.1/31

2. Configure the loopback interface and router ID and enable per-packet load balancing.
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set interfaces lo0 unit 0 family inet address 192.168.1.1/32 

set routing-options router-id 192.168.1.1

set routing-options forwarding-table export ecmp_policy

set policy-options policy-statement ecmp_policy then load-balance per-packet

set policy-options policy-statement ecmp_policy then accept 

3. Configure the OSPF underlay network.

set protocols ospf area 0.0.0.0 interface ae11

set protocols ospf area 0.0.0.0 interface ae21

set protocols ospf area 0.0.0.0 interface lo0.0 passive

Distribution 2 Configuration

Step-by-Step Procedure

1. Configure the interfaces connected to the core devices.

set chassis aggregated-devices ethernet device-count 10 

set interfaces xe-0/0/5 description "[xe-0/0/5] Connected to core1 xe-0/1/3"

set interfaces xe-0/0/5 ether-options 802.3ad ae12

set interfaces xe-0/0/4 description "[xe-0/0/4] Connected to core1 xe-0/1/2"

set interfaces xe-0/0/4 ether-options 802.3ad ae12

set interfaces xe-0/0/6 description "[xe-0/0/6] Connected to core2 xe-0/1/2"

set interfaces xe-0/0/6 ether-options 802.3ad ae22

set interfaces xe-0/0/7 description "[xe-0/0/7] Connected to core2 xe-0/1/2"

set interfaces xe-0/0/7 ether-options 802.3ad ae22

set interfaces ae22 aggregated-ether-options minimum-links 1

set interfaces ae22 aggregated-ether-options lacp active

set interfaces ae22 aggregated-ether-options lacp periodic fast

set interfaces ae22 unit 0 family inet address 172.17.1.1/31

set interfaces ae12 aggregated-ether-options minimum-links 1

set interfaces ae12 aggregated-ether-options lacp active

set interfaces ae12 aggregated-ether-options lacp periodic fast

set interfaces ae12 unit 0 family inet address 172.16.1.1/31

2. Configure the loopback interface and router ID and enable per-packet load balancing.

set policy-options policy-statement ecmp_policy then load-balance per-packet 

set policy-options policy-statement ecmp_policy then accept

set interfaces lo0 unit 0 family inet address 192.168.1.2/32  
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set routing-options router-id 192.168.1.2 

set routing-options forwarding-table export ecmp_policy

3. Configure the OSPF underlay network.

set protocols ospf area 0.0.0.0 interface ae12

set protocols ospf area 0.0.0.0 interface ae22

set protocols ospf area 0.0.0.0 interface lo0.0 passive

Configure the Overlay

IN THIS SECTION

[xref target has no title]

Overview | 85

Overlay and Virtual Network Configuration | 86

Overview

This section shows how to configure the overlay. It includes IBGP peerings, the VLAN toVXLANmappings,
and the IRB interface configurations for the virtual networks.

Topology

In this example, there are three virtual networks: 1, 2, and 3. The IRB interfaces for these virtual networks
are defined on both of the core switches in keeping with a CRB architecture. All IRB interfaces are placed
in the same routing instance on the core switches. Place IRB interfaces in different routing instances for
network segmentation if needed in your deployment.

Figure 19 on page 86 shows the overlay virtual network topology.
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Figure 19: Overlay Virtual Network Topology

Overlay and Virtual Network Configuration

Use this section to configure the overlay and virtual networks on the core and distribution layer switches.

Core 1 Configuration

Step-by-Step Procedure
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1. Set the AS number and configure IBGP neighbors between core and distribution devices.

You do not need to configure IBGP neighbors between Core 1 and Core 2 because they receive all
BGP updates from Distribution 1 and Distribution 2.

Configure the core devices as route reflectors to eliminate the need for a full IBGP mesh between all
distribution layer switches. This also makes the configuration on the distribution layer devices simple
and consistent.

set routing-options autonomous-system 64511

set protocols bgp group OVERLAY type internal

set protocols bgp group OVERLAY local-address 192.168.0.1

set protocols bgp group OVERLAY family evpn signaling

set protocols bgp group OVERLAY vpn-apply-export

set protocols bgp group OVERLAY cluster 192.168.0.1

set protocols bgp group OVERLAY multipath

set protocols bgp group OVERLAY neighbor 192.168.1.1

set protocols bgp group OVERLAY neighbor 192.168.1.2

2. Configure Layer 3 IRB interfaces for the virtual networks. IRB interface 1 sends management traffic
from Mist APs to the Internet. IRB interface 2 and 3 connect wired and wireless client devices.

set interfaces irb unit 1 proxy-macip-advertisement 

set interfaces irb unit 1 family inet address 172.20.1.251/24 

virtual-gateway-address 172.20.1.250 

set interfaces irb unit 1 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 1 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 1 family inet6 address 2001:db8::172:20:1:251/112 

virtual-gateway-address 2001:db8::172:20:1:250 

set interfaces irb unit 1 family inet6 address fe80::172:20:1:251/112 

set interfaces irb unit 2 proxy-macip-advertisement 

set interfaces irb unit 2 family inet address 172.20.2.251/24 

virtual-gateway-address 172.20.2.250 

set interfaces irb unit 2 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 2 virtual-gateway-v6-mac 00:00:01:99:99:09 

set interfaces irb unit 2 family inet6 address 2001:db8::172:20:2:251/112 

virtual-gateway-address 2001:db8::172:20:2:250 

set interfaces irb unit 2 family inet6 address fe80::172:20:2:251/112

set interfaces irb unit 3 proxy-macip-advertisement 

set interfaces irb unit 3 family inet address 172.20.3.251/24 

virtual-gateway-address 172.20.3.250 

set interfaces irb unit 3 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 3 virtual-gateway-v6-mac 00:00:01:99:99:09
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set interfaces irb unit 3 family inet6 address 2001:db8::172:20:3:251/112 

virtual-gateway-address 2001:db8::172:20:3:250 

set interfaces irb unit 3 family inet6 address fe80::172:20:3:251/112

3. Configure overlay virtual networks under a virtual switch instance.

set routing-instances VS__1 vtep-source-interface lo0.0

set routing-instances VS__1 instance-type virtual-switch

set routing-instances VS__1 interface ae16.0

set routing-instances VS__1 route-distinguisher 192.168.0.1:1

set routing-instances VS__1 vrf-import imp-global

set routing-instances VS__1 vrf-target target:64511:1111

set routing-instances VS__1 vrf-target auto

set routing-instances VS__1 protocols evpn encapsulation vxlan

set routing-instances VS__1 protocols evpn extended-vni-list all

set routing-instances VS__1 protocols evpn multicast-mode ingress-replication

set routing-instances VS__1 protocols evpn default-gateway no-gateway-community

set routing-instances VS__1 vlans vlan4_1 vlan-id 1

set routing-instances VS__1 vlans vlan4_1 l3-interface irb.1

set routing-instances VS__1 vlans vlan4_1 vxlan vni 5001

set routing-instances VS__1 vlans vlan4_1 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_2 vlan-id 2

set routing-instances VS__1 vlans vlan4_2 l3-interface irb.2

set routing-instances VS__1 vlans vlan4_2 vxlan vni 5002

set routing-instances VS__1 vlans vlan4_2 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_3 vlan-id 3

set routing-instances VS__1 vlans vlan4_3 l3-interface irb.3

set routing-instances VS__1 vlans vlan4_3 vxlan vni 5003

set routing-instances VS__1 vlans vlan4_3 vxlan ingress-node-replication

4. Configure VRF routing instances for the virtual networks.

set interfaces lo0 unit 1 family inet address 10.20.0.2/32

set routing-instances evpn_vrf__1 instance-type vrf

set routing-instances evpn_vrf__1 interface lo0.1

set routing-instances evpn_vrf__1 interface irb.1

set routing-instances evpn_vrf__1 interface irb.2

set routing-instances evpn_vrf__1 interface irb.3

set routing-instances evpn_vrf__1 route-distinguisher 10.20.0.2:1

set routing-instances evpn_vrf__1 vrf-target target:64500:1

set routing-instances evpn_vrf__1 routing-options router-id 10.20.0.1

set routing-instances evpn_vrf__1 routing-options autonomous-system 64500
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5. Configure the interfaces that we will add to the VRF routing instances.

a. Configure a virtual switch instance for the overlay networks.

set routing-instances VS__1 vlans vlan4_61 vlan-id 61

set routing-instances VS__1 vlans vlan4_61 l3-interface irb.61

set routing-instances VS__1 vlans vlan4_61 vxlan vni 5061

set routing-instances VS__1 vlans vlan4_61 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_62 vlan-id 62

set routing-instances VS__1 vlans vlan4_62 l3-interface irb.62

set routing-instances VS__1 vlans vlan4_62 vxlan vni 5062

set routing-instances VS__1 vlans vlan4_62 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_63 vlan-id 63

set routing-instances VS__1 vlans vlan4_63 l3-interface irb.63

set routing-instances VS__1 vlans vlan4_63 vxlan vni 5063

set routing-instances VS__1 vlans vlan4_63 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_64 vlan-id 64

set routing-instances VS__1 vlans vlan4_64 l3-interface irb.64

set routing-instances VS__1 vlans vlan4_64 vxlan vni 5064

set routing-instances VS__1 vlans vlan4_64 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_65 vlan-id 65

set routing-instances VS__1 vlans vlan4_65 l3-interface irb.65

set routing-instances VS__1 vlans vlan4_65 vxlan vni 5065

set routing-instances VS__1 vlans vlan4_65 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_66 vlan-id 66

set routing-instances VS__1 vlans vlan4_66 l3-interface irb.66

set routing-instances VS__1 vlans vlan4_66 vxlan vni 5066

set routing-instances VS__1 vlans vlan4_66 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_67 vlan-id 67

set routing-instances VS__1 vlans vlan4_67 l3-interface irb.65

set routing-instances VS__1 vlans vlan4_67 vxlan vni 5067

set routing-instances VS__1 vlans vlan4_67 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_68 vlan-id 68

set routing-instances VS__1 vlans vlan4_68 l3-interface irb.65

set routing-instances VS__1 vlans vlan4_68 vxlan vni 5068

set routing-instances VS__1 vlans vlan4_68 vxlan ingress-node-replication

b. Configure the interfaces for the evpn_type5_vrf__3001 routing instance.

set interfaces lo0 unit 3001 family inet address 10.30.0.2/32

set interfaces irb unit 61 family inet address 172.30.1.251/24 

virtual-gateway-address 172.30.1.250

set interfaces irb unit 61 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 61 virtual-gateway-v6-mac 00:00:01:99:99:09
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set interfaces irb unit 61 family inet6 address fe80::60:0:1:251/112

set interfaces irb unit 61 family inet6 address abcd::60:0:1:251/112 

virtual-gateway-address abcd::60:0:1:250

set interfaces irb unit 62 family inet address 172.30.2.251/24 

virtual-gateway-address 172.30.2.250

set interfaces irb unit 62 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 62 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 62 family inet6 address fe80::60:0:2:251/112

set interfaces irb unit 62 family inet6 address abcd::60:0:2:251/112 

virtual-gateway-address abcd::60:0:2:250

set interfaces irb unit 63 family inet address 172.30.3.251/24 

virtual-gateway-address 172.30.3.250

set interfaces irb unit 63 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 63 virtual-gateway-v6-mac 00:00:01:99:99:09set 

interfaces irb unit 63 family inet6 address fe80::60:0:3:251/112

set interfaces irb unit 63 family inet6 address abcd::60:0:3:251/112 

virtual-gateway-address abcd::60:0:3:250

set interfaces irb unit 64 family inet address 172.30.4.251/24 

virtual-gateway-address 172.30.4.250

set interfaces irb unit 64 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 64 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 64 family inet6 address fe80::60:0:4:251/112

set interfaces irb unit 64 family inet6 address abcd::60:0:4:251/112 

virtual-gateway-address abcd::60:0:4:250

c. Configure the interfaces for the evpn_type5_vrf__3002 routing instance.

set interfaces lo0 unit 3002 family inet address 10.30.0.3/32

set interfaces irb unit 65 family inet address 172.30.5.251/24 

virtual-gateway-address 172.30.5.250

set interfaces irb unit 65 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 65 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 65 family inet6 address fe80::60:0:5:251/112

set interfaces irb unit 65 family inet6 address abcd::60:0:5:251/112 

virtual-gateway-address abcd::60:0:5:250

set interfaces irb unit 66 family inet address 172.30.6.251/24 

virtual-gateway-address 172.30.6.250

set interfaces irb unit 66 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 66 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 66 family inet6 address fe80::60:0:6:251/112

set interfaces irb unit 66 family inet6 address abcd::60:0:6:251/112 

virtual-gateway-address abcd::60:0:6:250

set interfaces irb unit 67 family inet address 172.30.7.251/24 
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virtual-gateway-address 172.30.7.250

set interfaces irb unit 67 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 67 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 67 family inet6 address fe80::60:0:7:251/112

set interfaces irb unit 67 family inet6 address abcd::60:0:7:251/112 

virtual-gateway-address abcd::60:0:7:250

set interfaces irb unit 68 family inet address 172.30.8.251/24 

virtual-gateway-address 172.30.8.250

set interfaces irb unit 68 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 68 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 68 family inet6 address fe80::60:0:8:251/112

set interfaces irb unit 68 family inet6 address abcd::60:0:8:251/112 

virtual-gateway-address abcd::60:0:8:250

set groups non_vrrp_irb interfaces irb unit 65 family inet address 

172.30.5.251/24 virtual-gateway-address 172.30.5.250

6. Configure EVPN Type 5 for the evpn_type5_vrf__3001 and evpn_type5_vrf__3002 routing instances.

set policy-options policy-statement redist-type5-prefix from route-filter 

40.92.0.242/32 exact

set policy-options policy-statement redist-type5-prefix from route-filter 

40.93.0.242/32 exact

set policy-options policy-statement redist-type5-prefix from route-filter 

60.0.1.251/24 exact

set policy-options policy-statement redist-type5-prefix from route-filter 

60.0.5.251/24 exact

set policy-options policy-statement redist-type5-prefix then accept

set routing-instances evpn_type5_vrf__3001 instance-type vrf

set routing-instances evpn_type5_vrf__3001 interface lo0.3001

set routing-instances evpn_type5_vrf__3001 interface irb.61

set routing-instances evpn_type5_vrf__3001 interface irb.62

set routing-instances evpn_type5_vrf__3001 interface irb.63

set routing-instances evpn_type5_vrf__3001 interface irb.64

set routing-instances evpn_type5_vrf__3001 route-distinguisher 10.30.0.2:3001

set routing-instances evpn_type5_vrf__3001 vrf-target target:64500:3001

set routing-instances evpn_type5_vrf__3001 routing-options router-id 10.30.0.1

set routing-instances evpn_type5_vrf__3001 routing-options autonomous-system 

64500

set routing-instances evpn_type5_vrf__3001 routing-options auto-export

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx type 

external

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx export 
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redist-type5-prefix

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx local-as

 64500

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx neighbor

 172.30.1.249 family inet unicast

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx neighbor

 172.30.1.249 peer-as 4000000000

set routing-instances evpn_type5_vrf__3001 protocols evpn ip-prefix-routes 

advertise direct-nexthop

set routing-instances evpn_type5_vrf__3001 protocols evpn ip-prefix-routes 

encapsulation vxlan

set routing-instances evpn_type5_vrf__3001 protocols evpn ip-prefix-routes vni

 3001

set routing-instances evpn_type5_vrf__3002 instance-type vrf

set routing-instances evpn_type5_vrf__3002 interface lo0.3002

set routing-instances evpn_type5_vrf__3002 interface irb.65

set routing-instances evpn_type5_vrf__3002 interface irb.66

set routing-instances evpn_type5_vrf__3002 interface irb.67

set routing-instances evpn_type5_vrf__3002 interface irb.68

set routing-instances evpn_type5_vrf__3002 route-distinguisher 10.30.0.3:3002

set routing-instances evpn_type5_vrf__3002 vrf-target target:64500:3002

set routing-instances evpn_type5_vrf__3002 routing-options router-id 10.30.0.2

set routing-instances evpn_type5_vrf__3002 routing-options autonomous-system 

64500

set routing-instances evpn_type5_vrf__3002 routing-options auto-export

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx type 

external

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx export 

redist-type5-prefix

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx local-as

 64500

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx neighbor

 172.30.5.249 family inet unicast

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx neighbor

 172.30.5.249 peer-as 4000000000

set routing-instances evpn_type5_vrf__3002 protocols evpn ip-prefix-routes 

advertise direct-nexthop

set routing-instances evpn_type5_vrf__3002 protocols evpn ip-prefix-routes 

encapsulation vxlan

set routing-instances evpn_type5_vrf__3002 protocols evpn ip-prefix-routes vni

 3002
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Core 2 Configuration

Step-by-Step Procedure

1. Set the AS number and configure IBGP neighbors between core and distribution devices. Configure
the core devices as route reflectors to eliminate the need for full mesh IBGP configuration between all
distribution layer devices.

set routing-options autonomous-system 64511

set protocols bgp group OVERLAY type internal

set protocols bgp group OVERLAY local-address 192.168.0.2

set protocols bgp group OVERLAY family evpn signaling

set protocols bgp group OVERLAY vpn-apply-export

set protocols bgp group OVERLAY cluster 192.168.0.1

set protocols bgp group OVERLAY multipath

set protocols bgp group OVERLAY neighbor 192.168.1.1

set protocols bgp group OVERLAY neighbor 192.168.1.2

2. Configure Layer 3 IRB interfaces for the virtual networks. IRB interface 1 sends management traffic
from Mist APs to the Internet. IRB interface 2 and 3 connect wired and wireless client devices.

set interfaces irb unit 1 proxy-macip-advertisement 

set interfaces irb unit 1 family inet address 172.20.1.252/24 

virtual-gateway-address 172.20.1.250 

set interfaces irb unit 1 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 1 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 1 family inet6 address 2001:db8::172:20:1:252/112 

virtual-gateway-address 2001:db8::172:20:1:250 

set interfaces irb unit 1 family inet6 address fe80::172:20:1:252/112 

set interfaces irb unit 2 proxy-macip-advertisement 

set interfaces irb unit 2 family inet address 172.20.2.252/24 

virtual-gateway-address 172.20.2.250 

set interfaces irb unit 2 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 2 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 2 family inet6 address 2001:db8::0050:0000:0002:0252/112

 virtual-gateway-address 2001:db8::172:20:2:250 

set interfaces irb unit 2 family inet6 address fe80::0050:0000:0002:0252/112 

set interfaces irb unit 3 proxy-macip-advertisement 

set interfaces irb unit 3 family inet address 172.20.3.252/24 

virtual-gateway-address 172.20.3.250 

set interfaces irb unit 3 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 3 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 3 family inet6 address 2001:db8::0050:0000:0003:0252/112
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 virtual-gateway-address 2001:db8::172:20:3:250 

set interfaces irb unit 3 family inet6 address fe80::0050:0000:0003:0252/112

3. Configure overlay virtual networks under a virtual switch instance.

set routing-instances VS__1 vtep-source-interface lo0.0

set routing-instances VS__1 instance-type virtual-switch

set routing-instances VS__1 interface ae16.0

set routing-instances VS__1 route-distinguisher 192.168.0.2:1

set routing-instances VS__1 vrf-import imp-global

set routing-instances VS__1 vrf-target target:64511:1111

set routing-instances VS__1 vrf-target auto

set routing-instances VS__1 protocols evpn encapsulation vxlan

set routing-instances VS__1 protocols evpn extended-vni-list all

set routing-instances VS__1 protocols evpn default-gateway no-gateway-community

set routing-instances VS__1 vlans vlan4_1 vlan-id 1

set routing-instances VS__1 vlans vlan4_1 l3-interface irb.1

set routing-instances VS__1 vlans vlan4_1 vxlan vni 5001

set routing-instances VS__1 vlans vlan4_1 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_2 vlan-id 2

set routing-instances VS__1 vlans vlan4_2 l3-interface irb.2

set routing-instances VS__1 vlans vlan4_2 vxlan vni 5002

set routing-instances VS__1 vlans vlan4_2 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_3 vlan-id 3

set routing-instances VS__1 vlans vlan4_3 l3-interface irb.3

set routing-instances VS__1 vlans vlan4_3 vxlan vni 5003

set routing-instances VS__1 vlans vlan4_3 vxlan ingress-node-replication

4. Configure VRF routing instances for the virtual networks.

set routing-instances evpn_vrf__1 instance-type vrf

set routing-instances evpn_vrf__1 interface lo0.1

set routing-instances evpn_vrf__1 interface irb.1

set routing-instances evpn_vrf__1 interface irb.2

set routing-instances evpn_vrf__1 interface irb.3

set routing-instances evpn_vrf__1 route-distinguisher 10.21.0.2:1

set routing-instances evpn_vrf__1 vrf-target target:64500:1

set routing-instances evpn_vrf__1 routing-options router-id 10.21.0.1

set routing-instances evpn_vrf__1 routing-options autonomous-system 64500
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5. Configure the interfaces that we will add to the VRF routing instances.

a. Configure a virtual switch instance for the overlay networks.

set routing-instances VS__1 vlans vlan4_61 vlan-id 61

set routing-instances VS__1 vlans vlan4_61 l3-interface irb.61

set routing-instances VS__1 vlans vlan4_61 vxlan vni 5061

set routing-instances VS__1 vlans vlan4_61 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_62 vlan-id 62

set routing-instances VS__1 vlans vlan4_62 l3-interface irb.62

set routing-instances VS__1 vlans vlan4_62 vxlan vni 5062

set routing-instances VS__1 vlans vlan4_62 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_63 vlan-id 63

set routing-instances VS__1 vlans vlan4_63 l3-interface irb.63

set routing-instances VS__1 vlans vlan4_63 vxlan vni 5063

set routing-instances VS__1 vlans vlan4_63 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_64 vlan-id 64

set routing-instances VS__1 vlans vlan4_64 l3-interface irb.64

set routing-instances VS__1 vlans vlan4_64 vxlan vni 5064

set routing-instances VS__1 vlans vlan4_64 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_65 vlan-id 65

set routing-instances VS__1 vlans vlan4_65 l3-interface irb.65

set routing-instances VS__1 vlans vlan4_65 vxlan vni 5065

set routing-instances VS__1 vlans vlan4_65 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_66 vlan-id 66

set routing-instances VS__1 vlans vlan4_66 l3-interface irb.66

set routing-instances VS__1 vlans vlan4_66 vxlan vni 5066

set routing-instances VS__1 vlans vlan4_66 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_67 vlan-id 67

set routing-instances VS__1 vlans vlan4_67 l3-interface irb.65

set routing-instances VS__1 vlans vlan4_67 vxlan vni 5067

set routing-instances VS__1 vlans vlan4_67 vxlan ingress-node-replication

set routing-instances VS__1 vlans vlan4_68 vlan-id 68

set routing-instances VS__1 vlans vlan4_68 l3-interface irb.65

set routing-instances VS__1 vlans vlan4_68 vxlan vni 5068

set routing-instances VS__1 vlans vlan4_68 vxlan ingress-node-replication

b. Configure the interfaces for the evpn_type5_vrf__3001 routing instance.

set interfaces lo0 unit 3001 family inet address 10.31.0.2/32

set interfaces irb unit 61 family inet address 172.30.1.252/24 

virtual-gateway-address 172.30.1.250

set interfaces irb unit 61 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 61 virtual-gateway-v6-mac 00:00:01:99:99:09
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set interfaces irb unit 61 family inet6 address fe80::60:0:1:252/112

set interfaces irb unit 61 family inet6 address abcd::60:0:1:252/112 

virtual-gateway-address abcd::60:0:1:250

set interfaces irb unit 62 family inet address 172.30.2.252/24 

virtual-gateway-address 172.30.2.250

set interfaces irb unit 62 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 62 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 62 family inet6 address fe80::60:0:2:252/112

set interfaces irb unit 62 family inet6 address abcd::60:0:2:252/112 

virtual-gateway-address abcd::60:0:2:250

set interfaces irb unit 63 family inet address 172.30.3.252/24 

virtual-gateway-address 172.30.3.250

set interfaces irb unit 63 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 63 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 63 family inet6 address fe80::60:0:3:252/112

set interfaces irb unit 63 family inet6 address abcd::60:0:3:252/112 

virtual-gateway-address abcd::60:0:3:250

set interfaces irb unit 64 family inet address 172.30.4.252/24 

virtual-gateway-address 172.30.4.250

set interfaces irb unit 64 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 64 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 64 family inet6 address fe80::60:0:4:252/112

set interfaces irb unit 64 family inet6 address abcd::60:0:4:252/112 

virtual-gateway-address abcd::60:0:4:250

set interfaces irb unit 65 family inet address 172.30.5.252/24 

virtual-gateway-address 172.30.5.250

set interfaces irb unit 65 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 65 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 65 family inet6 address fe80::60:0:5:252/112

set interfaces irb unit 65 family inet6 address abcd::60:0:5:252/112 

virtual-gateway-address abcd::60:0:5:250

c. Configure the interfaces for the evpn_type5_vrf__3002 routing instance.

set interfaces lo0 unit 3002 family inet address 10.31.0.3/32

set interfaces irb unit 66 family inet address 172.30.6.252/24 

virtual-gateway-address 172.30.6.250

set interfaces irb unit 66 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 66 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 66 family inet6 address fe80::60:0:6:252/112

set interfaces irb unit 66 family inet6 address abcd::60:0:6:252/112 

virtual-gateway-address abcd::60:0:6:250

set interfaces irb unit 67 family inet address 172.30.7.252/24 
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virtual-gateway-address 172.30.7.250

set interfaces irb unit 67 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 67 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 67 family inet6 address fe80::60:0:7:252/112

set interfaces irb unit 67 family inet6 address abcd::60:0:7:252/112 

virtual-gateway-address abcd::60:0:7:250

set interfaces irb unit 68 family inet address 172.30.8.252/24 

virtual-gateway-address 172.30.8.250

set interfaces irb unit 68 virtual-gateway-v4-mac 00:00:01:99:99:09

set interfaces irb unit 68 virtual-gateway-v6-mac 00:00:01:99:99:09

set interfaces irb unit 68 family inet6 address fe80::60:0:8:252/112

set interfaces irb unit 68 family inet6 address abcd::60:0:8:252/112 

virtual-gateway-address abcd::60:0:8:250

6. Configure EVPN Type 5 for the evpn_type5_vrf__3001 and evpn_type5_vrf__3002 routing instances.

set policy-options policy-statement redist-type5-prefix from route-filter 

40.92.0.242/32 exact

set policy-options policy-statement redist-type5-prefix from route-filter 

40.93.0.242/32 exact

set policy-options policy-statement redist-type5-prefix from route-filter 

60.0.1.251/24 exact

set policy-options policy-statement redist-type5-prefix from route-filter 

60.0.5.251/24 exact

set policy-options policy-statement redist-type5-prefix then accept

set routing-instances evpn_type5_vrf__3001 instance-type vrf

set routing-instances evpn_type5_vrf__3001 interface lo0.3001

set routing-instances evpn_type5_vrf__3001 interface irb.61

set routing-instances evpn_type5_vrf__3001 interface irb.62

set routing-instances evpn_type5_vrf__3001 interface irb.63

set routing-instances evpn_type5_vrf__3001 interface irb.64

set routing-instances evpn_type5_vrf__3001 route-distinguisher 10.31.0.2:3001

set routing-instances evpn_type5_vrf__3001 vrf-target target:64500:3001

set routing-instances evpn_type5_vrf__3001 routing-options router-id 10.31.0.1

set routing-instances evpn_type5_vrf__3001 routing-options autonomous-system 

64500

set routing-instances evpn_type5_vrf__3001 routing-options auto-export

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx type 

external

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx export 

redist-type5-prefix

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx local-as

 64500
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set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx neighbor

 172.30.1.248 family inet unicast

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx neighbor

 172.30.1.248 peer-as 4000000000

set routing-instances evpn_type5_vrf__3001 protocols evpn ip-prefix-routes 

advertise direct-nexthop

set routing-instances evpn_type5_vrf__3001 protocols evpn ip-prefix-routes 

encapsulation vxlan

set routing-instances evpn_type5_vrf__3001 protocols evpn ip-prefix-routes vni

 3001

SRX Configuration

Step-by-Step Procedure

1. Configure redundant Ethernet (reth) interfaces on the SRX650.

set  interfaces reth1 vlan-tagging

set  interfaces reth1 unit 0 vlan-id 61

set  interfaces reth1 unit 0 family inet address 172.30.1.249/24

set  interfaces reth1 unit 1 vlan-id 65

set  interfaces reth1 unit 1 family inet address 172.30.5.249/24

set  interfaces reth2 vlan-tagging

set  interfaces reth2 unit 0 vlan-id 61

set  interfaces reth2 unit 0 family inet address 172.30.1.248/24

set  interfaces reth2 unit 1 vlan-id 65

set  interfaces reth2 unit 1 family inet address 172.30.5.248/24

2. Inter-VRF routing between EVPN Type 5 VRF instances takes place on the SRX650. EBGP is enabled
between the VRF instances and the SRX650. Add a static route on the SRX650 to facilitate learning
on both sets of routes and improve communication between the EVPN Type 5 VRF instances.

set  routing-options static route 172.30.5.0/24 next-hop 172.30.5.251

set  routing-options static route 172.30.1.0/24 next-hop 172.30.1.251

set  routing-options static route 0.0.0.0/0 discard

set  routing-options static route 10.30.0.2/32 next-hop 172.30.1.251

set  routing-options static route 10.30.0.3/32 next-hop 172.30.5.251

set  protocols bgp group to-spines type external

set  protocols bgp group to-spines export EXPORT-DEFAULT

set  protocols bgp group to-spines local-as 4000000000

set  protocols bgp group to-spines neighbor 172.30.1.251 family inet unicast

set  protocols bgp group to-spines neighbor 172.30.1.251 peer-as 64500

set  protocols bgp group to-spines neighbor 172.30.5.251 family inet unicast
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set  protocols bgp group to-spines neighbor 172.30.5.251 peer-as 64500

set  protocols bgp group to-spines neighbor 172.30.1.252 family inet unicast

set  protocols bgp group to-spines neighbor 172.30.1.252 peer-as 64500

set  protocols bgp group to-spines neighbor 172.30.5.252 family inet unicast

set  protocols bgp group to-spines neighbor 172.30.5.252 peer-as 64500

set  policy-options policy-statement EXPORT-DEFAULT term 10 from family inet

set  policy-options policy-statement EXPORT-DEFAULT term 10 from protocol static

set  policy-options policy-statement EXPORT-DEFAULT term 10 then accept

set  policy-options policy-statement EXPORT-DEFAULT term 20 from family inet6

set  policy-options policy-statement EXPORT-DEFAULT term 20 from protocol static

set  policy-options policy-statement EXPORT-DEFAULT term 20 then accept

set  policy-options policy-statement EXPORT-DEFAULT term 30 then reject

3. Configure the chassis cluster.

set chassis cluster reth-count 4

set chassis cluster node 0

set chassis cluster node 1

set chassis cluster redundancy-group 0 node 0 priority 254

set chassis cluster redundancy-group 0 node 1 priority 1

set chassis cluster redundancy-group 1 node 0 priority 100

set chassis cluster redundancy-group 1 node 1 priority 1

set interfaces xe-2/0/0 gigether-options redundant-parent reth1

set interfaces xe-2/0/1 gigether-options redundant-parent reth2

set interfaces xe-11/0/0 gigether-options redundant-parent reth2

set interfaces xe-11/0/1 gigether-options redundant-parent reth1

set interfaces lo0 unit 0 family inet address 172.30.0.1/32

set interfaces reth1 redundant-ether-options redundancy-group 1

set interfaces reth1 redundant-ether-options lacp active

set interfaces reth1 redundant-ether-options lacp periodic fast

set interfaces reth2 redundant-ether-options redundancy-group 1

Distribution 1 Configuration

Step-by-Step Procedure
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1. Configure IBGP neighbors from the distribution switch to the core switches.

set routing-options autonomous-system 64511

set protocols bgp group OVERLAY type internal

set protocols bgp group OVERLAY local-address 192.168.1.1

set protocols bgp group OVERLAY family evpn signaling

set protocols bgp group OVERLAY multipath

set protocols bgp group OVERLAY neighbor 192.168.0.1

set protocols bgp group OVERLAY neighbor 192.168.0.2

2. Configure switch options on the distribution switch.

set switch-options vtep-source-interface lo0.0

set switch-options route-distinguisher 192.168.1.1:1

set switch-options vrf-import imp-global

set switch-options vrf-target target:64511:1111

set switch-options vrf-target auto

set policy-options policy-statement imp-global term global from community global

set policy-options policy-statement imp-global term global then accept

set policy-options policy-statement imp-global term other then reject

set policy-options community global members target:64511:1111

3. Enable VXLAN encapsulation.

set protocols evpn encapsulation vxlan 

set protocols evpn multicast-mode ingress-replication

set protocols evpn extended-vni-list 1

set protocols evpn extended-vni-list 2

set protocols evpn extended-vni-list 3

4. Configure VLANs and VXLAN mappings.

set vlans vlan_1 vlan-id 1

set vlans vlan_1 vxlan vni 5001

set vlans vlan_1 vxlan ingress-node-replication

set vlans vlan_2 vlan-id 2

set vlans vlan_2 vxlan vni 5002

set vlans vlan_2 vxlan ingress-node-replication

set vlans vlan_3 vlan-id 3

set vlans vlan_3 vxlan vni 5003

set vlans vlan_3 vxlan ingress-node-replication
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Distribution 2 Configuration

Step-by-Step Procedure

1. Configure IBGP neighbors from the distribution switch to the core switches.

set routing-options autonomous-system 64511

set protocols bgp group OVERLAY type internal

set protocols bgp group OVERLAY local-address 192.168.1.2

set protocols bgp group OVERLAY family evpn signaling

set protocols bgp group OVERLAY multipath

set protocols bgp group OVERLAY neighbor 192.168.0.1

set protocols bgp group OVERLAY neighbor 192.168.0.2

2. Configure switch options on the distribution switch.

set switch-options vtep-source-interface lo0.0

set switch-options route-distinguisher 192.168.1.2:1

set switch-options vrf-import imp-global

set switch-options vrf-target target:64511:1111

set switch-options vrf-target auto

set policy-options policy-statement imp-global term global from community global

set policy-options policy-statement imp-global term global then accept

set policy-options policy-statement imp-global term other then reject

set policy-options community global members target:64511:1111

3. Enable VXLAN encapsulation.

set protocols evpn encapsulation vxlan 

set protocols evpn multicast-mode ingress-replication

set protocols evpn extended-vni-list 1

set protocols evpn extended-vni-list 2

set protocols evpn extended-vni-list 3

4. Configure VLANs and VXLAN mappings.

set vlans vlan_1 vlan-id 1

set vlans vlan_1 vxlan vni 5001

set vlans vlan_1 vxlan ingress-node-replication

set vlans vlan_2 vlan-id 2

set vlans vlan_2 vxlan vni 5002

set vlans vlan_2 vxlan ingress-node-replication
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set vlans vlan_3 vlan-id 3

set vlans vlan_3 vxlan vni 5003

set vlans vlan_3 vxlan ingress-node-replication

Configure Multihoming Between Access Layer Switch and Distribution
Layer Devices

Overview

This section shows how to configuremultihome uplink interfaces from an access layer switch to distribution
layer devices. Use this example tomultihome access layer uplink interfaces in the same aggregated Ethernet
interface to multiple distribution layer devices.

Topology

The access layer supports Layer 2 for VLANs. The uplink from the access layer is an aggregated Ethernet
link bundle or LAG configured as a trunk port that carries the VLANs from the access layer switch to the
distribution layer switches.

Figure 20 on page 102 shows the physical topology..

Figure 20: Multihoming Topology

102



Configuration

IN THIS SECTION

Distribution 1 Configuration | 103

Distribution 2 Configuration | 103

Access Switch Configuration | 104

Use this example to configure the distribution layer for EVPN multihoming and the access layer switch.

Distribution 1 Configuration

Step-by-Step Procedure

1. Specify which members to include in the aggregated Ethernet bundle.

set interfaces ge-0/0/10 description "[ge-0/0/10] Connected to access ge-2/0/0"

set interfaces ge-0/0/10 ether-options 802.3ad ae3

2. Configure the aggregated Ethernet interface. This includes the Ethernet segment identifier (ESI), which
assigns multihomed interfaces into an Ethernet segment and must match on all multihomed interfaces.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae3 esi 00:00:22:22:33:33:44:44:00:01

set interfaces ae3 esi all-active

set interfaces ae3 aggregated-ether-options minimum-links 1

set interfaces ae3 aggregated-ether-options lacp active

set interfaces ae3 aggregated-ether-options lacp periodic fast

set interfaces ae3 aggregated-ether-options lacp system-id 00:40:00:00:00:01

set interfaces ae3 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae3 unit 0 family ethernet-switching vlan members 1-3

Distribution 2 Configuration

Step-by-Step Procedure

1. Specify which members to include in the aggregated Ethernet bundle.

set interfaces ge-0/0/12 description "[ge-0/0/12] Connected to access ge-2/0/14"

set interfaces ge-0/0/12 ether-options 802.3ad ae3 
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2. Configure the aggregated Ethernet interface, including the ESI.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae3 esi 00:00:22:22:33:33:44:44:00:01

set interfaces ae3 esi all-active

set interfaces ae3 aggregated-ether-options minimum-links 1

set interfaces ae3 aggregated-ether-options lacp active

set interfaces ae3 aggregated-ether-options lacp periodic fast

set interfaces ae3 aggregated-ether-options lacp system-id 00:40:00:00:00:01

set interfaces ae3 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae3 unit 0 family ethernet-switching vlan members 1-3

Access Switch Configuration

Step-by-Step Procedure

1. Specify which members to include in the aggregated Ethernet bundle.

set interfaces ge-2/0/0 description "[ge-2/0/0] Connected to dist1 ge-0/0/10"

set interfaces ge-2/0/0 ether-options 802.3ad ae3 

set interfaces ge-2/0/14 description "[ge-2/0/14] Connected to dist2 ge-0/0/12"

set interfaces ge-2/0/14 ether-options 802.3ad ae3

2. Configure the aggregated Ethernet interface.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae3 aggregated-ether-options minimum-links 1

set interfaces ae3 aggregated-ether-options lacp active

set interfaces ae3 aggregated-ether-options lacp periodic fast

set interfaces ae3 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae3 unit 0 family ethernet-switching vlan members 1-3

3. Configure the VLANs. VLAN_1 sends management traffic from Mist APs to the Internet. Configure
VLAN_2 and VLAN_3 connect wired and wireless client devices.

set vlans vlan_1 vlan-id 1

set vlans vlan_2 vlan-id 2

set vlans vlan_3 vlan-id 3

4. Configure the Access Ports as trunk ports to connectMist Access Points. For example, you can configure
an SSID for employees and an SSID for guests and map them to VLAN2 and VLAN3 respectively.
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set poe interface ge-2/0/4

set poe interface ge-2/0/5

set interfaces ge-2/0/4 unit 0 family ethernet-switching interface-mode trunk

set interfaces ge-2/0/5 unit 0 family ethernet-switching interface-mode trunk

set interfaces ge-2/0/4 native-vlan-id 1

set interfaces ge-2/0/4 unit 0 family ethernet-switching vlan members 1-3

set interfaces ge-2/0/5 native-vlan-id 1

set interfaces ge-2/0/5 unit 0 family ethernet-switching vlan members 1-3

You have now multihomed the uplink interfaces from the access layer switch to the distribution layer
devices.

If you have multiple access layer switches in your network, repeat this configuration procedure for
each switch.

Verification

Overview

Log in to each device and verify that the EVPN-VXLAN fabric has been configured.

Verification

Distribution 1: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the core devices.

Action
Verify the Distribution 1 IBGP sessions are established with the loopbacks of the core devices, which have
IP addresses 192.168.0.1 and 192.168.0.2.

user@ex4600-01> show bgp summary

Threading mode: BGP I/O

Groups: 1 Peers: 2 Down peers: 0

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

bgp.evpn.0           

                    4522       2261          0          0          0          0
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Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

192.168.0.1              64511      14754       9579       0       0 2d 16:51:01 

Establ

  __default_evpn__.evpn.0: 2/2/2/0

  bgp.evpn.0: 1257/2261/2261/0

  default-switch.evpn.0: 1255/2259/2259/0

192.168.0.2              64511      15041       9579       0       0 2d 16:50:57 

Establ

  __default_evpn__.evpn.0: 0/2/2/0

  bgp.evpn.0: 1004/2261/2261/0

  default-switch.evpn.0: 1004/2259/2259/0

Meaning
The IBGP sessions are established with the loopback interfaces of the core devices using MP-IBGP with
EVPN signaling to form the overlay layer and exchange EVPN routes.

Distribution 1: Verifying EVPN Database Information

Purpose
Verify that the EVPN database has been populated correctly.

Action
Verify that the EVPNdatabase is installingMAC address information for locally attached hosts and receiving
advertisements from the other leaf devices with information about remote hosts.

user@ex4600-01> show evpn database

Instance: default-switch

VLAN  DomainId  MAC address        Active source                  Timestamp      

  IP address

     5001       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:89:00  Mar 18 06:46:20

  172.20.1.250

     5001       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:89:00  Mar 18 06:46:20

  2001:db8::172:20:1:250

     5001       00:20:94:00:00:02  00:00:22:22:33:33:44:44:00:01  Mar 19 12:36:49

  172.20.1.1

     5001       02:10:10:02:02:22  192.168.0.1                       Mar 19 23:58:44

  172.20.1.111

     5001       ec:38:73:79:10:24  192.168.0.2                       Mar 18 06:46:20

  172.20.1.252

  2001:db8::172:20:1:252
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  fe80::172:20:1:252

     5001       ec:38:73:7c:d0:84  192.168.0.1                       Mar 18 06:46:20

  172.20.1.251

  2001:db8::172:20:1:251

  fe80::172:20:1:251

     5001       fa:ce:01:00:00:01  192.168.0.1                       Mar 18 08:17:55

  172.20.1.21

     5002       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:8a:00  Mar 18 06:46:20

  172.20.2.250

     5002       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:8a:00  Mar 18 06:46:20

  2001:db8::172:20:2:250

     5002       de:ad:02:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 18 08:15:26

  172.20.2.1

     5002       de:ad:a2:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 18 10:32:33

  2001:db8::172:20:2:1

  fe80::dcad:a2ff:fe00:1

     5002       ec:38:73:79:10:24  192.168.0.2                       Mar 18 06:46:20

  172.20.2.252

  2001:db8::172:20:2:252

  fe80::172:20:2:252

     5002       ec:38:73:7c:d0:84  192.168.0.1                       Mar 18 06:46:20

  172.20.2.251

  2001:db8::172:20:2:251

  fe80::172:20:2:251

     5002       fa:ce:02:00:00:01  192.168.0.1                       Mar 18 10:29:06

  172.20.2.21

     5003       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:8b:00  Mar 18 06:46:20

  172.20.3.250

     5003       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:8b:00  Mar 18 06:46:20

  2001:db8::172:20:3:250

     5003       02:10:10:02:02:01  192.168.0.1                       Mar 19 23:57:48

  172.20.3.111

     5003       de:ad:03:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 18 08:15:26

  172.20.3.1

     5003       de:ad:a3:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 18 08:25:32

  2001:db8::172:20:3:1
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  fe80::dcad:a3ff:fe00:1

     5003       ec:38:73:79:10:24  192.168.0.2                       Mar 18 06:46:20

  172.20.3.252

  2001:db8::172:20:3:252

  fe80::172:20:3:252

     5003       ec:38:73:7c:d0:84  192.168.0.1                       Mar 18 06:46:20

  172.20.3.251

  2001:db8::172:20:3:251

  fe80::172:20:3:251

     5003       fa:ce:03:00:00:01  192.168.0.1                       Mar 18 09:18:47

  172.20.3.21

Meaning
The output above confirms that the EVPN database is properly learning and installing MAC routes for all
endpoints. It also shows the relationship between MAC addresses and their associated VNIs: 5001, 5002,
and 5003.

The EVPN database learns MAC addresses with source 00:00:22:22:33:33:44:44:00:01 from the access
layer, which is multihomed to the distribution layer. This learning behavior is evidenced by the presence
of the ESI—previously configured as 00:00:22:22:33:33:44:44:00:01—as theActive Source for these entries.
A matching Active Source output can also be seen on the Distribution 2 switch outputs shown later in this
network configuration example.

Distribution 1: Verifying Local Switching Table Information

Purpose
Verify that the local switching table has been populated correctly.

Action
Verify that the local switching table is installing MAC address information for locally attached hosts and
receiving advertisements from the other leaf devices with information about remote hosts.

user@ex4600-01> show ethernet-switching table

MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)
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Ethernet switching table : 480 entries, 480 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   vlan_1              00:00:5e:00:01:01   DR       esi.1877               

05:00:00:fc:00:00:00:13:89:00 

   vlan_1              00:00:5e:00:02:01   DR       esi.1877               

05:00:00:fc:00:00:00:13:89:00 

   vlan_1              00:20:94:00:00:02   DLR      ae3.0                

   vlan_1              02:10:10:02:02:22   D        vtep.32770             

192.168.0.1                      

   vlan_1              ec:38:73:79:10:24   D        vtep.32771             

192.168.0.2                      

   vlan_1              ec:38:73:7c:d0:84   D        vtep.32770             

192.168.0.1                      

   vlan_1              fa:ce:01:00:00:01   D        vtep.32770             

192.168.0.1     

   vlan_2              00:00:5e:00:01:01   DR       esi.1876               

05:00:00:fc:00:00:00:13:8a:00 

   vlan_2              00:00:5e:00:02:01   DR       esi.1876               

05:00:00:fc:00:00:00:13:8a:00 

   vlan_2              de:ad:02:00:00:01   DL       ae3.0                

   vlan_2              de:ad:a2:00:00:01   DL       ae3.0                

   vlan_2              ec:38:73:79:10:24   D        vtep.32771             

192.168.0.2                      

   vlan_2              ec:38:73:7c:d0:84   D        vtep.32770             

192.168.0.1                      

   vlan_2              fa:ce:02:00:00:01   D        vtep.32770             

192.168.0.1

   vlan_3              00:00:5e:00:01:01   DR       esi.1875               

05:00:00:fc:00:00:00:13:8b:00 

   vlan_3              00:00:5e:00:02:01   DR       esi.1875               

05:00:00:fc:00:00:00:13:8b:00 

   vlan_3              02:10:10:02:02:01   D        vtep.32770             

192.168.0.1                      

   vlan_3              de:ad:03:00:00:01   DL       ae3.0                

   vlan_3              de:ad:a3:00:00:01   DL       ae3.0                

   vlan_3              ec:38:73:79:10:24   D        vtep.32771             

192.168.0.2                      

   vlan_3              ec:38:73:7c:d0:84   D        vtep.32770             

109



192.168.0.1                      

   vlan_3              fa:ce:03:00:00:01   D        vtep.32770             

192.168.0.1 

Meaning
The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints. It also shows the relationship between MAC addresses, VLANs they are associated to
(in this case, VLANs 1, 2, and 3), and their next-hop interface.

Distribution 1: Verifying Multihomed Ethernet Segment

Purpose
Check the multihome connection from Access Switch 1 to the distribution devices.

Action
Verify the local interfaces that are part of the Ethernet segment, other distribution devices that are part
of the same Ethernet segment, the bridge domains that are part of the Ethernet segment, and the designated
forwarder for the Ethernet segment.

user@ex4600-01> show evpn instance esi 00:00:22:22:33:33:44:44:00:01 extensive

Instance: default-switch

  Route Distinguisher: 192.168.1.1:1

  Encapsulation type: VXLAN

  Duplicate MAC detection threshold: 5

  Duplicate MAC detection window: 180

  MAC database status                     Local  Remote

    MAC advertisements:                      49     676

    MAC+IP advertisements:                   51     875

    Default gateway MAC advertisements:       0       0

  Number of local interfaces: 3 (3 up)

    Interface name  ESI                            Mode             Status     

AC-Role

    .local..5       00:00:00:00:00:00:00:00:00:00  single-homed     Up         

Root 

    ae3.0           00:00:22:22:33:33:44:44:00:01  all-active       Up         

Root 

    ae4.0           00:00:22:22:33:33:44:44:00:02  all-active       Up         

Root 

  Number of IRB interfaces: 0 (0 up)

  Number of protect interfaces: 0

  Number of bridge domains: 104

    VLAN  Domain ID   Intfs / up    IRB intf   Mode      MAC sync  IM route label
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  IPv4 SG sync  IPv4 IM core nexthop  IPv6 SG sync  IPv6 IM core nexthop

    1     5001           1    1                Extended         Enabled   5001   

         Enabled   131071            Disabled

    2     5002           1    1                Extended         Enabled   5002   

         Disabled                    Disabled

    3     5003           1    1                Extended         Enabled   5003   

         Disabled                    Disabled

  Number of neighbors: 3

    Address               MAC    MAC+IP        AD        IM        ES Leaf-label

    192.168.0.1              328       528       100       100         0

    192.168.0.2              302       502       100       100         0

    192.168.1.2               46        45         4       104         0

  Number of ethernet segments: 102

    ESI: 00:00:22:22:33:33:44:44:00:01

      Status: Resolved by IFL ae3.0

      Local interface: ae3.0, Status: Up/Forwarding

      Number of remote PEs connected: 1

        Remote PE        MAC label  Aliasing label  Mode

        192.168.1.2         5004       0               all-active   

      DF Election Algorithm: MOD based

      Designated forwarder: 192.168.1.1

      Backup forwarder: 192.168.1.2

      Last designated forwarder update: Mar 21 00:11:41

  Router-ID: 192.168.1.1

  SMET Forwarding: Enabled: Nexthop Limit: 10000 Nexthop Usage: 1

Meaning
Interface ae3.0 is part of this Ethernet segment. The virtual networks 1, 2, and 3 are part of this Ethernet
segment. The remote PE or distribution device participating in this Ethernet segment is 192.168.1.2. In
this multihomed Ethernet segment, the local distribution device Distribution 1 is the designated forwarder
for broadcast, unknown unicast, and multicast (BUM) traffic. This means only Distribution 1 will forward
BUM traffic into this Ethernet segment.

Distribution 2: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the core devices.

Action
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Verify that BGP sessions are established with the core devices. The IP addresses of the core devices are
192.168.0.1 and 192.168.0.2.

user@ex4600-02> show bgp summary

Threading mode: BGP I/O

Groups: 1 Peers: 2 Down peers: 0

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

bgp.evpn.0           

                    4532       2266          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

192.168.0.1              64511       5651       5333       0       0 1d 12:03:37 

Establ

  __default_evpn__.evpn.0: 2/2/2/0

  bgp.evpn.0: 1262/2266/2266/0

  default-switch.evpn.0: 1260/2264/2264/0

192.168.0.2              64511       5785       5333       0       0 1d 12:03:33 

Establ

  __default_evpn__.evpn.0: 0/2/2/0

  bgp.evpn.0: 1004/2266/2266/0

  default-switch.evpn.0: 1004/2264/2264/0 

Meaning
The IBGP sessions are established with the loopbacks of the core devices using MP-IBGP with EVPN
signaling to form the overlay layer and enable the exchange of EVPN routes.

Distribution 2: Verifying EVPN Database Information

Purpose
Verify that the EVPN database has been populated correctly.

Action
Verify that the EVPNdatabase is installingMAC address information for locally attached hosts and receiving
advertisements from the other leaf devices with information about remote hosts.

user@ex4600-02> show evpn database

Instance: default-switch

VLAN  DomainId  MAC address        Active source                  Timestamp      

  IP address

     5001       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:89:00  Mar 19 12:18:56

  172.20.1.250
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     5001       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:89:00  Mar 19 12:18:56

  2001:db8::172:20:1:250

     5001       00:20:94:00:00:02  00:00:22:22:33:33:44:44:00:01  Mar 19 12:39:36

  172.20.1.1

     5001       02:10:10:02:02:22  192.168.0.1                       Mar 20 00:01:32

  172.20.1.111

     5001       ec:38:73:79:10:24  192.168.0.2                       Mar 19 12:18:56

  172.20.1.252

  2001:db8::172:20:1:252

  fe80::172:20:1:252

     5001       ec:38:73:7c:d0:84  192.168.0.1                       Mar 19 12:18:56

  172.20.1.251

  2001:db8::172:20:1:251

  fe80::172:20:1:251

     5001       fa:ce:01:00:00:01  192.168.0.1                       Mar 19 12:18:56

  172.20.1.21

     5002       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:8a:00  Mar 19 12:18:56

  172.20.2.250

     5002       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:8a:00  Mar 19 12:18:56

  2001:db8::172:20:2:250

     5002       de:ad:02:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 19 12:18:57

  172.20.2.1

     5002       de:ad:a2:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 19 12:18:57

  2001:db8::172:20:2:1

  fe80::dcad:a2ff:fe00:1

     5002       ec:38:73:79:10:24  192.168.0.2                       Mar 19 12:18:56

  172.20.2.252

  2001:db8::172:20:2:252

  fe80::172:20:2:252

     5002       ec:38:73:7c:d0:84  192.168.0.1                       Mar 19 12:18:56

  172.20.2.251

  2001:db8::172:20:2:251

  fe80::172:20:2:251

     5002       fa:ce:02:00:00:01  192.168.0.1                       Mar 19 12:18:57

  172.20.2.21
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     5003       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:8b:00  Mar 19 12:18:56

  172.20.3.250

     5003       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:8b:00  Mar 19 12:18:56

  2001:db8::172:20:3:250

     5003       02:10:10:02:02:01  192.168.0.1                       Mar 20 00:00:36

  172.20.3.111

     5003       de:ad:03:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 19 12:18:57

  172.20.3.1

     5003       de:ad:a3:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 19 12:18:57

  2001:db8::172:20:3:1

  fe80::dcad:a3ff:fe00:1

     5003       ec:38:73:79:10:24  192.168.0.2                       Mar 19 12:18:56

  172.20.3.252

  2001:db8::172:20:3:252

  fe80::172:20:3:252

     5003       ec:38:73:7c:d0:84  192.168.0.1                       Mar 19 12:18:56

  172.20.3.251

  2001:db8::172:20:3:251

  fe80::172:20:3:251

     5003       fa:ce:03:00:00:01  192.168.0.1                       Mar 19 12:18:57

  172.20.3.21 

Meaning
The output above confirms that the EVPN database is properly learning and installing MAC routes for all
endpoints. It also shows the relationship between MAC addresses and their associated VNIs: 5001, 5002,
and 5003.

The EVPN database learns the MAC addresses with source 00:00:22:22:33:33:44:44:00:01 in the output
from the access layer, which is multihomed to the distribution layer. This learning behavior is evidenced
by the presence of the ESI—previously configured as 00:00:22:22:33:33:44:44:00:01—as theActive Source
for these entries.

Distribution 2: Verifying Local Switching Table Information

Purpose
Verify that the local switching table has been populated correctly.

Action
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Verify that the local switching table is installing MAC address information for locally attached hosts and
receiving advertisements from the other leaf devices with information about remote hosts.

user@ex4600-02> show ethernet-switching table

MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 480 entries, 480 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   vlan_1              00:00:5e:00:01:01   DR       esi.2215               

05:00:00:fc:00:00:00:13:89:00 

   vlan_1              00:00:5e:00:02:01   DR       esi.2215               

05:00:00:fc:00:00:00:13:89:00 

   vlan_1              00:20:94:00:00:02   DLR      ae3.0                

   vlan_1              02:10:10:02:02:22   D        vtep.32769             

192.168.0.1                      

   vlan_1              ec:38:73:79:10:24   D        vtep.32770             

192.168.0.2                      

   vlan_1              ec:38:73:7c:d0:84   D        vtep.32769             

192.168.0.1                      

   vlan_1              fa:ce:01:00:00:01   D        vtep.32769             

192.168.0.1  

   vlan_2              00:00:5e:00:01:01   DR       esi.2214               

05:00:00:fc:00:00:00:13:8a:00 

   vlan_2              00:00:5e:00:02:01   DR       esi.2214               

05:00:00:fc:00:00:00:13:8a:00 

   vlan_2              de:ad:02:00:00:01   DR       ae3.0                

   vlan_2              de:ad:a2:00:00:01   DR       ae3.0                

   vlan_2              ec:38:73:79:10:24   D        vtep.32770             

192.168.0.2                      

   vlan_2              ec:38:73:7c:d0:84   D        vtep.32769             

192.168.0.1                      

   vlan_2              fa:ce:02:00:00:01   D        vtep.32769             

192.168.0.1

   vlan_3              00:00:5e:00:01:01   DR       esi.2213               

05:00:00:fc:00:00:00:13:8b:00 
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   vlan_3              00:00:5e:00:02:01   DR       esi.2213               

05:00:00:fc:00:00:00:13:8b:00 

   vlan_3              02:10:10:02:02:01   D        vtep.32769             

192.168.0.1                      

   vlan_3              de:ad:03:00:00:01   DR       ae3.0                

   vlan_3              de:ad:a3:00:00:01   DR       ae3.0                

   vlan_3              ec:38:73:79:10:24   D        vtep.32770             

192.168.0.2                      

   vlan_3              ec:38:73:7c:d0:84   D        vtep.32769             

192.168.0.1                      

   vlan_3              fa:ce:03:00:00:01   D        vtep.32769             

192.168.0.1

Meaning
The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints. It also shows the relationship between the MAC addresses, their associated VLANs
(VLANs 1, 2, and 3), and their next-hop interfaces.

Distribution 2: Verifying Multihomed Ethernet Segment

Purpose
Check the multihome connection from Access Switch 1 to the distribution devices. In this example, ESI
00:00:22:22:33:33:44:44:00:01 provides this multihoming for Access Switch 1.

Action
Verify the local interfaces that are part of the Ethernet segment, other distribution devices that are part
of the same Ethernet segment, the bridge domains that are part of the Ethernet segment, and the designated
forwarder for the Ethernet segment.

user@ex4600-01> show evpn instance esi 00:00:22:22:33:33:44:44:00:01 extensive

Instance: default-switch

  Route Distinguisher: 192.168.1.1:1

  Encapsulation type: VXLAN

  Duplicate MAC detection threshold: 5

  Duplicate MAC detection window: 180

  MAC database status                     Local  Remote

    MAC advertisements:                      49     676

    MAC+IP advertisements:                   51     875

    Default gateway MAC advertisements:       0       0

  Number of local interfaces: 3 (3 up)

    Interface name  ESI                            Mode             Status     
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AC-Role

    .local..5       00:00:00:00:00:00:00:00:00:00  single-homed     Up         

Root 

    ae3.0           00:00:22:22:33:33:44:44:00:01  all-active       Up         

Root 

    ae4.0           00:00:22:22:33:33:44:44:00:02  all-active       Up         

Root 

  Number of IRB interfaces: 0 (0 up)

  Number of protect interfaces: 0

  Number of bridge domains: 104

    VLAN  Domain ID   Intfs / up    IRB intf   Mode      MAC sync  IM route label

  IPv4 SG sync  IPv4 IM core nexthop  IPv6 SG sync  IPv6 IM core nexthop

Enabled                   Disabled                    Disabled

    1     5001           1    1                Extended         Enabled   5001   

         Enabled   131071            Disabled

    2     5002           1    1                Extended         Enabled   5002   

         Disabled                    Disabled

    3     5003           1    1                Extended         Enabled   5003   

         Disabled    

  Number of neighbors: 3

    Address               MAC    MAC+IP        AD        IM        ES Leaf-label

    192.168.0.1              328       528       100       100         0

    192.168.0.2              302       502       100       100         0

    192.168.1.2               46        45         4       104         0

  Number of ethernet segments: 102

    ESI: 00:00:22:22:33:33:44:44:00:01

      Status: Resolved by IFL ae3.0

      Local interface: ae3.0, Status: Up/Forwarding

      Number of remote PEs connected: 1

        Remote PE        MAC label  Aliasing label  Mode

        192.168.1.2         5068       0               all-active   

      DF Election Algorithm: MOD based

      Designated forwarder: 192.168.1.1

      Backup forwarder: 192.168.1.2

      Last designated forwarder update: Mar 21 00:11:41

  Router-ID: 192.168.1.1

  SMET Forwarding: Enabled: Nexthop Limit: 10000 Nexthop Usage: 1

Meaning
Interface ae3.0 is part of this Ethernet segment. The virtual networks 1, 2, and 3 are part of this Ethernet
segment. The remote PE, or distribution device, participating in this Ethernet segment is 192.168.1.2. In
thismultihomed Ethernet segment, the remote distribution deviceDistribution 1 is the designated forwarder
for BUM traffic. This means only Distribution 1 will forward BUM traffic into this Ethernet segment.
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Core 1: Verifying BGP Sessions

Purpose
Verify the state of BGP sessions with the core devices and distribution devices.

Action
Verify that IBGP sessions are established with the loopbacks of the distribution devices.

user@ex9251-01> show bgp summary

Groups: 14 Peers: 46 Down peers: 21

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

bgp.l3vpn.0          

                       0          0          0          0          0          0

bgp.l3vpn.2          

                       0          0          0          0          0          0

bgp.evpn.0           

                    1311       1311          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

192.168.1.1              64511        131        543       0       0       11:23 

Establ

  bgp.evpn.0: 106/106/106/0

  VS__1.evpn.0: 104/104/104/0

  __default_evpn__.evpn.0: 0/0/0/0

192.168.1.2              64511        142        530       0       0       11:18 

Establ

  bgp.evpn.0: 121/121/121/0

  VS__1.evpn.0: 115/115/115/0

  __default_evpn__.evpn.0: 0/0/0/0

Meaning
The IBGP sessions are established with the loopback interfaces of the distribution devices using MP-IBGP
with EVPN signaling to form the overlay layer and enable the exchange of EVPN routes.

Core 1: Verifying EVPN Database Information

Purpose
Verify that the EVPN database has been populated correctly.

Action
Verify that the EVPN database is receiving advertisements from the other distribution devices and installing
MAC address information for devices attached to the access layer.
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The core devices learn these MAC addresses through EVPN.

user@ex9251-01> show evpn database

Instance: VS__1

VLAN  DomainId  MAC address        Active source                  Timestamp      

  IP address

     5001       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:89:00  Mar 21 22:59:57

  172.20.1.250

     5001       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:89:00  Mar 21 22:59:57

  2001:db8::172:20:1:250

     5001       00:20:94:00:00:02  00:00:22:22:33:33:44:44:00:01  Mar 21 23:00:08

     5001       54:4b:8c:ab:c2:c6  00:00:22:22:33:33:44:44:00:01  Mar 21 23:00:08

     5001       ec:38:73:79:10:24  192.168.0.2                       Mar 21 22:59:57

  172.20.1.252

  2001:db8::172:20:1:252

  fe80::172:20:1:252

     5001       ec:38:73:7c:d0:84  irb.1                          Mar 21 22:59:01

  172.20.1.251

  2001:db8::172:20:1:251

  fe80::172:20:1:251

     5002       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:8a:00  Mar 21 22:59:57

  172.20.2.250

     5002       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:8a:00  Mar 21 22:59:57

  2001:db8::172:20:2:250

     5002       ec:38:73:79:10:24  192.168.0.2                       Mar 21 22:59:57

  172.20.2.252

  2001:db8::172:20:2:252

  fe80::172:20:2:252

     5002       ec:38:73:7c:d0:84  irb.2                          Mar 21 22:59:01

  172.20.2.251

  2001:db8::172:20:2:251

  fe80::172:20:2:251

     5003       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:8b:00  Mar 21 22:59:57
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  172.20.3.250

     5003       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:8b:00  Mar 21 22:59:57

  2001:db8::172:20:3:250

     5003       ec:38:73:79:10:24  192.168.0.2                       Mar 21 22:59:57

  172.20.3.252

  2001:db8::172:20:3:252

  fe80::172:20:3:252

     5003       ec:38:73:7c:d0:84  irb.3                          Mar 21 22:59:01

  172.20.3.251

  2001:db8::172:20:3:251

  fe80::172:20:3:251

Meaning
The output above confirms that the EVPN database is properly learning and installing MAC routes for all
endpoints. It also shows the relationship between MAC addresses and the VNIs they are associated to:
5001, 5002, and 5003.

Core 1: Verifying Local Switching Table Information

Purpose
Verify that the local switching table has been populated correctly.

Action
Verify that the local switching table is receiving advertisements from the other distribution devices and
installing MAC address information for devices attached to the access layer.

user@ex9251-01> show ethernet-switching table

   vlan4_1             00:00:5e:00:01:01   DR       esi.3335               

05:00:00:fc:00:00:00:13:89:00 

   vlan4_1             00:00:5e:00:02:01   DR       esi.3335               

05:00:00:fc:00:00:00:13:89:00 

   vlan4_1             00:10:10:cc:cc:01   D        vtep.32770             

192.168.1.2                      

   vlan4_1             00:10:94:00:00:01   D        vtep.32770             

192.168.1.2                      

   vlan4_1             00:20:94:00:00:02   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:01   DR       esi.3841               
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00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:02   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:03   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:04   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:05   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:06   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:07   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:08   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:09   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:0a   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01    

   vlan4_1             54:4b:8c:ab:c2:c6   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             de:ad:01:00:00:01   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             de:ad:a1:00:00:01   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             ec:38:73:79:10:24   D        vtep.32769             

192.168.0.2                      

   vlan4_2             00:00:5e:00:01:01   DR       esi.3323               

05:00:00:fc:00:00:00:13:8a:00 

   vlan4_2             00:00:5e:00:02:01   DR       esi.3323               

05:00:00:fc:00:00:00:13:8a:00 

   vlan4_2             de:ad:02:00:00:01   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_2             de:ad:a2:00:00:01   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_2             ec:38:73:79:10:24   D        vtep.32769             

192.168.0.2      

   vlan4_3             00:00:5e:00:01:01   DR       esi.3312               

05:00:00:fc:00:00:00:13:8b:00 

   vlan4_3             00:00:5e:00:02:01   DR       esi.3312               

05:00:00:fc:00:00:00:13:8b:00 

   vlan4_3             00:10:10:cc:cc:01   D        vtep.32770             

192.168.1.2                      

   vlan4_3             00:10:94:00:00:01   D        vtep.32770             
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192.168.1.2                      

   vlan4_3             00:60:94:00:00:01   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:02   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:03   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:04   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:05   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:06   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:07   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:08   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:09   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:0a   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             de:ad:03:00:00:01   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             de:ad:a3:00:00:01   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             ec:38:73:79:10:24   DR       esi.3841               

00:00:22:22:33:33:44:44:00:01

Meaning
The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints. It also shows the relationship between MAC addresses, VLANs they are associated to
(in this case, VLANs 1, 2, and 3), and their next-hop interface.

Core 2: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the distribution devices.

Action
Verify that IBGP sessions are established with the loopbacks of the distribution devices.

user@ex9251-02> show bgp summary
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Groups: 4 Peers: 6 Down peers: 3

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

bgp.l3vpn.0          

                       0          0          0          0          0          0

bgp.l3vpn.2          

                       0          0          0          0          0          0

bgp.evpn.0           

                    5638       5636          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

192.168.1.1              64511        265        769       0       0       55:38 

Establ

  bgp.evpn.0: 200/200/200/0

  VS__1.evpn.0: 198/198/198/0

  __default_evpn__.evpn.0: 0/0/0/0

192.168.1.2              64511        289        755       0       0       55:50 

Establ

  bgp.evpn.0: 201/201/201/0

  VS__1.evpn.0: 195/195/195/0

  __default_evpn__.evpn.0: 0/0/0/0

Meaning
The IBGP sessions are established with the loopbacks of the distribution devices using MP-IBGP with
EVPN signaling to form the overlay layer and enable the exchange of EVPN routes.

Core 2: Verifying EVPN Database Information

Purpose
Verify that the EVPN database has been populated correctly.

Action
Verify that the EVPN database is receiving advertisements from the other leaf devices and installing MAC
address information for devices attached to the access layer.

user@ex9251-02> show evpn database

Instance: VS__1

VLAN  DomainId  MAC address        Active source                  Timestamp      

  IP address

     5001       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:89:00  Mar 21 22:59:57

  172.20.1.250

     5001       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:89:00  Mar 21 22:59:57

  2001:db8::172:20:1:250
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     5001       00:10:10:cc:cc:01  192.168.1.2                       Mar 21 23:28:05

  172.20.1.160

     5001       00:10:94:00:00:01  192.168.1.2                       Mar 21 23:38:12

  2001:db8::172:20:1:150

  fe80::1

     5001       00:20:94:00:00:02  00:00:22:22:33:33:44:44:00:01  Mar 21 23:58:08

  172.20.1.1

     5001       00:70:94:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.1.119

     5001       00:70:94:00:00:02  00:00:22:22:33:33:44:44:00:01  Mar 21 23:58:06

  172.20.1.118

     5001       00:70:94:00:00:03  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.1.112

     5001       00:70:94:00:00:04  00:00:22:22:33:33:44:44:00:01  Mar 21 23:58:06

  172.20.1.113

     5001       00:70:94:00:00:05  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.1.114

     5001       00:70:94:00:00:06  00:00:22:22:33:33:44:44:00:01  Mar 21 23:58:06

  172.20.1.115

     5001       00:70:94:00:00:07  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.1.116

     5001       00:70:94:00:00:08  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.1.117

     5001       00:70:94:00:00:09  00:00:22:22:33:33:44:44:00:01  Mar 21 23:58:06

  172.20.1.120

     5001       00:70:94:00:00:0a  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.1.121

     5001       02:10:10:02:02:22  192.168.0.1                       Mar 21 23:28:05

  172.20.1.111

     5001       54:4b:8c:ab:c2:c6  00:00:22:22:33:33:44:44:00:01  Mar 21 23:00:00

     5001       de:ad:01:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

     5001       de:ad:a1:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 21 23:48:06

  2001:db8::172:20:1:1

     5001       ec:38:73:79:10:24  irb.1                          Mar 21 22:59:48

  172.20.1.252

  2001:db8::172:20:1:252

  fe80::172:20:1:252

     5001       ec:38:73:7c:d0:84  192.168.0.1                       Mar 21 22:59:57

  172.20.1.251
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  2001:db8::172:20:1:251

  fe80::172:20:1:251

     5001       fa:ce:01:00:00:01  192.168.0.1                       Mar 21 23:28:05

  172.20.1.21

     5002       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:8a:00  Mar 21 22:59:58

  172.20.2.250

     5002       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:8a:00  Mar 21 22:59:58

  2001:db8::172:20:2:250

     5002       de:ad:02:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.2.1

     5002       de:ad:a2:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 21 23:38:12

  2001:db8::172:20:2:1

  fe80::dcad:a2ff:fe00:1

     5002       ec:38:73:79:10:24  irb.2                          Mar 21 22:59:48

  172.20.2.252

  2001:db8::172:20:2:252

  fe80::172:20:2:252

     5002       ec:38:73:7c:d0:84  00:00:22:22:33:33:44:44:00:01  Mar 21 23:58:26

  172.20.2.251

  2001:db8::172:20:2:251

  fe80::172:20:2:251

     5002       fa:ce:02:00:00:01  192.168.0.1                       Mar 21 23:28:05

  172.20.2.21

     5003       00:00:5e:00:01:01  05:00:00:fc:00:00:00:13:8b:00  Mar 21 22:59:58

  172.20.3.250

     5003       00:00:5e:00:02:01  05:00:00:fc:00:00:00:13:8b:00  Mar 21 22:59:58

  2001:db8::172:20:3:250

     5003       00:10:10:cc:cc:01  192.168.1.2                       Mar 21 23:58:08

  172.20.3.160

     5003       00:10:94:00:00:01  192.168.1.2                       Mar 21 23:38:13

  2001:db8::172:20:3:150

  fe80::1

     5003       00:60:94:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.112

     5003       00:60:94:00:00:02  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.113
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     5003       00:60:94:00:00:03  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.115

     5003       00:60:94:00:00:04  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.118

     5003       00:60:94:00:00:05  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.120

     5003       00:60:94:00:00:06  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.121

     5003       00:60:94:00:00:07  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.122

     5003       00:60:94:00:00:08  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.123

     5003       00:60:94:00:00:09  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.124

     5003       00:60:94:00:00:0a  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.125

     5003       02:10:10:02:02:01  192.168.0.1                       Mar 21 23:28:05

  172.20.3.111

     5003       7c:e2:ca:91:a7:a0  00:00:22:22:33:33:44:44:00:01  Mar 21 23:58:09

     5003       de:ad:03:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 21 23:28:05

  172.20.3.1

     5003       de:ad:a3:00:00:01  00:00:22:22:33:33:44:44:00:01  Mar 21 23:38:10

  2001:db8::172:20:3:1

  fe80::dcad:a3ff:fe00:1

     5003       ec:38:73:79:10:24  irb.3                          Mar 21 22:59:48

  172.20.3.252

  2001:db8::172:20:3:252

  fe80::172:20:3:252

     5003       ec:38:73:7c:d0:84  00:00:22:22:33:33:44:44:00:01  Mar 21 23:48:06

  172.20.3.251

  2001:db8::172:20:3:251

  fe80::172:20:3:251

     5003       fa:ce:03:00:00:01  192.168.0.1                       Mar 21 23:28:05

  172.20.3.21

Meaning
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The output above confirms that the EVPN database is properly learning and installing MAC routes for all
endpoints. It also shows the relationship between MAC addresses and the VNIs they are associated to:
5001, 5002, and 5003.

Core 2: Verifying Local Switching Table Information

Purpose
Verify that the local switching table has been populated correctly.

Action
Verify that the local switching table is receiving advertisements from the other leaf devices and installing
MAC address information for devices attached to the access layer.

user@ex9251-02> show ethernet-switching table

MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 512 entries, 512 learned

Routing instance : VS__1

   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   vlan4_1             00:00:5e:00:01:01   DR       esi.3212               

05:00:00:fc:00:00:00:13:89:00 

   vlan4_1             00:00:5e:00:02:01   DR       esi.3212               

05:00:00:fc:00:00:00:13:89:00 

   vlan4_1             00:10:10:cc:cc:01   D        vtep.32769             

192.168.1.2                      

   vlan4_1             00:10:94:00:00:01   D        vtep.32769             

192.168.1.2                      

   vlan4_1             00:20:94:00:00:02   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:01   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:02   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:03   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:04   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 
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   vlan4_1             00:70:94:00:00:05   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:06   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:07   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:08   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:09   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             00:70:94:00:00:0a   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             02:10:10:02:02:22   D        vtep.32770             

192.168.0.1                      

   vlan4_1             54:4b:8c:ab:c2:c6   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             de:ad:01:00:00:01   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             de:ad:a1:00:00:01   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_1             ec:38:73:7c:d0:84   D        vtep.32770             

192.168.0.1                      

   vlan4_1             fa:ce:01:00:00:01   D        vtep.32770             

192.168.0.1              

vlan4_2             00:00:5e:00:01:01   DR       esi.3211               

05:00:00:fc:00:00:00:13:8a:00 

   vlan4_2             00:00:5e:00:02:01   DR       esi.3211               

05:00:00:fc:00:00:00:13:8a:00 

   vlan4_2             de:ad:02:00:00:01   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_2             de:ad:a2:00:00:01   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_2             ec:38:73:7c:d0:84   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_2             fa:ce:02:00:00:01   D        vtep.32770             

192.168.0.1    

   vlan4_3             00:00:5e:00:01:01   DR       esi.3210               

05:00:00:fc:00:00:00:13:8b:00 

   vlan4_3             00:00:5e:00:02:01   DR       esi.3210               

05:00:00:fc:00:00:00:13:8b:00 

   vlan4_3             00:10:10:cc:cc:01   D        vtep.32769             

192.168.1.2                      

   vlan4_3             00:10:94:00:00:01   D        vtep.32769             
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192.168.1.2                      

   vlan4_3             00:60:94:00:00:01   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:02   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:03   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:04   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:05   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:06   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:07   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:08   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:09   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             00:60:94:00:00:0a   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             02:10:10:02:02:01   D        vtep.32770             

192.168.0.1                      

   vlan4_3             7c:e2:ca:91:a7:a0   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             de:ad:03:00:00:01   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             de:ad:a3:00:00:01   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             ec:38:73:7c:d0:84   DR       esi.3536               

00:00:22:22:33:33:44:44:00:01 

   vlan4_3             fa:ce:03:00:00:01   D        vtep.32770             

192.168.0.1

Meaning
The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints. It also shows the relationship between MAC addresses, VLANs they are associated to
(in this case, VLANs 1, 2, and 3), and their next-hop interface.
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Up to this point in the configuration of the EVPN-VXLAN fabric, we have used a topologywith three virtual
networks and one access layer switch that simulates an access closet. Use this section to add a second
access switch and a new virtual network.

These configuration examples use the same devices you configured in the “How to Configure an
EVPN-VXLAN Fabric for a Campus Network With CRB” on page 77 configuration example.

Add an Access Layer Switch

Overview

Use this section to add a new access layer switch to the network that is multihomed to the same distribution
layer switches. Figure 21 on page 131 shows the physical topology of the network after you have added
Access Switch 2.
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Figure 21: Adding a Device to the Network

Configuration

IN THIS SECTION

Distribution 1 Configuration | 131

Distribution 2 Configuration | 132

Access Switch 2 Configuration | 132

This section shows the step-by-step configuration procedures to add Access Switch 2 to your network.

Distribution 1 Configuration

Step-by-Step Procedure

1. Specify the interface to include in the aggregated Ethernet bundle.

set interfaces ge-0/0/11 description "Access Switch 2"

set interfaces ge-0/0/11 ether-options 802.3ad ae4

2. Configure the aggregated Ethernet interface to the new access layer switch.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae4 esi 00:00:22:22:33:33:44:44:00:02

set interfaces ae4 esi all-active

set interfaces ae4 aggregated-ether-options minimum-links 1
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set interfaces ae4 aggregated-ether-options lacp active

set interfaces ae4 aggregated-ether-options lacp periodic fast

set interfaces ae4 aggregated-ether-options lacp system-id 00:40:00:00:00:02

set interfaces ae4 unit 0 family ethernet-switching interface-mode trunk 

set interfaces ae4 unit 0 family ethernet-switching vlan members 1-3

Distribution 2 Configuration

Step-by-Step Procedure

1. Specify the interface to include in the aggregated Ethernet bundle.

set interfaces ge-0/0/13 description "Access Switch 2"

set interfaces ge-0/0/13 ether-options 802.3ad ae4

2. Configure the aggregated Ethernet interface to the new access layer switch.

set interfaces ae4 esi 00:00:22:22:33:33:44:44:00:02

set interfaces ae4 esi all-active

set interfaces ae4 aggregated-ether-options minimum-links 1

set interfaces ae4 aggregated-ether-options lacp active

set interfaces ae4 aggregated-ether-options lacp periodic fast

set interfaces ae4 aggregated-ether-options lacp system-id 00:40:00:00:00:02

set interfaces ae4 unit 0 family ethernet-switching interface-mode trunk 

set interfaces ae4 unit 0 family ethernet-switching vlan members 1-3

Access Switch 2 Configuration

Step-by-Step Procedure

1. Configure the physical LAG interface.

set interfaces ge-2/0/0 ether-options 802.3ad ae4

set interfaces ge-2/0/14 ether-options 802.3ad ae4

2. Configure the LAG interface to the new access layer switch.
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set chassis aggregated-devices ethernet device-count 10

set interfaces ae4 aggregated-ether-options minimum-links 1

set interfaces ae4 aggregated-ether-options lacp active

set interfaces ae4 aggregated-ether-options lacp periodic fast

set interfaces ae4 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae4 unit 0 family ethernet-switching vlan members 1-3

The new access layer switch is now part of your network.

3. Configure the VLANs. VLAN_1 will be used to send management traffic from Mist APs to the Internet
and VLAN_2 and VLAN_3 will be used to connect wired and wireless client devices.

set vlans vlan_1 vlan-id 1

set vlans vlan_2 vlan-id 2

set vlans vlan_3 vlan-id 3

4. Configure the Access Ports for Mist Access Points connections. For example, you can configure and
map the SSID for employees to VLAN2 and the SSID for guests to VLAN3.

set poe interface ge-2/0/4

set poe interface ge-2/0/5

 set interfaces ge-2/0/4 unit 0 family ethernet-switching interface-mode trunk

 set interfaces ge-2/0/5 unit 0 family ethernet-switching interface-mode trunk

set interfaces ge-2/0/4 native-vlan-id 1

set interfaces ge-2/0/4 unit 0 family ethernet-switching vlan members 1-3

set interfaces ge-2/0/5 native-vlan-id 1

set interfaces ge-2/0/5 unit 0 family ethernet-switching vlan members 1-3

Add a Virtual Network

Overview

So far, you have configured a topology with three virtual networks: 1, 2, and 3. Use this section to add a
new virtual network to the network.

Figure 22 on page 134 shows the virtual network topology after you have added the fourth virtual network.
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Figure 22: Overlay Virtual Network Topology With Fourth Virtual Network

Configuration

IN THIS SECTION

Core 1 Configuration | 134

Core 2 Configuration | 135

Distribution 1 Configuration | 136

Distribution 2 Configuration | 136

Access Switch Configuration | 137

This section shows the step-by-step configuration procedures to add virtual network 4 to your network.
For example, you can use the 4th virtual network to connect wired and wireless IoT devices.

Core 1 Configuration

Step-by-Step Procedure

1. Configure the IRB interface that acts as the Layer 3 gateway for the virtual network. IP address
172.20.4.251/24 belongs to IRB 4.
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set interfaces irb unit 4 proxy-macip-advertisement

set interfaces irb unit 4 family inet address 172.20.4.251/24 

virtual-gateway-address 172.20.4.250

set interfaces irb unit 4 family inet6 address 2001:db8::172:20:4:251/112 

virtual-gateway-address 2001:db8::172:20:4:250

set interfaces irb unit 4 family inet6 address fe80::172:20:4:251/112

2. Add the IRB interface to the evpn_vrf__1 routing instance.

set routing-instances evpn_vrf__1 interface irb.4

3. Configure VLAN 4 and virtual network 4 along with the Layer 3 gateway for the virtual network. Assign
the Layer 3 interface to the routing instance.

set routing-instances VS__1 vlans vlan4_4 vlan-id 4

set routing-instances VS__1 vlans vlan4_4 l3-interface irb.4

set routing-instances VS__1 vlans vlan4_4 vxlan vni 5004

set routing-instances VS__1 vlans vlan4_4 vxlan ingress-node-replication

Core 2 Configuration

Step-by-Step Procedure

1. Configure the IRB interface that acts as the Layer 3 gateway for the virtual network. IP address
172.20.4.252/24 belongs to IRB 4.

 set interfaces irb unit 4 proxy-macip-advertisement

set interfaces irb unit 4 family inet address 172.20.4.252/24 

virtual-gateway-address 172.20.4.250

set interfaces irb unit 4 family inet6 address 2001:db8::172:20:4:252/112 

virtual-gateway-address 2001:db8::172:20:4:250

set interfaces irb unit 4 family inet6 address fe80::172:20:4:252/112

2. Add the IRB interface to the evpn_vrf__1 routing instance.

set routing-instances evpn_vrf__1 interface irb.4

3. Configure VLAN 4 and virtual network 4 along with the Layer 3 gateway for the virtual network and
assign the Layer 3 interface to the routing instance.
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set routing-instances VS__1 vlans vlan4_4 vlan-id 4

set routing-instances VS__1 vlans vlan4_4 l3-interface irb.4

set routing-instances VS__1 vlans vlan4_4 vxlan vni 5004

set routing-instances VS__1 vlans vlan4_4 vxlan ingress-node-replication

Distribution 1 Configuration

Step-by-Step Procedure

1. Configure VLAN 4 and virtual network 4.

set vlans vlan_4 vlan-id 4

set vlans vlan_4 vxlan vni 4

set vlans vlan_4 vxlan ingress-node-replication

2. Configure the virtual network as part of the overlay EVPN control plane.

set protocols evpn extended-vni-list 4

3. Configure VLAN 4 as part of the LAG interface connected to the access switch.

set interfaces ae3 unit 0 family ethernet-switching vlan members 1-4

NOTE: If you have added another access switch to the topology, also configure VLAN 4 as
part of that LAG interface.

Distribution 2 Configuration

Step-by-Step Procedure

1. Configure VLAN 4 and virtual network 4.

set vlans vlan_4 vlan-id 4

set vlans vlan_4 vxlan vni 4

set vlans vlan_4 vxlan ingress-node-replication

2. Configure the virtual network as part of the overlay EVPN control plane.
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set protocols evpn extended-vni-list 4

3. Configure VLAN 4 as part of the LAG interface connected to the access switch.

set interfaces ae3 unit 0 family ethernet-switching vlan members 1-4

NOTE: If you have added another access switch to the topology, also configure VLAN 4 as
part of that LAG interface.

Access Switch Configuration

Step-by-Step Procedure

1. Configure VLAN 4. In this case, VLAN interface 1 will be used to send management traffic from Mist
APs to the Internet and VLAN interface 4 will be used to connect wired and wireless IOT devices.

set vlans vlan_4 vlan-id 4

2. Configure LAG uplink interface with the new VLAN.

set interfaces ae3 unit 0 family ethernet-switching vlan members 1-4

NOTE: If you have added another access switch to the topology, repeat this configuration
on that access switch.

You have now added a fourth virtual network to your network.

3. Configure the Access Ports as trunk interface for connecting Mist Access Points and map the SSID for
IoT devices to VLAN 4.

set interfaces ge-0/0/6 unit 0 family ethernet-switching interface-mode trunk 

set interfaces ge-0/0/6 native-vlan-id 1

set interfaces ge-0/0/6 unit 0 family ethernet-switching vlan members 1-4

set interfaces ge-0/0/5 unit 0 family ethernet-switching vlan members 1-4

 set interfaces ge-0/0/4 unit 0 family ethernet-switching vlan members 1-4
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Configuring Optional Add-Ins to an EVPN-VXLAN
Fabric With CRB

IN THIS SECTION

How to Configure DHCP | 138

How to Configure Loop Protection | 144

How to Configure Multicast | 145

This section shows how to configure optional features in a EVPN-VXLAN fabric.

How to Configure DHCP

Requirements

Configure DHCP on the following devices that you configured in the “How to Configure an EVPN-VXLAN
Fabric for a Campus Network With CRB” on page 77 configuration example:

• Two EX9251 switches as core devices. Software version: Junos OS Release 18.4R2-S4.5.

• An external server. In this example, we use a EX4600 switch running Junos OS Release 18.4R2-S4.5.

Overview

Use this section to configure DHCP on the network. To avoid flooding the network with DHCP discover
packets, configure DHCP on an interface in a VRF routing instance. Both core devices are configured with
EVPN multihoming (also called ESI-LAG) to act as a DHCP relay to a Layer 3 reachable external DHCP
server. This provides redundant connectivity and help maintain DHCP services if one of the core devices
fail. The link between the server and the core layer is an ESI. Figure 23 on page 139 shows the virtual
network topology with a DHCP server.
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Figure 23: Overlay Virtual Network Topology with a DHCP Server
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Configuration

Step-by-Step Procedure

1. Configure the core device to act as a DHCP relay only. It will not maintain a binding table.

set routing-instances evpn_vrf__1 forwarding-options dhcp-relay forward-only

2. Create a server group and specify the IP address of the DHCP server.

set routing-instances evpn_vrf__1 forwarding-options dhcp-relay server-group 

server_group_1 172.20.3.111

3. Specify the new server group as the active server group.

set routing-instances evpn_vrf__1 forwarding-options dhcp-relay group dhcp_relay_1

 active-server-group server_group_1

4. Suppress the installation of access, access-internal, or destination routes during client binding during
the JDHCPD process.
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set routing-instances evpn_vrf__1 forwarding-options dhcp-relay group dhcp_relay_1

 route-suppression destination

5. Set the broadcast bit to one for all types of DHCP messages at all times. If you do not configure this
option, some clients will set the bit to zero before sending the message, which is not preferable.

set routing-instances evpn_vrf__1 forwarding-options dhcp-relay group dhcp_relay_1

 overrides no-unicast-replies

6. Configure the IRBs to connect to the related VLANs and subnets and provide DHCP services to those
clients.

set routing-instances evpn_vrf__1 forwarding-options dhcp-relay group dhcp_relay_1

 interface irb.3

set routing-instances evpn_vrf__1 forwarding-options dhcp-relay group dhcp_relay_1

 interface irb.1

NOTE: In this step, you can include any IRB that is part of the routing instance.

7. Configure an ESI-LAG interface between the core devices and the external DHCP server running on a
EX4600 switch.

Core 1

set  interfaces irb unit 3000 proxy-macip-advertisement

set  interfaces irb unit 3000 virtual-gateway-accept-data

set  interfaces irb unit 3000 family inet address 200.11.184.244/24 preferred

set  interfaces irb unit 3000 family inet address 200.11.184.244/24 

virtual-gateway-address 200.11.184.254

set  interfaces irb unit 3000 family inet6 address 2001:db8::200:0:bb8:244/112

 preferred

set  interfaces irb unit 3000 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 3000 virtual-gateway-v6-mac 00:00:5e:00:00:04

set routing-instances VS__1 vlans EP-VLAN-3000 vlan-id 3000

set routing-instances VS__1 vlans EP-VLAN-3000 l3-interface irb.3000

set routing-instances VS__1 vlans EP-VLAN-3000 vxlan vni 123000

set  interfaces ae4 unit 0 family ethernet-switching interface-mode trunk

set  interfaces ae4 unit 0 family ethernet-switching vlan members EP-VLAN-3000
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set interfaces ae4 esi 00:00:00:ff:00:01:00:01:00:04

set interfaces ae4 esi all-active

set interfaces ae4 aggregated-ether-options lacp active

set interfaces ae4 aggregated-ether-options lacp periodic fast

set interfaces ae4 aggregated-ether-options lacp system-id 00:00:00:99:99:01

set interfaces et-1/1/10 ether-options 802.3ad ae4

Core 2

set interfaces irb unit 3000 proxy-macip-advertisement

set interfaces irb unit 3000 virtual-gateway-accept-data

set interfaces irb unit 3000 family inet address 200.11.184.243/24 preferred

set interfaces irb unit 3000 family inet address 200.11.184.243/24 

virtual-gateway-address 200.11.184.254

set interfaces irb unit 3000 family inet6 address 2001:db8::200:0:bb8:243/112 

preferred

set interfaces irb unit 3000 family inet6 address 2001:db8::200:0:bb8:243/112 

virtual-gateway-address 2001:db8::200:0:bb8:254

set interfaces irb unit 3000 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 3000 virtual-gateway-v6-mac 00:00:5e:00:00:04

set routing-instances VS__1 vlans EP-VLAN-3000 vlan-id 3000

set routing-instances VS__1 vlans EP-VLAN-3000 l3-interface irb.3000

set routing-instances VS__1 vlans EP-VLAN-3000 vxlan vni 123000

set  interfaces ae4 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae4 unit 0 family ethernet-switching vlan members EP-VLAN-3000

set interfaces ae4 esi 00:00:00:ff:00:01:00:01:00:04

set interfaces ae4 esi all-active

set interfaces ae4 aggregated-ether-options lacp active

set interfaces ae4 aggregated-ether-options lacp periodic fast

set interfaces ae4 aggregated-ether-options lacp system-id 00:00:00:99:99:01

set interfaces et-1/1/10 ether-options 802.3ad ae4

8. Configure the EX4600 switch to act as the DHCP server.

NOTE: In your network, the DHCP server may be an external device.

set interfaces et-0/2/0 ether-options 802.3ad ae1

set interfaces et-0/2/1 ether-options 802.3ad ae1

set interfaces ae1 aggregated-ether-options minimum-links 1
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set interfaces ae1 aggregated-ether-options lacp active

set interfaces ae1 aggregated-ether-options lacp periodic fast

set interfaces ae1 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae1 unit 0 family ethernet-switching vlan members EP-VLAN-3000

set interfaces irb unit 3000 family inet address 200.11.184.10/24 preferred

set routing-options static route 172.20.3.0/24 next-hop 200.11.184.254

set routing-options static route 172.20.1.0/24 next-hop 200.11.184.254

set vlans EP-VLAN-3000 vlan-id 3000

set vlans EP-VLAN-3000 l3-interface irb.3000

set access address-assignment pool p2 family inet network 172.20.3.0/24

set access address-assignment pool p2 family inet range p2_range low 172.20.3.112

set access address-assignment pool p2 family inet range p2_range high 172.20.3.224

set access address-assignment pool p2 family inet dhcp-attributes 

maximum-lease-time infinite

set access address-assignment pool p1 family inet network 172.20.1.0/24

set access address-assignment pool p1 family inet range p1_range low 172.20.1.112

set access address-assignment pool p1 family inet range p1_range high 172.20.1.224

set access address-assignment pool p1 family inet dhcp-attributes 

maximum-lease-time infinite

9. On the EX4600 switch acting as the DHCP server, verify that the DHCP clients are successfully being
assigned IP addresses.

NOTE: The hosts shown in this output are behind the access devices and connected to them
through a traffic generator.When the hosts send aDHCP request, it is sent across the access,
distribution, and core devices, and the IP addresses are relayed back from the server.

user@ex4600-03> show dhcp server binding

IP address        Session Id  Hardware address   Expires     State      Interface

172.20.3.112        11          00:60:94:00:00:01  594507695   BOUND      

xe-0/0/23.3         

172.20.3.113        12          00:60:94:00:00:02  594507695   BOUND      

xe-0/0/23.3         

172.20.3.115        14          00:60:94:00:00:03  594507695   BOUND      

xe-0/0/23.3         

172.20.3.118        17          00:60:94:00:00:04  594507695   BOUND      

xe-0/0/23.3         

172.20.3.120        19          00:60:94:00:00:05  594507695   BOUND      

xe-0/0/23.3         
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172.20.3.126        25          00:60:94:00:00:05  594507695   BOUND     

xe-0/0/23.3         

172.20.3.121        20          00:60:94:00:00:06  594507695   BOUND      

xe-0/0/23.3         

172.20.3.127        26          00:60:94:00:00:06  594507695   BOUND     

xe-0/0/23.3         

172.20.3.122        21          00:60:94:00:00:07  594507695   BOUND      

xe-0/0/23.3         

172.20.3.123        22          00:60:94:00:00:08  594507695   BOUND      

xe-0/0/23.3         

172.20.3.124        23          00:60:94:00:00:09  594507695   BOUND      

xe-0/0/23.3         

172.20.3.125        24          00:60:94:00:00:0a  594507695   BOUND      

xe-0/0/23.3         

172.20.1.119        8           00:70:94:00:00:01  594507695   BOUND      

xe-0/0/23.3         

172.20.1.118        7           00:70:94:00:00:02  594507695   BOUND      

xe-0/0/23.3         

172.20.1.112        1           00:70:94:00:00:03  594507695   BOUND     

xe-0/0/23.3         

172.20.1.113        2           00:70:94:00:00:04  594507695   BOUND     

xe-0/0/23.3         

172.20.1.114        3           00:70:94:00:00:05  594507695   BOUND     

xe-0/0/23.3         

172.20.1.115        4           00:70:94:00:00:06  594507695   BOUND      

xe-0/0/23.3         

172.20.1.116        5           00:70:94:00:00:07  594507695   BOUND      

xe-0/0/23.3         

172.20.1.117        6           00:70:94:00:00:08  594507695   BOUND      

xe-0/0/23.3         

172.20.1.120        9           00:70:94:00:00:09  594507695   BOUND      

xe-0/0/23.3         

172.20.1.121        10          00:70:94:00:00:0a  594507695   BOUND      

xe-0/0/23.3 

You have now verified that DHCP is configured on your devices.
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How to Configure Loop Protection

Requirements

You can configure loop protection on the following devices that you configured in the “How to Configure
an EVPN-VXLAN Fabric for a Campus Network With CRB” on page 77 configuration example:

• One EX4600 switch as the distribution device. Software version: Junos OS Release 18.4R2-S4.5.

• An access layer switch. This can be a Juniper Networks access switch or a third-party switch.

Overview

EVPNprotects the network against Layer 2 loops through split horizon, as described in RFC 7432. However,
you may want to configure additional loop protection on your network.

A Spanning Tree Protocol (xSTP) prevents accidentally created loops between the access and distribution
layers when a network administrator or user adds a new device to the network.

Configuration

Use this section to configure loop protection on the distribution and access layers.

Step-by-Step Procedure

1. Configure the distribution switch.

All Layer 2 ports on the distribution and access layers that are not part of EVPN ESIs must be configured
under RSTP as edge ports. Enable root protection on the edge ports.

set protocols rstp bridge-priority 0

set protocols rstp interface xe-0/0/20 edge

set protocols rstp interface xe-0/0/20 no-root-port

set protocols rstp interface xe-0/0/21 edge

set protocols rstp interface xe-0/0/21 no-root-port

set protocols rstp interface xe-0/0/22 edge

set protocols rstp interface xe-0/0/22 no-root-port

set protocols rstp interface xe-0/0/23 edge

set protocols rstp interface xe-0/0/23 no-root-port

set protocols rstp interface et-0/0/24 edge

set protocols rstp interface et-0/0/24 no-root-port

set protocols rstp interface et-0/0/25 edge

set protocols rstp interface et-0/0/25 no-root-port

set protocols rstp bpdu-block-on-edge
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2. Configure the access switch. Enable bridge protocol data unit (BPDU) protection using the statement
bpdu-block-on-edge on the edge ports.

set protocols rstp bridge-priority 4k

set protocols rstp interface ge-2/0/47 edge

set protocols rstp bpdu-block-on-edge

Your network now has extra protection from accidentally created loops.

SEE ALSO

Understanding Root Protection for STP, RSTP, and MSTP

BPDU Protection for Spanning-Tree Protocols

How to Configure Multicast

Requirements

This configuration example uses the same devices you configured in the “How toConfigure an EVPN-VXLAN
Fabric for a Campus Network With CRB” on page 77 configuration example.

You will need a device that provides a form of segmentation. This example uses the SRX650 security
device.

Overview

EX Series switches support only ingress replication of broadcast, unknown unicast, and multicast (BUM)
traffic. In this use case, multicast traffic is replicated at the distribution layer towards all existing remote
VTEPs regardless of whether they have active receivers. This affects Layer 3 traffic.

EVPN Types 6, 7, and 8, which were defined to address the problem of effective multicast replication in
EVPN fabrics, are not supported on EX Series switches. Use this example to configure multicast using
ingress replication on EX Series switches by routing traffic between two VRF routing instances that are
configured for EVPN Type 5 traffic.

In this example, youwill configure Internet GroupManagement Protocol (IGMP) and Protocol Independent
Multicast (PIM) on the EX Series devices in your fabric.

• Use PIM between each EX9251 core device and the multicast router connected to the multicast source
to enable multicast functionality on the network.
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• Use IGMP snooping at the access and distribution layers to reduce multicast flooding.

Topology

The multicast traffic comes from an external device. The traffic generator is connected to Core 1, which
is the host part of evpn_type5_vrf_3001. The receiver sits behind the access device, which is the host part
of evpn_type5_vrf_3002. An SRX Series device provides security when sending traffic across VRFs.

Figure 24 on page 146 shows the EVPN-VXLAN fabric network configuration after multicast has been
configured. The arrows show the flow of traffic.

Figure 24: Configuration Topology for Multicast Replication

Configuration

Use this section to configure multicast replication for BUM traffic.

Step-by-Step Procedure
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1. Configure IGMP snooping on the access layer device. In this example, ae3 is an upstream LAG interface
towards the distribution layer.

set protocols igmp-snooping vlan vlan_1 interface ae3.0 multicast-router-interface

2. Configure IGMP snooping on the distribution devices. Here, ae3 is a downstream LAG interface towards
the access layer.

set protocols igmp-snooping vlan vlan_1 interface ae3.0 multicast-router-interface

3. Configure the core devices.

Configure the interfaces for the evpn_type5_vrf__3001 routing instance.

set routing-instances evpn_type5_vrf__3001 protocols bgp group CE type external

set routing-instances evpn_type5_vrf__3001 protocols bgp group CE local-as 64502

set routing-instances evpn_type5_vrf__3001 protocols bgp group CE multipath 

multiple-as

set routing-instances evpn_type5_vrf__3001 protocols bgp group CE neighbor 

172.30.1.21 peer-as 101

set routing-instances evpn_type5_vrf__3001 protocols bgp group CE neighbor 

172.30.2.21 peer-as 101

set routing-instances evpn_type5_vrf__3001 protocols bgp group CE neighbor 

172.30.3.21 peer-as 101

set routing-instances evpn_type5_vrf__3001 protocols bgp group CE neighbor 

172.30.4.21 peer-as 101

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx type 

external

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx export 

redist-type5-prefix

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx local-as

 64500

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx neighbor

 172.30.1.249 family inet unicast

set routing-instances evpn_type5_vrf__3001 protocols bgp group to-srx neighbor

 172.30.1.249 peer-as 4000000000

set routing-instances evpn_type5_vrf__3001 protocols evpn ip-prefix-routes 

advertise direct-nexthop

set routing-instances evpn_type5_vrf__3001 protocols evpn ip-prefix-routes 

encapsulation vxlan

set routing-instances evpn_type5_vrf__3001 protocols evpn ip-prefix-routes vni

 3001

set routing-instances evpn_type5_vrf__3001 protocols pim rp static address 
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10.30.0.3

set routing-instances evpn_type5_vrf__3001 protocols pim interface irb.61

set routing-instances evpn_type5_vrf__3001 protocols pim interface irb.62

Configure the interfaces for the evpn_type5_vrf__3002 routing instance.

set routing-instances evpn_type5_vrf__3002 route-distinguisher 10.30.0.3:3002

set routing-instances evpn_type5_vrf__3002 vrf-target target:64500:3002

set routing-instances evpn_type5_vrf__3002 routing-options router-id 10.30.0.2

set routing-instances evpn_type5_vrf__3002 routing-options autonomous-system 

64500

set routing-instances evpn_type5_vrf__3002 routing-options auto-export

set routing-instances evpn_type5_vrf__3002 protocols bgp group CE type external

set routing-instances evpn_type5_vrf__3002 protocols bgp group CE local-as 64502

set routing-instances evpn_type5_vrf__3002 protocols bgp group CE multipath 

multiple-as

set routing-instances evpn_type5_vrf__3002 protocols bgp group CE neighbor 

172.30.5.21 peer-as 101

set routing-instances evpn_type5_vrf__3002 protocols bgp group CE neighbor 

172.30.6.21 peer-as 101

set routing-instances evpn_type5_vrf__3002 protocols bgp group CE neighbor 

172.30.7.21 peer-as 101

set routing-instances evpn_type5_vrf__3002 protocols bgp group CE neighbor 

172.30.8.21 peer-as 101

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx type 

external

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx export 

redist-type5-prefix

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx local-as

 64500

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx neighbor

 172.30.5.249 family inet unicast

set routing-instances evpn_type5_vrf__3002 protocols bgp group to-srx neighbor

 172.30.5.249 peer-as 4000000000

set routing-instances evpn_type5_vrf__3002 protocols evpn ip-prefix-routes 

advertise direct-nexthop

set routing-instances evpn_type5_vrf__3002 protocols evpn ip-prefix-routes 

encapsulation vxlan

set routing-instances evpn_type5_vrf__3002 protocols evpn ip-prefix-routes vni

 3002

set routing-instances evpn_type5_vrf__3002 protocols pim rp local address 

10.30.0.3
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set routing-instances evpn_type5_vrf__3002 protocols pim interface irb.65

set routing-instances evpn_type5_vrf__3002 protocols pim interface irb.66

4. Enable PIM on the SRX650.

set protocols pim rp local family inet address 10.30.0.3

set protocols pim interface reth1.0

set protocols pim interface reth1.1

You have now configured multicast replication for BUM traffic on your network.

Verification

Verify PIMMessages Were Received

Purpose
Confirm PIM join messages were received from the host connected to the access device.

Action

user@host> show pim join summary instance evpn_type5_vrf__3001

Instance: PIM.evpn_type5_vrf__3001 Family: INET

Route type  Route count

(*,g)               500

Instance: PIM.evpn_type5_vrf__3001 Family: INET6

Verify Multicast Routes Were Established

Purpose
Confirm multicast routes were established between the traffic generator and the source of the traffic and
the receiver. In this case, the receiver is the host that is connected to the access device.

Action

user@host> show multicast route summary instance evpn_type5_vrf__3001

Instance: evpn_type5_vrf__3001 Family: INET

Route type  Route state  Route count
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(S,G)       Active               500

Instance: evpn_type5_vrf__3001 Family: INET6

WHAT'S NEXT

Juniper’s Campus solution, based on a VXLAN overlay with EVPN control plane, is an efficient and
scalable way to build and interconnect multiple campuses across a core network. With a robust
BGP/EVPN implementation Juniper is well-positioned to harness the full potential of EVPN technology.
For more information on available EVPN features and how to configure them, see EVPN User Guide.

RELATED DOCUMENTATION

Overview of EX Series Switches and the Juniper Mist Cloud
Collapsed Core with EVPN Multihoming

EVPN-VXLANCampusNetworkScalingData forCRB

Table 6 on page 150 lists the scaling values for the EX9251 and EX4650 switches in the EVPN-VXLANCRB
campus example. You can find the topology and configuration in “How to Configure an EVPN-VXLAN
Fabric for a Campus Network With CRB” on page 77. These numbers do not represent the maximum
supported scale. They represent only the solution testing performed for this example. The results of the
tests are provided for reference purposes only.

Table 6: Scaling Values for CRB based EVPN-VXLAN Campus Network

Leaf Node (EX4650)
Per Core Node
(EX9251)FabricAttribute

111Virtual switches

400040004000VLANS/bridge domains/VNIs

62Not Applicable62ESIs

Not Applicable40004000IRB interfaces

Not Applicable20002000VRF instances
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Table 6: Scaling Values for CRB based EVPN-VXLAN Campus Network (continued)

Leaf Node (EX4650)
Per Core Node
(EX9251)FabricAttribute

Not Applicable60,000160,000ARP entries

Not Applicable60,000160,000ND scale (incudes link local)

Not Applicable15,00015,000Multicast *,G

Not Applicable15,00015,000Multicast S,G

15,00015,00015,000IGMPv2 snooping

60,000360,000260,000MAC addresses

Not Applicable100100Unique MAC address configured per
IRB

Not Applicable100100Unique Virtual GWMAC address
configured per IRB

Not Applicable30,00030,000DHCP-Relay Session

1Tested with 60,000 ARP and ND entries. The EX9251 switch can support up to 128,000 entries. The
EX9253 switch can scale up to 256,000 ARP entries with EVPN-VXLAN.

2Tested with 60,000 MAC addresses on the EX9251. We can scale up to 500,000 pure Layer 2 MAC
Addresses.

3Tested with 60,000 MAC addresses on the EX4650 switch. We can scale up to 291,000 pure Layer 2
MAC addresses with layer 2 profiles.
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About This Network Configuration Example

This network configuration example (NCE) describes how to deploy, manage, and troubleshoot an
Edge-Routed Bridging (ERB) based EVPN-VXLAN fabric architecture in a campus networking environment.

The use case shows how to deploy a single campus fabric that uses EVPN as the control plane protocol
and VXLAN as the data plane protocol in the overlay network on EX9200, EX4650, and EX4300 series
switches with integration of Mist Access Points.

See “EVPN-VXLAN Campus Architectures” on page 14 for details on supported EVPN-VXLAN campus
architectures. Refer to “Technology Primer: EVPN-VXLAN Fabrics for the Campus” on page 17 for an
overview of the benefits of EVPN-VXLAN for campus networks.

RELATED DOCUMENTATION

How to Configure an EVPN-VXLAN Fabric for a Campus Network With CRB | 77
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Requirements | 154
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Requirements

This configuration example uses the following devices:

• Two EX9200 switches as core devices. Software version: Junos OS Release 20.2R2.

• Two EX4650/QFX5120 switches as distribution devices. Software version: Junos OS Release 20.2R2.

• One EX4300 switch as the access layer. In your configuration, this can be a Juniper Networks switch or
a third-party switch.

• One SRX Series device.

• One WAN router.

• Mist Access Points

Overview

Use this NCE to deploy a single campus fabric with a Layer 3 IP-based underlay network that uses EVPN
as the control plane protocol and VXLAN as the data plane protocol in the overlay network. In this example
you deploy an Edge-routing bridging (ERB) architecture. See “EVPN-VXLAN Campus Architectures” on
page 14 for details on supported EVPN-VXLAN campus architectures. Refer to “Technology Primer:
EVPN-VXLAN Fabrics for the Campus” on page 17 for background information on the benefits of
EVPN-VXLAN technology for a campus network.

First, configure EBGP as the underlay routing protocol to exchange loopback routes. Then, configure IBGP
between the core and distribution devices in the overlay to share reachability information about endpoints
in the fabric.

In this NCE, design the network for three different types of users and devices (Employees, Guests, and
IoT devices) that will be connecting to network through wired and wireless access. Employees, Guests,
and IoT devices are mapped to different virtual networks and VNIs. Table 7 on page 155 displays the
configuration information for this NCE.
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Table 7: EVPN-VXLAN Fabric Configuration Information

Route
DistinguisherLoopbackVRF

Wireless
NetworkWired Network

Virtual
Network

102Lo0.102/192.168.251.14/32JNPR_2_VRFIRB: 102

Subnet:
192.168.102.3/24

IRB: 101

Gateway IP
Address:
192.168.101.3/24

Employees

101Lo0.101/192.168.251.13/32JNPR_1_VRFIRB: 202

Subnet:
192.168.202.3/24

IRB: 201

Gateway IP
Address:
192.168.201.3/24

Guests

103Lo0.103/192.168.251.15/32JNPR_3_VRFIRB: 302

Subnet:
192.168.212.3/24

IRB: 301

Gateway IP
Address:
192.168.210.3/24

IoT
Devices

Topology

In this example, each device is configured with a /32 loopback address. Figure 8 on page 27 shows the
physical topology and the IP addressing scheme used in this example.
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Figure 25: EVPN-VXLAN Fabric

Configure the Underlay IP Fabric

Overview

This section shows how to configure the IP fabric underlay on the core and distribution layer switches
using EBGP.

Interface and Underlay Configuration

IN THIS SECTION

Core 1 Configuration | 157

Core 2 Configuration | 158

Distribution 1 Configuration | 160

Distribution 2 Configuration | 161
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Use this section to configure the underlay on the core and distribution layer switches.

Core 1 Configuration

Step-by-Step Procedure

1. Configure the interconnect interfaces between the two core devices and the connectivity to the
distribution switches.

set interfaces xe-0/1/0 description “Connected to Distribution 1”

set interfaces xe-0/1/0:0 ether-options 802.3ad ae1

set interfaces xe-0/1/0:1 ether-options 802.3ad ae1

set interfaces xe-0/1/0:2 ether-options 802.3ad ae1

set interfaces xe-0/1/0:3 ether-options 802.3ad ae1

set interfaces xe-0/1/2 description “Connected to Distribution 2”

set interfaces xe-0/1/2:0 ether-options 802.3ad ae2

set interfaces xe-0/1/2:1 ether-options 802.3ad ae2

set interfaces xe-0/1/2:2 ether-options 802.3ad ae2

set interfaces xe-0/1/2:3 ether-options 802.3ad ae2

set chassis aggregated-devices ethernet device-count 10 

set interfaces ae1 aggregated-ether-options minimum-links 1

set interfaces ae1 aggregated-ether-options lacp active

set interfaces ae1 unit 0 family inet address 172.16.1.2/30

set interfaces ae2 aggregated-ether-options minimum-links 1

set interfaces ae2 aggregated-ether-options lacp active

set interfaces ae2 unit 0 family inet address 172.16.2.2/30

2. Configure the loopback interface and router ID.

set interfaces lo0 unit 0 family inet address 192.168.0.1/32 

set routing-options router-id 192.168.0.1 

3. Enable per-packet load balancing.

set routing-options forwarding-table export ecmp_policy 

set policy-options policy-statement ecmp_policy then load-balance per-packet 

4. Configure the BGP underlay network.
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set protocols bgp group underlay-bgp type external

set protocols bgp group underlay-bgp export underlay-clos-export

set protocols bgp group underlay-bgp local-as 4200000001

set protocols bgp group underlay-bgp bfd-liveness-detection minimum-interval 

1000

set protocols bgp group underlay-bgp bfd-liveness-detection multiplier 3

set protocols bgp group underlay-bgp bfd-liveness-detection session-mode automatic

set protocols bgp group underlay-bgp multipath multiple-as

set protocols bgp group underlay-bgp neighbor 172.16.1.1 peer-as 4200000011

set protocols bgp group underlay-bgp neighbor 172.16.2.1 peer-as 4200000012

set policy-options policy-statement underlay-clos-export term loopback from 

interface lo0.0

set policy-options policy-statement underlay-clos-export term loopback then 

accept

Core 2 Configuration

Step-by-Step Procedure
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1. Configure the interconnect interfaces between the two core devices and the connectivity to distribution
switches.

set interfaces xe-0/1/2 description “Connected to Distribution 1”

set interfaces xe-0/1/2:0 ether-options 802.3ad ae2

set interfaces xe-0/1/2:1 ether-options 802.3ad ae2

set interfaces xe-0/1/2:2 ether-options 802.3ad ae2

set interfaces xe-0/1/2:3 ether-options 802.3ad ae2

set interfaces xe-0/1/0 description “Connected to Distribution 2”

set interfaces xe-0/1/0:0 ether-options 802.3ad ae1

set interfaces xe-0/1/0:1 ether-options 802.3ad ae1

set interfaces xe-0/1/0:2 ether-options 802.3ad ae1

set interfaces xe-0/1/0:3 ether-options 802.3ad ae1

set chassis aggregated-devices ethernet device-count 10 

set interfaces ae1 aggregated-ether-options minimum-links 1

set interfaces ae1 aggregated-ether-options lacp active

set interfaces ae1 unit 0 family inet address 172.16.4.2/30

set interfaces ae2 aggregated-ether-options minimum-links 1

set interfaces ae2 aggregated-ether-options lacp active

set interfaces ae2 unit 0 family inet address 172.16.3.2/30

2. Configure the loopback interface and router ID.

set interfaces lo0 unit 0 family inet address 192.168.0.2/32 

set routing-options router-id 192.168.0.2 

3. Enable per-packet load balancing.

set routing-options forwarding-table export ecmp_policy

set policy-options policy-statement ecmp_policy then load-balance per-packet 

4. Configure the BGP underlay network.

set protocols bgp log-updown

set protocols bgp group underlay-bgp type external

159



set protocols bgp group underlay-bgp export underlay-clos-export

set protocols bgp group underlay-bgp local-as 4200000002

set protocols bgp group underlay-bgp bfd-liveness-detection minimum-interval 

1000

set protocols bgp group underlay-bgp bfd-liveness-detection multiplier 3

set protocols bgp group underlay-bgp bfd-liveness-detection session-mode automatic

set protocols bgp group underlay-bgp multipath multiple-as

set protocols bgp group underlay-bgp neighbor 172.16.3.1 peer-as 4200000011

set protocols bgp group underlay-bgp neighbor 172.16.4.1 peer-as 4200000012

set policy-options policy-statement underlay-clos-export term loopback from 

interface lo0.0

set policy-options policy-statement underlay-clos-export term loopback then 

accept

Distribution 1 Configuration

Step-by-Step Procedure

1. Configure the interfaces connected to the core devices.

set interfaces xe-0/0/48 description "Connected to Core-1"

set interfaces xe-0/0/48:0 ether-options 802.3ad ae1

set interfaces xe-0/0/48:1 ether-options 802.3ad ae1

set interfaces xe-0/0/48:2 ether-options 802.3ad ae1

set interfaces xe-0/0/48:3 ether-options 802.3ad ae1

set interfaces xe-0/0/49 description "Connected to Core-2"

set interfaces xe-0/0/49:0 ether-options 802.3ad ae2

set interfaces xe-0/0/49:1 ether-options 802.3ad ae2

set interfaces xe-0/0/49:2 ether-options 802.3ad ae2

set interfaces xe-0/0/49:3 ether-options 802.3ad ae2

set chassis aggregated-devices ethernet device-count 10

set interfaces ae1 aggregated-ether-options minimum-links 1

set interfaces ae1 aggregated-ether-options lacp active

set interfaces ae1 unit 0 family inet address 172.16.1.1/30

set interfaces ae2 aggregated-ether-options minimum-links 1

set interfaces ae2 aggregated-ether-options lacp active

set interfaces ae2 unit 0 family inet address 172.16.3.1/30

2. Configure the loopback interface and router ID and enable per-packet load balancing.
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set interfaces lo0 unit 0 family inet address 192.168.1.1/32

set interfaces lo0 unit 101 family inet address 192.168.251.13/32

set interfaces lo0 unit 102 family inet address 192.168.251.14/32

set interfaces lo0 unit 103 family inet address 192.168.251.15/32

set routing-options router-id 192.168.1.1

set routing-options forwarding-table export ecmp_policy 

set policy-options policy-statement ecmp_policy then load-balance per-packet

set routing-options forwarding-table ecmp-fast-reroute

set routing-options forwarding-table chained-composite-next-hop ingress evpn

set routing-options autonomous-system 65000

3. Configure the EBGP underlay network.

set  protocols bgp group underlay-bgp type external

set  protocols bgp group underlay-bgp export underlay-clos-export

set  protocols bgp group underlay-bgp local-as 4200000011

set  protocols bgp group underlay-bgp multipath multiple-as

set  protocols bgp group underlay-bgp bfd-liveness-detection minimum-interval 

1000

set  protocols bgp group underlay-bgp bfd-liveness-detection multiplier 3

set  protocols bgp group underlay-bgp bfd-liveness-detection session-mode 

automatic

set  protocols bgp group underlay-bgp neighbor 172.16.1.2 peer-as 4200000001

set  protocols bgp group underlay-bgp neighbor 172.16.3.2 peer-as 4200000002

set  protocols bgp log-updown

set  policy-options policy-statement underlay-clos-export term loopback from 

interface lo0.0

set  policy-options policy-statement underlay-clos-export term loopback then 

accept

Distribution 2 Configuration

Step-by-Step Procedure

1. Configure the interfaces connected to the core devices.

set interfaces xe-0/0/48 description "Connected to Core-1"

set interfaces xe-0/0/48:0 ether-options 802.3ad ae2

set interfaces xe-0/0/48:1 ether-options 802.3ad ae2

set interfaces xe-0/0/48:2 ether-options 802.3ad ae2
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set interfaces xe-0/0/48:3 ether-options 802.3ad ae2

set interfaces xe-0/0/49 description "Connected to Core-2"

set interfaces xe-0/0/49:0 ether-options 802.3ad ae1

set interfaces xe-0/0/49:1 ether-options 802.3ad ae1

set interfaces xe-0/0/49:2 ether-options 802.3ad ae1

set interfaces xe-0/0/49:3 ether-options 802.3ad ae1

set chassis aggregated-devices ethernet device-count 10

set interfaces ae1 aggregated-ether-options minimum-links 1

set interfaces ae1 aggregated-ether-options lacp active

set interfaces ae1 unit 0 family inet address 172.16.4.1/30

set interfaces ae1 unit 0 family iso

set interfaces ae2 aggregated-ether-options minimum-links 1

set interfaces ae2 aggregated-ether-options lacp active

set interfaces ae2 unit 0 family inet address 172.16.2.1/30

set interfaces ae2 unit 0 family iso

2. Configure the loopback interface and router ID and enable per-packet load balancing.

set interfaces lo0 unit 0 family inet address 192.168.1.2/32

set interfaces lo0 unit 101 family inet address 192.168.252.13/32

set interfaces lo0 unit 102 family inet address 192.168.252.14/32

set interfaces lo0 unit 103 family inet address 192.168.252.15/32

set routing-options router-id 192.168.1.2

set routing-options forwarding-table export ecmp_policy 

set policy-options policy-statement ecmp_policy then load-balance per-packet 

set routing-options forwarding-table ecmp-fast-reroute

set routing-options forwarding-table chained-composite-next-hop ingress evpn

set routing-options autonomous-system 65000

3. Configure the EBGP underlay network.

set  protocols bgp group underlay-bgp type external

set  protocols bgp group underlay-bgp export underlay-clos-export

set  protocols bgp group underlay-bgp local-as 4200000012

set  protocols bgp group underlay-bgp multipath multiple-as

set  protocols bgp group underlay-bgp bfd-liveness-detection minimum-interval 

1000
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set  protocols bgp group underlay-bgp bfd-liveness-detection multiplier 3

set  protocols bgp group underlay-bgp bfd-liveness-detection session-mode 

automatic

set  protocols bgp group underlay-bgp neighbor 172.16.2.2 peer-as 4200000001

set  protocols bgp group underlay-bgp neighbor 172.16.4.2 peer-as 4200000002

set  protocols bgp log-updown

set  policy-options policy-statement underlay-clos-export term loopback from 

interface lo0.0

set  policy-options policy-statement underlay-clos-export term loopback then 

accept

Configure the Overlay

Overview

This section shows how to configure the overlay. It includes IBGP peerings, the VLAN toVXLANmappings,
and the IRB interface configurations for the virtual networks.

Topology

In this example, there are three virtual networks: 1, 2, and 3. The IRB interfaces for these virtual networks
are defined on the distribution switches in keeping with an ERB architecture. All IRB interfaces are placed
in the same routing instance on the distribution switches. Place IRB interfaces in different routing instances
for network segmentation if needed in your deployment.

Figure 26 on page 164 shows the overlay virtual network topology.
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Figure 26: Overlay Virtual Network Topology

Overlay and Virtual Network Configuration
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Core 2 Configuration | 165

Distribution 1 Configuration | 166

Distribution 2 Configuration | 170
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Use this section to configure the overlay and virtual networks on the core and distribution layer switches.

Core 1 Configuration

Set the AS number and configure IBGP neighbors between core and distribution devices.

You do not need to configure IBGP neighbors between Core 1 and Core 2 because they receive all BGP
updates from Distribution 1 and Distribution 2.

Configure the core devices as route reflectors to eliminate the need for a full IBGP mesh between all
distribution layer switches. This also makes the configuration on the distribution layer devices simple and
consistent.

set routing-options autonomous-system 65000

set protocols bgp group OVERLAY type internal

set protocols bgp group OVERLAY local-address 192.168.0.1

set protocols bgp group OVERLAY mtu-discovery

set protocols bgp group OVERLAY family evpn signaling

set protocols bgp group OVERLAY vpn-apply-export

set protocols bgp group OVERLAY cluster 192.168.0.1

set protocols bgp group OVERLAY bfd-liveness-detection minimum-interval 1000

set protocols bgp group OVERLAY bfd-liveness-detection multiplier 3

set protocols bgp group OVERLAY bfd-liveness-detection session-mode automatic

set protocols bgp group OVERLAY multipath

set protocols bgp group OVERLAY neighbor 192.168.1.1

set protocols bgp group OVERLAY neighbor 192.168.1.2

Core 2 Configuration
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Set the AS number and configure IBGP neighbors between core and distribution devices. Configure the
core devices as route reflectors to eliminate the need for full mesh IBGP configuration between all
distribution layer devices.

set routing-options autonomous-system 65000

set protocols bgp group OVERLAY type internal

set protocols bgp group OVERLAY local-address 192.168.0.2

set protocols bgp group OVERLAY family evpn signaling

set protocols bgp group OVERLAY vpn-apply-export

set protocols bgp group OVERLAY cluster 192.168.0.1

set protocols bgp group OVERLAY multipath

set protocols bgp group OVERLAY neighbor 192.168.1.1

set protocols bgp group OVERLAY neighbor 192.168.1.2

set protocols bgp group OVERLAY bfd-liveness-detection minimum-interval 1000

set protocols bgp group OVERLAY bfd-liveness-detection multiplier 3

set protocols bgp group OVERLAY bfd-liveness-detection session-mode automatic

Distribution 1 Configuration

Step-by-Step Procedure

1. Configure IBGP neighbors from the distribution switch to the core switches.

set routing-options autonomous-system 65000

set protocols bgp group OVERLAY type internal

set protocols bgp group OVERLAY local-address 192.168.1.1

set protocols bgp group OVERLAY mtu-discovery

set protocols bgp group OVERLAY family evpn signaling

set protocols bgp group OVERLAY vpn-apply-export

set protocols bgp group OVERLAY multipath

set protocols bgp group OVERLAY bfd-liveness-detection minimum-interval 1000

set protocols bgp group OVERLAY bfd-liveness-detection multiplier 3

set protocols bgp group OVERLAY bfd-liveness-detection session-mode automatic

set protocols bgp group OVERLAY neighbor 192.168.0.2

set protocols bgp group OVERLAY neighbor 192.168.0.1

2. Configure Layer 3 IRB interfaces for the virtual networks. IRB interface 101 and 102 will be used to
send employee traffic and IRB interface 201 and 202 for guest traffic and IRB interface 301 and 302
will be used for IOT traffic.

set interfaces irb unit 101 family inet address 192.168.101.3/24 preferred
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set interfaces irb unit 101 family inet address 192.168.101.3/24 

virtual-gateway-address 192.168.101.254

set interfaces irb unit 101 family inet6 nd6-stale-time 3600

set interfaces irb unit 101 family inet6 address 2001:db8::192:168:101:3/112 

preferred

set interfaces irb unit 101 family inet6 address 2001:db8::192:168:101:3/112 

virtual-gateway-address 2001:db8::192:168:101:254

set interfaces irb unit 101 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 101 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 102 family inet address 192.168.102.3/24 preferred

set interfaces irb unit 102 family inet address 192.168.102.3/24 

virtual-gateway-address 192.168.102.254

set interfaces irb unit 102 family inet6 nd6-stale-time 3600

set interfaces irb unit 102 family inet6 address 2001:db8::192:168:102:3/112 

preferred

set interfaces irb unit 102 family inet6 address 2001:db8::192:168:102:3/112 

virtual-gateway-address 2001:db8::192:168:102:254

set interfaces irb unit 102 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 102 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 201 family inet address 192.168.201.3/24 preferred

set interfaces irb unit 201 family inet address 192.168.201.3/24 

virtual-gateway-address 192.168.201.254

set interfaces irb unit 201 family inet6 nd6-stale-time 3600

set interfaces irb unit 201 family inet6 address 2001:db8::192:168:201:3/112 

preferred

set interfaces irb unit 201 family inet6 address 2001:db8::192:168:201:3/112 

virtual-gateway-address 2001:db8::192:168:201:254

set interfaces irb unit 201 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 201 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 202 family inet address 192.168.202.3/24 preferred

set interfaces irb unit 202 family inet address 192.168.202.3/24 

virtual-gateway-address 192.168.202.254

set interfaces irb unit 202 family inet6 nd6-stale-time 3600

set interfaces irb unit 202 family inet6 address 2001:db8::192:168:202:3/112 

preferred

set interfaces irb unit 202 family inet6 address 2001:db8::192:168:202:3/112 

virtual-gateway-address 2001:db8::192:168:202:254

set interfaces irb unit 202 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 202 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 301 family inet address 192.168.210.3/24 preferred
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set interfaces irb unit 301 family inet address 192.168.210.3/24 

virtual-gateway-address 192.168.210.254

set interfaces irb unit 301 family inet6 nd6-stale-time 3600

set interfaces irb unit 301 family inet6 address 2001:db8::192:168:210:3/112 

preferred

set interfaces irb unit 301 family inet6 address 2001:db8::192:168:210:3/112 

virtual-gateway-address 2001:db8::192:168:210:254

set interfaces irb unit 301 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 301 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 302 family inet address 192.168.212.3/24 preferred

set interfaces irb unit 302 family inet address 192.168.212.3/24 

virtual-gateway-address 192.168.212.254

set interfaces irb unit 302 family inet6 nd6-stale-time 3600

set interfaces irb unit 302 family inet6 address 2001:db8::192:168:212:3/112 

preferred

set interfaces irb unit 302 family inet6 address 2001:db8::192:168:212:3/112 

virtual-gateway-address 2001:db8::192:168:212:254

set interfaces irb unit 302 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 302 virtual-gateway-v6-mac 00:00:5e:00:00:04

3. Configure VRF under the routing instance.

set interfaces lo0 unit 101 family inet address 192.168.251.13/32

set interfaces lo0 unit 102 family inet address 192.168.251.14/32

set interfaces lo0 unit 103 family inet address 192.168.251.15/32

set routing-instances JNPR_1_VRF instance-type vrf

set routing-instances JNPR_1_VRF interface irb.201

set routing-instances JNPR_1_VRF interface irb.202

set routing-instances JNPR_1_VRF interface lo0.101

set routing-instances JNPR_1_VRF route-distinguisher 192.168.252.13:202

set routing-instances JNPR_1_VRF vrf-target target:202:101

set routing-instances JNPR_2_VRF instance-type vrf

set routing-instances JNPR_2_VRF interface irb.101

set routing-instances JNPR_2_VRF interface irb.102

set routing-instances JNPR_2_VRF interface lo0.102

set routing-instances JNPR_2_VRF route-distinguisher 192.168.252.14:102

set routing-instances JNPR_2_VRF vrf-target target:102:102

set routing-instances JNPR_3_VRF instance-type vrf
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set routing-instances JNPR_3_VRF interface irb.301

set routing-instances JNPR_3_VRF interface irb.302

set routing-instances JNPR_3_VRF interface lo0.103

set routing-instances JNPR_3_VRF route-distinguisher 192.168.252.15:302

set routing-instances JNPR_3_VRF vrf-target target:302:103

4. Configure switch options on the distribution switch.

set switch-options interface-mac-ip-limit 294911

set switch-options vtep-source-interface lo0.0

set switch-options route-distinguisher 192.168.1.1:10

set switch-options vrf-target target:65000:9999

set switch-options vrf-target auto

5. Enable VXLAN encapsulation.

set protocols evpn encapsulation vxlan 

set protocols evpn default-gateway no-gateway-community

set protocols evpn extended-vni-list all

set protocols evpn multicast-mode ingress-replication

6. Configure VLANs and VXLAN mappings.

set vlans EP-VLAN-101 vlan-id 101

set vlans EP-VLAN-101 l3-interface irb.101

set vlans EP-VLAN-101 vxlan vni 100101

set vlans EP-VLAN-102 vlan-id 102

set vlans EP-VLAN-102 l3-interface irb.102

set vlans EP-VLAN-102 vxlan vni 100102

set vlans EP-VLAN-201 vlan-id 201

set vlans EP-VLAN-201 l3-interface irb.201

set vlans EP-VLAN-201 vxlan vni 100201

set vlans EP-VLAN-202 vlan-id 202

set vlans EP-VLAN-202 l3-interface irb.202

set vlans EP-VLAN-202 vxlan vni 100202

set vlans EP-VLAN-301 vlan-id 301

set vlans EP-VLAN-301 l3-interface irb.301
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set vlans EP-VLAN-301 vxlan vni 100301

set vlans EP-VLAN-302 vlan-id 302

set vlans EP-VLAN-302 l3-interface irb.302

set vlans EP-VLAN-302 vxlan vni 100302

Distribution 2 Configuration

Step-by-Step Procedure

1. Configure IBGP neighbors from the distribution switch to the core switches.

set routing-options autonomous-system 65000

set protocols bgp group OVERLAY type internal

set protocols bgp group OVERLAY local-address 192.168.1.2

set protocols bgp group OVERLAY mtu-discovery

set protocols bgp group OVERLAY family evpn signaling

set protocols bgp group OVERLAY multipath

set protocols bgp group OVERLAY bfd-liveness-detection minimum-interval 1000

set protocols bgp group OVERLAY bfd-liveness-detection multiplier 3

set protocols bgp group OVERLAY bfd-liveness-detection session-mode automatic

set protocols bgp group OVERLAY neighbor 192.168.0.2

set protocols bgp group OVERLAY neighbor 192.168.0.1

set protocols bgp group OVERLAY vpn-apply-export

2. Configure Layer 3 IRB interfaces for the virtual networks. IRB interface 101 and 102 will be used to
send employee traffic and IRB interface 201 and 202 for guest traffic and IRB interface 301 and 302
will be used for IOT traffic.

set interfaces irb unit 101 family inet address 192.168.101.4/24 preferred

set interfaces irb unit 101 family inet address 192.168.101.4/24 

virtual-gateway-address 192.168.101.254

set interfaces irb unit 101 family inet6 nd6-stale-time 3600

set interfaces irb unit 101 family inet6 address 2001:db8::192:168:101:4/112 

preferred

set interfaces irb unit 101 family inet6 address 2001:db8::192:168:101:4/112 

virtual-gateway-address 2001:db8::192:168:101:254

set interfaces irb unit 101 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 101 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 102 family inet address 192.168.102.4/24 preferred

set interfaces irb unit 102 family inet address 192.168.102.4/24 

virtual-gateway-address 192.168.102.254
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set interfaces irb unit 102 family inet6 nd6-stale-time 3600

set interfaces irb unit 102 family inet6 address 2001:db8::192:168:102:4/112 

preferred

set interfaces irb unit 102 family inet6 address 2001:db8::192:168:102:4/112 

virtual-gateway-address 2001:db8::192:168:102:254

set interfaces irb unit 102 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 102 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 201 family inet address 192.168.201.4/24 preferred

set interfaces irb unit 201 family inet address 192.168.201.4/24 

virtual-gateway-address 192.168.201.254

set interfaces irb unit 201 family inet6 nd6-stale-time 3600

set interfaces irb unit 201 family inet6 address 2001:db8::192:168:201:4/112 

preferred

set interfaces irb unit 201 family inet6 address 2001:db8::192:168:201:4/112 

virtual-gateway-address 2001:db8::192:168:201:254

set interfaces irb unit 201 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 201 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 202 family inet address 192.168.202.4/24 preferred

set interfaces irb unit 202 family inet address 192.168.202.4/24 

virtual-gateway-address 192.168.202.254

set interfaces irb unit 202 family inet6 nd6-stale-time 3600

set interfaces irb unit 202 family inet6 address 2001:db8::192:168:202:4/112 

preferred

set interfaces irb unit 202 family inet6 address 2001:db8::192:168:202:4/112 

virtual-gateway-address 2001:db8::192:168:202:254

set interfaces irb unit 202 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 202 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 301 family inet address 192.168.210.4/24 preferred

set interfaces irb unit 301 family inet address 192.168.210.4/24 

virtual-gateway-address 192.168.210.254

set interfaces irb unit 301 family inet6 nd6-stale-time 3600

set interfaces irb unit 301 family inet6 address 2001:db8::192:168:210:4/112 

preferred

set interfaces irb unit 301 family inet6 address 2001:db8::192:168:210:4/112 

virtual-gateway-address 2001:db8::192:168:210:254

set interfaces irb unit 301 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 301 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 302 family inet address 192.168.212.4/24 preferred

set interfaces irb unit 302 family inet address 192.168.212.4/24 

virtual-gateway-address 192.168.212.254
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set interfaces irb unit 302 family inet6 nd6-stale-time 3600

set interfaces irb unit 302 family inet6 address 2001:db8::192:168:212:4/112 

preferred

set interfaces irb unit 302 family inet6 address 2001:db8::192:168:212:4/112 

virtual-gateway-address 2001:db8::192:168:212:254

set interfaces irb unit 302 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 302 virtual-gateway-v6-mac 00:00:5e:00:00:04

3. Configure VRF under the routing instance.

set interfaces lo0 unit 101 family inet address 192.168.252.13/32

set interfaces lo0 unit 102 family inet address 192.168.252.14/32

set interfaces lo0 unit 103 family inet address 192.168.252.15/32

set routing-instances JNPR_1_VRF instance-type vrf

set routing-instances JNPR_1_VRF interface irb.201

set routing-instances JNPR_1_VRF interface irb.202

set routing-instances JNPR_1_VRF interface lo0.101

set routing-instances JNPR_1_VRF route-distinguisher 192.168.252.13:202

set routing-instances JNPR_1_VRF vrf-target target:202:101

set routing-instances JNPR_2_VRF instance-type vrf

set routing-instances JNPR_2_VRF interface irb.101

set routing-instances JNPR_2_VRF interface irb.102

set routing-instances JNPR_2_VRF interface lo0.102

set routing-instances JNPR_2_VRF route-distinguisher 192.168.252.14:102

set routing-instances JNPR_2_VRF vrf-target target:102:102

set routing-instances JNPR_3_VRF instance-type vrf

set routing-instances JNPR_3_VRF interface irb.301

set routing-instances JNPR_3_VRF interface irb.302

set routing-instances JNPR_3_VRF interface lo0.103

set routing-instances JNPR_3_VRF route-distinguisher 192.168.252.15:302

set routing-instances JNPR_3_VRF vrf-target target:302:103

4. Configure switch options on the distribution switch.

set switch-options vtep-source-interface lo0.0

set switch-options interface-mac-ip-limit 294911

set switch-options vtep-source-interface lo0.0

set switch-options route-distinguisher 192.168.1.2:10
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set switch-options vrf-target target:65000:9999

set switch-options vrf-target auto

5. Enable VXLAN encapsulation.

set protocols evpn encapsulation vxlan 

set protocols evpn default-gateway no-gateway-community

set protocols evpn extended-vni-list all

set protocols evpn multicast-mode ingress-replication

6. Configure VLANs and VXLAN mappings.

set vlans EP-VLAN-101 vlan-id 101

set vlans EP-VLAN-101 l3-interface irb.101

set vlans EP-VLAN-101 vxlan vni 100101

set vlans EP-VLAN-102 vlan-id 102

set vlans EP-VLAN-102 l3-interface irb.102

set vlans EP-VLAN-102 vxlan vni 100102

set vlans EP-VLAN-201 vlan-id 201

set vlans EP-VLAN-201 l3-interface irb.201

set vlans EP-VLAN-201 vxlan vni 100201

set vlans EP-VLAN-202 vlan-id 202

set vlans EP-VLAN-202 l3-interface irb.202

set vlans EP-VLAN-202 vxlan vni 100202

set vlans EP-VLAN-301 vlan-id 301

set vlans EP-VLAN-301 l3-interface irb.301

set vlans EP-VLAN-301 vxlan vni 100301

set vlans EP-VLAN-302 vlan-id 302

set vlans EP-VLAN-302 l3-interface irb.302

set vlans EP-VLAN-302 vxlan vni 100302
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Configure Multihoming Between Access Layer Switch and Distribution
Layer Devices

Overview

This section shows how to configuremultihome uplink interfaces from an access layer switch to distribution
layer devices. Use this example tomultihome access layer uplink interfaces in the same aggregated Ethernet
interface to multiple distribution layer devices.

Topology

The access layer supports Layer 2 for VLANs. The uplink from the access layer is an aggregated Ethernet
link bundle or LAG configured as a trunk port that carries the VLANs from the access layer switch to the
distribution layer switches.

Figure 27 on page 174 shows the physical topology.

Figure 27: Multihoming Topology
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Configuration

IN THIS SECTION

Distribution 1 Configuration | 175

Distribution 2 Configuration | 176

Access Switch Configuration | 177

Use this example to configure the distribution layer for EVPN multihoming and the access layer switch.

Distribution 1 Configuration

Step-by-Step Procedure

1. Specify which members to include in the aggregated Ethernet bundle.

set interfaces xe-0/0/50 description "Connected to Access-1"

set interfaces xe-0/0/50:0 ether-options 802.3ad ae11

2. Configure the aggregated Ethernet interface. This includes the Ethernet segment identifier (ESI), which
assigns multihomed interfaces into an Ethernet segment and must match on all multihomed interfaces.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae11 esi 00:11:11:11:11:11:11:11:11:11

set interfaces ae11 esi all-active

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 aggregated-ether-options lacp system-id 00:40:00:00:00:11

set interfaces ae11 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae11 unit 0 family ethernet-switching vlan members [ EP-VLAN-101

 EP-VLAN-102 EP-VLAN-201 EP-VLAN-202 EP-VLAN-301 EP-VLAN-302 ]

3. Configure the IRB interfaces for Mist AP VLAN-ID 125 mapped to VNI 1000125.

set interfaces irb unit 125 family inet address 192.168.2.2/24

set vlans mgmt vxlan vni 1000125

set vlans mgmt vlan-id 125

set vlans mgmt l3-interface irb.125

4. Configure the aggregated Ethernet interface ae11 between the distribution and access switches.
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set interfaces ae11 unit 0 family ethernet-switching vlan members mgmt

5. Configure DHCP relay on the IRB interfaces to forward the DHCP requests for the AP management.

set  forwarding-options dhcp-relay forward-only routing-instance default

set forwarding-options dhcp-relay forward-only-replies

set forwarding-options dhcp-relay server-group server1 80.1.1.2

set forwarding-options dhcp-relay group dhcp_mist active-server-group server1

set forwarding-options dhcp-relay group dhcp_mist route-suppression destination

set forwarding-options dhcp-relay group dhcp_mist interface irb.125

Distribution 2 Configuration

Step-by-Step Procedure

1. Specify which members to include in the aggregated Ethernet bundle.

set interfaces xe-0/0/52 description "Connected to Access-1"

set interfaces xe-0/0/52:0 ether-options 802.3ad ae11

2. Configure the aggregated Ethernet interface, including the ESI.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae11 esi 00:11:11:11:11:11:11:11:11:11

set interfaces ae11 esi all-active

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 aggregated-ether-options lacp system-id 00:40:00:00:00:12

set interfaces ae11 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae11 unit 0 family ethernet-switching vlan members [ EP-VLAN-101

 EP-VLAN-102 EP-VLAN-201 EP-VLAN-202 EP-VLAN-301 EP-VLAN-302 ]

3. Configure the IRB interfaces for Mist AP VLAN-ID 125 mapped to VNI 1000125.

set interfaces irb unit 126 family inet address 192.168.3.3/24

set vlans mgmt1 vxlan vni 1000126

set vlans mgmt1 vlan-id 126

set vlans mgmt1 l3-interface irb.126

set interfaces irb unit 125 family inet address 192.168.2.3/24

set vlans mgmt vlan-id 125
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set vlans mgmt l3-interface irb.125

set vlans mgmt vxlan vni 1000125

4. Configure the aggregated Ethernet interface ae11 between the distribution and access switches.

set interfaces ae11 unit 0 family ethernet-switching vlan members mgmt

5. Configure DHCP relay on the IRB interfaces to forward the DHCP requests for the AP management.

set forwarding-options dhcp-relay forward-only routing-instance default

set forwarding-options dhcp-relay forward-only-replies

set forwarding-options dhcp-relay server-group server1 80.1.1.2

set forwarding-options dhcp-relay group dhcp_mist active-server-group server1

set forwarding-options dhcp-relay group dhcp_mist route-suppression destination

set forwarding-options dhcp-relay group dhcp_mist interface irb.125

Access Switch Configuration

Step-by-Step Procedure

1. Specify which members to include in the aggregated Ethernet bundle.

set interfaces xe-0/0/50 description "Connected to Distribution-1"

set interfaces xe-0/0/50:0 ether-options 802.3ad ae11

set interfaces xe-0/0/52 description "Connected to Distribution-2"

set interfaces xe-0/0/52:0 ether-options 802.3ad ae11

2. Configure the aggregated Ethernet interface.

set chassis aggregated-devices ethernet device-count 10

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 unit 0 family ethernet-switching interface-mode trunk

3. Configure the VLANs. VLAN 125 sends management traffic from Mist APs to the Internet. Configure
VLAN 101-102, VLAN 201-202, and VLAN 301-302 to connect wired and wireless client devices.
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set vlans v101 vlan-id 101

set vlans v102 vlan-id 102

set vlans v201 vlan-id 201

set vlans v202 vlan-id 202

set vlans v301 vlan-id 301

set vlans v302 vlan-id 302 

set vlans mgmt vlan-id 125

4. Configure the Access Ports as trunk ports to connectMist Access Points. For example, you can configure
an SSID for employees, guests and IOT and map them to VLAN 102, VLAN 202, and VLAN 302
respectively.

Note that Mist AP receives the IP address from native VLAN 125.

set interfaces ae11 unit 0 family ethernet-switching vlan members mgmt, v101,v102,

 v201, v202, v301, v302

set poe interface ge-0/0/9

set poe interface ge-0/0/10

set interfaces ge-0/0/9 unit 0 family ethernet-switching interface-mode trunk

set interfaces ge-0/0/10 unit 0 family ethernet-switching interface-mode trunk

set interfaces ge-0/0/9 native-vlan-id 125

set interfaces ge-0/0/9 unit 0 family ethernet-switching interface-mode trunk

set interfaces ge-0/0/9 unit 0 family ethernet-switching vlan members 101-102

set interfaces ge-0/0/9 unit 0 family ethernet-switching vlan members 201-202

set interfaces ge-0/0/9 unit 0 family ethernet-switching vlan members 301-302

set interfaces ge-0/0/9 unit 0 family ethernet-switching vlan members mgmt

set interfaces ge-0/0/10 native-vlan-id 125

set interfaces ge-0/0/10 unit 0 family ethernet-switching interface-mode trunk

set interfaces ge-0/0/10 unit 0 family ethernet-switching vlan members 101-102

set interfaces ge-0/0/10 unit 0 family ethernet-switching vlan members 201-202

set interfaces ge-0/0/10 unit 0 family ethernet-switching vlan members 301-302

You have now multihomed the uplink interfaces from the access layer switch to the distribution layer
devices.

If you have multiple access layer switches in your network, repeat this configuration procedure for
each switch.
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Verification

Overview

Log in to each device and verify that the EVPN-VXLAN fabric has been configured.

Verification

IN THIS SECTION

Distribution 1: Verifying BGP Sessions | 179

Distribution 1: Verifying EVPN Database Information | 180

Distribution 1: Verifying Local Switching Table Information | 182

Distribution 1: Verifying Multihomed Ethernet Segment | 185

Distribution 2: Verifying BGP Sessions | 186

Distribution 2: Verifying EVPN Database Information | 187

Distribution 2: Verifying Local Switching Table Information | 190

Distribution 2: Verifying Multihomed Ethernet Segment | 192

Core 1: Verifying BGP Sessions | 194

Core 2: Verifying BGP Sessions | 195

Distribution 1: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the core devices.

Action
Verify the Distribution 1 IBGP sessions are established with the loopbacks of the core devices, which have
IP addresses 192.168.0.1 and 192.168.0.2.

Distribution-1> show bgp summary

Threading mode: BGP I/O

Groups: 2 Peers: 4 Down peers: 2

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

bgp.evpn.0           

                   41145      41145          0          0          0          0
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inet.0               

                       2          2          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

172.16.1.2       4200000001        893        897       0       1     6:44:52 

Establ

  inet.0: 2/2/2/0

172.16.3.2       4200000002          0          0       0       0    23:34:12 

Establ  

192.168.0.1           65000       6187       3043       0       1     6:44:50 

Establ

  bgp.evpn.0: 41145/41145/41145/0

  VRF-ep-type5-1.evpn.0: 8/8/8/0

  default-switch.evpn.0: 41131/41131/41131/0

  __default_evpn__.evpn.0: 6/6/6/0

192.168.0.2           65000          0          0       0       0    23:34:12 

Establ

Meaning
The IBGP sessions are established with the loopback interfaces of the core devices using MP-IBGP with
EVPN signaling to form the overlay layer and exchange EVPN routes.

Distribution 1: Verifying EVPN Database Information

Purpose
Verify that the EVPN database has been populated correctly.

Action
Verify that the EVPNdatabase is installingMAC address information for locally attached hosts and receiving
advertisements from the other leaf devices with information about remote hosts.

Distribution-1> show evpn database | match 100101

100101     00:00:5e:00:00:04  05:00:00:fd:e8:00:01:87:05:00  Jun 08 18:19:55  

192.168.101.254

100101     3c:8c:93:5a:ab:00  192.168.1.2                    Jun 08 18:19:55  

192.168.101.4

100101     3c:8c:93:87:ba:40  irb.101                        Jun 08 18:17:39  

192.168.101.3

100101     be:ba:01:07:01:01  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:08  

192.168.101.11

100101     be:ba:01:07:01:02  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:08  
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192.168.101.12

100101     be:ba:01:07:01:03  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:08  

192.168.101.13

100101     be:ba:01:07:01:04  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:08  

192.168.101.14

100101     be:ba:01:07:01:05  00:11:11:11:11:11:11:11:11:11  Jun 09 11:00:42  

192.168.101.15

100101     be:ba:01:07:01:06  00:11:11:11:11:11:11:11:11:11  Jun 09 11:00:42  

192.168.101.16

100101     be:ba:01:07:01:07  00:11:11:11:11:11:11:11:11:11  Jun 09 11:00:42  

192.168.101.17

100101     be:ba:01:07:01:08  00:11:11:11:11:11:11:11:11:11  Jun 09 10:53:43  

192.168.101.18

100101     be:ba:01:07:01:09  00:11:11:11:11:11:11:11:11:11  Jun 09 11:00:38  

192.168.101.19

100101     be:ba:01:07:01:0a  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:08  

192.168.101.20

Distribution-1> show evpn database | match 100102
100102     00:00:5e:00:00:04  05:00:00:fd:e8:00:01:87:06:00  Jun 08 18:19:55  

192.168.102.254

100102     3c:8c:93:5a:ab:00  192.168.1.2                    Jun 08 18:19:55  

192.168.102.4

100102     3c:8c:93:87:ba:40  irb.102                        Jun 08 18:17:39  

192.168.102.3

100102     be:ba:01:08:01:01  00:11:11:11:11:11:11:11:11:11  Jun 09 11:09:42  

192.168.102.11

100102     be:ba:01:08:01:02  00:11:11:11:11:11:11:11:11:11  Jun 09 11:09:42  

192.168.102.12

100102     be:ba:01:08:01:03  00:11:11:11:11:11:11:11:11:11  Jun 09 11:09:44  

192.168.102.13

100102     be:ba:01:08:01:04  00:11:11:11:11:11:11:11:11:11  Jun 09 11:25:50  

192.168.102.14

100102     be:ba:01:08:01:05  00:11:11:11:11:11:11:11:11:11  Jun 09 11:09:42  

192.168.102.15

100102     be:ba:01:08:01:06  00:11:11:11:11:11:11:11:11:11  Jun 09 11:09:42  

192.168.102.16

100102     be:ba:01:08:01:07  00:11:11:11:11:11:11:11:11:11  Jun 09 11:09:42  

192.168.102.17

100102     be:ba:01:08:01:08  00:11:11:11:11:11:11:11:11:11  Jun 09 11:41:19  

192.168.102.18

100102     be:ba:01:08:01:09  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:55  
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192.168.102.19

100102     be:ba:01:08:01:0a  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:55  

192.168.102.20

Distribution-1> show evpn database | match 100201
100201     00:00:5e:00:00:04  05:00:00:fd:e8:00:01:87:69:00  Jun 08 18:19:55  

192.168.201.254

100201     3c:8c:93:5a:ab:00  192.168.1.2                    Jun 08 18:19:55  

192.168.201.4

100201     3c:8c:93:87:ba:40  irb.201                        Jun 08 18:17:39  

192.168.201.3

100201     be:ba:01:05:01:01  00:11:11:11:11:11:11:11:11:11  Jun 09 10:23:03  

192.168.201.11

100201     be:ba:01:05:01:02  00:11:11:11:11:11:11:11:11:11  Jun 09 11:00:48  

192.168.201.12

100201     be:ba:01:05:01:03  00:11:11:11:11:11:11:11:11:11  Jun 09 11:00:48  

192.168.201.13

100201     be:ba:01:05:01:04  00:11:11:11:11:11:11:11:11:11  Jun 09 10:51:21  

192.168.201.14

100201     be:ba:01:05:01:05  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:08  

192.168.201.15

100201     be:ba:01:05:01:06  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:08  

192.168.201.16

100201     be:ba:01:05:01:07  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:08  

192.168.201.17

100201     be:ba:01:05:01:08  00:11:11:11:11:11:11:11:11:11  Jun 09 11:07:08  

192.168.201.18

100201     be:ba:01:05:01:09  00:11:11:11:11:11:11:11:11:11  Jun 09 10:51:22  

192.168.201.19

100201     be:ba:01:05:01:0a  00:11:11:11:11:11:11:11:11:11  Jun 09 10:53:43  

192.168.201.20

Meaning
The output above confirms that the EVPN database is properly learning and installing MAC routes for all
endpoints. It also shows the relationship between MAC addresses and their associated VNIs: 100101,
100102, and 100201.

Distribution 1: Verifying Local Switching Table Information

Purpose
Verify that the local switching table has been populated correctly.
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Action
Verify that the local switching table is installing MAC address information for locally attached hosts and
receiving advertisements from the other leaf devices with information about remote hosts.

Distribution-1> show ethernet-switching table vlan-id 101

MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 12 entries, 12 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   EP-VLAN-101         00:00:5e:00:00:04   DR       esi.4780               

05:00:00:fd:e8:00:01:87:05:00 

   EP-VLAN-101         3c:8c:93:5a:ab:00   D        vtep.32769             

192.168.1.2                   

   EP-VLAN-101         be:ba:01:07:01:01   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-101         be:ba:01:07:01:02   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-101         be:ba:01:07:01:03   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-101         be:ba:01:07:01:04   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-101         be:ba:01:07:01:05   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11

   EP-VLAN-101         be:ba:01:07:01:06   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-101         be:ba:01:07:01:07   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-101         be:ba:01:07:01:08   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-101         be:ba:01:07:01:09   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 
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   EP-VLAN-101         be:ba:01:07:01:0a   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11

Distribution-1> show ethernet-switching table vlan-id 201
MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 11 entries, 11 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   EP-VLAN-201         00:00:5e:00:00:04   DR       esi.4956               

05:00:00:fd:e8:00:01:87:69:00 

   EP-VLAN-201         3c:8c:93:5a:ab:00   D        vtep.32769             

192.168.1.2                   

   EP-VLAN-201         be:ba:01:05:01:02   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-201         be:ba:01:05:01:03   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-201         be:ba:01:05:01:04   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-201         be:ba:01:05:01:05   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-201         be:ba:01:05:01:06   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-201         be:ba:01:05:01:07   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-201         be:ba:01:05:01:08   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-201         be:ba:01:05:01:09   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11 

   EP-VLAN-201         be:ba:01:05:01:0a   DR       esi.4976               

00:11:11:11:11:11:11:11:11:11

Meaning
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The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints. It also shows the relationship between MAC addresses, VLANs they are associated to
(in this case, VLANs 101,102, 201, 202), and their next-hop interface.

Distribution 1: Verifying Multihomed Ethernet Segment

Purpose
Check the multihome connection from Access Switch 1 to the distribution devices.

Action
Verify the local interfaces that are part of the Ethernet segment, other distribution devices that are part
of the same Ethernet segment, the bridge domains that are part of the Ethernet segment, and the designated
forwarder for the Ethernet segment.

Distribution-1> show evpn instance esi 00:11:11:11:11:11:11:11:11:11 extensive

Instance: default-switch

  Route Distinguisher: 192.168.1.1:10

  Encapsulation type: VXLAN

  Duplicate MAC detection threshold: 5

  Duplicate MAC detection window: 180

  MAC database status                     Local  Remote

    MAC advertisements:                   10096   10212

    MAC+IP advertisements:                20510   20530

    Default gateway MAC advertisements:     212       0

  Number of local interfaces: 7 (7 up)

    Interface name  ESI                            Mode             Status     

AC-Role

    .local..35      00:00:00:00:00:00:00:00:00:00  single-homed     Up         

Root 

    ae11.0          00:11:11:11:11:11:11:11:11:11  all-active       Up         

Root 

        xe-0/0/0.0      00:00:00:00:00:00:00:00:00:00  single-homed     Up       

  Root 

  Number of IRB interfaces: 106 (106 up)

    Interface name  VLAN   VNI    Status  L3 context

    irb.101                100101  Up     JNPR_2_VRF                       

    irb.102                100102  Up     JNPR_2_VRF                       

    irb.201                100201  Up     JNPR_1_VRF                       

    irb.202                100202  Up     JNPR_1_VRF                       

    irb.301                100301  Up     JNPR_3_VRF                       

    irb.302                100302  Up     JNPR_3_VRF                       

  Number of protect interfaces: 0

  Number of bridge domains: 106

    VLAN  Domain ID   Intfs / up    IRB intf   Mode      MAC sync  IM route label
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  IPv4 SG sync  IPv4 IM core nexthop  IPv6 SG sync  IPv6 IM core nexthop

    101   100101         2    2     irb.101    Extended         Enabled   100101 

         Enabled   524491            Disabled

    102   100102         2    2     irb.102    Extended         Enabled   100102 

         Enabled   524489            Disabled

    201   100201         2    2     irb.201    Extended         Enabled   100201 

         Enabled   524465            Disabled

    202   100202         2    2     irb.202    Extended         Enabled   100202 

         Enabled   524463            Disabled

    301   100301         2    2     irb.301    Extended         Enabled   100301 

         Enabled   524439            Disabled

    302   100302         2    2     irb.302    Extended         Enabled   100302 

         Enabled   524437            Disabled

  Number of neighbors: 1

    Address               MAC    MAC+IP        AD        IM        ES Leaf-label

    192.168.1.2         10212     20530       116       106         0

  Number of ethernet segments: 111

    ESI: 00:11:11:11:11:11:11:11:11:11

      Status: Resolved by IFL ae11.0

      Local interface: ae11.0, Status: Up/Forwarding

      Number of remote PEs connected: 1

        Remote PE        MAC label  Aliasing label  Mode

        192.168.1.2      100010     0               all-active   

      DF Election Algorithm: MOD based

      Designated forwarder: 192.168.1.2

      Backup forwarder: 192.168.1.1

      Last designated forwarder update: May 06 09:00:21

  Router-ID: 192.168.1.1

  SMET Forwarding: Enabled: Nexthop Limit: 10000 Nexthop Usage: 1

Meaning
Interface ae11.0 is part of this Ethernet segment. The virtual networks 101, 102,201,202, 301 and 302
are part of this Ethernet segment. The remote PE or distribution device participating in this Ethernet
segment is 192.168.1.2. In this multihomed Ethernet segment, the local distribution device Distribution 1
is the designated forwarder for broadcast, unknown unicast, and multicast (BUM) traffic. This means only
Distribution 1 will forward BUM traffic into this Ethernet segment.

Distribution 2: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the core devices.

Action
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Verify that BGP sessions are established with the core devices. The IP addresses of the core devices are
192.168.0.1 and 192.168.0.2.

Distribution-2>show bgp summary

Threading mode: BGP I/O

Groups: 2 Peers: 4 Down peers: 2

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

bgp.evpn.0           

                   21168      21168          0          0          0          0

inet.0               

                       2          2          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

172.16.2.2       4200000001       3128       3150       0       0    23:40:16 

Establ

  inet.0: 2/2/2/0

172.16.4.2       4200000002          0          0       0       0    23:42:23 

Establ  

192.168.0.1           65000     117734     111156       0       0    23:40:15 

Establ

  bgp.evpn.0: 21168/21168/21168/0

  VRF-ep-type5-1.evpn.0: 8/8/8/0

  VRF-ep-type5-2.evpn.0: 2/2/2/0

  default-switch.evpn.0: 21152/21152/21152/0

  __default_evpn__.evpn.0: 6/6/6/0

192.168.0.2           65000          0          0       0       0    23:42:23 

Establ

Meaning
The IBGP sessions are established with the loopbacks of the core devices using MP-IBGP with EVPN
signaling to form the overlay layer and enable the exchange of EVPN routes.

Distribution 2: Verifying EVPN Database Information

Purpose
Verify that the EVPN database has been populated correctly.

Action
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Verify that the EVPNdatabase is installingMAC address information for locally attached hosts and receiving
advertisements from the other leaf devices with information about remote hosts.

Distribution-2> show evpn database | match 100101
     100101     00:00:5e:00:00:04  05:00:00:fd:e8:00:01:87:05:00  Jun 09 18:42:51

  192.168.101.254

     100101     3c:8c:93:5a:ab:00  irb.101                        Jun 09 01:54:04

  192.168.101.4

     100101     3c:8c:93:87:ba:40  192.168.1.1                    Jun 09 18:42:51

  192.168.101.3

     100101     be:ba:01:07:01:01  00:11:11:11:11:11:11:11:11:11  Jun 09 17:59:17

  192.168.101.11

     100101     be:ba:01:07:01:02  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:49

  192.168.101.12

     100101     be:ba:01:07:01:03  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:44

  192.168.101.13

     100101     be:ba:01:07:01:04  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:44

  192.168.101.14

     100101     be:ba:01:07:01:05  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:49

  192.168.101.15

     100101     be:ba:01:07:01:06  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:49

  192.168.101.16

     100101     be:ba:01:07:01:07  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:49

  192.168.101.17

     100101     be:ba:01:07:01:08  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:43

  192.168.101.18

     100101     be:ba:01:07:01:09  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:46

  192.168.101.19

     100101     be:ba:01:07:01:0a  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:46

  192.168.101.20

Distribution-2> show evpn database | match 100102
     100102     00:00:5e:00:00:04  05:00:00:fd:e8:00:01:87:06:00  Jun 09 18:42:51

  192.168.102.254

     100102     3c:8c:93:5a:ab:00  irb.102                        Jun 09 01:54:04

  192.168.102.4

     100102     3c:8c:93:87:ba:40  192.168.1.1                    Jun 09 18:42:51

  192.168.102.3

     100102     be:ba:01:08:01:01  00:11:11:11:11:11:11:11:11:11  Jun 09 18:46:00

  192.168.102.11

     100102     be:ba:01:08:01:02  00:11:11:11:11:11:11:11:11:11  Jun 09 18:46:00

  192.168.102.12
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     100102     be:ba:01:08:01:03  00:11:11:11:11:11:11:11:11:11  Jun 09 18:46:01

  192.168.102.13

     100102     be:ba:01:08:01:04  00:11:11:11:11:11:11:11:11:11  Jun 09 19:02:06

  192.168.102.14

     100102     be:ba:01:08:01:05  00:11:11:11:11:11:11:11:11:11  Jun 09 18:46:00

  192.168.102.15

     100102     be:ba:01:08:01:06  00:11:11:11:11:11:11:11:11:11  Jun 09 18:46:00

  192.168.102.16

     100102     be:ba:01:08:01:07  00:11:11:11:11:11:11:11:11:11  Jun 09 18:46:00

  192.168.102.17

     100102     be:ba:01:08:01:08  00:11:11:11:11:11:11:11:11:11  Jun 09 19:17:38

  192.168.102.18

     100102     be:ba:01:08:01:09  00:11:11:11:11:11:11:11:11:11  Jun 09 18:44:12

  192.168.102.19

     100102     be:ba:01:08:01:0a  00:11:11:11:11:11:11:11:11:11  Jun 09 18:44:12

  192.168.102.20

Distribution-2> show evpn database | match 100201
     100201     00:00:5e:00:00:04  05:00:00:fd:e8:00:01:87:69:00  Jun 09 18:42:51

  192.168.201.254

     100201     3c:8c:93:5a:ab:00  irb.201                        Jun 09 01:54:04

  192.168.201.4

     100201     3c:8c:93:87:ba:40  192.168.1.1                    Jun 09 18:42:51

  192.168.201.3

     100201     be:ba:01:05:01:01  00:11:11:11:11:11:11:11:11:11  Jun 09 17:59:17

  192.168.201.11

     100201     be:ba:01:05:01:02  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:55

  192.168.201.12

     100201     be:ba:01:05:01:03  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:53

  192.168.201.13

     100201     be:ba:01:05:01:04  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:47

  192.168.201.14

     100201     be:ba:01:05:01:05  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:49

  192.168.201.15

     100201     be:ba:01:05:01:06  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:47

  192.168.201.16

     100201     be:ba:01:05:01:07  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:49

  192.168.201.17

     100201     be:ba:01:05:01:08  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:50

  192.168.201.18

     100201     be:ba:01:05:01:09  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:49

  192.168.201.19
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     100201     be:ba:01:05:01:0a  00:11:11:11:11:11:11:11:11:11  Jun 09 18:36:47

  192.168.201.20

Meaning
The output above confirms that the EVPN database is properly learning and installing MAC routes for all
endpoints. It also shows the relationship between MAC addresses and their associated VNIs: 100101,
100102, and 100201.

Distribution 2: Verifying Local Switching Table Information

Purpose
Verify that the local switching table has been populated correctly.

Action
Verify that the local switching table is installing MAC address information for locally attached hosts and
receiving advertisements from the other leaf devices with information about remote hosts.

Distribution-2> show ethernet-switching table vlan-id 101

MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 12 entries, 12 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   EP-VLAN-101         00:00:5e:00:00:04   DR       esi.8913               

05:00:00:fd:e8:00:01:87:05:00 

   EP-VLAN-101         3c:8c:93:87:ba:40   D        vtep.32769             

192.168.1.1                   

   EP-VLAN-101         be:ba:01:07:01:01   DL       ae11.0               

   EP-VLAN-101         be:ba:01:07:01:02   DL       ae11.0               

   EP-VLAN-101         be:ba:01:07:01:03   DL       ae11.0               

   EP-VLAN-101         be:ba:01:07:01:04   DL       ae11.0               

   EP-VLAN-101         be:ba:01:07:01:05   DL       ae11.0               

   EP-VLAN-101         be:ba:01:07:01:06   DL       ae11.0               

   EP-VLAN-101         be:ba:01:07:01:07   DL       ae11.0               

   EP-VLAN-101         be:ba:01:07:01:08   DL       ae11.0               
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   EP-VLAN-101         be:ba:01:07:01:09   DL       ae11.0               

   EP-VLAN-101         be:ba:01:07:01:0a   DL       ae11.0               

Distribution-2> show ethernet-switching table vlan-id 202
MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 13 entries, 13 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   EP-VLAN-202         00:00:5e:00:00:04   DR       esi.8929               

05:00:00:fd:e8:00:01:87:6a:00 

   EP-VLAN-202         00:10:94:00:00:01   DLR      ae11.0               

   EP-VLAN-202         3c:8c:93:87:ba:40   D        vtep.32769             

192.168.1.1                   

   EP-VLAN-202         be:ba:01:06:01:01   DLR      ae11.0               

   EP-VLAN-202         be:ba:01:06:01:02   DLR      ae11.0               

   EP-VLAN-202         be:ba:01:06:01:03   DLR      ae11.0               

   EP-VLAN-202         be:ba:01:06:01:04   DLR      ae11.0               

   EP-VLAN-202         be:ba:01:06:01:05   DLR      ae11.0               

   EP-VLAN-202         be:ba:01:06:01:06   DLR      ae11.0               

   EP-VLAN-202         be:ba:01:06:01:07   DLR      ae11.0               

   EP-VLAN-202         be:ba:01:06:01:08   DLR      ae11.0               

   EP-VLAN-202         be:ba:01:06:01:09   DLR      ae11.0               

   EP-VLAN-202         be:ba:01:06:01:0a   DLR      ae11.0       

Distribution-2> show ethernet-switching table vlan-id 301
MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 12 entries, 12 learned

Routing instance : default-switch
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   Vlan                MAC                 MAC      Logical                Active

   name                address             flags    interface              source

   EP-VLAN-301         00:00:5e:00:00:04   DR       esi.8930               

05:00:00:fd:e8:00:01:87:cd:00 

   EP-VLAN-301         3c:8c:93:87:ba:40   D        vtep.32769             

192.168.1.1                   

   EP-VLAN-301         be:ba:01:09:01:01   DL       ae11.0               

   EP-VLAN-301         be:ba:01:09:01:02   DL       ae11.0               

   EP-VLAN-301         be:ba:01:09:01:03   DL       ae11.0               

   EP-VLAN-301         be:ba:01:09:01:04   DL       ae11.0               

   EP-VLAN-301         be:ba:01:09:01:05   DL       ae11.0               

   EP-VLAN-301         be:ba:01:09:01:06   DL       ae11.0               

   EP-VLAN-301         be:ba:01:09:01:07   DL       ae11.0               

   EP-VLAN-301         be:ba:01:09:01:08   DL       ae11.0               

   EP-VLAN-301         be:ba:01:09:01:09   DL       ae11.0               

   EP-VLAN-301         be:ba:01:09:01:0a   DL       ae11.0          

Meaning
The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints. It also shows the relationship between the MAC addresses, their associated VLANs
(VLANs 101, 102, 201, 202, 301, and 302), and their next-hop interfaces.

Distribution 2: Verifying Multihomed Ethernet Segment

Purpose
Check the multihome connection from Access Switch 1 to the distribution devices. In this example, ESI
00:00:22:22:33:33:44:44:00:01 provides this multihoming for Access Switch 1.

Action
Verify the local interfaces that are part of the Ethernet segment, other distribution devices that are part
of the same Ethernet segment, the bridge domains that are part of the Ethernet segment, and the designated
forwarder for the Ethernet segment.

Distribution-2>show evpn instance esi 00:11:11:11:11:11:11:11:11:11 extensive

Instance: default-switch

  Route Distinguisher: 192.168.1.2:10

  Encapsulation type: VXLAN

  Duplicate MAC detection threshold: 5

  Duplicate MAC detection window: 180
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  MAC database status                     Local  Remote

    MAC advertisements:                    3911   10513

    MAC+IP advertisements:                11955   31239

    Default gateway MAC advertisements:     227       0

  Number of local interfaces: 6 (4 up)

    Interface name  ESI                            Mode             Status     

AC-Role

    .local..25      00:00:00:00:00:00:00:00:00:00  single-homed     Up         

Root 

    ae11.0          00:11:11:11:11:11:11:11:11:11  all-active       Up       Root

    ae12.0          00:11:11:11:11:11:11:11:11:12  all-active       Up         

Root 

    ae13.0          00:11:11:11:11:11:11:11:11:13  all-active       Up         

Root 

    ae14.0          00:11:11:11:11:11:11:11:11:14  all-active       Up         

Root 

    ae15.0          00:11:11:11:11:11:11:11:11:15  all-active       Down       

Root 

  Number of IRB interfaces: 111 (111 up)

    Interface name  VLAN   VNI    Status  L3 context

    irb.101                100101  Up     JNPR_2_VRF                       

    irb.102                100102  Up     JNPR_2_VRF                       

    irb.201                100201  Up     JNPR_1_VRF                       

    irb.202                100202  Up     JNPR_1_VRF                       

    irb.301                100301  Up     JNPR_3_VRF                       

    irb.302                100302  Up     JNPR_3_VRF                       

  Number of protect interfaces: 0

  Number of bridge domains: 111

    VLAN  Domain ID   Intfs / up    IRB intf   Mode      MAC sync  IM route label

  IPv4 SG sync  IPv4 IM core nexthop  IPv6 SG sync  IPv6 IM core nexthop

        101   100101         1    0     irb.101    Extended         Enabled   

100101          Enabled   524887            Disabled

    102   100102         1    0     irb.102    Extended         Enabled   100102 

         Enabled   524885            Disabled

    201   100201         1    0     irb.201    Extended         Enabled   100201 

         Enabled   524861            Disabled

    202   100202         1    0     irb.202    Extended         Enabled   100202 

         Enabled   524859            Disabled

    301   100301         1    0     irb.301    Extended         Enabled   100301 

         Enabled   524835            Disabled

    302   100302         1    0     irb.302    Extended         Enabled   100302 

         Enabled   524833            Disabled
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    3001  1003001        1    0     irb.3001   Extended         Enabled   1003001

         Enabled   524899            Disabled

    3002  1003002        2    0     irb.3002   Extended         Enabled   1003002

         Enabled   524897            Disabled

    3003  1003003        1    0     irb.3003   Extended         Enabled   1003003

         Enabled   524895            Disabled

    3004  1003004        2    0     irb.3004   Extended         Enabled   1003004

         Enabled   524893            Disabled

    3005  1003005        1    0     irb.3005   Extended         Enabled   1003005

         Enabled   524514            Disabled

  Number of neighbors: 1

    Address               MAC    MAC+IP        AD        IM        ES Leaf-label

    192.168.1.1         10513     31239       121       111         0

  Number of ethernet segments: 116

    ESI: 00:11:11:11:11:11:11:11:11:11

      Status: Resolved

      Local interface: ae11.0, Status: Up

      Number of remote PEs connected: 1

        Remote PE        MAC label  Aliasing label  Mode

        192.168.1.1      1003002    0               all-active   

      DF Election Algorithm: MOD based

      Designated forwarder: 192.168.1.1

      Last designated forwarder update: May 19 18:56:53

  Router-ID: 192.168.1.2

  SMET Forwarding: Enabled: Nexthop Limit: 10000 Nexthop Usage: 1

Meaning
Interface ae11.0 is part of this Ethernet segment. The virtual networks 101,102,201, 202, 301, and 302
are part of this Ethernet segment. The remote PE, or distribution device, participating in this Ethernet
segment is 192.168.1.2. In this multihomed Ethernet segment, the remote distribution device Distribution
1 is the designated forwarder for BUM traffic. This means only Distribution 1 will forward BUM traffic
into this Ethernet segment.

Core 1: Verifying BGP Sessions

Purpose
Verify the state of BGP sessions with the core devices and distribution devices.

Action
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Verify that IBGP sessions are established with the loopbacks of the distribution devices.

Core-01> show bgp summary

Groups: 2 Peers: 4 Down peers: 0

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

bgp.evpn.0           

                   62331      62331          0          0          0          0

inet.0               

                       2          2          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

172.16.1.1       4200000011        927        921       0      14     6:57:37 

1/1/1/0              0/0/0/0

172.16.2.1       4200000012       3161       3137       0      19    23:44:48 

1/1/1/0              0/0/0/0

192.168.1.1           65000       3073       6215       0      14     6:57:35 

Establ

  bgp.evpn.0: 21176/21176/21176/0

192.168.1.2           65000     111166     117742       0      19    23:44:47 

Establ

  bgp.evpn.0: 41155/41155/41155/0

Meaning
The IBGP sessions are established with the loopback interfaces of the distribution devices using MP-IBGP
with EVPN signaling to form the overlay layer and enable the exchange of EVPN routes.

Core 2: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the distribution devices.

Action
Verify that IBGP sessions are established with the loopbacks of the distribution devices.

Core-02> show bgp summary

Groups: 4 Peers: 6 Down peers: 3

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

bgp.l3vpn.0          

                       0          0          0          0          0          0

bgp.l3vpn.2          
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                       0          0          0          0          0          0

bgp.evpn.0           

                    5638       5636          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

192.168.1.1              64511        265        769       0       0       55:38 

Establ

  bgp.evpn.0: 200/200/200/0

  VS__1.evpn.0: 198/198/198/0

  __default_evpn__.evpn.0: 0/0/0/0

192.168.1.2              64511        289        755       0       0       55:50 

Establ

  bgp.evpn.0: 201/201/201/0

  VS__1.evpn.0: 195/195/195/0

  __default_evpn__.evpn.0: 0/0/0/0

Meaning
The IBGP sessions are established with the loopbacks of the distribution devices using MP-IBGP with
EVPN signaling to form the overlay layer and enable the exchange of EVPN routes.
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This section shows how to configure optional features for an EVPN-VXLAN fabric.

How to Configure DHCP

Requirements

Configure DHCP on the following devices that you configured in the “How to Configure an EVPN-VXLAN
Fabric for a Campus Network With ERB” on page 153 configuration example:

• Two EX4650 switches as distribution devices. Software version: Junos OS Release 20.1R1S1.

• An external server. In this example, we use a EX4600 switch running Junos OS Release 18.4R1.

Overview

Use this section to configure DHCP on the network. To avoid flooding the network with DHCP discover
packets, configure DHCP on an interface in a VRF routing instance. Both distribution devices are configured
with EVPN multihoming (also called ESI-LAG) to act as a DHCP stateless relay to a Layer 3 reachable
external DHCP server. This provides redundant connectivity and help maintain DHCP services if one of
the core devices fail. The link between the server and the distribution layer is an ESI. Figure 23 on page 139
shows the virtual network topology with a DHCP server.

Figure 28: Overlay Virtual Network Topology with a DHCP Server
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Configuration on Distribution -1

Step-by-Step Procedure

1. Configure the distribution device to act as a DHCP relay only. It will not maintain a binding table.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay forward-only

2. Create a server group and specify the IP address of the DHCP server.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay server-group

 server_1 10.11.184.10

3. Specify the new server group as the active server group.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 active-server-group server_1

4. Suppress the installation of access, access-internal, or destination routes during client binding during
the JDHCPD process.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 route-suppression destination

5. Set the broadcast bit to one for all types of DHCP messages at all times. If you do not configure this
option, some clients will set the bit to zero before sending the message, which is not preferable.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 overrides no-unicast-replies

6. Configure the IRBs to connect to the related VLANs and subnets and provide DHCP services to those
clients.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 interface irb.1

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 interface irb.2

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 interface em0.0 exclude
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NOTE: In this step, you can include any IRB that is part of the routing instance.

7. Configure an ESI-LAG interface between the core devices and the external DHCP server running on a
EX4600 switch. The virtual-gateway-accept-data allows the system to respond to PING and other
traffic when it is destined for the virtual-gateway-address.

set interfaces xe-0/0/1 ether-options 802.3ad ae16

set interfaces ae16 esi 00:11:11:11:11:11:11:11:11:16

set interfaces ae16 esi all-active

set interfaces ae16 aggregated-ether-options lacp active

set interfaces ae16 aggregated-ether-options lacp periodic fast

set interfaces ae16 aggregated-ether-options lacp system-id 00:40:00:00:00:16

set system arp aging-timer 60

set interfaces irb unit 3000 virtual-gateway-accept-data

set interfaces irb unit 3000 family inet address 10.11.184.241 preferred

set interfaces irb unit 3000 family inet address 200.11.184.241/24 

virtual-gateway-address 10.11.184.254

set interfaces irb unit 3000 family inet6 nd6-stale-time 3600

set interfaces irb unit 3000 family inet6 address 2001:db8::200:0:bb8:241/112 

preferred

set interfaces irb unit 3000 family inet6 address 2001:db8::200:0:bb8:241/112 

virtual-gateway-address 2001:db8::200:0:bb8:254

set interfaces irb unit 3000 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 3000 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces ae16 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae16 unit 0 family ethernet-switching vlan members EP-VLAN-3000

set vlans EP-VLAN-3000 vlan-id 3000

set vlans EP-VLAN-3000 l3-interface irb.3000

set vlans EP-VLAN-3000 vxlan vni 113000

Configuration on Distribution -2

Step-by-Step Procedure
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1. Configure the distribution device to act as a DHCP relay only. It will not maintain a binding table.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay forward-only

2. Create a server group and specify the IP address of the DHCP server.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay server-group

 server_1 10.11.184.10

3. Specify the new server group as the active server group.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 active-server-group server_1

4. Suppress the installation of access, access-internal, or destination routes during client binding during
the JDHCPD process.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 route-suppression destination

5. Set the broadcast bit to one for all types of DHCP messages at all times. If you do not configure this
option, some clients will set the bit to zero before sending the message, which is not preferable.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 overrides no-unicast-replies

6. Configure the IRBs to connect to the related VLANs and subnets and provide DHCP services to those
clients.

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 interface irb.1

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 interface irb.2

set routing-instances VRF-ep-type2-1 forwarding-options dhcp-relay group relay

 interface em0.0 exclude
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NOTE: In this step, you can include any IRB that is part of the routing instance.

set interfaces xe-0/0/7 ether-options 802.3ad ae16

set interfaces ae16 esi 00:11:11:11:11:11:11:11:11:16

set interfaces ae16 esi all-active

set interfaces ae16 aggregated-ether-options lacp active

set interfaces ae16 aggregated-ether-options lacp periodic fast

set interfaces ae16 aggregated-ether-options lacp system-id 00:40:00:00:00:16

set system arp aging-timer 60

set interfaces ae16 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae16 unit 0 family ethernet-switching vlan members EP-VLAN-3000

set interfaces irb unit 3000 virtual-gateway-accept-data

set interfaces irb unit 3000 family inet address 10.11.184.242 preferred

set interfaces irb unit 3000 family inet address 200.11.184.242/24 

virtual-gateway-address 10.11.184.254

set interfaces irb unit 3000 family inet6 nd6-stale-time 3600

set interfaces irb unit 3000 family inet6 address 2001:db8::200:0:bb8:242/112 

preferred

set interfaces irb unit 3000 family inet6 address 2001:db8::200:0:bb8:242/112 

virtual-gateway-address 2001:db8::200:0:bb8:254

set interfaces irb unit 3000 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 3000 virtual-gateway-v6-mac 00:00:5e:00:00:04

set vlans EP-VLAN-3000 vlan-id 3000

set vlans EP-VLAN-3000 l3-interface irb.3000

set vlans EP-VLAN-3000 vxlan vni 123000

7. Configure the EX4600 switch to act as the DHCP server.

NOTE: In your network, the DHCP server may be an external device.

set interfaces xe-0/0/6 ether-options 802.3ad ae16

set interfaces xe-0/0/7 ether-options 802.3ad ae16 

set interfaces ae16 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae16 unit 0 family ethernet-switching vlan members EP-VLAN-3000

set vlans EP-VLAN-3000 vlan-id 3000 

set groups DHCP_SERVER routing-options static route 10.0.1.0/24 next-hop 

10.11.184.254

set groups DHCP_SERVER routing-options static route 10.0.2.0/24 next-hop 
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10.11.184.254

set groups DHCP_SERVER vlans EP-VLAN-3000 l3-interface irb.3000

set groups DHCP_SERVER system services dhcp-local-server group DHCP_Server 

interface irb.3000

set groups DHCP_SERVER interfaces irb unit 3000 family inet address 10.11.184.10

 preferred 

set groups DHCP_SERVER access address-assignment pool p1 family inet network 

10.0.1.0/24

set groups DHCP_SERVER access address-assignment pool p1 family inet range 

p1_range low 10.0.1.201

set groups DHCP_SERVER access address-assignment pool p1 family inet range 

p1_range high 10.0.1.220

set groups DHCP_SERVER access address-assignment pool p1 family inet 

dhcp-attributes maximum-lease-time infinite

set groups DHCP_SERVER access address-assignment pool p1 family inet 

dhcp-attributes router 10.0.1.254

set groups DHCP_SERVER access address-assignment pool p2 family inet network 

10.0.2.0/24

set groups DHCP_SERVER access address-assignment pool p2 family inet range 

p2_range low 10.0.2.201

set groups DHCP_SERVER access address-assignment pool p2 family inet range 

p2_range high 10.0.2.220

set groups DHCP_SERVER access address-assignment pool p2 family inet 

dhcp-attributes maximum-lease-time infinite

set groups DHCP_SERVER access address-assignment pool p2 family inet 

dhcp-attributes router 10.0.2.254

8. On the EX4600 switch acting as the DHCP server, verify that the DHCP clients are successfully being
assigned IP addresses.

NOTE: The hosts shown in this output are behind the access devices and connected to them
through a traffic generator.When the hosts send aDHCP request, it is sent across the access,
distribution, and core devices, and the IP addresses are relayed back from the server.

DHCP_SERVER> show dhcp server binding
IP address        Session Id  Hardware address   Expires     State      Interface

10.0.2.203        2902        00:10:94:00:f7:e5  555867098   BOUND      irb.3000
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10.0.2.205        2904        00:10:94:00:f7:e6  555867098   BOUND      irb.3000

10.0.2.207        2906        00:10:94:00:f7:e7  555867098   BOUND      irb.3000

10.0.2.209        2908        00:10:94:00:f7:e8  555867098   BOUND      irb.3000

10.0.2.211        2910        00:10:94:00:f7:e9  555867098   BOUND      irb.3000

10.0.2.213        2912        00:10:94:00:f7:ea  555867098   BOUND      irb.3000

10.0.2.215        2914        00:10:94:00:f7:eb  555867098   BOUND      irb.3000

10.0.2.216        2915        00:10:94:00:f7:ec  555867098   BOUND      irb.3000

10.0.2.219        2918        00:10:94:00:f7:ed  555867098   BOUND      irb.3000

10.0.2.201        2920        00:10:94:00:f7:ee  555867098   BOUND      irb.3000

10.0.2.206        2942        00:10:94:00:f7:ef  555867098   BOUND      irb.3000

10.0.2.208        2943        00:10:94:00:f7:f0  555867098   BOUND      irb.3000

10.0.2.214        2946        00:10:94:00:f7:f1  555867098   BOUND      irb.3000

10.0.2.204        2948        00:10:94:00:f7:f2  555867098   BOUND      irb.3000

10.0.2.210        2956        00:10:94:00:f7:f3  555867098   BOUND      irb.3000

10.0.2.220        2958        00:10:94:00:f7:f4  555867098   BOUND      irb.3000

10.0.2.212        2962        00:10:94:00:f7:f5  555867098   BOUND      irb.3000

10.0.2.217        2937        00:10:94:00:f7:f6  555867098   BOUND      irb.3000

10.0.2.218        2938        00:10:94:00:f7:f7  555867098   BOUND      irb.3000

10.0.2.202        2940        00:10:94:00:f7:f8  555867098   BOUND      irb.3000

You have now verified that DHCP is configured on your devices.
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Connect Multiple Campus Deployments with EVPN Type-5 Route

EVPN is a flexible solution that uses Layer 2 overlays to interconnect buildings within a campus. VXLAN
is an overlay technology that encapsulates MAC frames into a UDP header at Layer 2. Communication is
established between two virtual tunnel endpoints (VTEPs). VTEPs encapsulate the client traffic into a
VXLAN header, as well as strip off the encapsulation. Clients can only communicate with each other when
they belong to the same VXLAN segment. A 24-bit virtual network identifier (VNID) uniquely identifies
the VXLAN segment. This enables having the sameMAC frames across multiple VXLAN segments without
traffic crossover.

When a Bridge Domain (BD) is not L2 extended across campuses, the IP subnet belonging to the BD is
confined within a single campus. If all BDs within each campus network satisfy this requirement, there is
no longer a need to advertise MAC+IP route for each tenant between campuses as host routes for the
tenants can be aggregated. Thus the L2 inter-campus connectivity issue can be simply transformed to an
inter-campus L3 IP prefix reachability issue.

With EVPN type-5 IP prefix route advertises the IP prefixes between the campuses. Unlike the type-2
EVPN MAC advertisement route, the EVPN type-5 IP prefix route separates the host MAC address from
its IP address and provides a clean advertisement of an IP prefix for the bridge domain.

Advantages of Using EVPN Pure Type-5 Routing

There are two main advantages for using EVPN pure type-5 routing:

• No need to exchange all host routes between data center locations. This results in smaller requirements
for the routing information base (RIB), also known as the routing table, and the forwarding information
base (FIB), also known as the forwarding table.

• No need to use multiple protocol families, such as both EVPN and an L3 VPN, to advertise L2 and L3
reachability information.

In this example, we have two campus networks, where we have networks for employee, guest and IOT
mapped to VLANS 101, 102, 201, 202, 301 and 302 in campus-1 with subnets 192.168.x.x and subnet
10.10.x.x in campus-2.
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Figure 29: Multiple Campus Deployment topology

Table 8: Campus - 1 Details

Route
DistinguisherVRFWireless NetworkWired Network

Virtual
Network

102JNPR_1_VRFIRB: 102

Subnet: 192.168.102.3/24

IRB: 101

Subnet: 192.168.101.3/24

Employees

202JNPR_2_VRFIRB: 202

Subnet: 192.168.202.3/24

IRB: 201

Subnet: 192.168.201.3/24

Guests

302JNPR_3_VRFIRB: 302

Subnet: 192.168.212.3/24

IRB: 301

Subnet: 192.168.210.3/24

IoT Devices
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Table 9: Campus - 2 Details

Route
DistinguisherVRFWireless NetworkWired NetworkVirtualNetwork

102JNPR_1_VRFIRB: 102

Subnet: 10.10.102.3/24

IRB: 101

Subnet: 10.10.101.3/24

Employees

202JNPR_2_VRFIRB: 202

Subnet: 10.10.202.3/24

IRB: 201

Subnet: 10.10.201.3/24

Guests

302JNPR_3_VRFIRB: 302

Subnet: 10.10.212.3/24

IRB: 301

Subnet: 10.10.210.3/24

IoT Devices

Campus 1 : Distribution 1

Step-by-Step Procedure
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1. Configure the IRB interfaces for 101,102, 201, 202, 301, and 302 routing instances.

set interfaces irb unit 101 family inet address 192.168.101.3/24 preferred

set interfaces irb unit 101 family inet address 192.168.101.3/24 

virtual-gateway-address 192.168.101.254

set interfaces irb unit 101 family inet6 nd6-stale-time 3600

set interfaces irb unit 101 family inet6 address 2001:db8::192:168:101:3/112 

preferred

set interfaces irb unit 101 family inet6 address 2001:db8::192:168:101:3/112 

virtual-gateway-address 2001:db8::192:168:101:254

set interfaces irb unit 101 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 101 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 102 family inet address 192.168.102.3/24 preferred

set interfaces irb unit 102 family inet address 192.168.102.3/24 

virtual-gateway-address 192.168.102.254

set interfaces irb unit 102 family inet6 nd6-stale-time 3600

set interfaces irb unit 102 family inet6 address 2001:db8::192:168:102:3/112 

preferred

set interfaces irb unit 102 family inet6 address 2001:db8::192:168:102:3/112 

virtual-gateway-address 2001:db8::192:168:102:254

set interfaces irb unit 102 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 102 virtual-gateway-v6-mac 00:00:5e:00:00:04Configure 

the VLANs and VNI interfaces 

set interfaces irb unit 201 family inet address 192.168.201.3/24 preferred

set interfaces irb unit 201 family inet address 192.168.201.3/24 

virtual-gateway-address 192.168.201.254

set interfaces irb unit 201 family inet6 nd6-stale-time 3600

set interfaces irb unit 201 family inet6 address 2001:db8::192:168:201:3/112 

preferred

set interfaces irb unit 201 family inet6 address 2001:db8::192:168:201:3/112 

virtual-

gateway-address 2001:db8::192:168:201:254

set interfaces irb unit 201 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 201 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 202 family inet address 192.168.202.3/24 preferred

set interfaces irb unit 202 family inet address 192.168.202.3/24 

virtual-gateway-address 192.168.202.254

set interfaces irb unit 202 family inet6 nd6-stale-time 3600

set interfaces irb unit 202 family inet6 address 2001:db8::192:168:202:3/112 

preferred

set interfaces irb unit 202 family inet6 address 2001:db8::192:168:202:3/112 

virtual-gateway-address 2001:db8::192:168:202:254

set interfaces irb unit 202 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 202 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 301 family inet address 192.168.210.3/24 preferred
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set interfaces irb unit 301 family inet address 192.168.210.3/24 

virtual-gateway-address 192.168.210.254

set interfaces irb unit 301 family inet6 nd6-stale-time 3600

set interfaces irb unit 301 family inet6 address 2001:db8::192:168:210:3/112 

preferred

set interfaces irb unit 301 family inet6 address 2001:db8::192:168:210:3/112 

virtual-gateway-address 2001:db8::192:168:210:254

set interfaces irb unit 301 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 301 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 302 family inet address 192.168.212.3/24 preferred

set interfaces irb unit 302 family inet address 192.168.212.3/24 

virtual-gateway-address 192.168.212.254

set interfaces irb unit 302 family inet6 nd6-stale-time 3600

set interfaces irb unit 302 family inet6 address 2001:db8::192:168:212:3/112 

preferred

set interfaces irb unit 302 family inet6 address 2001:db8::192:168:212:3/112 

virtual-gateway-address 2001:db8::192:168:212:254

set interfaces irb unit 302 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 302 virtual-gateway-v6-mac 00:00:5e:00:00:04

2. Configure the VLANs and VNI interfaces.

set vlans EP-VLAN-101 vlan-id 101

set vlans EP-VLAN-101 l3-interface irb.101

set vlans EP-VLAN-101 vxlan vni 100101

set vlans EP-VLAN-102 vlan-id 102

set vlans EP-VLAN-102 l3-interface irb.102

set vlans EP-VLAN-102 vxlan vni 100102

set vlans EP-VLAN-201 vlan-id 201

set vlans EP-VLAN-201 l3-interface irb.201

set vlans EP-VLAN-201 vxlan vni 100201

set vlans EP-VLAN-202 vlan-id 202

set vlans EP-VLAN-202 l3-interface irb.202

set vlans EP-VLAN-202 vxlan vni 100202

set vlans EP-VLAN-301 vlan-id 301

set vlans EP-VLAN-301 l3-interface irb.301

set vlans EP-VLAN-301 vxlan vni 100301

set vlans EP-VLAN-302 vlan-id 302

set vlans EP-VLAN-302 l3-interface irb.302

set vlans EP-VLAN-302 vxlan vni 100302

3. Configure the aggregated interfaces.
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set interfaces ae11 esi 00:11:11:11:11:11:11:11:11:11

set interfaces ae11 esi all-active

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 aggregated-ether-options lacp system-id 00:40:00:00:00:11

set interfaces ae11 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-101

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-102

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-201

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-202

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-301

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-302

4. Configure EVPN Type 5 for the JNPR_1_VRF, JNPR_2_VRF, and JNPR_3_VRF routing instances.

set routing-instances JNPR_1_VRF routing-options multipath

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes vni 2003101

set routing-instances JNPR_1_VRF instance-type vrf

set routing-instances JNPR_1_VRF interface irb.101

set routing-instances JNPR_1_VRF interface irb.102

set routing-instances JNPR_1_VRF route-distinguisher 192.168.251.13:102

set routing-instances JNPR_1_VRF vrf-export target:102:1 

set routing-instances JNPR_1_VRF vrf-import target:102:2

set routing-instances JNPR_2_VRF routing-options multipath

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes vni 2003201

set routing-instances JNPR_2_VRF instance-type vrf

set routing-instances JNPR_2_VRF interface irb.201

set routing-instances JNPR_2_VRF interface irb.202

set routing-instances JNPR_2_VRF route-distinguisher 192.168.251.13:202

set routing-instances JNPR_2_VRF vrf-export target:202:1 

set routing-instances JNPR_2_VRF vrf-import target:202:2

set routing-instances JNPR_3_VRF routing-options multipath

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop
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set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes vni 2003301

set routing-instances JNPR_3_VRF instance-type vrf

set routing-instances JNPR_3_VRF interface irb.301

set routing-instances JNPR_3_VRF interface irb.302

set routing-instances JNPR_3_VRF route-distinguisher 192.168.251.13:302

set routing-instances JNPR_3_VRF vrf-export target:302:1 

set routing-instances JNPR_3_VRF vrf-import target:302:2

Campus 1 : Distribution 2

Step-by-Step Procedure
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1. Configure the IRB interfaces for 101,102, 201, 202, 301, and 302 routing instances.

set interfaces irb unit 101 family inet address 192.168.101.4/24 preferred

set interfaces irb unit 101 family inet address 192.168.101.4/24 

virtual-gateway-address 192.168.101.254

set interfaces irb unit 101 family inet6 nd6-stale-time 3600

set interfaces irb unit 101 family inet6 address 2001:db8::192:168:101:4/112 

preferred

set interfaces irb unit 101 family inet6 address 2001:db8::192:168:101:4/112 

virtual-gateway-address 2001:db8::192:168:101:254

set interfaces irb unit 101 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 101 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 102 family inet address 192.168.102.4/24 preferred

set interfaces irb unit 102 family inet address 192.168.102.4/24 

virtual-gateway-address 192.168.102.254

set interfaces irb unit 102 family inet6 nd6-stale-time 3600

set interfaces irb unit 102 family inet6 address 2001:db8::192:168:102:4/112 

preferred

set interfaces irb unit 102 family inet6 address 2001:db8::192:168:102:4/112 

virtual-gateway-address 2001:db8::192:168:102:254

set interfaces irb unit 102 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 102 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 201 family inet address 192.168.201.4/24 preferred

set interfaces irb unit 201 family inet address 192.168.201.4/24 

virtual-gateway-address 192.168.201.254

set interfaces irb unit 201 family inet6 nd6-stale-time 3600

set interfaces irb unit 201 family inet6 address 2001:db8::192:168:201:4/112 

preferred

set interfaces irb unit 201 family inet6 address 2001:db8::192:168:201:4/112 

virtual-gateway-address 2001:db8::192:168:201:254

set interfaces irb unit 201 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 201 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 202 family inet address 192.168.202.4/24 preferred

set interfaces irb unit 202 family inet address 192.168.202.4/24 

virtual-gateway-address 192.168.202.254

set interfaces irb unit 202 family inet6 nd6-stale-time 3600

set interfaces irb unit 202 family inet6 address 2001:db8::192:168:202:4/112 

preferred

set interfaces irb unit 202 family inet6 address 2001:db8::192:168:202:4/112 

virtual-gateway-address 2001:db8::192:168:202:254

set interfaces irb unit 202 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 202 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 301 family inet address 192.168.210.4/24 preferred
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set interfaces irb unit 301 family inet address 192.168.210.4/24 

virtual-gateway-address 192.168.210.254

set interfaces irb unit 301 family inet6 nd6-stale-time 3600

set interfaces irb unit 301 family inet6 address 2001:db8::192:168:210:4/112 

preferred

set interfaces irb unit 301 family inet6 address 2001:db8::192:168:210:4/112 

virtual-gateway-address 2001:db8::192:168:210:254

set interfaces irb unit 301 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 301 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 302 family inet address 192.168.212.4/24 preferred

set interfaces irb unit 302 family inet address 192.168.212.4/24 

virtual-gateway-address 192.168.212.254

set interfaces irb unit 302 family inet6 nd6-stale-time 3600

set interfaces irb unit 302 family inet6 address 2001:db8::192:168:212:4/112 

preferred

set interfaces irb unit 302 family inet6 address 2001:db8::192:168:212:4/112 

virtual-gateway-address 2001:db8::192:168:212:254

set interfaces irb unit 302 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 302 virtual-gateway-v6-mac 00:00:5e:00:00:04

2. Configure the VLANs and VNI interfaces.

set vlans EP-VLAN-101 vlan-id 101

set vlans EP-VLAN-101 l3-interface irb.101

set vlans EP-VLAN-101 vxlan vni 100101

set vlans EP-VLAN-102 vlan-id 102

set vlans EP-VLAN-102 l3-interface irb.102

set vlans EP-VLAN-102 vxlan vni 100102

set vlans EP-VLAN-201 vlan-id 201

set vlans EP-VLAN-201 l3-interface irb.201

set vlans EP-VLAN-201 vxlan vni 100201

set vlans EP-VLAN-202 vlan-id 202

set vlans EP-VLAN-202 l3-interface irb.202

set vlans EP-VLAN-202 vxlan vni 100202

set vlans EP-VLAN-301 vlan-id 301

set vlans EP-VLAN-301 l3-interface irb.301

set vlans EP-VLAN-301 vxlan vni 100301

set vlans EP-VLAN-302 vlan-id 302

set vlans EP-VLAN-302 l3-interface irb.302

212



set vlans EP-VLAN-302 vxlan vni 100302

3. Configure the aggregated interfaces.

set interfaces ae11 esi 00:11:11:11:11:11:11:11:11:11

set interfaces ae11 esi all-active

set interfaces ae11 aggregated-ether-options lacp active

set interfaces ae11 aggregated-ether-options lacp system-id 00:40:00:00:00:11

set interfaces ae11 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-101

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-102

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-201

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-202

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-301

set interfaces ae11 unit 0 family ethernet-switching vlan members EP-VLAN-302

4. Configure EVPN Type 5 for the JNPR_1_VRF, JNPR_2_VRF, and JNPR_3_VRF routing instances.

set routing-instances JNPR_1_VRF routing-options multipath

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes vni 2003101

set routing-instances JNPR_1_VRF instance-type vrf

set routing-instances JNPR_1_VRF interface irb.101

set routing-instances JNPR_1_VRF interface irb.102

set routing-instances JNPR_1_VRF interface lo0.101

set routing-instances JNPR_1_VRF route-distinguisher 192.168.252.13:102

set routing-instances JNPR_1_VRF vrf-export target:102:1 

set routing-instances JNPR_1_VRF vrf-import target:102:2

set routing-instances JNPR_2_VRF routing-options multipath

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes vni 2003201

set routing-instances JNPR_2_VRF instance-type vrf

set routing-instances JNPR_2_VRF interface irb.201
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set routing-instances JNPR_2_VRF interface irb.202

set routing-instances JNPR_2_VRF route-distinguisher 192.168.252.13:202

set routing-instances JNPR_2_VRF vrf-export target:202:1 

set routing-instances JNPR_2_VRF vrf-import target:202:2

set routing-instances JNPR_3_VRF routing-options multipath

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes vni 2003301

set routing-instances JNPR_3_VRF instance-type vrf

set routing-instances JNPR_3_VRF interface irb.301

set routing-instances JNPR_3_VRF interface irb.302

set routing-instances JNPR_3_VRF route-distinguisher 192.168.252.13:302

set routing-instances JNPR_3_VRF vrf-export target:302:1 

set routing-instances JNPR_3_VRF vrf-import target:302:2

5. Configure the VLANs.

set interfaces ae11 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae11 unit 0 family ethernet-switching vlan members 101-102

set interfaces ae11 unit 0 family ethernet-switching vlan members 201-202

set interfaces ae11 unit 0 family ethernet-switching vlan members 301-302

Campus 2: Distribution 3

Step-by-Step Procedure
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1. Configure the IRB interfaces for 101,102, 201, 202, 301, and 302 routing instances.

set interfaces irb unit 101 family inet address 10.10.101.3/24 preferred

set interfaces irb unit 101 family inet address 10.10.101.3/24 

virtual-gateway-address 10.10.101.254

set interfaces irb unit 101 family inet6 nd6-stale-time 3600

set interfaces irb unit 101 family inet6 address 2001:db8::10:10:101:3/112 

preferred

set interfaces irb unit 101 family inet6 address 2001:db8::10:10:101:3/112 

virtual-gateway-address 2001:db8::10:10:101:254

set interfaces irb unit 101 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 101 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 102 family inet address 10.10.102.3/24 preferred

set interfaces irb unit 102 family inet address 10.10.102.3/24 

virtual-gateway-address 10.10.102.254

set interfaces irb unit 102 family inet6 nd6-stale-time 3600

set interfaces irb unit 102 family inet6 address 2001:db8::10:10:102:3/112 

preferred

set interfaces irb unit 102 family inet6 address 2001:db8::10:10:102:3/112 

virtual-gateway-address 2001:db8::10:10:102:254

set interfaces irb unit 102 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 102 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 201 family inet address 10.10.201.3/24 preferred

set interfaces irb unit 201 family inet address 10.10.201.3/24 

virtual-gateway-address 10.10.201.254

set interfaces irb unit 201 family inet6 nd6-stale-time 3600

set interfaces irb unit 201 family inet6 address 2001:db8::10:10:201:3/112 

preferred

set interfaces irb unit 201 family inet6 address 2001:db8::10:10:201:3/112 

virtual-gateway-address 2001:db8::10:10:201:254

set interfaces irb unit 201 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 201 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 202 family inet address 10.10.202.3/24 preferred

set interfaces irb unit 202 family inet address 10.10.202.3/24 

virtual-gateway-address 10.10.202.254

set interfaces irb unit 202 family inet6 nd6-stale-time 3600

set interfaces irb unit 202 family inet6 address 2001:db8::10:10:202:3/112 

preferred

set interfaces irb unit 202 family inet6 address 2001:db8::10:10:202:3/112 

virtual-gateway-address 2001:db8::10:10:202:254

set interfaces irb unit 202 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 202 virtual-gateway-v6-mac 00:00:5e:00:00:04
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set interfaces irb unit 301 family inet address 10.10.210.3/24 preferred

set interfaces irb unit 301 family inet address 10.10.210.3/24 

virtual-gateway-address 10.10.210.254

set interfaces irb unit 301 family inet6 nd6-stale-time 3600

set interfaces irb unit 301 family inet6 address 2001:db8::10:10:210:3/112 

preferred

set interfaces irb unit 301 family inet6 address 2001:db8::10:10:210:3/112 

virtual-gateway-address 2001:db8::10:10:210:254

set interfaces irb unit 301 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 301 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 302 family inet address 10.10.212.3/24 preferred

set interfaces irb unit 302 family inet address 10.10.212.3/24 

virtual-gateway-address 10.10.212.254

set interfaces irb unit 302 family inet6 nd6-stale-time 3600

set interfaces irb unit 302 family inet6 address 2001:db8::10:10:212:3/112 

preferred

set interfaces irb unit 302 family inet6 address 2001:db8::10:10:212:3/112 

virtual-gateway-address 2001:db8::10:10:212:254

set interfaces irb unit 302 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 302 virtual-gateway-v6-mac 00:00:5e:00:00:04

2. Configure the VLANs and VNI interfaces.

set vlans EP-VLAN-101 vlan-id 101

set vlans EP-VLAN-101 l3-interface irb.101

set vlans EP-VLAN-101 vxlan vni 110101

set vlans EP-VLAN-102 vlan-id 102

set vlans EP-VLAN-102 l3-interface irb.102

set vlans EP-VLAN-102 vxlan vni 110102

set vlans EP-VLAN-201 vlan-id 201

set vlans EP-VLAN-201 l3-interface irb.201

set vlans EP-VLAN-201 vxlan vni 110201

set vlans EP-VLAN-202 vlan-id 202

set vlans EP-VLAN-202 l3-interface irb.202

set vlans EP-VLAN-202 vxlan vni 110202

set vlans EP-VLAN-301 vlan-id 301

set vlans EP-VLAN-301 l3-interface irb.301

set vlans EP-VLAN-301 vxlan vni 110301

set vlans EP-VLAN-302 vlan-id 302

set vlans EP-VLAN-302 l3-interface irb.302
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set vlans EP-VLAN-302 vxlan vni 110302

3. Configure the aggregated interfaces.

set interfaces ae21 esi 00:11:11:11:11:11:11:11:11:21

set interfaces ae21 esi all-active

set interfaces ae21 aggregated-ether-options lacp active

set interfaces ae21 aggregated-ether-options lacp system-id 00:40:00:00:00:21

set interfaces ae21 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-101

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-102

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-201

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-202

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-301

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-302

4. Configure EVPN Type 5 for the JNPR_1_VRF, JNPR_2_VRF, and JNPR_3_VRF routing instances.

set routing-instances JNPR_1_VRF routing-options multipath

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes vni 2003101

set routing-instances JNPR_1_VRF instance-type vrf

set routing-instances JNPR_1_VRF interface irb.101

set routing-instances JNPR_1_VRF interface irb.102

set routing-instances JNPR_1_VRF route-distinguisher 10.10.251.13:102

set routing-instances JNPR_1_VRF vrf-export target:102:2 

set routing-instances JNPR_1_VRF vrf-import target:102:1

set routing-instances JNPR_2_VRF routing-options multipath

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes vni 2003201

set routing-instances JNPR_2_VRF instance-type vrf

set routing-instances JNPR_2_VRF interface irb.201

set routing-instances JNPR_2_VRF interface irb.202

set routing-instances JNPR_2_VRF route-distinguisher 10.10.251.13:202

217



set routing-instances JNPR_2_VRF vrf-export target:202:2 

set routing-instances JNPR_2_VRF vrf-import target:202:1

set routing-instances JNPR_3_VRF routing-options multipath

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes vni 2003301

set routing-instances JNPR_3_VRF instance-type vrf

set routing-instances JNPR_3_VRF interface irb.301

set routing-instances JNPR_3_VRF interface irb.302

set routing-instances JNPR_3_VRF route-distinguisher 10.10.251.13:302

set routing-instances JNPR_3_VRF vrf-export target:302:2 

set routing-instances JNPR_3_VRF vrf-import target:302:1 

Campus 2: Distribution 4

Step-by-Step Procedure

218



1. Configure the IRB interfaces for 101,102, 201, 202, 301, and 302 routing instances.

set interfaces irb unit 101 family inet address 10.10.101.4/24 preferred

set interfaces irb unit 101 family inet address 10.10.101.4/24 

virtual-gateway-address 10.10.101.254

set interfaces irb unit 101 family inet6 nd6-stale-time 3600

set interfaces irb unit 101 family inet6 address 2001:db8::10:10:101:4/112 

preferred

set interfaces irb unit 101 family inet6 address 2001:db8::10:10:101:4/112 

virtual-gateway-address 2001:db8::10:10:101:254

set interfaces irb unit 101 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 101 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 102 family inet address 10.10.102.4/24 preferred

set interfaces irb unit 102 family inet address 10.10.102.4/24 

virtual-gateway-address 10.10.102.254

set interfaces irb unit 102 family inet6 nd6-stale-time 3600

set interfaces irb unit 102 family inet6 address 2001:db8::10:10:102:4/112 

preferred

set interfaces irb unit 102 family inet6 address 2001:db8::10:10:102:4/112 

virtual-gateway-address 2001:db8::10:10:102:254

set interfaces irb unit 102 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 102 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 201 family inet address 10.10.201.4/24 preferred

set interfaces irb unit 201 family inet address 10.10.201.4/24 

virtual-gateway-address 10.10.201.254

set interfaces irb unit 201 family inet6 nd6-stale-time 3600

set interfaces irb unit 201 family inet6 address 2001:db8::10:10:201:4/112 

preferred

set interfaces irb unit 201 family inet6 address 2001:db8::10:10:201:4/112 

virtual-gateway-address 2001:db8::10:10:201:254

set interfaces irb unit 201 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 201 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 202 family inet address 10.10.202.4/24 preferred

set interfaces irb unit 202 family inet address 10.10.202.4/24 

virtual-gateway-address 10.10.202.254

set interfaces irb unit 202 family inet6 nd6-stale-time 3600

set interfaces irb unit 202 family inet6 address 2001:db8::10:10:202:4/112 

preferred

set interfaces irb unit 202 family inet6 address 2001:db8::10:10:202:4/112 

virtual-gateway-address 2001:db8::10:10:202:254

set interfaces irb unit 202 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 202 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 301 family inet address 10.10.210.4/24 preferred
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set interfaces irb unit 301 family inet address 10.10.210.4/24 

virtual-gateway-address 10.10.210.254

set interfaces irb unit 301 family inet6 nd6-stale-time 3600

set interfaces irb unit 301 family inet6 address 2001:db8::10:10:210:4/112 

preferred

set interfaces irb unit 301 family inet6 address 2001:db8::10:10:210:4/112 

virtual-gateway-address 2001:db8::10:10:210:254

set interfaces irb unit 301 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 301 virtual-gateway-v6-mac 00:00:5e:00:00:04

set interfaces irb unit 302 family inet address 10.10.212.4/24 preferred

set interfaces irb unit 302 family inet address 10.10.212.4/24 

virtual-gateway-address 10.10.212.254

set interfaces irb unit 302 family inet6 nd6-stale-time 3600

set interfaces irb unit 302 family inet6 address 2001:db8::10:10:212:4/112 

preferred

set interfaces irb unit 302 family inet6 address 2001:db8::10:10:212:4/112 

virtual-gateway-address 2001:db8::10:10:212:254

set interfaces irb unit 302 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 302 virtual-gateway-v6-mac 00:00:5e:00:00:04

2. Configure the VLANs and VNI interfaces.

set vlans EP-VLAN-101 vlan-id 101

set vlans EP-VLAN-101 l3-interface irb.101

set vlans EP-VLAN-101 vxlan vni 110101

set vlans EP-VLAN-102 vlan-id 102

set vlans EP-VLAN-102 l3-interface irb.102

set vlans EP-VLAN-102 vxlan vni 110102

set vlans EP-VLAN-201 vlan-id 201

set vlans EP-VLAN-201 l3-interface irb.201

set vlans EP-VLAN-201 vxlan vni 110201

set vlans EP-VLAN-202 vlan-id 202

set vlans EP-VLAN-202 l3-interface irb.202

set vlans EP-VLAN-202 vxlan vni 110202

set vlans EP-VLAN-301 vlan-id 301

set vlans EP-VLAN-301 l3-interface irb.301

set vlans EP-VLAN-301 vxlan vni 110301

set vlans EP-VLAN-302 vlan-id 302

set vlans EP-VLAN-302 l3-interface irb.302

set vlans EP-VLAN-302 vxlan vni 110302
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3. Configure the aggregated interfaces.

set interfaces ae21 esi 00:11:11:11:11:11:11:11:11:21

set interfaces ae21 esi all-active

set interfaces ae21 aggregated-ether-options lacp active

set interfaces ae21 aggregated-ether-options lacp system-id 00:40:00:00:00:21

set interfaces ae21 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-101

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-102

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-201

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-202

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-301

set interfaces ae21 unit 0 family ethernet-switching vlan members EP-VLAN-302

4. Configure EVPN Type 5 for the JNPR_1_VRF, JNPR_2_VRF, and JNPR_3_VRF routing instances.

set routing-instances JNPR_1_VRF routing-options multipath

set routing-instances JNPR_1_VRF routing-options multipath

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_1_VRF protocols evpn ip-prefix-routes vni 2003101

set routing-instances JNPR_1_VRF instance-type vrf

set routing-instances JNPR_1_VRF interface irb.101

set routing-instances JNPR_1_VRF interface irb.102

set routing-instances JNPR_1_VRF route-distinguisher 10.10.252.13:102

set routing-instances JNPR_1_VRF vrf-export target:102:2 

set routing-instances JNPR_1_VRF vrf-import target:102:1

set routing-instances JNPR_2_VRF routing-options multipath

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_2_VRF protocols evpn ip-prefix-routes vni 2003201

set routing-instances JNPR_2_VRF instance-type vrf

set routing-instances JNPR_2_VRF interface irb.201

set routing-instances JNPR_2_VRF vrf-export target:202:2 

set routing-instances JNPR_2_VRF vrf-import target:202:1

set routing-instances JNPR_2_VRF route-distinguisher 10.10.252.13:202
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set routing-instances JNPR_2_VRF vrf-target target:202:101

set routing-instances JNPR_3_VRF routing-options multipath

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes advertise 

direct-nexthop

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes encapsulation

 vxlan

set routing-instances JNPR_3_VRF protocols evpn ip-prefix-routes vni 2003301

set routing-instances JNPR_3_VRF instance-type vrf

set routing-instances JNPR_3_VRF interface irb.301

set routing-instances JNPR_3_VRF interface irb.302

set routing-instances JNPR_3_VRF route-distinguisher 10.10.252.13:302

set routing-instances JNPR_3_VRF vrf-export target:302:2 

set routing-instances JNPR_3_VRF vrf-import target:302:1

5. Configure the VLANs.

set interfaces ae21 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae21 unit 0 family ethernet-switching vlan members 101-102

set interfaces ae21 unit 0 family ethernet-switching vlan members 201-202

set interfaces ae21 unit 0 family ethernet-switching vlan members 301-302

Verification (Campus 1)

Purpose
Verify campus-1 distribution-1.

Action

Distribution-1> show evpn ip-prefix-database
show evpn ip-prefix-database 

L3 context: JNPR_1_VRF

IPv4->EVPN Exported Prefixes

Prefix                                       EVPN route status

192.168.101.0/24                             Created

192.168.102.0/24                             Created

IPv6->EVPN Exported Prefixes

Prefix                                       EVPN route status

2001:db8::192:168:101:0/112                  Created

2001:db8::192:168:102:0/112                  Created
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EVPN->IPv4 Imported Prefixes

Prefix                                       Etag

10.10.101.0/24                               0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:102       2003101    44:f4:77:92:6a:30  192.168.1.4

10.10.102.0/24                               0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:102       2003101    44:f4:77:92:6a:30  192.168.1.4

192.168.101.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:102     2003101    3c:8c:93:5a:ab:00  192.168.1.2

192.168.102.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:102     2003101    3c:8c:93:5a:ab:00  192.168.1.2

EVPN->IPv6 Imported Prefixes

Prefix                                       Etag

2001:db8::10:10:101:0/112                    0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:102       2003101    44:f4:77:92:6a:30  192.168.1.4

2001:db8::10:10:102:0/112                    0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:102       2003101    44:f4:77:92:6a:30  192.168.1.4

2001:db8::192:168:101:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:102     2003101    3c:8c:93:5a:ab:00  192.168.1.2

2001:db8::192:168:102:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:102     2003101    3c:8c:93:5a:ab:00  192.168.1.2

L3 context: JNPR_2_VRF

IPv4->EVPN Exported Prefixes

Prefix                                       EVPN route status

192.168.201.0/24                             Created

192.168.202.0/24                             Created

IPv6->EVPN Exported Prefixes

Prefix                                       EVPN route status

2001:db8::192:168:201:0/112                  Created

2001:db8::192:168:202:0/112                  Created

EVPN->IPv4 Imported Prefixes            

Prefix                                       Etag
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10.10.201.0/24                               0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:202       2003201    44:f4:77:92:6a:30  192.168.1.4

10.10.202.0/24                               0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:202       2003201    44:f4:77:92:6a:30  192.168.1.4

192.168.201.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:202     2003201    3c:8c:93:5a:ab:00  192.168.1.2

192.168.202.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:202     2003201    3c:8c:93:5a:ab:00  192.168.1.2

EVPN->IPv6 Imported Prefixes

Prefix                                       Etag

2001:db8::10:10:201:0/112                    0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:202       2003201    44:f4:77:92:6a:30  192.168.1.4

2001:db8::10:10:202:0/112                    0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:202       2003201    44:f4:77:92:6a:30  192.168.1.4

2001:db8::192:168:201:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:202     2003201    3c:8c:93:5a:ab:00  192.168.1.2

2001:db8::192:168:202:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:202     2003201    3c:8c:93:5a:ab:00  192.168.1.2

L3 context: JNPR_3_VRF

IPv4->EVPN Exported Prefixes

Prefix                                       EVPN route status

192.168.210.0/24                             Created

192.168.212.0/24                             Created

IPv6->EVPN Exported Prefixes

Prefix                                       EVPN route status

2001:db8::192:168:210:0/112                  Created

2001:db8::192:168:212:0/112                  Created

EVPN->IPv4 Imported Prefixes

Prefix                                       Etag

10.10.210.0/24                               0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI
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  10.10.252.13:302       2003301    44:f4:77:92:6a:30  192.168.1.4

10.10.212.0/24                               0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:302       2003301    44:f4:77:92:6a:30  192.168.1.4

192.168.210.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:302     2003301    3c:8c:93:5a:ab:00  192.168.1.2

192.168.212.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:302     2003301    3c:8c:93:5a:ab:00  192.168.1.2

EVPN->IPv6 Imported Prefixes

Prefix                                       Etag

2001:db8::10:10:210:0/112                    0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:302       2003301    44:f4:77:92:6a:30  192.168.1.4

2001:db8::10:10:212:0/112                    0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  10.10.252.13:302       2003301    44:f4:77:92:6a:30  192.168.1.4

2001:db8::192:168:210:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:302     2003301    3c:8c:93:5a:ab:00  192.168.1.2

2001:db8::192:168:212:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.252.13:302     2003301    3c:8c:93:5a:ab:00  192.168.1.2

Distribution-1> show route table JNPR_1_VRF.evpn.0
JNPR_1_VRF.evpn.0: 12 destinations, 12 routes (12 active, 0 holddown, 0 hidden)

+ = Active Route, - = Last Active, * = Both

5:192.168.251.13:102::0::192.168.101.0::24/248               

                   *[EVPN/170] 00:43:09

                       Indirect

5:192.168.251.13:102::0::192.168.102.0::24/248               

                   *[EVPN/170] 00:43:09

                       Indirect

5:10.10.252.13:102::0::10.10.101.0::24/248               

                   *[BGP/170] 00:21:55, localpref 100, from 192.168.0.1

                      AS path: I, validation-state: unverified

                    >  to 172.16.1.2 via ae1.0

5:10.10.252.13:102::0::10.10.102.0::24/248               

                   *[BGP/170] 00:21:55, localpref 100, from 192.168.0.1
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                      AS path: I, validation-state: unverified

                    >  to 172.16.1.2 via ae1.0

5:192.168.252.13:102::0::192.168.101.0::24/248               

                   *[BGP/170] 00:21:57, localpref 100, from 192.168.0.1

                      AS path: I, validation-state: unverified

                    >  to 172.16.1.2 via ae1.0

5:192.168.252.13:102::0::192.168.102.0::24/248               

                   *[BGP/170] 00:21:57, localpref 100, from 192.168.0.1

                      AS path: I, validation-state: unverified

                    >  to 172.16.1.2 via ae1.0

5:192.168.251.13:102::0::2001:db8::192:168:101:0::112/248               

                   *[EVPN/170] 00:42:58

                       Indirect

5:192.168.251.13:102::0::2001:db8::192:168:102:0::112/248               

                   *[EVPN/170] 00:42:58

                       Indirect

5:10.10.252.13:102::0::2001:db8::10:10:101:0::112/248               

                   *[BGP/170] 00:21:55, localpref 100, from 192.168.0.1

                      AS path: I, validation-state: unverified

                    >  to 172.16.1.2 via ae1.0

5:10.10.252.13:102::0::2001:db8::10:10:102:0::112/248               

                   *[BGP/170] 00:21:55, localpref 100, from 192.168.0.1

                      AS path: I, validation-state: unverified

                    >  to 172.16.1.2 via ae1.0

5:192.168.252.13:102::0::2001:db8::192:168:101:0::112/248               

                   *[BGP/170] 00:21:57, localpref 100, from 192.168.0.1

                      AS path: I, validation-state: unverified

                    >  to 172.16.1.2 via ae1.0

5:192.168.252.13:102::0::2001:db8::192:168:102:0::112/248               

                   *[BGP/170] 00:21:57, localpref 100, from 192.168.0.1

                      AS path: I, validation-state: unverified

                    >  to 172.16.1.2 via ae1.0

Verification (Campus 2)

Purpose
Verify campus-2 distribution-4.

Action

Distribution-4> show evpn ip-prefix-database
L3 context: JNPR_1_VRF
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IPv4->EVPN Exported Prefixes

Prefix                                       EVPN route status

10.10.101.0/24                               Created

10.10.102.0/24                               Created

IPv6->EVPN Exported Prefixes

Prefix                                       EVPN route status

2001:db8::10:10:101:0/112                    Created

2001:db8::10:10:102:0/112                    Created

EVPN->IPv4 Imported Prefixes

Prefix                                       Etag

192.168.101.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:102     2003101    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:102     2003101    3c:8c:93:5a:ab:00  192.168.1.2

192.168.102.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:102     2003101    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:102     2003101    3c:8c:93:5a:ab:00  192.168.1.2

EVPN->IPv6 Imported Prefixes

Prefix                                       Etag

2001:db8::192:168:101:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:102     2003101    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:102     2003101    3c:8c:93:5a:ab:00  192.168.1.2

2001:db8::192:168:102:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:102     2003101    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:102     2003101    3c:8c:93:5a:ab:00  192.168.1.2

L3 context: JNPR_2_VRF

IPv4->EVPN Exported Prefixes

Prefix                                       EVPN route status

10.10.201.0/24                               Created

10.10.202.0/24                               Created

IPv6->EVPN Exported Prefixes

Prefix                                       EVPN route status

2001:db8::10:10:201:0/112                    Created

2001:db8::10:10:202:0/112                    Created
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EVPN->IPv4 Imported Prefixes

Prefix                                       Etag

192.168.201.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:202     2003201    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:202     2003201    3c:8c:93:5a:ab:00  192.168.1.2

192.168.202.0/24                             0       

Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:202     2003201    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:202     2003201    3c:8c:93:5a:ab:00  192.168.1.2

EVPN->IPv6 Imported Prefixes

Prefix                                       Etag

2001:db8::192:168:201:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:202     2003201    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:202     2003201    3c:8c:93:5a:ab:00  192.168.1.2

2001:db8::192:168:202:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:202     2003201    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:202     2003201    3c:8c:93:5a:ab:00  192.168.1.2

L3 context: JNPR_3_VRF

IPv4->EVPN Exported Prefixes

Prefix                                       EVPN route status

10.10.210.0/24                               Created

10.10.212.0/24                               Created

IPv6->EVPN Exported Prefixes

Prefix                                       EVPN route status

2001:db8::10:10:210:0/112                    Created

2001:db8::10:10:212:0/112                    Created

EVPN->IPv4 Imported Prefixes

Prefix                                       Etag

192.168.210.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:302     2003301    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:302     2003301    3c:8c:93:5a:ab:00  192.168.1.2

192.168.212.0/24                             0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI
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  192.168.251.13:302     2003301    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:302     2003301    3c:8c:93:5a:ab:00  192.168.1.2

EVPN->IPv6 Imported Prefixes

Prefix                                       Etag

2001:db8::192:168:210:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:302     2003301    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:302     2003301    3c:8c:93:5a:ab:00  192.168.1.2

2001:db8::192:168:212:0/112                  0       

  Route distinguisher    VNI/Label  Router MAC         Nexthop/Overlay GW/ESI

  192.168.251.13:302     2003301    3c:8c:93:87:ba:40  192.168.1.1

  192.168.252.13:302     2003301    3c:8c:93:5a:ab:00  192.168.1.2

Distribution-4>show route table JNPR_1_VRF.evpn.0
JNPR_1_VRF.evpn.0: 12 destinations, 12 routes (12 active, 0 holddown, 0 hidden)

+ = Active Route, - = Last Active, * = Both

5:192.168.251.13:102::0::192.168.101.0::24/248               

                   *[BGP/170] 00:13:21, localpref 100, from 192.168.0.3

                      AS path: I, validation-state: unverified

                    >  to 172.16.6.2 via ae1.0

5:192.168.251.13:102::0::192.168.102.0::24/248               

                   *[BGP/170] 00:13:21, localpref 100, from 192.168.0.3

                      AS path: I, validation-state: unverified

                    >  to 172.16.6.2 via ae1.0

5:10.10.252.13:102::0::10.10.101.0::24/248               

                   *[EVPN/170] 00:33:36

                       Indirect

5:10.10.252.13:102::0::10.10.102.0::24/248               

                   *[EVPN/170] 00:33:36

                       Indirect

5:192.168.252.13:102::0::192.168.101.0::24/248               

                   *[BGP/170] 00:13:21, localpref 100, from 192.168.0.3

                      AS path: I, validation-state: unverified

                    >  to 172.16.6.2 via ae1.0

5:192.168.252.13:102::0::192.168.102.0::24/248               

                   *[BGP/170] 00:13:21, localpref 100, from 192.168.0.3

                      AS path: I, validation-state: unverified

                    >  to 172.16.6.2 via ae1.0

5:192.168.251.13:102::0::2001:db8::192:168:101:0::112/248               
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                   *[BGP/170] 00:13:21, localpref 100, from 192.168.0.3

                      AS path: I, validation-state: unverified

                    >  to 172.16.6.2 via ae1.0

5:192.168.251.13:102::0::2001:db8::192:168:102:0::112/248               

                   *[BGP/170] 00:13:21, localpref 100, from 192.168.0.3

                      AS path: I, validation-state: unverified

                    >  to 172.16.6.2 via ae1.0

5:10.10.252.13:102::0::2001:db8::10:10:101:0::112/248               

                   *[EVPN/170] 00:33:24

                       Indirect

5:10.10.252.13:102::0::2001:db8::10:10:102:0::112/248               

                   *[EVPN/170] 00:33:24

                       Indirect

5:192.168.252.13:102::0::2001:db8::192:168:101:0::112/248               

                   *[BGP/170] 00:13:21, localpref 100, from 192.168.0.3

                      AS path: I, validation-state: unverified

                    >  to 172.16.6.2 via ae1.0

5:192.168.252.13:102::0::2001:db8::192:168:102:0::112/248               

                   *[BGP/170] 00:13:21, localpref 100, from 192.168.0.3

                      AS path: I, validation-state: unverified

                    >  to 172.16.6.2 via ae1.0

SEE ALSO

Understanding Root Protection for STP, RSTP, and MSTP

BPDU Protection for Spanning-Tree Protocols

WHAT'S NEXT

Juniper’s Campus solution, based on a VXLAN overlay with EVPN control plane, is an efficient and
scalable way to build and interconnect multiple campuses across a core network. With a robust
BGP/EVPN implementation Juniper is well-positioned to harness the full potential of EVPN technology.
For more information on available EVPN features and how to configure them, see EVPN User Guide.

RELATED DOCUMENTATION

Overview of EX Series Switches and the Juniper Mist Cloud
Collapsed Core with EVPN Multihoming
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EVPN-VXLANCampusNetwork ScalingData for ERB

Table 6 onpage150 lists the scaling values for theQFX10002-72q andEX4650 switches in the EVPN-VXLAN
ERB campus example. You can find the topology and configuration in “How to Configure an EVPN-VXLAN
Fabric for a Campus Network With ERB” on page 153. These numbers do not represent the maximum
supported scale. They represent only the solution testing performed for this example. The results of the
tests are provided for reference purposes only.

Table 10: Scaling Values for EVPN-VXLAN Campus Network with ERB

Distribution Switch
(EX4650)

Per Core Node
(QFX10002-72q)FabricAttribute

111Virtual switches

4000Not Applicable4000VLANS/bridge domains/VNIs

62Not Applicable62ESIs

4000Not Applicable4000IRB interfaces

2000Not Applicable2000VRF instances

44,000Not Applicable44,000ARP entries

44,000Not Applicable44,000ND scale (incudes link local)

15,000Not Applicable15,000IGMPv2 snooping

44,000Not Applicable44,000MAC addresses

100Not Applicable100Unique MAC address configured per
IRB

100Not Applicable100Unique Virtual GWMAC address
configured per IRB

1Tested with 44,000 ARP and ND entries. EX4650 can scale up to 57300 ARP and 57300 ND scales.

2Tested with 44,000 MAC addresses on the EX4650 switch. We can scale up to 291,000 pure Layer 2
MAC addresses with layer 2 profiles.
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About This Network Configuration Example

This network configuration example (NCE) describes how to deploy an IP Clos architecture to support a
campus networking environment. The use case shows how you can deploy a single campus fabric that
uses EVPN in the control plane and VXLAN tunnels in the overlay networkwith JuniperMist Access Points
integration.

Use Case Overview

Enterprise networks are undergoing massive transitions to accommodate the growing demand for
cloud-ready networks and the plethora of IoT and mobile devices. As the number of devices grows, so
does network complexity with an ever greater need for scalability and segmentation. To meet these
challenges, you need a network with increased scalability and operational simplification. IP Clos networks
provide increased scalability and segmentation using a well-understood standards-based approach.

Most traditional campus architectures use single-vendor, chassis-based technologies that work well in
small, static campuses with few endpoints. However, they are too rigid to support the scalability and
changing needs of modern large enterprises.

A Juniper Networks EVPN-VXLAN fabric is a highly scalable architecture that is simple, programmable,
and built on a standards-based architecture that is common across campuses and data centers.

The EVPN-VXLAN campus architecture uses a Layer 3 IP-based underlay network and an EVPN-VXLAN
overlay network. The simple IP-based Layer 3 network underlay limits the Layer 2 broadcast domain and
eliminates the need for spanning tree protocols (STP). A flexible overlay network based on a VXLAN tunnels
combined with an EVPN control plane efficiently provides Layer 3 or Layer 2 connectivity.
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This architecture decouples the virtual topology from the physical topology, which improves network
flexibility and simplifies network management. Endpoints that require Layer 2 adjacency, such as IoT
devices, can be placed anywhere in the network and remain connected to the same logical Layer 2 network.

With an EVPN-VXLAN campus architecture, you can easily add core, distribution, and access layer devices
as your business grows without having to redesign the network. EVPN-VXLAN is vendor-agnostic, so you
can use the existing access layer infrastructure and gradually migrate to access layer switches that support
EVPN-VXLAN capabilities.

Benefits of Campus Fabric: IP Clos

With increasing number of devices connecting to the network, youwill need to scale your campus network
rapidly without adding complexity. Many IoT devices have limited networking capabilities and require
Layer 2 adjacency across buildings and campuses. Traditionally, this problem was solved by extending
VLANs between endpoints using data plane based flood and learnmechanisms. This approach is inefficient
because it uses excessive network bandwidth. It is also difficult to manage because you need to configure
and manually manage VLANs to extend them to new network ports. This problem increases multifold
when you take into consideration the explosive growth of IoT and mobile devices.

The benefit of having an IP Clos network is that you can easily connect a number of switches in an IP Clos
network or campus fabric. IP Clos extends the EVPN fabric to connect VLANs across multiple buildings
by stretching the Layer 2 VXLAN network with routing occurring in the access device. The IP Clos network
encompasses the distribution, core, and access layers of your topology.

An EVPN-VXLAN fabric solves these issues and provides the following benefits:

• Reduced flooding and learning—Control plane-based Layer 2/Layer 3 learning reduces the flood and
learn issues associated with data plane learning. Learning MAC addresses in the forwarding plane has
an adverse impact on network performance as the number of endpoints grows. The EVPN control plane
handles the exchange and learning of routes, so newly learnedMAC addresses are not exchanged in the
forwarding plane

• Scalability—Faster control plane-based Layer 2/Layer 3 learning allows the EVPN-VXLAN network to
scale up to support a larger number of mobile devices.

• Consistent network—A universal EVPN-VXLAN-based architecture across campuses and data centers
means a consistent end-to-end network for endpoints and applications. In addition, you can enable
microsegmentation and macrosegmentation with EVPN-VXLAN to minimize Layer 2 flooding, reduce
security threats, and simplify the network.

• Location-agnostic connectivity—The EVPN-VXLAN campus architecture provides a consistent endpoint
experience no matter where the endpoint is located. Some endpoints require Layer 2 reachability, such
as legacy building security systems or IoT devices. The Layer 2 VXLAN overlay provides Layer 2
reachability across campuses without any changes to the underlay network. With our standards-based
network access control integration, an endpoint can be connected anywhere in the network.
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Technical Overview
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Understanding VXLAN

Network overlays are created by encapsulating traffic and tunneling it over a physical network. The Virtual
Extensible LAN (VXLAN) tunneling protocol encapsulates Layer 2 Ethernet frames in Layer 4UDPdatagrams
that are themselves encapsulated into IP for transport over the underlay. VXLAN enables virtual Layer 2
subnets (or VLANs) that can span the underlying physical Layer 3 network.

In a VXLAN overlay network, each Layer 2 subnet or segment is uniquely identified by a virtual network
identifier (VNI). A VNI segments traffic the same way that a VLAN ID does. As is the case with VLANs,
endpoints within the same virtual network can communicate directly with each other. Endpoints in different
virtual networks require a device that supports inter-VXLAN routing, which is typically a router or a high-end
switch.

The entity that performs VXLAN encapsulation and decapsulation is called a VXLAN tunnel endpoint
(VTEP). Each VXLAN tunnel endpoint is assigned a unique IP address. Normally these VTEP addresses
match the device’s loopback address.

VXLAN Control Plane Limitations

VXLAN can be deployed as a tunneling protocol across a Layer 3 IP fabric data center without a control
plane protocol. However, the use of VXLAN tunnels alone does not change the flood and learn behavior
of the Ethernet protocol, which has inherent limitations in terms of scalability and efficiency.
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The two primarymethods for using VXLANwithout a control plane protocol—static unicast VXLAN tunnels
and VXLAN tunnels that are signaled with a multicast underlay—do not solve the inherent flood and learn
problem and are difficult to scale in large multitenant environments. An EVPN control plane provides a
scalable solution for the flood and learn problems with Ethernet.

Understanding EVPN

Ethernet VPN (EVPN) is a standards-based protocol that provides virtual multipoint bridged connectivity
between different domains over an IP or IP/MPLS backbone network. EVPN enables seamless multitenant,
flexible services that can be extended on demand.

EVPN leverages BGP signaling to allow the network to carry both Layer 2MAC and Layer 3 IP information
simultaneously to optimize routing and switching decisions. This control plane technology usesMultiprotocol
BGP (MP-BGP) forMAC and IP address endpoint distribution, whereMAC addresses are treated as routes.
EVPN enables devices acting as VTEPs to exchange reachability information with each other about their
endpoints.

EVPN provides multipath forwarding and redundancy through an all-active model. The access layer can
connect to two or more distribution devices and forward traffic using all of the links. If an access link or
distribution device fails, traffic flows from the access layer toward the distribution layer using the remaining
active links. For traffic in the other direction, remote distribution devices update their forwarding tables
to send traffic to the remaining active distribution devices connected to themultihomed Ethernet segment.

The benefits of using EVPNs include:

• MAC address mobility

• Multitenancy

• Load balancing across multiple links

• Fast convergence

The technical capabilities of EVPN include:

• Minimal flooding—EVPN creates a control plane that shares end host MAC addresses between VTEPs
in the same EVPN segment, which minimizes flooding and facilitates MAC address learning.

• Multihoming—EVPN supports multihoming for client devices. A control protocol like EVPN that enables
synchronization of endpoint addresses between the distribution switches is needed to support
multihoming, because traffic traveling across the topology needs to be intelligently moved acrossmultiple
paths.

• Aliasing—EVPN leverages all-active multihoming to allow a remote distribution device to load-balance
traffic across the network toward the access layer.

• Split horizon—Split horizon prevents the looping of broadcast, unknown unicast, and multicast (BUM)
traffic in a network.With split horizon, a packet is never sent back over the same interface it was received
on.
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Underlay Network

An EVPN-VXLAN fabric architecture makes the network infrastructure simple and consistent across
campuses and data centers. All the core and distribution devices must be connected to each other using
a Layer 3 infrastructure.We recommend deploying a Clos-based IP fabric with a spine-leaf-based topology
to ensure predictable performance and to enable a consistent, scalable architecture.

The primary requirement in the underlay network is that all core and distribution devices have loopback
reachability to one another. The loopback addresses are used to establish IBGP peering relationships used
to exchange EVPN routes in the overlay network.

You can use any Layer 3 routing protocol to exchange loopback addresses between the access, core, and
distribution devices. BGP provides benefits like better prefix filtering, traffic engineering, and route tagging,
while OSPF is relatively simple to configure and troubleshoot.

We are using EBGP as the underlay routing protocol in this example because of its ease of use.
Figure 30 on page 237 shows the topology of the underlay network.

Figure 30: Underlay Network Topolgy
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Overlay Network Control Plane

MP-BGPwith EVPN signaling acts as the overlay control plane protocol. The core and distribution devices
establish IBGP sessions between each other.

To eliminate the need for full mesh IBGP sessions between all devices, the core switches act as route
reflectors with the access and distribution devices functioning as route reflector clients. Route reflectors
enable simple and consistent IBGP configuration on all distribution switches and dramatically improves
control plane scalability. In this example, we use hierarchical route-reflectors. Figure 31 on page 238 shows
the topology of the overlay network.
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Figure 31: Overlay Network Topology
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Overlay Data Plane

This architecture uses VXLAN as the overlay data plane encapsulation protocol. A Juniper switch that
functions as a Layer 2 or Layer 3 VXLAN gateway acts as the VTEP to encapsulate and decapsulate data
packets.

Access Layer

The access layer provides network connectivity to end-user devices, such as personal computers, VoIP
phones, printers, IoT devices, as well as connectivity to wireless access point devices. In this IP Clos campus
design, the EVPN-VXLAN network extends all the way to the access layer switches.

In this example, each access switch or Virtual Chassis is multihomed to two or more distribution switches.
With EVPN running as the control plane protocol, any access switch or Virtual Chassis device can enable
active-active multihoming on its interfaces. EVPN provides a standards-based multihoming solution that
scales horizontally across any number of distribution layer switches.

Figure 32 on page 239 shows the topology of the access layer devices after multihoming.
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Figure 32: Access Layer Topology
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Juniper Access points

For this example we choose Juniper Access points as our preferred access point devices. They are designed
from the ground up to meet the stringent networking needs of the modern cloud and smart-device era.
Juniper Mist delivers unique capabilities for both wired and wireless LAN.

• Wired and wireless assurance—Mist is enabled with wired and wireless assurance. Once configured,
Service Level Expectations (SLE) for key wired and wireless performance metrics such as throughput,
capacity, roaming, and uptime are addressed in the Mist platform. This NCE uses Mist wired assurance
services.

• Marvis—An integrated AI engine that provides rapidwired andwireless troubleshooting, trending analysis,
anomaly detection, and proactive problem remediation.

Today’s IT departments look for a cohesive approach for managing wired and wireless networks. Juniper
Networks offers a solution that simplifies and automate operations, provides end-to-end troubleshooting,
and ultimately evolves into the Self-Driving Network™. The Integration of the Mist platform in this NCE
addresses both of these challenges. For more details on Mist integration and EX switches, see How to
Connect Mist Access Points and Juniper EX Series Switches.

Campus IP Clos Fabric High Level Architecture

The campus fabric, with an EVPN-VXLAN architecture, decouples the overlay network from the underlay
network. This approach addresses the needs of the modern enterprise network by allowing network
administrators to create logical Layer 2 networks across one or more Layer 3 networks. By configuring
different routing instances, you can enforce the separation of virtual networks because each routing
instance has its own separate routing and switching table.
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VXLAN is the overlay data plane encapsulation protocol that tunnels Ethernet frames between network
endpoints over the Layer 3 IP network. Devices that perform VXLAN encapsulation and decapsulation for
the network are referred to as a VXLAN tunnel endpoint (VTEP). Before a VTEP sends a frame into a
VXLAN tunnel, it wraps the original frame in a VXLAN header that includes a virtual network identifier
(VNI). The VNImaps the packet to the original VLAN at the ingress switch. After applying a VXLAN header,
the frame is encapsulated into a UDP/IP packet for transmission to the remote VTEP over the IP fabric.

A campus fabric based on EVPN-VXLAN is a modern and scalable network that uses a BGP, OSPF, or IS-IS
underlay from the core to the access layer switches. The access layer switches function as VTEPs that
encapsulate and decapsulate the VXLAN traffic. In addition, these devices route and bridge packets in and
out of VXLAN tunnels.

Figure 9 on page 28 show a campus fabric: IP Clos network with Juniper EX4300-MP, EX4650, EX9200,
QFX 5120, and QFX10000 switches.

Figure 33: IP Clos Topology
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How to Configure an IP Clos Fabric for a Campus
Network

Requirements

This configuration example uses the following devices:
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• Two EX9200 or QFX10000 switches as core devices, Software version: Junos OS Release 20.2R3

• Two EX4650 or QFX5120 switches as distribution devices, Software version: Junos OS Release 20.2R3

• Two EX4300-MP switches as the access layer, Software version: Junos OS Release 20.2R3 or Two
EX4400 switches, Software version: Junos OS Release 21.1R1.

• One SRX650 security device

• One WAN router

• Juniper Access Points

Overview

Use this network configuration example to deploy a single campus fabric with a Layer 3 IP-based underlay
network that uses EVPN as the control plane protocol and VXLAN as the data plane protocol in the overlay
network.

We will first configure EBGP as the underlay routing protocol to exchange loopback routes. Then, we will
configure IBGP between the core and distribution devices in the overlay to share reachability information
about endpoints in the fabric.

Topology

In this example, we configure each device with a /32 loopback address. Figure 34 on page 242 shows the
physical topologywith an SRX series device,WAN router, access layer devices (EX-4300-MP), and it shows
the IP addressing scheme that is used in this example. The SRX series router enforces policy rules for
transit traffic by controlling traffic flow. It allows traffic that can pass through and denies the traffic that
is not permitted based on the security policy that is created.
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Figure 34: EVPN-VXLAN Fabric

g3
01

49
2

reth1 reth2

WAN Router

Core 2
QFX10002
172.16.6.1/32

Core 1
QFX10002

172.16.5.1/32

SRX Series Device

Distribution 2
EX4650-02
172.16.4.1/32

Distribution 1
EX4650-01

172.16.3.1/32

Access
EX4300-MP-VC/EX4400-VC

172.16.1.1/32

Access
EX4300-MP/EX4400
172.16.2.1/32

(192.168.13.2)

(192.168.14.2)(192.168.11.2)

(192.168.14.1)(192.168.11.1)

(192.168.9.2)(192.168.1.2)

(192.168.9.1)(192.168.1.1)

(192.168.12.2)

(192.168.12.1) (192.168.13.1)

(192.168.7.2) (192.168.4.2)

(192.168.4.1) (192.168.7.1)

Mist APMist AP

Configure the Underlay IP Fabric

Overview

This section shows how to configure the IP fabric underlay on the core, distribution, and access layer
switches using EBGP and how to configure the policy rules on the SRX server.

Interface and Underlay Configuration

Use this section to configure the underlay on the core and distribution layer switches.

Core 1 Configuration

Step-by-Step Procedure

1. Configure the interfaces connected to the core devices.

set interfaces xe-0/0/3:0 unit 0 family inet address 192.168.11.2/24

set interfaces xe-0/0/3:1 unit 0 family inet address 192.168.13.2/24

2. Configure the loopback interface and router ID and enable per-packet load balancing
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set interfaces lo0 unit 0 family inet address 172.16.5.1/32

set routing-options router-id 172.16.5.1

set routing-options forwarding-table export ecmp_policy

set policy-options policy-statement ecmp_policy then load-balance per-packet

set policy-options policy-statement ecmp_policy then accept 

3. Configure the BGP underlay network.

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback from interface lo0.0

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback then accept

set groups UnderlayBGP protocols bgp group underlay-bgp type external

set groups UnderlayBGP protocols bgp group underlay-bgp export 

underlay-clos-export

set groups UnderlayBGP protocols bgp group underlay-bgp local-as 4200000005

set groups UnderlayBGP protocols bgp group underlay-bgp multipath multiple-as

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 minimum-interval 1000

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 multiplier 3

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 session-mode automatic

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.13.1 

peer-as 4200000004

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.11.1 

peer-as 4200000003

set apply-groups UnderlayBGP

Core 2 Configuration

Step-by-Step Procedure

1. Configure the interfaces connected to the core devices.

set interfaces xe-0/0/30:0 unit 0 family inet address 192.168.12.2/24

set interfaces xe-0/0/30:3 unit 0 family inet address 192.168.14.2/24

2. Configure the loopback interface and router ID and enable per-packet load balancing.

set policy-options policy-statement ecmp_policy then load-balance per-packet 

set policy-options policy-statement ecmp_policy then accept
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set routing-options router-id 172.16.6.1

set routing-options forwarding-table export ecmp_policy

3. Configure the BGP underlay network.

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback from interface lo0.0

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback then accept

set groups UnderlayBGP protocols bgp group underlay-bgp type external

set groups UnderlayBGP protocols bgp group underlay-bgp export 

underlay-clos-export

set groups UnderlayBGP protocols bgp group underlay-bgp local-as 4200000006

set groups UnderlayBGP protocols bgp group underlay-bgp multipath multiple-as

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 minimum-interval 1000

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 multiplier 3

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 session-mode automatic

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.14.1 

peer-as 4200000004

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.12.1 

peer-as 4200000003

set apply-groups UnderlayBGP

Distribution 1 Configuration

Step-by-Step Procedure

1. Configure the interconnect interfaces between the two core devices and the connectivity to the
distribution switches.

set interfaces ge-0/0/12 unit 0 family inet address 192.168.1.2/24

set interfaces ge-0/0/9 unit 0 family inet address 192.168.7.2/24

set interfaces xe-0/0/3 unit 0 family inet address 192.168.11.1/24

set interfaces xe-0/0/4 unit 0 family inet address 192.168.12.1/24

2. Configure the loopback interface and router ID.
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set interfaces lo0 unit 0 family inet address 172.16.3.1/32

set routing-options router-id 172.16.3.1

set routing-options autonomous-system 65500

3. Enable per-packet load balancing.

set routing-options forwarding-table export ecmp_policy 

set policy-options policy-statement ecmp_policy then load-balance per-packet 

set policy-options policy-statement ecmp_policy then accept 

4. Configure the BGP underlay network.

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback from interface lo0.0

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback then accept

set groups UnderlayBGP protocols bgp group underlay-bgp type external

set groups UnderlayBGP protocols bgp group underlay-bgp export 

underlay-clos-export

set groups UnderlayBGP protocols bgp group underlay-bgp local-as 4200000003

set groups UnderlayBGP protocols bgp group underlay-bgp multipath multiple-as

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 minimum-interval 1000

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 multiplier 3

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 session-mode automatic

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.1.1 

peer-as 4200000001

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.7.1 

peer-as 4200000002

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.11.2 

peer-as 4200000005

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.12.2 

peer-as 4200000006

set apply-groups UnderlayBGP 

Distribution 2 Configuration

Step-by-Step Procedure
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1. Configure the interconnect interfaces between the two core devices and the connectivity to distribution
switches.

set interfaces ge-0/0/9 unit 0 family inet address 192.168.9.2/24

set interfaces xe-0/0/3 unit 0 family inet address 192.168.13.1/24

set interfaces xe-0/0/4 unit 0 family inet address 192.168.14.1/24

set interfaces ge-0/0/12 unit 0 family inet address 192.168.4.2/24

2. Configure the loopback interface and router ID.

set interfaces lo0 unit 0 family inet address 172.16.4.1/32

set routing-options router-id 172.16.4.1

3. Enable per-packet load balancing.

set routing-options forwarding-table export ecmp_policy

set policy-options policy-statement ecmp_policy then load-balance per-packet 

set policy-options policy-statement ecmp_policy then accept

4. Configure the BGP underlay network.

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback from interface lo0.0

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback then accept

set groups UnderlayBGP protocols bgp group underlay-bgp type external

set groups UnderlayBGP protocols bgp group underlay-bgp export 

underlay-clos-export

set groups UnderlayBGP protocols bgp group underlay-bgp local-as 4200000004

set groups UnderlayBGP protocols bgp group underlay-bgp multipath multiple-as

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 minimum-interval 1000

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 multiplier 3

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 session-mode automatic

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.9.1 

peer-as 4200000002

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.13.2 

peer-as 4200000005

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.14.2 
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peer-as 4200000006

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.4.1 

peer-as 4200000001

set apply-groups UnderlayBGP

Access switch 1 Configuration

Step-by-Step Procedure

1. Specify the interfaces that connect to the distribution switches.

set interfaces ge-0/0/1 unit 0 family inet address 192.168.4.1/24

set interfaces ge-0/0/2 unit 0 family inet address 192.168.1.1/24

set interfaces lo0 unit 0 family inet address 172.16.1.1/32

2. (Optional) Configure a Virtual Chassis with non-stop routing and bridging for high availability.

set groups nsr_nsb system commit synchronize

set groups nsr_nsb chassis redundancy graceful-switchover

set groups nsr_nsb routing-options nonstop-routing

set groups nsr_nsb protocols layer2-control nonstop-bridging

set apply-groups nsr_nsb

set groups vc virtual-chassis preprovisioned

set groups vc virtual-chassis member 0 role routing-engine

set groups vc virtual-chassis member 0 serial-number XR0220140070

set groups vc virtual-chassis member 1 role routing-engine

set groups vc virtual-chassis member 1 serial-number XR0220140059

set groups vc virtual-chassis member 2 role line-card

set groups vc virtual-chassis member 2 serial-number XR0220140068

set apply-groups vc

3. Configure the underlay BGP.

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback from interface lo0.0

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback then accept

set groups UnderlayBGP protocols bgp group underlay-bgp type external

set groups UnderlayBGP protocols bgp group underlay-bgp export 

underlay-clos-export

set groups UnderlayBGP protocols bgp group underlay-bgp local-as 4200000001
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set groups UnderlayBGP protocols bgp group underlay-bgp multipath multiple-as

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 minimum-interval 1000

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 multiplier 3

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 session-mode automatic

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.1.2 

peer-as 4200000003

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.4.2 

peer-as 4200000004

set apply-groups UnderlayBGP

Access Switch 2 Configuration

Step-by-Step Procedure

1. Specify the interfaces to connect to distribution switches.

set interfaces ge-0/0/1 unit 0 family inet address 192.168.9.1/24

set interfaces ge-0/0/2 unit 0 family inet address 192.168.7.1/24

set interfaces lo0 unit 0 family inet address 172.16.2.1/32

2. (Optional) Configure a Virtual Chassis with non-stop routing and bridging for high availability.

set groups nsr_nsb system commit synchronize

set groups nsr_nsb chassis redundancy graceful-switchover

set groups nsr_nsb routing-options nonstop-routing

set groups nsr_nsb protocols layer2-control nonstop-bridging

set apply-groups nsr_nsb

set groups vc virtual-chassis preprovisioned

set groups vc virtual-chassis member 0 role routing-engine

set groups vc virtual-chassis member 0 serial-number XR0220190261

set groups vc virtual-chassis member 1 role routing-engine

set groups vc virtual-chassis member 1 serial-number XR0220190270

set apply-groups vc

3. Configure the underlay BGP.

set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback from interface lo0.0
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set groups UnderlayBGP policy-options policy-statement underlay-clos-export term

 loopback then accept

set groups UnderlayBGP protocols bgp group underlay-bgp type external

set groups UnderlayBGP protocols bgp group underlay-bgp export 

underlay-clos-export

set groups UnderlayBGP protocols bgp group underlay-bgp local-as 4200000002

set groups UnderlayBGP protocols bgp group underlay-bgp multipath multiple-as

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 minimum-interval 1000

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 multiplier 3

set groups UnderlayBGP protocols bgp group underlay-bgp bfd-liveness-detection

 session-mode automatic

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.7.2 

peer-as 4200000003

set groups UnderlayBGP protocols bgp group underlay-bgp neighbor 192.168.9.2 

peer-as 4200000004

set apply-groups UnderlayBGP

NOTE: If you have additional access layer switches in your network, repeat this configuration
procedure for each access switch.

SRX Configuration

Use this section to configure policy rules that applies to the traffic passing through the firewall. We will
also configure the SRX device to translate IP addresses for the Mist connected devices that are sending
traffic to the public cloud.

Step-by-Step Procedure
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1. Configure security settings on the SRX device.

set security nat source rule-set trust-to-untrust from zone trust

set security nat source rule-set trust-to-untrust to zone untrust

set security nat source rule-set trust-to-untrust rule source-nat-rule match 

source-address 0.0.0.0/0

set security nat source rule-set trust-to-untrust rule source-nat-rule then 

source-nat interface

set security policies from-zone trust to-zone trust policy trust-to-trust match

 source-address any

set security policies from-zone trust to-zone trust policy trust-to-trust match

 destination-address any

set security policies from-zone trust to-zone trust policy trust-to-trust match

 application any

set security policies from-zone trust to-zone trust policy trust-to-trust then

 permit

set security policies from-zone trust to-zone untrust policy trust-to-untrust 

match source-address any

set security policies from-zone trust to-zone untrust policy trust-to-untrust 

match destination-address any

set security policies from-zone trust to-zone untrust policy trust-to-untrust 

match application any

set security policies from-zone trust to-zone untrust policy trust-to-untrust 

then permit

set security zones security-zone trust host-inbound-traffic system-services ping

set security zones security-zone trust host-inbound-traffic system-services all

set security zones security-zone trust host-inbound-traffic protocols all

set security zones security-zone trust interfaces ge-0/0/1.0

set security zones security-zone trust interfaces ge-0/0/2.0

set security zones security-zone untrust interfaces ge-0/0/4.0 

host-inbound-traffic system-services dhcp

set security zones security-zone untrust interfaces ge-0/0/4.0 

host-inbound-traffic system-services tftp

set interfaces ge-0/0/1 unit 0 family inet address 10.16.5.1/24

set interfaces ge-0/0/2 unit 0 family inet address 10.16.6.1/24

set interfaces ge-0/0/4 unit 0 family inet address 10.204.46.136/20
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Configure the Overlay

Overview

This section shows how to configure the overlay, including configuring IBGP peerings, the VLAN to VXLAN
mappings, and the IRB interface configurations for the virtual networks on the access switches.

Topology

In this example, we have three virtual networks: 1, 2, and 3. The IRB interfaces for these virtual networks
are on the access switches. We placed all IRB interfaces in the same routing instance. You can place the
IRB interfaces in different routing instances for network segmentation if it is needed in your deployment.

Figure 35 on page 251 shows the overlay virtual network with VLANs.

Figure 35: Overlay Virtual Network Topology
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Overlay and Virtual Network Configuration

Use this section to configure the overlay on the core and distribution layer switches.

Core 1 Configuration

Step-by-Step Procedure
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1. Set the AS number and configure IBGP neighbors between core and distribution devices. You do not
need to configure IBGP neighbors between Core 1 and Core 2 because they receive all BGP updates
from Distribution 1 and Distribution 2.

Configure the core devices as route reflectors to eliminate the need for a full IBGP mesh between all
distribution layer switches. This makes the configuration on the distribution layer devices simple and
consistent.

set routing-options autonomous-system 100

set protocols bgp group cluster-rr type internal

set protocols bgp group cluster-rr local-address 172.16.5.1

set protocols bgp group cluster-rr mtu-discovery

set protocols bgp group cluster-rr family evpn signaling

set protocols bgp group cluster-rr cluster 172.16.5.1

set protocols bgp group cluster-rr multipath

set protocols bgp group cluster-rr bfd-liveness-detection minimum-interval 1000

set protocols bgp group cluster-rr bfd-liveness-detection multiplier 3

set protocols bgp group cluster-rr bfd-liveness-detection session-mode automatic

set protocols bgp group cluster-rr neighbor 172.16.3.1

set protocols bgp group cluster-rr neighbor 172.16.4.1

set protocols bgp group cluster-rr vpn-apply-export

Core 2 Configuration

Step-by-Step Procedure
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1. Set the AS number and configure IBGP neighbors between core and distribution devices. Configure
the core devices as route reflectors to eliminate the need for full mesh IBGP configuration between all
distribution and access layer devices.

set routing-options autonomous-system 100

set protocols bgp group cluster-rr type internal

set protocols bgp group cluster-rr local-address 172.16.6.1

set protocols bgp group cluster-rr mtu-discovery

set protocols bgp group cluster-rr family evpn signaling

set protocols bgp group cluster-rr cluster 172.16.5.1

set protocols bgp group cluster-rr multipath

set protocols bgp group cluster-rr bfd-liveness-detection minimum-interval 1000

set protocols bgp group cluster-rr bfd-liveness-detection multiplier 3

set protocols bgp group cluster-rr bfd-liveness-detection session-mode automatic

set protocols bgp group cluster-rr neighbor 172.16.3.1

set protocols bgp group cluster-rr neighbor 172.16.4.1

set protocols bgp group cluster-rr vpn-apply-export

Distribution 1 Configuration

Step-by-Step Procedure

1. Configure IBGP neighbors from the distribution switch to the core switches.

set groups OverlayBGP protocols bgp group cluster-pod1 type internal

set groups OverlayBGP protocols bgp group cluster-pod1 local-address 172.16.3.1

set groups OverlayBGP protocols bgp group cluster-pod1 mtu-discovery

set groups OverlayBGP protocols bgp group cluster-pod1 family evpn signaling

set groups OverlayBGP protocols bgp group cluster-pod1 cluster 172.16.3.1

set groups OverlayBGP protocols bgp group cluster-pod1 multipath

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

minimum-interval 1000

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

multiplier 3

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

session-mode automatic

set groups OverlayBGP protocols bgp group cluster-pod1 neighbor 172.16.1.1

set groups OverlayBGP protocols bgp group cluster-pod1 neighbor 172.16.2.1

set groups OverlayBGP protocols bgp group cluster-pod1 vpn-apply-export

Distribution 2 Configuration

Step-by-Step Procedure
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1. Configure IBGP neighbors from the distribution switch to the core switches.

set groups OverlayBGP protocols bgp group cluster-pod1 type internal

set groups OverlayBGP protocols bgp group cluster-pod1 local-address 172.16.4.1

set groups OverlayBGP protocols bgp group cluster-pod1 mtu-discovery

set groups OverlayBGP protocols bgp group cluster-pod1 family evpn signaling

set groups OverlayBGP protocols bgp group cluster-pod1 cluster 172.16.3.1

set groups OverlayBGP protocols bgp group cluster-pod1 multipath

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

minimum-interval 1000

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

multiplier 3

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

session-mode automatic

set groups OverlayBGP protocols bgp group cluster-pod1 neighbor 172.16.1.1

set groups OverlayBGP protocols bgp group cluster-pod1 neighbor 172.16.2.1

set groups OverlayBGP protocols bgp group cluster-pod1 vpn-apply-export

Access 1 Configuration

Step-by-Step Procedure

1. Configure the overlay BGP.

set groups OverlayBGP protocols bgp group cluster-pod1 type internal

set groups OverlayBGP protocols bgp group cluster-pod1 local-address 172.16.1.1

set groups OverlayBGP protocols bgp group cluster-pod1 mtu-discovery

set groups OverlayBGP protocols bgp group cluster-pod1 family evpn signaling

set groups OverlayBGP protocols bgp group cluster-pod1 multipath

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

minimum-interval 1000

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

multiplier 3

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

session-mode automatic

set groups OverlayBGP protocols bgp group cluster-pod1 neighbor 172.16.3.1

set groups OverlayBGP protocols bgp group cluster-pod1 neighbor 172.16.4.1

set groups OverlayBGP protocols bgp group cluster-pod1 vpn-apply-export

set apply-groups OverlayBGP

2. Configure EVPN-VXLAN.
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set switch-options vtep-source-interface lo0.0

set switch-options route-distinguisher 172.16.1.1:10

set switch-options vrf-target target:65000:1111

set switch-options vrf-target auto

set forwarding-options vxlan-routing next-hop 16384

set forwarding-options vxlan-routing interface-num 6144

set forwarding-options vxlan-routing overlay-ecmp

3. Configure the VLAN/VXLANmapping and IRB interfaces. VLAN_1 is used to send management traffic
from Mist APs to the Internet. Configure VLAN_2 and VLAN_3 to connect wired and wireless client
devices

set groups EP-VLAN-1-52 vlans EP-VLAN-1 vlan-id 1

set groups EP-VLAN-1-52 vlans EP-VLAN-1 l3-interface irb.1

set groups EP-VLAN-1-52 vlans EP-VLAN-1 vxlan vni 100001

set groups EP-VLAN-1-52 vlans EP-VLAN-2 vlan-id 2

set groups EP-VLAN-1-52 vlans EP-VLAN-2 l3-interface irb.2

set groups EP-VLAN-1-52 vlans EP-VLAN-2 vxlan vni 100002

set groups EP-VLAN-1-52 vlans EP-VLAN-3 vlan-id 3

set groups EP-VLAN-1-52 vlans EP-VLAN-3 l3-interface irb.3

set groups EP-VLAN-1-52 vlans EP-VLAN-3 vxlan vni 100003

set groups EP-VLAN-1-52 interfaces irb unit 1 family inet address 10.0.1.241/24

 preferred

set groups EP-VLAN-1-52 interfaces irb unit 1 family inet6 nd6-stale-time 3600

set groups EP-VLAN-1-52 interfaces irb unit 1 family inet6 address 

2001:db8::10:0:1:241/112 preferred

set groups EP-VLAN-1-52 interfaces irb unit 2 family inet address 10.0.2.241/24

 preferred

set groups EP-VLAN-1-52 interfaces irb unit 2 family inet6 nd6-stale-time 3600

set groups EP-VLAN-1-52 interfaces irb unit 2 family inet6 address 

2001:db8::10:0:2:241/112 preferred

set groups EP-VLAN-1-52 interfaces irb unit 3 family inet address 10.0.3.241/24

 preferred

set groups EP-VLAN-1-52 interfaces irb unit 3 family inet6 nd6-stale-time 3600

set groups EP-VLAN-1-52 interfaces irb unit 3 family inet6 address 

2001:db8::10:0:3:241/112 preferred

set apply-group EP-VLAN-1-52

4. Configure the VRF instance.

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 instance-type 

vrf
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set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface lo0.1

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.1

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.2

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.3

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 route-distinguisher

 172.16.1.1:1

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 vrf-target 

target:65500:1

set apply-group VRF-TYPE-2-BD-1-52

5. Configure the ports for the Mist Access Points as trunk ports. This allows you to use multiple SSID and
VLANs on the port. VLAN_1 is used to sendmanagement traffic fromMist APs to the Internet. Configure
VLAN_2 and VLAN_3 to connect wired and wireless client devices.

set routing-options static route 0.0.0.0/0 next-hop 172.31.25.2

set interfaces mge-0/0/25 mtu 9200                                            

set interfaces mge-0/0/25 unit 0 family ethernet-switching interface-mode trunk

set interfaces mge-0/0/25 unit 0 family ethernet-switching vlan members vlan_1

set vlans vlan_1 vlan-id 1

set vlans vlan_1 l3-interface irb.1

set vlans vlan_2 vlan-id 2

set vlans vlan_2 l3-interface irb.2

set vlans vlan_3 vlan-id 3

set vlans vlan_3 l3-interface irb.3

set poe interface mge-0/0/25                 

set interfaces irb mtu 9200

6. Configure 802.1x authentication for the wired clients.

set access profile 802.1X-PROFILE-1 accounting-order radius

set access profile 802.1X-PROFILE-1 authentication-order radius

set access profile 802.1X-PROFILE-1 radius authentication-server 10.204.32.234

set access profile 802.1X-PROFILE-1 radius accounting-server 10.204.32.234

set access profile 802.1X-PROFILE-1 radius options nas-identifier access-switch-1

set access profile 802.1X-PROFILE-1 accounting order radius

set access profile 802.1X-PROFILE-1 accounting address-change-immediate-update

set groups DOT1X protocols dot1x authenticator authentication-profile-name 

802.1X-PROFILE-1

set groups DOT1X protocols dot1x authenticator no-mac-table-binding

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

authentication-order dot1x
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set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

authentication-order mac-radius

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 supplicant

 multiple

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

transmit-period 30

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 mac-radius

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

reauthentication 3600

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

server-timeout 30

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

maximum-requests 10

set apply-groups DOT1X

Access 2 Configuration

Step-by-Step Procedure

1. Configure the overlay BGP

set groups OverlayBGP protocols bgp group cluster-pod1 type internal

set groups OverlayBGP protocols bgp group cluster-pod1 local-address 172.16.2.1

set groups OverlayBGP protocols bgp group cluster-pod1 mtu-discovery

set groups OverlayBGP protocols bgp group cluster-pod1 family evpn signaling

set groups OverlayBGP protocols bgp group cluster-pod1 multipath

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

minimum-interval 1000

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

multiplier 3

set groups OverlayBGP protocols bgp group cluster-pod1 bfd-liveness-detection 

session-mode automatic

set groups OverlayBGP protocols bgp group cluster-pod1 neighbor 172.16.3.1

set groups OverlayBGP protocols bgp group cluster-pod1 neighbor 172.16.4.1

set groups OverlayBGP protocols bgp group cluster-pod1 vpn-apply-export

set apply-groups OverlayBGP

2. Configure EVPN-VXLAN.

set switch-options vtep-source-interface lo0.0

set switch-options route-distinguisher 172.16.1.1:10

set switch-options vrf-target target:65000:1111

set switch-options vrf-target auto
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set forwarding-options vxlan-routing next-hop 16384

set forwarding-options vxlan-routing interface-num 6144

set forwarding-options vxlan-routing overlay-ecmp

3. Configure the VLAN/VXLAN mapping and IRB.

set groups EP-VLAN-1-52 vlans EP-VLAN-1 vlan-id 1

set groups EP-VLAN-1-52 vlans EP-VLAN-1 l3-interface irb.1

set groups EP-VLAN-1-52 vlans EP-VLAN-1 vxlan vni 100001

set groups EP-VLAN-1-52 vlans EP-VLAN-2 vlan-id 2

set groups EP-VLAN-1-52 vlans EP-VLAN-2 l3-interface irb.2

set groups EP-VLAN-1-52 vlans EP-VLAN-2 vxlan vni 100002

set groups EP-VLAN-1-52 vlans EP-VLAN-3 vlan-id 3

set groups EP-VLAN-1-52 vlans EP-VLAN-3 l3-interface irb.3

set groups EP-VLAN-1-52 vlans EP-VLAN-3 vxlan vni 100003

set groups EP-VLAN-1-52 interfaces irb unit 1 family inet address 10.0.1.242/24

 preferred

set groups EP-VLAN-1-52 interfaces irb unit 1 family inet6 nd6-stale-time 3600

set groups EP-VLAN-1-52 interfaces irb unit 1 family inet6 address 

2001:db8::10:0:1:242/112 preferred

set groups EP-VLAN-1-52 interfaces irb unit 2 family inet address 10.0.2.242/24

 preferred

set groups EP-VLAN-1-52 interfaces irb unit 2 family inet6 nd6-stale-time 3600

set groups EP-VLAN-1-52 interfaces irb unit 2 family inet6 address 

2001:db8::10:0:2:242/112 preferred

set groups EP-VLAN-1-52 interfaces irb unit 3 family inet address 10.0.3.242/24

 preferred

set groups EP-VLAN-1-52 interfaces irb unit 3 family inet6 nd6-stale-time 3600

set groups EP-VLAN-1-52 interfaces irb unit 3 family inet6 address 

2001:db8::10:0:3:242/112 preferred

set apply-group EP-VLAN-1-52

4. Configure the VRF instance.

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 instance-type 

vrf

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface lo0.1

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.1

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.2

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.3

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.4

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 route-distinguisher
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 172.16.2.1:1

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 vrf-target 

target:100:1

set groups VRF-TYPE-2-BD-1-52 interfaces lo0 unit 1 family inet

set apply-group VRF-TYPE-2-BD-1-52

5. Configure the ports for the Mist Access Points as trunk ports. This allows you to support multiple SSID
and VLANs on the port. VLAN_1 is used to send management traffic from Mist APs to the Internet.
Configure VLAN_2 and VLAN_3 to connect wired and wireless client devices.

set routing-options static route 0.0.0.0/0 next-hop 172.31.25.2

set interfaces mge-0/0/25 mtu 9200                                            

set interfaces mge-0/0/25 unit 0 family ethernet-switching interface-mode trunk

set interfaces mge-0/0/25 unit 0 family ethernet-switching vlan members vlan_1

set vlans vlan_1 vlan-id 1

set vlans vlan_1 l3-interface irb.1

set vlans vlan_2 vlan-id 2

set vlans vlan_2 l3-interface irb.2

set vlans vlan_3 vlan-id 3

set vlans vlan_3 l3-interface irb.3

set poe interface mge-0/0/25                 

set interfaces irb mtu 9200

6. Configure 802.1x authentication for the wired clients.

set access profile 802.1X-PROFILE-1 accounting-order radius

set access profile 802.1X-PROFILE-1 authentication-order radius

set access profile 802.1X-PROFILE-1 radius authentication-server 10.204.32.234

set access profile 802.1X-PROFILE-1 radius accounting-server 10.204.32.234

set access profile 802.1X-PROFILE-1 radius options nas-identifier access-switch-2

set access profile 802.1X-PROFILE-1 accounting order radius

set access profile 802.1X-PROFILE-1 accounting address-change-immediate-update

set groups DOT1X protocols dot1x authenticator authentication-profile-name 

802.1X-PROFILE-1

set groups DOT1X protocols dot1x authenticator no-mac-table-binding

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

authentication-order dot1x

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

authentication-order mac-radius

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 supplicant

 multiple
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set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

transmit-period 30

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 mac-radius

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

reauthentication 3600

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

server-timeout 30

set groups DOT1X protocols dot1x authenticator interface mge-1/0/44.0 

maximum-requests 10

set apply-groups DOT1X

NOTE: If you have additional access layer switches in your network, repeat this configuration
procedure for each access switch.

Verification

Overview

Log in to each device and verify that the EVPN-VXLAN fabric has been configured.

Verification

Distribution 1: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the core and access devices.

Action
Verify that BGP sessions are established with the core devices and access devices. The IP addresses for
the core devices are 172.16.5.1 and 172.16.6.1 and the IP addresses for the access devices are 172.16.1.1
and 172.16.2.1

user@distribution-1> show bgp summary

Threading mode: BGP I/O

Groups: 3 Peers: 11 Down peers: 0

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending
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bgp.evpn.0           

                     931        914          0          0          0          0

inet.0               

                      23         14          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

172.16.1.1              100        379        318       0       0       35:40 

Establ

  bgp.evpn.0: 273/273/273/0

  default-switch.evpn.0: 5/5/5/0

  __default_evpn__.evpn.0: 0/0/0/0

  VRF-ep-type5-2.evpn.0: 9/9/9/0

172.16.2.1              100        301        357       0       0       35:32 

Establ

  bgp.evpn.0: 624/624/624/0

  default-switch.evpn.0: 5/5/5/0

  __default_evpn__.evpn.0: 0/0/0/0

172.16.5.1              100        569        540       0       0       29:53 

Establ

  bgp.evpn.0: 17/17/17/0

  default-switch.evpn.0: 14/14/14/0

  __default_evpn__.evpn.0: 1/1/1/0

  VRF-ep-type5-2.evpn.0: 2/2/2/0

172.16.6.1              100        476        541       0       0       30:21 

Establ

  bgp.evpn.0: 0/17/17/0

  default-switch.evpn.0: 0/14/14/0

  __default_evpn__.evpn.0: 0/1/1/0

  VRF-ep-type5-2.evpn.0: 0/2/2/0

192.168.1.1      4200000001         77         75       0       0       31:51 

Establ

  inet.0: 2/3/3/0

192.168.2.1      4200000001         84         83       0       0       35:42 

Establ

  inet.0: 2/3/3/0

192.168.3.1      4200000001         85         84       0       0       35:43 

Establ

  inet.0: 2/3/3/0

192.168.7.1      4200000002         83         86       0       0       35:39 

Establ

  inet.0: 2/3/3/0

192.168.8.1      4200000002         83         86       0       0       35:35 

Establ

  inet.0: 2/3/3/0
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192.168.11.2     4200000005         76         74       0       0       30:04 

Establ

  inet.0: 2/5/5/0

192.168.12.2     4200000006         72         72       0       0       30:25 

Establ

Meaning
BGP is up on both the distribution and core devices. The IBGP sessions are established with the loopback
interfaces of the core and access devices using MP-IBGP with EVPN signaling to form the overlay that
exchanges EVPN routes.

Distribution 2: Verifying BGP Sessions

Purpose
Verify the state of the BGP sessions with the core and access devices.

Action
Verify that BGP sessions are established with the core devices and access devices. The IP addresses for
the core devices are 172.16.5.1 and 172.16.6.1 and the IP addresses for the access devices are 172.16.1.1
and 172.16.2.1.

user@distribution-2> show bgp summary

Threading mode: BGP I/O

Groups: 3 Peers: 11 Down peers: 0

Table          Tot Paths  Act Paths Suppressed    History Damp State    Pending

bgp.evpn.0           

                     931        914          0          0          0          0

inet.0               

                      26         14          0          0          0          0

Peer                     AS      InPkt     OutPkt    OutQ   Flaps Last Up/Dwn 

State|#Active/Received/Accepted/Damped...

172.16.1.1              100        390        321       0       0       36:52 

Establ

  bgp.evpn.0: 273/273/273/0

  default-switch.evpn.0: 5/5/5/0

  __default_evpn__.evpn.0: 0/0/0/0

  VRF-ep-type5-2.evpn.0: 9/9/9/0

172.16.2.1              100        303        364       0       0       36:32 

Establ

  bgp.evpn.0: 624/624/624/0

  default-switch.evpn.0: 5/5/5/0

  __default_evpn__.evpn.0: 0/0/0/0
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172.16.5.1              100        555        555       0       0       31:46 

Establ

  bgp.evpn.0: 17/17/17/0

  default-switch.evpn.0: 14/14/14/0

  __default_evpn__.evpn.0: 1/1/1/0

  VRF-ep-type5-2.evpn.0: 2/2/2/0

172.16.6.1              100        555        556       0       0       31:49 

Establ

  bgp.evpn.0: 0/17/17/0

  default-switch.evpn.0: 0/14/14/0

  __default_evpn__.evpn.0: 0/1/1/0

  VRF-ep-type5-2.evpn.0: 0/2/2/0

192.168.4.1      4200000001         79         77       0       0       33:22 

Establ

  inet.0: 2/4/4/0

192.168.5.1      4200000001         88         85       0       0       36:53 

Establ

  inet.0: 2/4/4/0

192.168.6.1      4200000001         87         85       0       0       36:49 

Establ

  inet.0: 2/4/4/0

192.168.9.1      4200000002         88         91       0       0       36:49 

Establ

  inet.0: 2/4/4/0

192.168.10.1     4200000002         88         89       0       0       36:45 

Establ

  inet.0: 2/4/4/0

192.168.13.2     4200000005         74         75       0       0       31:48 

Establ

  inet.0: 2/2/2/0

192.168.14.2     4200000006         76         77       0       0       31:53 

Establ

  inet.0: 2/4/4/0

Meaning
BGP is up on both the distribution and core devices. The IBGP sessions are established with the loopback
interfaces of the core and access devices using MP-IBGP with EVPN signaling to form the overlay layer
and exchange EVPN routes.

Access 1: Verifying EVPN Database Information

Purpose
Verify that the EVPN database is correctly populated.
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Action
Verify that the EVPNdatabase is installingMAC address information for locally attached hosts and receiving
advertisements from the other leaf devices with information about remote hosts.

user@access-1> show evpn database

Instance: default-switch

VLAN  DomainId  MAC address        Active source                  Timestamp      

  IP address

     100001     0c:59:9c:ea:22:dc  172.16.2.1                     Dec 14 01:55:44

  10.0.1.242

  2001:db8::10:0:1:242

  fe80::e59:9c00:1ea:22dc

     100001     94:bf:94:8e:9b:6d  irb.1                          Dec 13 04:48:00

  10.0.1.241

  2001:db8::10:0:1:241

  fe80::96bf:9400:18e:9b6d

     100001     ba:04:00:00:00:01  mge-0/0/44.0                   Dec 14 20:11:42

  10.0.1.1          

     100001     ba:04:00:00:00:02  mge-0/0/44.0                   Dec 14 20:11:42

  10.0.1.2

     100003     94:bf:94:8e:9b:6d  irb.3                          Dec 13 04:48:00

  10.0.3.241

  2001:db8::10:0:3:241

     100003     ba:04:01:00:00:01  mge-0/0/44.0                   Dec 14 20:11:43

  10.0.3.1        

...

Access 1: Verifying Local Switching Table Information

Purpose
Verify that the local switching table is correctly populated. For this example, we are interested in the
devices and routes for VLAN_2.

Action
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Verify that the local switching table is installing MAC address information for locally attached hosts and
receiving advertisements from the other leaf devices with information about remote hosts.

user@access-1> show ethernet-switching table vlan-name EP-VLAN-1

MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 201 entries, 201 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                SVLBNH/

      Active

   name                address             flags    interface              VENH 

Index   source

   EP-VLAN-1           0c:59:9c:ea:22:dc   D        vtep.32770                   

       172.16.2.1                    

   EP-VLAN-1           ba:04:00:00:00:01   D        mge-0/0/44.0         

   EP-VLAN-1           ba:04:00:00:00:02   D        mge-0/0/44.0    

user@access-1> show ethernet-switching table vlan-name EP-VLAN-2

MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 201 entries, 201 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                SVLBNH/

      Active

   name                address             flags    interface              VENH 

Index   source

   EP-VLAN-2           0c:59:9c:ea:22:dc   D        vtep.32770                   

       172.16.2.1                    

   EP-VLAN-2           bc:04:00:00:00:01   D        vtep.32770                   

       172.16.2.1

   EP-VLAN-2           bc:04:00:00:00:02   D        vtep.32770                   

       172.16.2.1 

Meaning
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The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints. It shows the relationship between MAC addresses, the VLANs that they are associated
with (VLANs 1, 2, and 3), and their next-hop interface.

Access 2: Verifying EVPN Database Information

Purpose
Verify that the EVPN database is correctly populated.

Action
Verify that the EVPNdatabase is installingMAC address information for locally attached hosts and receiving
advertisements from the other leaf devices with information about remote hosts.

user@access-2> show evpn database

Instance: default-switch

VLAN  DomainId  MAC address        Active source                  Timestamp      

  IP address

 100002     0c:59:9c:ea:22:dc  irb.2                          Dec 14 09:31:03  

10.0.2.242

  2001:db8::10:0:2:242

     100002     94:bf:94:8e:9b:6d  172.16.1.1                     Dec 14 09:52:33

  10.0.2.241

  2001:db8::10:0:2:241

     100002     bc:04:00:00:00:01  mge-0/0/44.0                   Dec 15 04:12:22

  10.0.2.1

     100002     bc:04:00:00:00:02  mge-0/0/44.0                   Dec 15 04:12:22

  10.0.2.2

     100004     0c:59:9c:ea:22:dc  irb.4                          Dec 14 09:31:03

  10.0.4.242

  2001:db8::10:0:4:242

     100004     94:bf:94:8e:9b:6d  172.16.1.1                     Dec 14 09:52:33

  10.0.4.241

  2001:db8::10:0:4:241

     100004     bc:04:01:00:00:01  mge-0/0/44.0                   Dec 15 04:12:23

  10.0.4.1

     100004     bc:04:01:00:00:02  mge-0/0/44.0                   Dec 15 04:12:23

  10.0.4.2
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Access 2: Verifying Local Switching Table Information

Purpose
Verify that the local switching table has been populated correctly.

Action
Verify that the local switching table is installing MAC address information for locally attached hosts and
receiving advertisements from the other leaf devices with information about remote hosts.

user@access-2> show ethernet-switching table vlan-name EP-VLAN-2

MAC flags (S - static MAC, D - dynamic MAC, L - locally learned, P - Persistent 

static

           SE - statistics enabled, NM - non configured MAC, R - remote PE MAC, O

 - ovsdb MAC)

Ethernet switching table : 201 entries, 201 learned

Routing instance : default-switch

   Vlan                MAC                 MAC      Logical                SVLBNH/

      Active

   name                address             flags    interface              VENH 

Index   source

   EP-VLAN-2           94:bf:94:8e:9b:6d   D        vtep.32769                   

       172.16.1.1                    

   EP-VLAN-2           bc:04:00:00:00:01   D        mge-0/0/44.0         

   EP-VLAN-2           bc:04:00:00:00:02   D        mge-0/0/44.0     

Meaning
The output above confirms that the local switching table is correctly learning and installingMAC addresses
for all endpoints associated with VLAN_2. It shows the relationship between MAC addresses, VLANs that
they are associated with , and their next-hop interface.
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How to Configure DHCP in an IP Clos Network

Requirements

Configure DHCP on the following devices that you configured in the “How to Configure an IP Clos Fabric
for a CampusNetwork” on page 240 configuration example. This configuration example uses the following
device:

• An EX4600 switch running Junos OS Release 20.2R3 as a DCHP server. The DHCP server may be an
external device in your network.

Overview

Use this section to configure DHCP on the network. To avoid flooding the network with DHCP discover
packets, configure DHCP on an interface in a VRF routing instance. Both distribution devices are configured
with EVPNmultihoming (also called ESI-LAG) to act as a DHCP relay to a Layer 3 reachable external DHCP
server. This provides redundant connectivity to maintain DHCP services if one of the distribution devices
fail. The link between the server and the distribution layer is an ESI. shows the virtual network topology
with a DHCP server. Figure 36 on page 268 shows the virtual network topology with a DHCP server.

Figure 36: Overlay Virtual Network Topology with a DHCP Server
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Configuration

IN THIS SECTION

DHCP Relay Configuration for Access Switches. | 269

CLI Quick Configuration

DHCP Relay Configuration for Access Switches.

Step-by-Step Procedure
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1. On the access switch, configure DHCP Relay.

set groups dhcp-relay forwarding-options dhcp-relay forward-only

set groups dhcp-relay forwarding-options dhcp-relay forward-only-replies

set groups dhcp-relay forwarding-options dhcp-relay group test interface vme.0

 exclude

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay dhcpv6 group v6_relay active-server-group v6_server_group

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay dhcpv6 group v6_relay forward-only

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay dhcpv6 group v6_relay interface irb.1

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay dhcpv6 group v6_relay interface irb.2

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay dhcpv6 group v6_relay interface vme.0 exclude

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay dhcpv6 group v6_relay interface em0.0 exclude

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay dhcpv6 server-group v6_server_group abcd::80:01:01:02

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay forward-only

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay forward-only-replies

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay server-group server_group_1 172.16.38.1

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay group dhcp_relay_1 active-server-group server_group_1

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay group dhcp_relay_1 forward-only

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay group dhcp_relay_1 route-suppression destination

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay group dhcp_relay_1 interface irb.1

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay group dhcp_relay_1 interface irb.2

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay group dhcp_relay_1 interface em0.0 exclude

set groups dhcp-relay routing-instances VRF-ep-type2-1 forwarding-options 

dhcp-relay group dhcp_relay_1 interface vme.0 exclude

set apply-groups dhcp-relay

2. On the access switch, verify that the route to the DHCP server is reachable via an EVPN type 5 route.
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user@access-1>show route table VRF-ep-type2-1.evpn.0

VRF-ep-type2-1.evpn.0: 13 destinations, 17 routes (13 active, 0 holddown, 0 

hidden)

+ = Active Route, - = Last Active, * = Both

5:172.16.3.1:3001::0::172.16.38.0::24/248               

                   *[BGP/170] 01:41:21, localpref 100, from 172.16.3.1

                      AS path: I, validation-state: unverified

                    >  to 192.168.3.2 via ge-2/0/2.0

                    [BGP/170] 01:41:24, localpref 100, from 172.16.4.1

                      AS path: I, validation-state: unverified

                    >  to 192.168.3.2 via ge-2/0/2.0

5:172.16.4.1:3001::0::172.16.38.0::24/248               

                   *[BGP/170] 01:41:24, localpref 100, from 172.16.4.1

                      AS path: I, validation-state: unverified

                       to 192.168.4.2 via ge-0/0/1.0

                    >  to 192.168.6.2 via ge-2/0/1.0

                    [BGP/170] 01:41:21, localpref 100, from 172.16.3.1

                      AS path: I, validation-state: unverified

                       to 192.168.4.2 via ge-0/0/1.0

                    >  to 192.168.6.2 via ge-2/0/1.0

5:172.16.3.1:3001::0::abcd::80:1:1:0::112/248               

                   *[BGP/170] 01:41:21, localpref 100, from 172.16.3.1

                      AS path: I, validation-state: unverified

                    >  to 192.168.3.2 via ge-2/0/2.0

                    [BGP/170] 01:41:24, localpref 100, from 172.16.4.1

                      AS path: I, validation-state: unverified

                    >  to 192.168.3.2 via ge-2/0/2.0

5:172.16.4.1:3001::0::abcd::80:1:1:0::112/248               

                   *[BGP/170] 01:41:24, localpref 100, from 172.16.4.1

                      AS path: I, validation-state: unverified

                    >  to 192.168.4.2 via ge-0/0/1.0

                       to 192.168.6.2 via ge-2/0/1.0

                    [BGP/170] 01:41:21, localpref 100, from 172.16.3.1

                      AS path: I, validation-state: unverified

                    >  to 192.168.4.2 via ge-0/0/1.0

                       to 192.168.6.2 via ge-2/0/1.0

3. On the access switch, configure VRF support to advertise EVPN type 5 routes to the distribution layer.
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set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 protocols evpn 

ip-prefix-routes advertise direct-nexthop

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 protocols evpn 

ip-prefix-routes encapsulation vxlan

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 protocols evpn 

ip-prefix-routes vni 203001

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 instance-type 

vrf

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface lo0.1

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.1

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.2

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.3

set groups VRF-TYPE-2-BD-1-52 routing-instances VRF-ep-type2-1 interface irb.4

4. On the distribution devices, configure an ESI-LAG interface between the distribution devices and the
DHCP server.

Distribution 1

set interfaces xe-0/0/5 ether-options 802.3ad ae1

set interfaces ae1 esi 00:00:00:ff:00:01:00:01:00:02

set interfaces ae1 esi all-active

set interfaces ae1 aggregated-ether-options minimum-links 1

set interfaces ae1 aggregated-ether-options lacp active

set interfaces ae1 aggregated-ether-options lacp periodic fast

set interfaces ae1 aggregated-ether-options lacp system-id 00:00:00:99:99:01

set interfaces ae1 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae1 unit 0 family ethernet-switching vlan members v3001

set interfaces irb unit 3001 virtual-gateway-accept-data

set interfaces irb unit 3001 family inet address 172.16.38.2/24 

virtual-gateway-address 172.16.38.3

set interfaces irb unit 3001 family inet6 address abcd::80:01:01:03/112 preferred

set interfaces irb unit 3001 family inet6 address abcd::80:01:01:03/112 

virtual-gateway-address abcd::80:01:01:01

set interfaces irb unit 3001 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 3001 virtual-gateway-v6-mac 00:00:5e:00:00:04

set vlans v3001 vlan-id 3001

set vlans v3001 l3-interface irb.3001

set vlans v3001 vxlan vni 103001

set groups type5-dhcp-server interfaces lo0 unit 3001 family inet

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 routing-options 

rib VRF-ep-type5-2.inet6.0 multipath

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 routing-options 

multipath
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set groups type5-dhcp-server routing-instances VRF-ep-type5-2 protocols evpn 

ip-prefix-routes advertise direct-nexthop

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 protocols evpn 

ip-prefix-routes encapsulation vxlan

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 protocols evpn 

ip-prefix-routes vni 203001

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 instance-type vrf

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 interface lo0.3001

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 interface irb.3001

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 route-distinguisher

 172.16.3.1:3001

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 vrf-target 

target:100:1

set apply-groups dhcp-relay-fwd

Distribution 2

set interfaces xe-0/0/5 ether-options 802.3ad ae1

set interfaces ae1 esi 00:00:00:ff:00:01:00:01:00:02

set interfaces ae1 esi all-active

set interfaces ae1 aggregated-ether-options minimum-links 1

set interfaces ae1 aggregated-ether-options lacp active

set interfaces ae1 aggregated-ether-options lacp periodic fast

set interfaces ae1 aggregated-ether-options lacp system-id 00:00:00:99:99:01

set interfaces ae1 unit 0 family ethernet-switching interface-mode trunk

set interfaces ae1 unit 0 family ethernet-switching vlan members v3001

set interfaces irb unit 3001 virtual-gateway-accept-data

set interfaces irb unit 3001 family inet address 172.16.38.4/24 

virtual-gateway-address 172.16.38.3

set interfaces irb unit 3001 family inet6 address abcd::80:01:01:04/112 preferred

set interfaces irb unit 3001 family inet6 address abcd::80:01:01:04/112 

virtual-gateway-address abcd::80:01:01:01

set interfaces irb unit 3001 virtual-gateway-v4-mac 00:00:5e:00:00:04

set interfaces irb unit 3001 virtual-gateway-v6-mac 00:00:5e:00:00:04

set vlans v3001 vlan-id 3001

set vlans v3001 l3-interface irb.3001

set vlans v3001 vxlan vni 103001

set groups type5-dhcp-server interfaces lo0 unit 3001 family inet

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 routing-options 

rib VRF-ep-type5-2.inet6.0 multipath

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 routing-options 

multipath

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 protocols evpn 
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ip-prefix-routes advertise direct-nexthop

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 protocols evpn 

ip-prefix-routes encapsulation vxlan

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 protocols evpn 

ip-prefix-routes vni 203001

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 instance-type vrf

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 interface lo0.3001

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 interface irb.3001

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 route-distinguisher

 172.16.4.1:3001

set groups type5-dhcp-server routing-instances VRF-ep-type5-2 vrf-target 

target:100:1

set apply-groups type5-dhcp-server 

5. Finally, we configure the EX4600 switch to act as the DHCP server.

set groups DHCP_SERVER system services dhcp-local-server dhcpv6 group v6group 

interface irb.3001

set groups DHCP_SERVER system services dhcp-local-server group DHCP_Server 

interface irb.3001

set groups DHCP_SERVER system services dhcp-local-server group DHCP_Server 

interface em0.0 exclude

set groups DHCP_SERVER interfaces irb unit 3000 family inet address 

200.11.184.10/24 preferred

set groups DHCP_SERVER routing-options rib inet6.0 static route 

2001:db8::10:0:2:0/112 next-hop abcd::80:1:1:1

set groups DHCP_SERVER routing-options static route 10.0.2.0/24 next-hop 

172.16.38.3

set groups DHCP_SERVER routing-options static route 10.0.1.0/24 next-hop 

172.16.38.3

set groups DHCP_SERVER routing-options static route 172.16.1.0/24 next-hop 

172.16.38.3

set groups DHCP_SERVER access address-assignment pool p1 family inet network 

10.0.1.0/24

set groups DHCP_SERVER access address-assignment pool p1 family inet range 

p1_range low 10.0.1.10

set groups DHCP_SERVER access address-assignment pool p1 family inet range 

p1_range high 10.0.1.220

set groups DHCP_SERVER access address-assignment pool p1 family inet 

dhcp-attributes maximum-lease-time infinite

set groups DHCP_SERVER access address-assignment pool p1 family inet 

dhcp-attributes router 10.0.1.254

set groups DHCP_SERVER access address-assignment pool p2 family inet network 
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10.0.2.0/24

set groups DHCP_SERVER access address-assignment pool p2 family inet range 

p2_range low 10.0.2.10

set groups DHCP_SERVER access address-assignment pool p2 family inet range 

p2_range high 10.0.2.220

set groups DHCP_SERVER access address-assignment pool p2 family inet 

dhcp-attributes maximum-lease-time infinite

set groups DHCP_SERVER access address-assignment pool p2 family inet 

dhcp-attributes router 10.0.2.254

set groups DHCP_SERVER access address-assignment pool v6-p1 family inet6 range

 v6_p1_range low 2001:db8::10:0:2:10/112

set groups DHCP_SERVER access address-assignment pool v6-p1 family inet6 range

 v6_p1_range high 2001:db8::10:0:2:100/112

6. On the EX4600 switch acting as the DHCP server, verify that the DHCP clients are successfully being
assigned IP addresses.

user@ex4600-03> show dhcp server binding

IP address        Session Id  Hardware address   Expires     State      Interface

10.0.2.10         2           00:10:94:00:3c:f1  537735079   BOUND      irb.3001

10.0.2.11         5           00:10:94:00:3c:f2  537735079   BOUND      irb.3001

10.0.2.12         6           00:10:94:00:3c:f3  537735079   BOUND      irb.3001

10.0.2.13         7           00:10:94:00:3c:f4  537735079   BOUND      irb.3001

10.0.2.14         8           00:10:94:00:3c:f5  537735079   BOUND      irb.3001

10.0.2.15         9           00:10:94:00:3c:f6  537735079   BOUND      irb.3001

10.0.2.16         10          00:10:94:00:3c:f7  537735079   BOUND      irb.3001

10.0.2.17         11          00:10:94:00:3c:f8  537735079   BOUND      irb.3001

10.0.2.18         12          00:10:94:00:3c:f9  537735079   BOUND      irb.3001

10.0.2.19         13          00:10:94:00:3c:fa  537735079   BOUND      irb.3001
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