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Documentation and Release Notes

To obtain the most current version of all Juniper Networks
®
technical documentation,

see the product documentation page on the Juniper Networks website at

http://www.juniper.net/techpubs/.

If the information in the latest release notes differs from the information in the

documentation, follow the product Release Notes.

Juniper Networks Books publishes books by Juniper Networks engineers and subject

matter experts. These books go beyond the technical documentation to explore the

nuances of network architecture, deployment, and administration. The current list can

be viewed at http://www.juniper.net/books.

Supported Platforms

For the features described in this document, the following platforms are supported:

• QFX Series standalone switches

Using the Examples in This Manual

If you want to use the examples in this manual, you can use the loadmerge or the load

merge relative command. These commands cause the software to merge the incoming

configuration into the current candidate configuration. The example does not become

active until you commit the candidate configuration.

If the example configuration contains the top level of the hierarchy (or multiple

hierarchies), the example is a full example. In this case, use the loadmerge command.
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If the example configuration does not start at the top level of the hierarchy, the example

is a snippet. In this case, use the loadmerge relative command. These procedures are

described in the following sections.

Merging a Full Example

Tomerge a full example, follow these steps:

1. From the HTML or PDF version of the manual, copy a configuration example into a

text file, save the file with a name, and copy the file to a directory on your routing

platform.

For example, copy the following configuration toa file andname the file ex-script.conf.

Copy the ex-script.conf file to the /var/tmp directory on your routing platform.

system {
scripts {
commit {
file ex-script.xsl;

}
}

}
interfaces {
fxp0 {
disable;
unit 0 {
family inet {
address 10.0.0.1/24;

}
}

}
}

2. Merge the contents of the file into your routing platform configuration by issuing the

loadmerge configuration mode command:

[edit]
user@host# loadmerge /var/tmp/ex-script.conf
load complete

Merging a Snippet

Tomerge a snippet, follow these steps:

1. From the HTML or PDF version of themanual, copy a configuration snippet into a text

file, save the file with a name, and copy the file to a directory on your routing platform.

For example, copy the following snippet to a file and name the file

ex-script-snippet.conf. Copy the ex-script-snippet.conf file to the /var/tmp directory

on your routing platform.

commit {
file ex-script-snippet.xsl; }

2. Move to the hierarchy level that is relevant for this snippet by issuing the following

configuration mode command:
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[edit]
user@host# edit system scripts
[edit system scripts]

3. Merge the contents of the file into your routing platform configuration by issuing the

loadmerge relative configuration mode command:

[edit system scripts]
user@host# loadmerge relative /var/tmp/ex-script-snippet.conf
load complete

For more information about the load command, see the CLI User Guide.

Documentation Conventions

Table 1 on page xv defines notice icons used in this guide.

Table 1: Notice Icons

DescriptionMeaningIcon

Indicates important features or instructions.Informational note

Indicates a situation that might result in loss of data or hardware damage.Caution

Alerts you to the risk of personal injury or death.Warning

Alerts you to the risk of personal injury from a laser.Laser warning

Indicates helpful information.Tip

Alerts you to a recommended use or implementation.Best practice

Table 2 on page xv defines the text and syntax conventions used in this guide.

Table 2: Text and Syntax Conventions

ExamplesDescriptionConvention

To enter configuration mode, type the
configure command:

user@host> configure

Represents text that you type.Bold text like this
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Table 2: Text and Syntax Conventions (continued)

ExamplesDescriptionConvention

user@host> show chassis alarms

No alarms currently active

Represents output that appears on the
terminal screen.

Fixed-width text like this

• A policy term is a named structure
that defines match conditions and
actions.

• Junos OS CLI User Guide

• RFC 1997,BGPCommunities Attribute

• Introduces or emphasizes important
new terms.

• Identifies guide names.

• Identifies RFC and Internet draft titles.

Italic text like this

Configure themachine’s domain name:

[edit]
root@# set system domain-name
domain-name

Represents variables (options for which
you substitute a value) in commands or
configuration statements.

Italic text like this

• To configure a stub area, include the
stub statement at the [edit protocols
ospf area area-id] hierarchy level.

• Theconsoleport is labeledCONSOLE.

Represents names of configuration
statements, commands, files, and
directories; configurationhierarchy levels;
or labels on routing platform
components.

Text like this

stub <default-metricmetric>;Encloses optional keywords or variables.< > (angle brackets)

broadcast | multicast

(string1 | string2 | string3)

Indicates a choice between themutually
exclusive keywords or variables on either
side of the symbol. The set of choices is
often enclosed in parentheses for clarity.

| (pipe symbol)

rsvp { # Required for dynamicMPLS onlyIndicates a comment specified on the
same lineas theconfiguration statement
to which it applies.

# (pound sign)

community namemembers [
community-ids ]

Encloses a variable for which you can
substitute one or more values.

[ ] (square brackets)

[edit]
routing-options {
static {
route default {
nexthop address;
retain;

}
}

}

Identifies a level in the configuration
hierarchy.

Indention and braces ( { } )

Identifies a leaf statement at a
configuration hierarchy level.

; (semicolon)

GUI Conventions

• In the Logical Interfaces box, select
All Interfaces.

• To cancel the configuration, click
Cancel.

Representsgraphicaluser interface(GUI)
items you click or select.

Bold text like this
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Table 2: Text and Syntax Conventions (continued)

ExamplesDescriptionConvention

In the configuration editor hierarchy,
select Protocols>Ospf.

Separates levels in a hierarchy of menu
selections.

> (bold right angle bracket)

Documentation Feedback

We encourage you to provide feedback, comments, and suggestions so that we can

improve the documentation. You can send your comments to

techpubs-comments@juniper.net, or fill out the documentation feedback form at

https://www.juniper.net/cgi-bin/docbugreport/. If you are using e-mail, be sure to include

the following information with your comments:

• Document or topic name

• URL or page number

• Software release version (if applicable)

Requesting Technical Support

Technical product support is available through the JuniperNetworksTechnicalAssistance

Center (JTAC). If you are a customer with an active J-Care or JNASC support contract,

or are covered under warranty, and need post-sales technical support, you can access

our tools and resources online or open a case with JTAC.

• JTAC policies—For a complete understanding of our JTAC procedures and policies,

review the JTAC User Guide located at

http://www.juniper.net/us/en/local/pdf/resource-guides/7100059-en.pdf.

• Product warranties—For product warranty information, visit

http://www.juniper.net/support/warranty/.

• JTAC hours of operation—The JTAC centers have resources available 24 hours a day,

7 days a week, 365 days a year.

Self-Help Online Tools and Resources

For quick and easy problem resolution, Juniper Networks has designed an online

self-service portal called the Customer Support Center (CSC) that provides youwith the

following features:

• Find CSC offerings: http://www.juniper.net/customers/support/

• Search for known bugs: http://www2.juniper.net/kb/

• Find product documentation: http://www.juniper.net/techpubs/

• Find solutions and answer questions using our Knowledge Base: http://kb.juniper.net/

• Download the latest versions of software and review release notes:

http://www.juniper.net/customers/csc/software/
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• Search technical bulletins for relevant hardware and software notifications:

http://kb.juniper.net/InfoCenter/

• Join and participate in the Juniper Networks Community Forum:

http://www.juniper.net/company/communities/

• Open a case online in the CSC Case Management tool: http://www.juniper.net/cm/

Toverify serviceentitlementbyproduct serial number, useourSerialNumberEntitlement

(SNE) Tool: https://tools.juniper.net/SerialNumberEntitlementSearch/

Opening a Casewith JTAC

You can open a case with JTAC on theWeb or by telephone.

• Use the Case Management tool in the CSC at http://www.juniper.net/cm/.

• Call 1-888-314-JTAC (1-888-314-5822 toll-free in the USA, Canada, and Mexico).

For international or direct-dial options in countries without toll-free numbers, see

http://www.juniper.net/support/requesting-support.html.
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PART 1

Overview

• OSPF Overview on page 3
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CHAPTER 1

OSPF Overview

• OSPF Overview on page 4

• OSPF Areas and Router Functionality Overview on page 9

• Packets Overview on page 11

• OSPF External Metrics Overview on page 14
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OSPF isan interior gatewayprotocol (IGP) that routespacketswithinasingleautonomous

system (AS). OSPF uses link-state information to make routing decisions, making route

calculationsusing theshortest-path-first (SPF)algorithm(also referred toas theDijkstra

algorithm). Each router running OSPF floods link-state advertisements throughout the

AS or area that contain information about that router’s attached interfaces and routing

metrics. Each router uses the information in these link-state advertisements to calculate

the least cost path to each network and create a routing table for the protocol.

Junos OS supports OSPF version 2 (OSPFv2) and OSPF version 3 (OSPFv3), including

virtual links, stub areas, and for OSPFv2, authentication. Junos OS does not support

type-of-service (ToS) routing.

OSPF was designed for the Transmission Control Protocol/Internet Protocol (TCP/IP)

environmentandasa result explicitly supports IP subnettingand the taggingof externally

derived routing information.OSPFalsoprovides for theauthenticationof routingupdates.

OSPF routes IP packets based solely on the destination IP address contained in the IP

packetheader.OSPFquicklydetects topological changes, suchaswhen router interfaces

become unavailable, and calculates new loop-free routes quickly and with aminimum

of routing overhead traffic.

NOTE: On SRX Series devices, when only one link-protection is configured
under the OSPF interface, the device does not install an alternative route in
the forwarding table. When the per-packet load-balancing is enabled as a
workaround, the device does not observe both theOSPFmetric and sending
the traffic through both the interfaces.

An OSPF AS can consist of a single area, or it can be subdivided into multiple areas. In a

single-area OSPF network topology, each router maintains a database that describes

the topology of the AS. Link-state information for each router is flooded throughout the

AS. In a multiarea OSPF topology, each router maintains a database that describes the

topology of its area, and link-state information for each router is flooded throughout that

area. All routers maintain summarized topologies of other areas within an AS. Within

each area, OSPF routers have identical topological databases. When the AS or area

topology changes, OSPF ensures that the contents of all routers’ topological databases

converge quickly.

All OSPFv2 protocol exchanges can be authenticated. OSPFv3 relies on IPsec to provide

this functionality. Thismeans that only trusted routers can participate in theAS’s routing.

A variety of authentication schemes can be used. A single authentication scheme is

configured for each area, which enables some areas to use stricter authentication than

others.

Externally derived routing data (for example, routes learned from BGP) is passed

transparently throughout the AS. This externally derived data is kept separate from the

OSPF link-statedata. Eachexternal routecanbe taggedby theadvertising router, enabling

the passing of additional information between routers on the boundaries of the AS.

5Copyright © 2014, Juniper Networks, Inc.
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NOTE: By default, Junos OS is compatible with RFC 1583,OSPF Version 2. In
Junos OS Release 8.5 and later, you can disable compatibility with RFC 1583
by including the no-rfc-1583 statement. Formore information, see “Example:

Disabling OSPFv2 Compatibility with RFC 1583” on page 44.

This topic describes the following information:

• OSPF Default Route Preference Values on page 6

• OSPF Routing Algorithm on page 6

• OSPF Three-Way Handshake on page 7

• OSPF Version 3 on page 8

OSPF Default Route Preference Values

The Junos OS routing protocol process assigns a default preference value to each route

that the routing table receives. The default value depends on the source of the route.

The preference value is from 0 through 4,294,967,295 (232 – 1), with a lower value

indicating amore preferred route. Table 3 on page 6 lists the default preference values

for OSPF.

Table 3: Default Route Preference Values for OSPF

Statement to Modify Default PreferenceDefault PreferenceHow Route Is Learned

OSPF preference10OSPF internal route

OSPF external-preference150OSPF AS external routes

OSPF Routing Algorithm

OSPF uses the shortest-path-first (SPF) algorithm, also referred to as the Dijkstra

algorithm, to determine the route to each destination. All routing devices in an area run

this algorithm in parallel, storing the results in their individual topological databases.

Routing devices with interfaces to multiple areas runmultiple copies of the algorithm.

This section provides a brief summary of how the SPF algorithmworks.

Whena routingdevice starts, it initializesOSPFandwaits for indications from lower-level

protocols that the router interfacesare functional. The routingdevice thenuses theOSPF

helloprotocol toacquireneighbors, by sendinghellopackets to its neighborsand receiving

their hello packets.

On broadcast or nonbroadcast multiaccess networks (physical networks that support

the attachment of more than two routing devices), the OSPF hello protocol elects a

designated router for thenetwork. This routingdevice is responsible for sending link-state

advertisements (LSAs) that describe the network, which reduces the amount of network

traffic and the size of the routing devices’ topological databases.

The routing device then attempts to form adjacencieswith some of its newly acquired

neighbors. (Onmultiaccess networks, only the designated router andbackupdesignated
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router formadjacencieswithother routingdevices.)Adjacenciesdetermine thedistribution

of routing protocol packets. Routing protocol packets are sent and received only on

adjacencies, and topological database updates are sent only along adjacencies. When

adjacencieshavebeenestablished, pairs of adjacent routers synchronize their topological

databases.

A routing device sends LSA packets to advertise its state periodically and when its state

changes. These packets include information about the routing device’s adjacencies,

which allows detection of nonoperational routing devices.

Using a reliable algorithm, the routing device floods LSAs throughout the area, which

ensures that all routing devices in an area have exactly the same topological database.

Each routing device uses the information in its topological database to calculate a

shortest-path tree, with itself as the root. The routing device then uses this tree to route

network traffic.

The description of the SPF algorithm up to this point has explained how the algorithm

works within a single area (intra-area routing). For internal routers to be able to route to

destinations outside the area (interarea routing), the area border routers must inject

additional routing information into the area. Because the area border routers are

connected to the backbone, they have access to complete topological data about the

backbone. The area border routers use this information to calculate paths to all

destinations outside its areaand thenadvertise thesepaths to thearea’s internal routers.

Autonomoussystem(AS)boundary routers flood informationaboutexternalautonomous

systems throughout the AS, except to stub areas. Area border routers are responsible

for advertising the paths to all AS boundary routers.

OSPF Three-Way Handshake

OSPF creates a topology map by flooding LSAs across OSPF-enabled links. LSAs

announce the presence of OSPF-enabled interfaces to adjacent OSPF interfaces. The

exchange of LSAs establishes bidirectional connectivity between all adjacent OSPF

interfaces (neighbors) using a three-way handshake, as shown in Figure 1 on page 7.

Figure 1: OSPF Three-Way Handshake

In Figure 1 on page 7, Router A sends hello packets out all its OSPF-enabled interfaces

when it comes online. Router B receives the packet, which establishes that Router B can

receive traffic from Router A. Router B generates a response to Router A to acknowledge

receipt of the hello packet. When Router A receives the response, it establishes that

Router B can receive traffic from Router A. Router A then generates a final response

packet to informRouter B that Router A can receive traffic fromRouter B. This three-way

handshake ensures bidirectional connectivity.
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As new neighbors are added to the network or existing neighbors lose connectivity, the

adjacencies in the topology map are modified accordingly through the exchange (or

absence) of LSAs. These LSAs advertise only the incremental changes in the network,

which helps minimize the amount of OSPF traffic on the network. The adjacencies are

shared and used to create the network topology in the topological database.

OSPF Version 3

OSPFv3 is a modified version of OSPF that supports IP version 6 (IPv6) addressing.

OSPFv3 differs fromOSPFv2 in the following ways:

• All neighbor ID information is based on a 32-bit router ID.

• The protocol runs per link rather than per subnet.

• Router and network link-state advertisements (LSAs) do not carry prefix information.

• Two new LSA types are included: link-LSA and intra-area-prefix-LSA.

• Flooding scopes are as follows:

• Link-local

• Area

• AS

• Link-local addresses are used for all neighbor exchanges except virtual links.

• Authentication is removed. The IPv6 authentication header relies on the IP layer.

• The packet format has changed as follows:

• Version number 2 is now version number 3.

• The db option field has been expanded to 24 bits.

• Authentication information has been removed.

• Hello messages do not have address information.

• Two new option bits are included: R and V6.

• Type 3 summary LSAs have been renamed inter-area-prefix-LSAs.

• Type 4 summary LSAs have been renamed inter-area-router-LSAs.

Related
Documentation

Understanding OSPF Areas and Backbone Areas on page 21•

• OSPF Configuration Overview

• OSPF Version 3 for IPv6

• Example: Disabling OSPFv2 Compatibility with RFC 1583 on page 44
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OSPF Areas and Router Functionality Overview

In OSPF, a single autonomous system (AS) can be divided into smaller groups called

areas. This reduces the number of link-state advertisements (LSAs) and other OSPF

overhead traffic sent on the network, and it reduces the size of the topology database

that each router must maintain. The routing devices that participate in OSPF routing

perform one or more functions based on their location in the network.

This topic describes the following OSPF area types and routing device functions:

• Areas on page 9

• Area Border Routers on page 9

• Backbone Areas on page 9

• AS Boundary Routers on page 10

• Backbone Router on page 10

• Internal Router on page 10

• Stub Areas on page 10

• Not-So-Stubby Areas on page 11

• Transit Areas on page 11

Areas

An area is a set of networks and hosts within an AS that have been administratively

grouped together.We recommend that youconfigureanareaasacollectionof contiguous

IP subnetted networks. Routing devices that are wholly within an area are called internal

routers. All interfaces on internal routers are directly connected to networks within the

area.

The topology of an area is hidden from the rest of the AS, thus significantly reducing

routing traffic in the AS. Also, routing within the area is determined only by the area’s

topology, providing the area with some protection from bad routing data.

All routing devices within an area have identical topology databases.

Area Border Routers

Routing devices that belong tomore than one area and connect one ormoreOSPF areas

to thebackboneareaare calledareaborder routers (ABRs).At least one interface iswithin

the backbone while another interface is in another area. ABRs also maintain a separate

topological database for each area to which they are connected.

Backbone Areas

AnOSPF backbone area consists of all networks in area ID 0.0.0.0, their attached routing

devices, and all ABRs. The backbone itself does not have any ABRs. The backbone

distributes routing information between areas. The backbone is simply another area, so

the terminology and rules of areas apply: a routing device that is directly connected to
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the backbone is an internal router on the backbone, and the backbone’s topology is

hidden from the other areas in the AS.

The routing devices that make up the backbonemust be physically contiguous. If they

arenot, youmustconfigure virtual links tocreate theappearanceofbackboneconnectivity.

You can create virtual links between any two ABRs that have an interface to a common

nonbackbone area. OSPF treats two routing devices joined by a virtual link as if theywere

connected to an unnumbered point-to-point network.

AS Boundary Routers

Routing devices that exchange routing information with routing devices in non-OSPF

networks are called AS boundary routers. They advertise externally learned routes

throughout the OSPF AS. Depending on the location of the AS boundary router in the

network, it can be an ABR, a backbone router, or an internal router (with the exception

of stub areas). Internal routers within a stub area cannot be an AS boundary router

because stub areas cannot contain any Type 5 LSAs.

Routing devices within the area where the AS boundary router resides know the path to

that AS boundary router. Any routing device outside the area only knows the path to the

nearest ABR that is in the same area where the AS boundary router resides.

Backbone Router

Backbone routers are routing devices that have one or more interfaces connected to the

OSPF backbone area (area ID 0.0.0.0).

Internal Router

Routing devices that connect to only one OSPF area are called internal routers. All

interfaces on internal routers are directly connected to networks within a single area.

Stub Areas

Stub areas are areas through which or into which AS external advertisements are not

flooded. Youmight want to create stub areas whenmuch of the topological database

consists of AS external advertisements. Doing so reduces the size of the topological

databases and therefore the amount of memory required on the internal routers in the

stub area.

Routing deviceswithin a stub area rely on the default routes originated by the area’s ABR

to reach external AS destinations. Youmust configure the default-metric option on the

ABR before it advertises a default route. Once configured, the ABR advertises a default

route in place of the external routes that are not being advertised within the stub area,

so that routing devices in the stub area can reach destinations outside the area.

The following restrictions apply to stub areas: you cannot create a virtual link through a

stub area, a stub area cannot contain an AS boundary router, the backbone cannot be a

stub area, and you cannot configure an area as both a stub area and a not-so-stubby

area.
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Not-So-Stubby Areas

An OSPF stub area has no external routes in it, so you cannot redistribute from another

protocol into a stub area. A not-so-stubby area (NSSA) allows external routes to be

floodedwithin the area. These routes are then leaked into other areas. However, external

routes from other areas still do not enter the NSSA.

The following restriction applies to NSSAs: you cannot configure an area as both a stub

area and an NSSA.

Transit Areas

Transit areas are used to pass traffic from one adjacent area to the backbone (or to

another area if the backbone ismore than two hops away froman area). The traffic does

not originate in, nor is it destined for, the transit area.

Related
Documentation

OSPF Overview on page 4•

• Packets Overview on page 11

• OSPF Configuration Overview

• Understanding OSPF Areas and Backbone Areas on page 21

• Understanding OSPF Stub Areas, Totally Stubby Areas, and Not-So-Stubby Areas on

page 29

Packets Overview

There are several types of link-state advertisement (LSA) packets.

This topic describes the following information:

• OSPF Packet Header on page 11

• Hello Packets on page 12

• Database Description Packets on page 12

• Link-State Request Packets on page 12

• Link-State Update Packets on page 13

• Link-State Acknowledgment Packets on page 13

• Link-State Advertisement Packet Types on page 13

OSPF Packet Header

AllOSPFv2packetshaveacommon24-byteheader, andOSPFv3packetshaveacommon

16-byte header, that contains all information necessary to determine whether OSPF

should accept the packet. The header consists of the following fields:

• Version number—The current OSPF version number. This can be either 2 or 3.

• Type—Type of OSPF packet.
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• Packet length—Length of the packet, in bytes, including the header.

• Router ID—IP address of the router fromwhich the packet originated.

• Area ID—Identifier of the area in which the packet is traveling. Each OSPF packet is

associated with a single area. Packets traveling over a virtual link are labeled with the

backbone area ID, 0.0.0.0. .

• Checksum—Fletcher checksum.

• Authentication—(OSPFv2only)Authenticationschemeandauthentication information.

• Instance ID—(OSPFv3 only) Identifier used when there are multiple OSPFv3 realms

configured on a link.

Hello Packets

Routersperiodically sendhellopacketsonall interfaces, including virtual links, to establish

andmaintain neighbor relationships. Hello packets are multicast on physical networks

that have amulticast or broadcast capability, which enables dynamic discovery of

neighboring routers. (On nonbroadcast networks, dynamic neighbor discovery is not

possible, so youmust configure all neighbors statically as described in “Example:

Configuring an OSPFv2 Interface on a Nonbroadcast Multiaccess Network” on page 51.)

Hello packets consist of the OSPF header plus the following fields:

• Network mask—(OSPFv2 only) Network mask associated with the interface.

• Hello interval—Howoften the router sendshellopackets.All routersonasharednetwork

must use the same hello interval.

• Options—Optional capabilities of the router.

• Router priority—The router’s priority to become the designated router.

• Router dead interval—How long the router waits without receiving any OSPF packets

from a router before declaring that router to be down. All routers on a shared network

must use the same router dead interval.

• Designated router—IP address of the designated router.

• Backup designated router—IP address of the backup designated router.

• Neighbor—IPaddressesof the routers fromwhichvalidhellopacketshavebeen received

within the time specified by the router dead interval.

Database Description Packets

When initializing an adjacency, OSPF exchanges database description packets, which

describe the contents of the topological database. These packets consist of the OSPF

header, packet sequence number, and the link-state advertisement’s header.

Link-State Request Packets

When a router detects that portions of its topological database are out of date, it sends

a link-state request packet to a neighbor requesting a precise instance of the database.
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These packets consist of theOSPFheader plus fields that uniquely identify the database

information that the router is seeking.

Link-State Update Packets

Link-state update packets carry one or more link-state advertisements one hop farther

from their origin. The router multicasts (floods) these packets on physical networks that

support multicast or broadcast mode. The router acknowledges all link-state update

packets and, if retransmission is necessary, sends the retransmitted advertisements

unicast.

Link-state update packets consist of the OSPF header plus the following fields:

• Number of advertisements—Number of link-state advertisements included in this

packet.

• Link-state advertisements—The link-state advertisements themselves.

Link-State Acknowledgment Packets

The router sends link-state acknowledgment packets in response to link-state update

packets to verify that the update packets have been received successfully. A single

acknowledgment packet can include responses to multiple update packets.

Link-state acknowledgment packets consist of the OSPF header plus the link-state

advertisement header.

Link-State Advertisement Packet Types

Link-state request, link-state update, and link-state acknowledgment packets are used

to reliably flood link-state advertisement packets. OSPF sends the following types of

link-state advertisements:

• Router link advertisements—Are sent by all routers to describe the state and cost of

the router’s links to the area. These link-state advertisements are flooded throughout

a single area only.

• Network linkadvertisements—Aresentbydesignated routers todescribeall the routers

attached to the network. These link-state advertisements are flooded throughout a

single area only.

• Summary link advertisements—Are sent by area border routers to describe the routes

that they know about in other areas. There are two types of summary link

advertisements: those used when the destination is an IP network, and those used

when the destination is anASboundary router. Summary link advertisements describe

interarea routes, that is, routes todestinationsoutside theareabutwithin theAS.These

link-state advertisements are flooded throughout the advertisement’s associated

areas.

• AS external link advertisement—Are sent by AS boundary routers to describe external

routes that they know about. These link-state advertisements are flooded throughout

the AS (except for stub areas).
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Each link-state advertisement type describes a portion of the OSPF routing domain. All

link-state advertisements are flooded throughout the AS.

Each link-state advertisement packet begins with a common 20-byte header.

Related
Documentation

OSPF Overview on page 4•

• OSPF Areas and Router Functionality Overview on page 9

• OSPF Configuration Overview

• OSPF Designated Router Overview on page 17

• Understanding OSPFv2 Authentication

• OSPF Timers Overview on page 87

OSPF External Metrics Overview

When OSPF exports route information from external autonomous systems (ASs), it

includes a cost, or external metric, in the route. OSPF supports two types of external

metrics: Type 1 and Type 2. The difference between the twometrics is how OSPF

calculates the cost of the route. Type 1 external metrics are equivalent to the link-state

metric, where the cost is equal to the sum of the internal costs plus the external cost.

This means that Type 1 external metrics include the external cost to the destination as

well as the cost (metric) to reach the AS boundary router. Type 2 external metrics are

greater than the cost of any path internal to the AS. Type 2 external metrics use only the

external cost to the destination and ignore the cost (metric) to reach the AS boundary

router. By default, OSPF uses the Type 2 external metric.
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PART 2

Configuration

• Basic OSPF Area Configuration on page 17

• Advanced OSPF Area Configuration on page 29

• OSPF Interface Configuration on page 47

• OSPF Route Control Configuration on page 63

• OSPF Fault Detection Configuration on page 87

• OSPF Redundancy Features Configuration on page 105

• OSPF Traffic Engineering Configuration on page 121

• OSPF Database Protection Configuration on page 135

• OSPF Policy Configuration on page 139

• OSPFMonitoring Configuration on page 173

• Configuration Statements on page 181
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CHAPTER 2

Basic OSPF Area Configuration

• Examples: Configuring OSPF Designated Routers on page 17

• Examples: Configuring OSPF Areas on page 21

Examples: Configuring OSPF Designated Routers

• OSPF Designated Router Overview on page 17

• Example: Configuring an OSPF Router Identifier on page 18

• Example: Controlling OSPF Designated Router Election on page 20

OSPF Designated Router Overview

Large LANs that havemany routing devices and therefore many OSPF adjacencies can

produce heavy control-packet traffic as link-state advertisements (LSAs) are flooded

across the network. To alleviate the potential traffic problem, OSPF uses designated

routers on all multiaccess networks (broadcast and nonbroadcast multiaccess [NBMA]

networks types). Rather than broadcasting LSAs to all their OSPF neighbors, the routing

devices send their LSAs to the designated router. Eachmultiaccess network has a

designated router, which performs twomain functions:

• Originate network link advertisements on behalf of the network.

• Establish adjacencies with all routing devices on the network, thus participating in the

synchronizing of the link-state databases.

In LANs, the election of the designated router takes place when the OSPF network is

initially established. When the first OSPF links are active, the routing device with the

highest router identifier (defined by the router-id configuration value, which is typically

the IP address of the routing device, or the loopback address) is elected the designated

router. The routing device with the second highest router identifier is elected the backup

designated router. If the designated router fails or loses connectivity, the backup

designated router assumes its role and a new backup designated router election takes

place between all the routers in the OSPF network.

OSPFuses the router identifier for twomainpurposes: toelectadesignated router, unless

youmanually specify a priority value, and to identify the routing device fromwhich a

packet is originated. At designated router election, the router priorities are evaluated first,

and the routing device with the highest priority is elected designated router. If router

priorities tie, the routing device with the highest router identifier, which is typically the
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routing device’s IP address, is chosen as the designated router. If you do not configure a

router identifier, the IP address of the first interface to come online is used. This is usually

the loopback interface.Otherwise, the first hardware interfacewith an IP address is used.

At least one routing device on each logical IP network or subnet must be eligible to be

the designated router for OSPFv2. At least one routing device on each logical link must

be eligible to be the designated router for OSPFv3.

By default, routing devices have a priority of 128. A priority of 0marks the routing device

as ineligible to become the designated router. A priority of 1 means the routing device

has the least chanceof becomingadesignated router. A priority of 255means the routing

device is always the designated router.

Example: Configuring an OSPF Router Identifier

This example shows how to configure an OSPF router identifier.

• Requirements on page 18

• Overview on page 18

• Configuration on page 19

• Verification on page 19

Requirements

Before you begin:

• Identify the interfaces on the routing device that will participate in OSPF. Youmust

enable OSPF on all interfaces within the network on which OSPF traffic is to travel.

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices or the Junos OS Interfaces Configuration Guide for Security Devices.

Overview

The router identifier is used by OSPF to identify the routing device fromwhich a packet

originated. Junos OS selects a router identifier according to the following set of rules:

1. By default, Junos OS selects the lowest configured physical IP address of an interface

as the router identifier.

2. If a loopback interface is configured, the IPaddressof the loopback interfacebecomes

the router identifier.

3. If multiple loopback interfaces are configured, the lowest loopback address becomes

the router identifier.

4. If a router identifier is explicitly configured using the router-idaddress statement under

the [edit routing-options] hierarchy level, the above three rules are ignored.

NOTE: If the router identifier is modified in a network, the link-state
advertisements(LSAs)advertisedbytheprevious router identifierare retained
in the OSPF database until the LSA retransmit interval has timed out.

Copyright © 2014, Juniper Networks, Inc.18

OSPF on the QFX Series



If the router identifier is not configured explicitly and an interface IP address is used as

the router identifier, theestablishedOSPFadjacency flapswhen the interfacegoesdown,

or when it is brought back into the network. When the interface is brought back into the

network, or a new interface is introduced into the network, the router identifier is selected

again based on the rules stated above. Hence, it is strongly recommended that you

explicitly configure the router identifier under the [edit routing-options] hierarchy level

to avoid unpredictable behavior if the interface address on a loopback interface changes.

NOTE: The router identifier behavior described here holds good even when
configuredunder [edit routing-instances routing-instance-name routing-options]

and [edit logical-systems logical-system-name routing-instances

routing-instance-name routing-options] hierarchy levels.

In this example, you configure the OSPF router identifier by setting its router ID value to

the IP address of the device, which is 177.162.4.24.

Configuration

CLI Quick
Configuration

To quickly configure an OSPF router identifier, copy the following command and paste

it into the CLI.

[edit]
set routing-options router-id 177.162.4.24

Step-by-Step
Procedure

To configure an OSPF router identifier:

Configure the OSPF router identifier by entering the [router-id] configuration value.1.

[edit]
user@host# set routing-options router-id 177.162.4.24

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results

Confirm your configuration by entering the show routing-options router-id command. If

the output does not display the intended configuration, repeat the instructions in this

example to correct the configuration.

user@host# show routing-options router-id
router-id 177.162.4.24;

Verification

After you configure the router ID and activate OSPF on the routing device, the router ID

is referencedbymultipleOSPFoperationalmodecommands that youcanuse tomonitor

and troubleshoot theOSPFprotocol. The router ID fields are clearlymarked in theoutput.
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Example: Controlling OSPF Designated Router Election

This example shows how to control OSPF designated router election.

• Requirements on page 20

• Overview on page 20

• Configuration on page 20

• Verification on page 21

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices or the Junos OS Interfaces Configuration Guide for Security Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

Overview

This example showshowtocontrolOSPFdesignated router election.Within theexample,

you set the OSPF interface to ge-/0/0/1 and the device priority to 200. The higher the

priority value, the greater likelihood the routing devicewill become the designated router.

By default, routing devices have a priority of 128. A priority of 0marks the routing device

as ineligible to become the designated router. A priority of 1 means the routing device

has the least chance of becoming a designated router.

Configuration

CLI Quick
Configuration

To quickly configure an OSPF designated router election, copy the following command

and paste it into the CLI.

[edit]
set protocols ospf area 0.0.0.3 interface ge-0/0/1 priority 200

Step-by-Step
Procedure

To control OSPF designated router election:

Configure an OSPF interface and specify the device priority.1.

NOTE: To specify an OSPFv3 interface, include the ospf3 statement at

the [edit protocols] hierarchy level.

[edit]
user@host# set protocols ospf area 0.0.0.3 interface ge-0/0/1 priority 200

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit
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Results

Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.3 {
interface ge-0/0/1.0 {
priority 200;

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

• Verifying the Designated Router Election on page 21

Verifying the Designated Router Election

Purpose Based on the priority you configured for a specific OSPF interface, you can confirm the

address of thearea’s designated router. TheDR ID,DR, orDR-ID field displays theaddress

of the area’s designated router. The BDR ID, BDR, or BDR-ID field displays the address

of the backup designated router.

Action From operational mode, enter the show ospf interface and the show ospf neighbor

commands for OSPFv2, and enter the showospf3 interface and the showospf3 neighbor

commands for OSPFv3.

Related
Documentation

OSPF Areas and Router Functionality Overview on page 9•

• OSPF Configuration Overview

Examples: Configuring OSPF Areas

• Understanding OSPF Areas and Backbone Areas on page 21

• Example: Configuring a Single-Area OSPF Network on page 23

• Example: Configuring a Multiarea OSPF Network on page 25

Understanding OSPF Areas and Backbone Areas

OSPF networks in an autonomous system (AS) are administratively grouped into areas.

Each area within an AS operates like an independent network and has a unique 32-bit

area ID, which functions similar to a network address. Within an area, the topology

database contains only information about the area, link-state advertisements (LSAs)

are flooded only to nodes within the area, and routes are computed only within the area.

The topology of an area is hidden from the rest of the AS, thus significantly reducing

routing traffic in the AS. Subnetworks are divided into other areas, which are connected
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to form the whole of the main network. Routing devices that are wholly within an area

are called internal routers. All interfaces on internal routers are directly connected to

networks within the area.

The central area of an AS, called the backbone area, has a special function and is always

assigned the area ID 0.0.0.0. (Within a simple, single-area network, this is also the ID of

the area.) Area IDs are unique numeric identifiers, in dotted decimal notation, but they

are not IP addresses. Area IDs need only be unique within an AS. All other networks or

areas in the ASmust be directly connected to the backbone area by a routing device that

has interfaces in more than one area. These connecting routing devices are called area

border routers (ABRs). Figure 2 on page 22 shows an OSPF topology of three areas

connected by two ABRs.

Figure 2: Multiarea OSPF Topology

Because all areas are adjacent to the backbone area, OSPF routers send all traffic not

destined for their own area through the backbone area. The ABRs in the backbone area

are then responsible for transmitting the traffic through the appropriate ABR to the

destination area. The ABRs summarize the link-state records of each area and advertise

destination address summaries to neighboring areas. The advertisements contain the

IDof the area inwhich eachdestination lies, so that packets are routed to the appropriate

ABR. For example, in the OSPF areas shown in Figure 2 on page 22, packets sent from

Router A to Router C are automatically routed through ABR B.

JunosOSsupportsactivebackbonedetection.Activebackbonedetection is implemented

to verify that ABRs are connected to the backbone. If the connection to the backbone

area is lost, then the routing device’s defaultmetric is not advertised, effectively rerouting

traffic through another ABR with a valid connection to the backbone. Active backbone

detection enables transit through an ABRwith no active backbone connection. An ABR

advertises toother routingdevices that it is anABReven if theconnection to thebackbone

is down, so that the neighbors can consider it for interarea routes.

An OSPF restriction requires all areas to be directly connected to the backbone area so

that packets can be properly routed. All packets are routed first to the backbone area by
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default. Packets that are destined for an area other than the backbone area are then

routed to the appropriate ABR and on to the remote host within the destination area.

Example: Configuring a Single-Area OSPF Network

This example shows how to configure a single-area OSPF network.

• Requirements on page 23

• Overview on page 23

• Configuration on page 24

• Verification on page 25

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices or the Junos OS Interfaces Configuration Guide for Security Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

Overview

To activate OSPF on a network, youmust enable the OSPF protocol on all interfaces

within the network onwhichOSPF traffic is to travel. To enableOSPF, youmust configure

one or more interfaces on the device within an OSPF area. Once the interfaces are

configured, OSPF LSAs are transmitted on all OSPF-enabled interfaces, and the network

topology is shared throughout the network.

In an autonomous system (AS), the backbone area is always assigned area ID 0.0.0.0

(within a simple, single-area network, this is also the ID of the area). Area IDs are unique

numeric identifiers, in dotted decimal notation. Area IDs need only be unique within an

AS. All other networks or areas in the ASmust be directly connected to the backbone

area by area border routers that have interfaces in more than one area. Youmust also

create a backbone area if your network consists of multiple areas. In this example, you

create the backbone area and add interfaces, such as ge-0/0/0, as needed to the OSPF

area.

To use OSPF on the device, youmust configure at least one OSPF area, such as the one

shown in Figure 3 on page 24.
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Figure 3: Typical Single-Area OSPF Network Topology

Configuration

CLI Quick
Configuration

Toquickly configurea single-areaOSPFnetwork, copy the followingcommandandpaste

it into the CLI. You repeat this configuration for all interfaces that are part of the OSPF

area.

[edit]
set protocols ospf area 0.0.0.0 interface ge-0/0/0

Step-by-Step
Procedure

To configure a single-area OSPF network:

Configure the single-area OSPF network by specifying the area ID and associated

interface.

1.

NOTE: For a single-area OSPFv3 network, include the ospf3 statement

at the [edit protocols] hierarchy level.

[edit]
user@host# set protocols ospf area 0.0.0.0 interface ge-0/0/0

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results

Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.0 {
interface ge-0/0/0.0;

}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.
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Verification

Confirm that the configuration is working properly.

Verifying the Interfaces in the Area

Purpose Verify that the interface for OSPF or OSPFv3 has been configured for the appropriate

area. Confirm that the Area field displays the value that you configured.

Action From operational mode, enter the show ospf interface command for OSPFv2, and enter

the show ospf3 interface command for OSPFv3.

Example: Configuring aMultiarea OSPF Network

This example shows how to configure a multiarea OSPF network. To reduce traffic and

topology maintenance for the devices in an OSPF autonomous system (AS), you can

group the OSPF-enabled routing devices into multiple areas.

• Requirements on page 25

• Overview on page 25

• Configuration on page 26

• Verification on page 28

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices or the Junos OS Interfaces Configuration Guide for Security Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20.

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

Overview

To activate OSPF on a network, youmust enable the OSPF protocol on all interfaces

within the network onwhichOSPF traffic is to travel. To enableOSPF, youmust configure

one or more interfaces on the device within an OSPF area. Once the interfaces are

configured, OSPF LSAs are transmitted on all OSPF-enabled interfaces, and the network

topology is shared throughout the network.

Each OSPF area consists of routing devices configured with the same area number. The

backbone area is always assigned area ID 0.0.0.0. (All area identifiers (IDs) must be

unique within an AS.) All other networks or areas in the ASmust be directly connected

to the backbone area by a router that has interfaces in more than one area. In

Figure 4 on page 26, Devices A and C are in the backbone area (area 0), and Devices D
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andEare in area 2. DeviceBhasa special role. This is the areaborder router that connects

area 0 and area 2. The area border router maintains a separate topological database for

each area to which it is connected.

To reduce traffic and topologymaintenance for the devices in anOSPFAS, you can group

them intomultiple areas as shown in Figure 4 on page 26. In this example, you create the

backbone area, create an additional area (area 2) and assign it unique area ID 0.0.0.2,

and you configure Device B as the area border router, where interface ge-0/0/0

participates in OSPF area 0 and interface ge-0/0/2 participates in OSPF area 2.

Figure 4: Typical Multiarea OSPF Network Topology

Configuration

CLI Quick
Configuration

Toquickly configure amultiareaOSPFnetwork, copy the following commands andpaste

them into the CLI. You repeat this configuration for all interfaces that are part of the

OSPF area.

Device A [edit]
set protocols ospf area 0.0.0.0 interface ge-0/0/0
set protocols ospf area 0.0.0.0 interface ge-0/0/1

Device C [edit]
set protocols ospf area 0.0.0.0 interface ge-0/0/0

Device B [edit]
set protocols ospf area 0.0.0.0 interface ge-0/0/0
set protocols ospf area 0.0.0.2 interface ge-0/0/2

Device D [edit]
set protocols ospf area 0.0.0.2 interface ge-0/0/0
set protocols ospf area 0.0.0.2 interface ge-0/0/2

Device E [edit]
set protocols ospf area 0.0.0.2 interface ge-0/0/2

Step-by-Step
Procedure

To configure a multiarea OSPF network:

Configure the backbone area.1.
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NOTE: For anOSPFv3network, include theospf3 statementat the [edit

protocols] hierarchy level.

[edit]
user@A# set protocols ospf area 0.0.0.0 interface ge-0/0/0
user@A# set protocols ospf area 0.0.0.0 interface ge-0/0/1

[edit]
user@C# set protocols ospf area 0.0.0.0 interface ge-0/0/0

[edit]
user@B# set protocols ospf area 0.0.0.0 interface ge-0/0/0

2. Configure an additional area for your OSPF network.

[edit]
user@B# set protocols ospf area 0.0.0.2 interface ge-0/0/2

[edit]
user@D# set protocols ospf area 0.0.0.2 interface ge-0/0/0
user@D# set protocols ospf area 0.0.0.2 interface ge-0/0/2

[edit]
user@E# set protocols ospf area 0.0.0.2 interface ge-0/0/2

3. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results

Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@A# show protocols ospf
area 0.0.0.0 {
interface ge-0/0/0.0;
interface ge-0/0/1.0;

}

user@C# show protocols ospf
area 0.0.0.0 {
interface ge-0/0/0.0;

}

user@B# show protocols ospf
area 0.0.0.0 {
interface ge-0/0/0.0;

}
area 0.0.0.2 {
interface ge-0/0/2.0;

}

user@D# show protocols ospf
area 0.0.0.2 {
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interface ge-0/0/0.0;
interface ge-0/0/2.0;

}

user@E# show protocols ospf
area 0.0.0.2 {
interface ge-0/0/2.0;

}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

• Verifying the Interfaces in the Area on page 28

Verifying the Interfaces in the Area

Purpose Verify that the interface for OSPF or OSPFv3 has been configured for the appropriate

area. Confirm that the Area field displays the value that you configured.

Action From operational mode, enter the show ospf interface command for OSPFv2, and enter

the show ospf3 interface command for OSPFv3.

Related
Documentation

• OSPF Areas and Router Functionality Overview on page 9

• OSPF Configuration Overview
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CHAPTER 3

Advanced OSPF Area Configuration

• Examples: Configuring OSPF Stub and Not-So-Stubby Areas on page 29

• Example: Configuring OSPF Multiarea Adjacency on page 39

• Example: Disabling OSPFv2 Compatibility with RFC 1583 on page 44

Examples: Configuring OSPF Stub and Not-So-Stubby Areas

• Understanding OSPF Stub Areas, Totally Stubby Areas, and Not-So-Stubby

Areas on page 29

• Example: Configuring OSPF Stub and Totally Stubby Areas on page 30

• Example: Configuring OSPF Not-So-Stubby Areas on page 34

Understanding OSPF Stub Areas, Totally Stubby Areas, and Not-So-Stubby Areas

Figure 5 on page 29 shows an autonomous system (AS) across which many external

routes are advertised. If external routes make up a significant portion of a topology

database, you can suppress the advertisements in areas that do not have links outside

thenetwork.Bydoingso, youcan reduce theamountofmemory thenodesuse tomaintain

the topology database and free it for other uses.

Figure 5: OSPF ASNetwork with Stub Areas and NSSAs
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To control the advertisement of external routes into an area, OSPF uses stub areas. By

designating an area border router (ABR) interface to the area as a stub interface, you

suppress external route advertisements through the ABR. Instead, the ABR advertises a

default route (through itself) in place of the external routes and generates network

summary (Type3) link-stateadvertisements (LSAs). Packetsdestined for external routes

are automatically sent to the ABR, which acts as a gateway for outbound traffic and

routes the traffic appropriately.

NOTE: Youmust explicitly configure the ABR to generate a default route
when attached to a stub or not-so-stubby-area (NSSA). To inject a default
route with a specifiedmetric value into the area, youmust configure the
default-metric option and specify ametric value.

For example, area 0.0.0.3 in Figure 5 on page 29 is not directly connected to the outside

network. All outbound traffic is routed through the ABR to the backbone and then to the

destination addresses. By designating area 0.0.0.3 as a stub area, you reduce the size of

the topology database for that area by limiting the route entries to only those routes

internal to the area.

A stub area that only allows routes internal to the area and restricts Type 3 LSAs from

entering the stub area is often called a totally stubby area. You can convert area 0.0.0.3

to a totally stubby area by configuring the ABR to only advertise and allow the default

route to enter into the area. External routes and destinations to other areas are no longer

summarized or allowed into a totally stubby area.

NOTE: If you incorrectly configure a totally stubby area, youmight encounter
network connectivity issues. You should have advanced knowledge of OSPF
and understand your network environment before configuring totally stubby
areas.

Similar to area 0.0.0.3 in Figure 5 on page 29, area 0.0.0.4 has no external connections.

However, area 0.0.0.4 has static customer routes that are not internal OSPF routes. You

can limit the external route advertisements to the area and advertise the static customer

routes by designating the area an NSSA. In an NSSA, the AS boundary router generates

NSSA external (Type 7) LSAs and floods them into the NSSA, where they are contained.

Type 7 LSAs allow an NSSA to support the presence of AS boundary routers and their

corresponding external routing information. The ABR converts Type 7 LSAs into AS

external (Type 5 ) LSAs and leaks them to the other areas, but external routes fromother

areas are not advertised within the NSSA.

Example: Configuring OSPF Stub and Totally Stubby Areas

This example shows how to configure an OSPF stub area and a totally stubby area to

control the advertisement of external routes into an area.

• Requirements on page 31

• Overview on page 31
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• Configuration on page 32

• Verification on page 34

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices or the Junos OS Interfaces Configuration Guide for Security Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

Thebackbonearea,which is 0 in Figure6onpage32, has a special function and is always

assigned the area ID 0.0.0.0. Area IDs are unique numeric identifiers, in dotted decimal

notation. Area IDs need only be unique within an autonomous system (AS). All other

networks or areas (such as 3, 7, and 9) in the ASmust be directly connected to the

backbone area by area border routers (ABRs) that have interfaces inmore than one area.

Stub areas are areas through which or into which OSPF does not flood AS external

link-state advertisements (Type 5 LSAs). Youmight create stub areas whenmuch of

the topology database consists of AS external advertisements and youwant tominimize

the size of the topology databases on the internal routers in the stub area.

The following restrictions apply to stub areas:

• You cannot create a virtual link through a stub area.

• A stub area cannot contain an AS boundary router.

• You cannot configure the backbone as a stub area.

• You cannot configure an area as both a stub area and an not-so-stubby area (NSSA).

In this example, you configure each routing device in area 7 (area ID 0.0.0.7) as a stub

router and some additional settings on the ABR:

• stub—Specifies that this area become a stub area and not be flooded with Type 5

LSAs. Youmust include the stub statement on all routing devices that are in area 7

because this area has no external connections.

• default-metric—Configures the ABR to generate a default routewith a specifiedmetric

into the stub area. This default route enables packet forwarding from the stub area to

external destinations. You configure this option only on the ABR. The ABR does not

automatically generate a default route when attached to a stub. Youmust explicitly

configure this option to generate a default route.
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• no-summaries—(Optional) Prevents the ABR from advertising summary routes into

the stub area by converting the stub area into a totally stubby area. If configured in

combinationwith thedefault-metric statement, a totally stubbyareaonly allows routes

internal to the area and advertises the default route into the area. External routes and

destinations to other areas are no longer summarized or allowed into a totally stubby

area. Only the ABR requires this additional configuration because it is the only routing

device within the totally stubby area that creates Type 3 LSAs used to receive and

send traffic from outside of the area.

NOTE:

In Junos OS Release 8.5 and later, the following applies:

• A router-identifier interface that is not configured to run OSPF is no longer
advertised as a stub network in OSPF LSAs.

• OSPF advertises a local route with a prefix length of 32 as a stub link if the
loopback interface is configured with a prefix length other than 32. OSPF
alsoadvertises thedirect routewith theconfiguredmask length, as inearlier
releases.

Figure 6: OSPF Network Topology with Stub Areas and NSSAs
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Configuration

CLI Quick
Configuration

To quickly configure anOSPF stub area, copy the following command and paste it into

the CLI. Youmust configure all routing devices that are part of the stub area.

•

[edit]
set protocols ospf area 0.0.0.7 stub

• To quickly configure the ABR to inject a default route into the area, copy the following

command and paste it into the CLI. You apply this configuration only on the ABR.

[edit]
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set protocols ospf area 0.0.0.7 stub default-metric 10

• (Optional) To quickly configure the ABR to restrict all summary advertisements and

allow only internal routes and default route advertisements into the area, copy the

following command and paste it into the CLI. You apply this configuration only on the

ABR.

[edit]
set protocols ospf area 0.0.0.7 stub no-summaries

Step-by-Step
Procedure

To configure OSPF stub areas:

On all routing devices in the area, configure an OSPF stub area.1.

NOTE: To specify anOSPFv3 stub area, include the ospf3 statement at

the [edit protocols] hierarchy level.

[edit]
user@host# set protocols ospf area 0.0.0.7 stub

2. On the ABR, inject a default route into the area.

[edit]
user@host# set protocols ospf area 0.0.0.7 stub default-metric 10

3. (Optional) On the ABR, restrict summary LSAs from entering the area. This step

converts the stub area into a totally stubby area.

[edit]
user@host# set protocols ospf area 0.0.0.7 stub no-summaries

4. If you are done configuring the devices, commit the configuration.

[edit]
user@host# commit

Results

Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

Configuration on all routing devices:

user@host# show protocols ospf
area 0.0.0.7 {
stub;

}

Configuration on the ABR (the output also includes the optional setting):

user@host# show protocols ospf
area 0.0.0.7 {
stub default-metric 10 no-summaries;

}
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To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

• Verifying the Interfaces in the Area on page 34

• Verifying the Type of OSPF Area on page 34

Verifying the Interfaces in the Area

Purpose Verify that the interface for OSPF has been configured for the appropriate area. Confirm

that the output includes Stub as the type of OSPF area.

Action From operational mode, enter the show ospf interface detail command for OSPFv2, and

enter the show ospf3 interface detail command for OSPFv3.

Verifying the Type of OSPF Area

Purpose Verify that the OSPF area is a stub area. Confirm that the output displays Normal Stub

as the Stub type.

Action From operational mode, enter the show ospf overview command for OSPFv2, and enter

the show ospf3 overview command for OSPFv3.

Example: Configuring OSPF Not-So-Stubby Areas

This example shows how to configure an OSPF not-so-stubby area (NSSA) to control

the advertisement of external routes into an area.

• Requirements on page 34

• Overview on page 35

• Configuration on page 36

• Verification on page 39

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices or the Junos OS Interfaces Configuration Guide for Security Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Copyright © 2014, Juniper Networks, Inc.34

OSPF on the QFX Series



Overview

Thebackbone area,which is 0 in Figure 7 onpage 36, has a special function and is always

assigned the area ID 0.0.0.0. Area IDs are unique numeric identifiers, in dotted decimal

notation. Area IDs need only be unique within an AS. All other networks or areas (such

as 3, 7, and 9) in the ASmust be directly connected to the backbone area by ABRs that

have interfaces in more than one area.

AnOSPFstubareahasnoexternal routes, so youcannot redistribute routes fromanother

protocol into a stub area. OSPF NSSAs allow external routes to be flooded within the

area.

In addition, youmight have a situation when exporting Type 7 LSAs into the NSSA is

unnecessary. When an AS boundary router is also an ABRwith an NSSA attached, Type

7 LSAs are exported into the NSSA by default. If the ABR is attached to multiple NSSAs,

a separate Type 7 LSA is exported into each NSSA by default. During route redistribution,

this routingdevicegeneratesbothType5LSAsandType7LSAs.Youcandisableexporting

Type 7 LSAs into the NSSA.

NOTE: The following restriction applies to NSSAs: You cannot configure an
area as both a stub area and an NSSA.

You configure each routing device in area 9 (area ID 0.0.0.9) with the following setting:

• nssa—Specifies an OSPF NSSA. Youmust include the nssa statement on all routing

devices in area 9 because this area only has external connections to static routes.

You also configure the ABR in area 9 with the following additional settings:

• no-summaries—Prevents the ABR from advertising summary routes into the NSSA. If

configured in combination with the default-metric statement, the NSSA only allows

routes internal to the area and advertises the default route into the area. External

routes and destinations to other areas are no longer summarized or allowed into the

NSSA.Only theABR requires this additional configuration because it is the only routing

device within the NSSA that creates Type 3 LSAs used to receive and send traffic from

outside the area.

• default-lsa—Configures the ABR to generate a default route into the NSSA. In this

example, you configure the following:

• default-metric—Specifies that the ABR generate a default route with a specified

metric into the NSSA. This default route enables packet forwarding from the NSSA

to external destinations. You configure this option only on the ABR. The ABR does

not automatically generate a default route when attached to an NSSA. Youmust

explicitly configure this option for the ABR to generate a default route.

• metric-type—(Optional)Specifies theexternalmetric type for thedefault LSA,which

can be either Type 1 or Type 2. When OSPF exports route information from external

ASs, it includes a cost, or external metric, in the route. The difference between the

twometrics is how OSPF calculates the cost of the route. Type 1 external metrics
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are equivalent to the link-state metric, where the cost is equal to the sum of the

internal costs plus the external cost. Type 2 external metrics use only the external

cost assigned by the AS boundary router. By default, OSPF uses the Type 2 external

metric.

• type-7—(Optional) Floods Type 7 default LSAs into the NSSA if the no-summaries

statement is configured. Bydefault,when theno-summaries statement is configured,

a Type 3 LSA is injected into NSSAs for Junos OS release 5.0 and later. To support

backward compatibilitywith earlier JunosOS releases, include the type-7 statement.

The second example also shows the optional configuration required to disable exporting

Type 7 LSAs into the NSSA by including the no-nssa-abr statement on the routing device

that performs the functions of both an ABR and an AS boundary router.

Figure 7: OSPF Network Topology with Stub Areas and NSSAs
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Configuration

• Configuring Routing Devices to Participate in a Not-So-Stubby-Area on page 36

• Disabling the Export of Type 7 Link State Advertisements into Not-So-Stubby

Areas on page 38

Configuring Routing Devices to Participate in a Not-So-Stubby-Area

CLI Quick
Configuration

To quickly configure an OSPF NSSA, copy the following command and paste it into the

CLI. Youmust configure all routing devices that are part of the NSSA.

[edit]
set protocols ospf area 0.0.0.9 nssa

To quickly configure an ABR that participates in an OSPF NSSA, copy the following

commands and paste them into the CLI.

[edit]
set protocols ospf area 0.0.0.9 nssa default-lsa default-metric 10
set protocols ospf area 0.0.0.9 nssa default-lsametric-type 1
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set protocols ospf area 0.0.0.9 nssa default-lsa type-7
set protocols ospf area 0.0.0.9 nssa no-summaries

Step-by-Step
Procedure

To configure OSPF NSSAs:

On all routing devices in the area, configure an OSPF NSSA.1.

NOTE: To specify an OSPFv3 NSSA area, include the ospf3 statement

at the [edit protocols] hierarchy level.

[edit]
user@host# set protocols ospf area 0.0.0.9 nssa

2. On the ABR, enter OSPF configuration mode and specify the NSSA area 0.0.0.9

that you already created.

[edit ]
user@host# edit protocols ospf area 0.0.0.9 nssa

3. On the ABR, inject a default route into the area.

[edit protocols ospf area 0.0.0.9 nssa]
user@host# set default-lsa default-metric 10

4. (Optional) On the ABR, specify the external metric type for the default route.

[edit protocols ospf area 0.0.0.9 nssa]
user@host# set default-lsametric-type 1

5. (Optional) On the ABR, specify the flooding of Type 7 LSAs.

[edit protocols ospf area 0.0.0.9 nssa]
user@host# set default-lsa type-7

6. On the ABR, restrict summary LSAs from entering the area.

[edit protocols ospf area 0.0.0.9 nssa]
user@host# set no-summaries

7. If you are done configuring the devices, commit the configuration.

[edit protocols ospf area 0.0.0.9 nssa]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

Configuration on all routing devices in the area:

user@host# show protocols ospf
area 0.0.0.9 {
nssa;

}

Configuration on the ABR. The output also includes the optionalmetric-type and type-7

statements.
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user@host# show protocols ospf
area 0.0.0.9 {
nssa {
default-lsa {
default-metric 10;
metric-type 1;
type-7;

}
no-summaries;

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Disabling the Export of Type 7 Link State Advertisements into Not-So-Stubby Areas

CLI Quick
Configuration

To quickly disable exporting Type 7 LSAs into the NSSA, copy the following command

and paste it into the CLI. You configure this setting on an AS boundary router that is also

an ABRwith an NSSA area attached.

[edit]
set protocols ospf no-nssa-abr

Step-by-Step
Procedure

You can configure this setting if you have an AS boundary router that is also an ABRwith

an NSSA area attached.

1. Disable exporting Type 7 LSAs into the NSSA.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# set protocols ospf no-nssa-abr

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
no-nssa-abr;

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.
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Verification

Confirm that the configuration is working properly.

• Verifying the Interfaces in the Area on page 39

• Verifying the Type of OSPF Area on page 39

• Verifying the Type of LSAs on page 39

Verifying the Interfaces in the Area

Purpose Verify that the interface for OSPF has been configured for the appropriate area. Confirm

that the output includes Stub NSSA as the type of OSPF area.

Action From operational mode, enter the show ospf interface detail command for OSPFv2, and

enter the show ospf3 interface detail command for OSPFv3.

Verifying the Type of OSPF Area

Purpose Verify that the OSPF area is a stub area. Confirm that the output displays Not so Stubby

Stub as the Stub type.

Action From operational mode, enter the show ospf overview command for OSPFv2, and enter

the show ospf3 overview command for OSPFv3.

Verifying the Type of LSAs

Purpose Verify the type of LSAs that are in the area. If you disabled exporting Type 7 LSAs into an

NSSA, confirm that the Type field does not include NSSA as a type of LSA.

Action From operational mode, enter the show ospf database command for OSPFv2, and enter

the show ospf3 database command for OSPFv3.

Related
Documentation

Example: Configuring OSPFv3 Stub and Totally Stubby Areas•

• OSPF Areas and Router Functionality Overview on page 9

• OSPF Configuration Overview

Example: Configuring OSPFMultiarea Adjacency

• Multiarea Adjacency for OSPF on page 39

• Example: Configuring Multiarea Adjacency for OSPF on page 40

Multiarea Adjacency for OSPF

An area is a set of networks and hosts within an autonomous system (AS) that have

been administratively grouped together. By default, a single interface can belong to only

one OSPF area. However, in some situations, youmight want to configure an interface

to belong tomore than one area. Doing so allows the corresponding link to be considered
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an intra-area link in multiple areas and to be preferred over other higher-cost intra-area

paths. For example, you can configure an interface to belong to multiple areas with a

high-speed backbone link between two area border routers (ABRs) so you can create

multiarea adjacencies that belong to different areas.

In Junos OS Release 9.2 and later, you can configure a logical interface to belong tomore

than one OSPFv2 area. Support for OSPFv3 was introduced in Junos OS Release 9.4. As

defined inRFC5185,OSPFMulti-AreaAdjacency, theABRsestablishmultipleadjacencies

belonging to different areas over the same logical interface. Eachmultiarea adjacency

is announced as a point-to-point unnumbered link in the configured area by the routers

connected to the link. For each area, one of the logical interfaces is treated as primary,

and the remaining interfaces that are configured for theareaaredesignatedas secondary.

Any logical interface not configured as a secondary interface for an area is treated as the

primary interface for that area. A logical interface can be configured as primary interface

only for one area. For any other area for which you configure the interface, youmust

configure it as a secondary interface.

Example: ConfiguringMultiarea Adjacency for OSPF

This example shows how to configure multiarea adjacency for OSPF.

• Requirements on page 40

• Overview on page 40

• Configuration on page 41

• Verification on page 43

Requirements

Before you begin, plan your multiarea OSPF network. See “Example: Configuring a

Multiarea OSPF Network” on page 25.

Overview

By default, a single interface can belong to only one OSPF area. You can configure a

single interface to belong inmultiple OSPF areas. Doing so allows the corresponding link

to be considered an intra-area link in multiple areas and to be preferred over other

higher-cost intra-area paths. When configuring a secondary interface, consider the

following:

• For OSPFv2, you cannot configure point-to-multipoint and nonbroadcastmultiaccess

(NBMA) network interfaces as a secondary interface because secondary interfaces

are treated as a point-to-point unnumbered link.

• Secondary interfaces are supported for LAN interfaces (the primary interface can be

aLAN interface, butanysecondary interfacesare treatedaspoint-to-pointunnumbered

links over the LAN). In this scenario, youmust ensure that there are only two routing

devices on the LAN or that there are only two routing devices on the LAN that have

secondary interfaces configured for a specific OSPF area.

• Since the purpose of a secondary interface is to advertise a topological path through

an OSPF area, you cannot configure a secondary interface or a primary interface with
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one or more secondary interfaces to be passive. Passive interfaces advertise their

address, but do not run the OSPF protocol (adjacencies are not formed and hello

packets are not generated).

• Any logical interface not configured as a secondary interface for an area is treated as

a primary interface for that area. A logical interface can be configured as the primary

interface only for one area. For any other area for which you configure the interface,

youmust configure it as a secondary interface.

• You cannot configure the secondary statement with the interface all statement.

• You cannot configure a secondary interface by its IP address.

In this example, you configure an interface to be in two areas, creating amultiarea

adjacency with a link between two ABRs: ABR R1 and ABR R2. On each ABR, area 0.0.0.1

contains the primary interface and is the primary link between theABRs, andarea0.0.0.2

contains the secondary logical interface, which you configure by including the secondary

statement. You configure interface so-0/0/0 on ABR R1 and interface so-1/0/0 on ABR

R2.

Configuration

CLI Quick
Configuration

To quickly configure a secondary logical interface for an OSPF area, copy the following

commands and paste them into the CLI.

Configuration on ABR R1:

[edit]
set interfaces so-0/0/0 unit 0 family inet address 192.168.8.45/30
set routing-options router-id 10.255.0.1
set protocols ospf area 0.0.0.1 interface so-0/0/0
set protocols ospf area 0.0.0.2 interface so-0/0/0 secondary

Configuration on ABR R2:

[edit]
set interfaces so-1/0/0 unit 0 family inet address 192.168.8.37/30
set routing-options router-id 10.255.0.2
set protocols ospf area 0.0.0.1 interface so-1/0/0
set protocols ospf area 0.0.0.2 interface so-1/0/0 secondary

Step-by-Step
Procedure

To configure a secondary logical interface:

Configure the device interfaces.1.

NOTE: For OSPFv3, on each interface specify the inet6 address family

and include the IPv6 address.

[edit]
user@R1# set interfaces so-0/0/0 unit 0 family inet address 192.168.8.45/30

[edit]
user@R2# set interfaces so-1/0/0 unit 0 family inet address 192.168.8.37/30
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2. Configure the router identifier.

[edit]
user@R1# set routing-options router-id 10.255.0.1

[edit]
user@R2# set routing-options router-id 10.255.0.2

3. On each ABR, configure the primary interface for the OSPF area.

NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]

hierarchy level.

[edit]
user@R1# set protocols ospf 0.0.0.1 interface so-0/0/0

[edit ]
user@R2# set protocols ospf 0.0.0.2 interface so-1/0/0

4. On each ABR, configure the secondary interface for the OSPF area.

[edit ]
user@R1# set protocols ospf area 0.0.0.1 so-0/0/0 secondary

[edit ]
user@R2# set protocols ospf area 0.0.0.2 so-1/0/0 secondary

5. If you are done configuring the devices, commit the configuration.

[edit protocols ospf area 0.0.0.1 ]
user@host# commit

Results

Confirm your configuration by entering the show interfaces, show routing-options, and

the show protocols ospf commands. If the output does not display the intended

configuration, repeat the instructions in this example to correct the configuration.

Configuration on ABR R1:

user@R1# show interfaces
so-0/0/0 {
unit 0 {
family inet {
address 192.168.8.45/30;

}
}

}

user@R1# show routing-options
router-id 10.255.0.1;

user@R1# show protocols ospf
area 0.0.0.1 {
interface so-0/0/0.0;

}
area 0.0.0.2 {
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interface so-0/0/0.0 {
secondary;

}
}

Configuration on ABR R2:

user@R2# show interfaces
so-0/0/0 {
unit 0 {
family inet {
address 192.168.8.37/30;

}
}

}

user@R2# show routing-options
router-id 10.255.0.2;

user@R2# show protocols ospf
area 0.0.0.1 {
interface so-1/0/0.0;

}
area 0.0.0.2 {
interface so-1/0/0.0 {
secondary;

}
}

Verification

Confirm that the configuration is working properly.

• Verifying the Secondary Interface on page 43

• Verifying the Interfaces in the Area on page 43

• Verifying Neighbor Adjacencies on page 44

Verifying the Secondary Interface

Purpose Verify that the secondary interface appears for the configured area. The Secondary field

displays if the interface is configured as a secondary interface. The output might also

show the same interface listed in multiple areas.

Action From operational mode, enter the show ospf interface detail command for OSPFv2, and

enter the show ospf3 interface detail command for OSPFv3.

Verifying the Interfaces in the Area

Purpose Verify the interfaces configured for the specified area.

Action Fromoperationalmode, enter the showospf interfaceareaarea-id command forOSPFv2,

and enter the show ospf3 interface area area-id command for OSPFv3..
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Verifying Neighbor Adjacencies

Purpose Verify the primary and secondary neighbor adjacencies. The Secondary field displays if

the neighbor is on a secondary interface.

Action From operational mode, enter the show ospf neighbor detail command for OSPFv2, and

enter the show ospf3 neighbor detail command for OSPFv3.

Related
Documentation

OSPF Areas and Router Functionality Overview on page 9•

• Understanding OSPF Areas and Backbone Areas on page 21

• OSPF Configuration Overview

Example: Disabling OSPFv2 Compatibility with RFC 1583

• OSPFv2 Compatibility with RFC 1583 Overview on page 44

• Example: Disabling OSPFv2 Compatibility with RFC 1583 on page 44

OSPFv2 Compatibility with RFC 1583 Overview

In the first implementation of OSPF (RFC1583,OSPF Version 2), the summary route

assumes the cost of the granular route with the lowest cost. OSPF RFC 2328,OSPF

Version 2 changes the behavior so that the summary route assumes the cost of the

granular route with the highest cost. OSPF readvertises the summary route whenever

thecostof thesummarychanges.Whenusing thedefaultRFC 1583behavior, thishappens

when the granular route with the lowest metric is changed or lost. When RFC 2328 is

used, this happens when the granular route with the highest cost is changed or lost.

By default, the Junos OS implementation of OSPF is compatible with RFC 1583. This

means that Junos OSmaintains a single best route to an autonomous system (AS)

boundary router in the OSPF routing table, rather thanmultiple intra-AS paths, if they

are available. You can disable compatibility with RFC 1583. It is preferable to do so when

thesameexternaldestination isadvertisedbyASboundary routers thatbelong todifferent

OSPF areas. When you disable compatibility with RFC 1583, the OSPF routing table

maintains themultiple intra-ASpaths thatareavailable,which the router uses tocalculate

AS external routes as defined in RFC 2328. Being able to use multiple available paths to

calculate an AS external route can prevent routing loops.

Example: Disabling OSPFv2 Compatibility with RFC 1583

This example shows how to disable OSPFv2 compatibility with RFC 1583 on the routing

device.

• Requirements on page 45

• Overview on page 45

• Configuration on page 45

• Verification on page 45
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Requirements

No special configuration beyond device initialization is required before disabling OSPFv2

compatibility with RFC 1583.

Overview

The introduction of RFC 2328 changed themethod used to calculate the routes in an

OSPF network. By default, the Junos OS implementation of OSPFv2 is compatible with

RFC 1583, soOSPF uses theminimumcost to determine the route to any of the networks

within the specified range. When you disable RFC 1583 compatibility, OSPF uses the

maximum cost to determine the route to any of the networks within the specified range.

Tominimize the potential for routing loops, configure the same RFC compatibility on all

OSPF devices in an OSPF domain.

Configuration

CLI Quick
Configuration

To quickly disable OSPFv2 compatibility with RFC 1583, copy the following command

and paste it into the CLI. You configure this setting on all devices that are part of the

OSPF domain.

[edit]
set protocols ospf no-rfc-1583

Step-by-Step
Procedure

To disable OSPFv2 compatibility with RFC 1583:

Disable RFC 1583.1.

[edit]
user@host# set protocols ospf no-rfc-1583

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

NOTE: Repeat thisconfigurationoneach routingdevice thatparticipates
in an OSPF routing domain.

Results

Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
no-rfc-1583;

Verification

Confirm that the configuration is working properly.
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Verifying the OSPF Routes

Purpose Verify that the OSPF routing table maintains the intra-AS paths with the largest metric,

which the router uses to calculate AS external routes.

Action From operational mode, enter the show ospf route detail command.

Related
Documentation

• OSPF Overview on page 4

• OSPF Configuration Overview
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CHAPTER 4

OSPF Interface Configuration

• Examples: Configuring OSPF Interfaces on page 47

Examples: Configuring OSPF Interfaces

• About OSPF Interfaces on page 47

• Example:Configuringan InterfaceonaBroadcastorPoint-to-PointNetworkonpage48

• Example: Configuring an OSPFv2 Interface on a Nonbroadcast Multiaccess

Network on page 51

• Example:ConfiguringanOSPFv2 InterfaceonaPoint-to-MultipointNetworkonpage53

• Example: Configuring OSPF Demand Circuits on page 55

• Example: Configuring a Passive OSPF Interface on page 58

• Example: Configuring OSPFv2 Peer interfaces on page 60

About OSPF Interfaces

To activate OSPF on a network, youmust enable the OSPF protocol on one or more

interfaces on each device within the network on which traffic is to travel. How you

configure the interface depends on whether the interface is connected to a broadcast

or point-to-point network, a point-to-multipoint network, a nonbroadcast multiaccess

(NBMA) network, or across a demand circuit.

• A broadcast interface behaves as if the routing device is connected to a LAN.

• A point-to-point interface provides a connection between a single source and a single

destination (there is only one OSPF adjacency).

• A point-to-multipoint interface provides a connection between a single source and

multiple destinations.

• An NBMA interface behaves in a similar fashion to a point-to-multipoint interface, but

youmight configure an NBMA interface to interoperate with other equipment.

• A demand circuit is a connection on which you can limit traffic based on user

agreements. The demand circuit can limit bandwidth or access time based on

agreements between the provider and user.
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You can also configure an OSPF interface to be passive, to operate in passive traffic

engineering mode, or to be a peer interface.

• A passive interface advertises its address, but does not run the OSPF protocol

(adjacencies are not formed and hello packets are not generated).

• An interface operating in OSPF passive traffic engineering mode floods link address

information within the autonomous system (AS) andmakes it available for traffic

engineering calculations.

• A peer interface can be configured for OSPFv2 routing devices. A peer interface is

required for Generalized MPLS (GMPLS) to transport traffic engineering information

through a link separate from the control channel. You establish this separate link by

configuringapeer interface.Thepeer interfacenamemustmatch theLinkManagement

Protocol (LMP) peer name. A peer interface is optional for a hierarchy of RSVP

label-switched paths (LSPs). After you configure the forwarding adjacency, you can

configure OSPFv2 to advertise the traffic engineering properties of a forwarding

adjacency to a specific peer.

Point-to-point interfaces differ frommultipoint in that only one OSPF adjacency is

possible. (A LAN, for instance, can havemultiple addresses and can run OSPF on each

subnet simultaneously.)Assuch,whenyouconfigureanumberedpoint-to-point interface

to OSPF by name, multiple OSPF interfaces are created. One, which is unnumbered, is

the interface on which the protocol is run. An additional OSPF interface is created for

eachaddress configuredon the interface, if any,which is automaticallymarkedaspassive.

ForOSPFv3, oneOSPF-specific interfacemust be createdper interface nameconfigured

under OSPFv3. OSPFv3 does not allow interfaces to be configured by IP address.

Enabling OSPF on an interface (by including the interface statement), disabling it (by

including the disable statement), and not actually having OSPF run on an interface (by

including the passive statement) are mutually exclusive states.

NOTE: When you configure OSPFv2 on an interface, youmust also include
the family inet statement at the [edit interfaces interface-name unit

logical-unit-number] hierarchy level. When you configure OSPFv3 on an

interface, youmust also include the family inet6 statement at the [edit

interfaces interface-nameunit logical-unit-number]hierarchy level. In JunosOS

Release 9.2 and later, you can configure OSPFv3 to support address families
other than unicast IPv6.

Example: Configuring an Interface on a Broadcast or Point-to-Point Network

This example showshowtoconfigureanOSPF interfaceonabroadcastorpoint-to-point

network.

• Requirements on page 49

• Overview on page 49
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• Configuration on page 49

• Verification on page 50

Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

If the interface on which you are configuring OSPF supports broadcast mode (such as a

LAN), or if the interface supports point-to-point mode (such as a PPP interface or a

point-to-point logical interface on Frame Relay), you specify the interface by including

the IP address or the interface name for OSPFv2, or only the interface name for OSPFv3.

In Junos OS Release 9.3 and later, an OSPF point-to-point interface can be an Ethernet

interface without a subnet. If you configure an interface on a broadcast network,

designated router and backup designated router election is performed.

NOTE: Usingboththe interfacenameandthe IPaddressof thesame interface
produces an invalid configuration.

In this example, you configure interface ge-0/2/0 as an OSPFv2 interface in OSPF area

0.0.0.1.

Configuration

CLI Quick
Configuration

To quickly configure an OSPF interface on a broadcast or point-to-point network, copy

the following commands and paste them into the CLI.

[edit]
set interfaces ge-0/2/0 unit 0 family inet address 10.0.0.1
set protocols ospf area 0.0.0.1 interface ge-0/2/0

Step-by-Step
Procedure

To configure an OSPF interface on a broadcast or point-to-point network:

Configure the interface.1.

NOTE: For an OSPFv3 interface, specify an IPv6 address.

[edit]
user@host# set interfaces ge-0/2/0 unit 0 family inet address 10.0.0.1
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2. Create an OSPF area.

NOTE: For an OSPFv3 interface, include the ospf3 statement at the

[edit protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.1

3. Assign the interface to the area.

[edit protocols ospf area 0.0.0.1 ]
user@host# set interface ge-0/2/0

4. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.1 ]
user@host# commit

Results

Confirm your configuration by entering the show interfaces and the show protocols ospf

commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

user@host# show interfaces
ge-0/2/0 {
unit 0 {
family inet {
address 10.0.0.1/32;

}
}

}

user@host# show protocols ospf
area 0.0.0.1 {
interface ge-0/2/0.0;

}

To confirm your OSPFv3 configuration, enter the show interfaces and the showprotocols

ospf3 commands.

Verification

Confirm that the configuration is working properly.

Verifying the OSPF Interface

Purpose Verify the interface configuration. Depending on your deployment, the Type field might

display LAN or P2P.

Action From operational mode, enter the show ospf interface detail command for OSPFv2, and

enter the show ospf3 interface detail command for OSPFv3.
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Example: Configuring an OSPFv2 Interface on a Nonbroadcast Multiaccess Network

ThisexampleshowshowtoconfigureanOSPFv2 interfaceonanonbroadcastmultiaccess

(NBMA) network.

• Requirements on page 51

• Overview on page 51

• Configuration on page 52

• Verification on page 53

Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

When you configure OSPFv2 on an NBMA network, you can use nonbroadcast mode

rather than point-to-multipoint mode. Using this mode offers no advantages over

point-to-multipointmode, but it hasmoredisadvantages thanpoint-to-multipointmode.

Nevertheless, youmight occasionally find it necessary to configure nonbroadcast mode

to interoperate with other equipment. Because there is no autodiscovery mechanism,

youmust configure each neighbor.

Nonbroadcast mode treats the NBMA network as a partially connected LAN, electing

designated and backup designated routers. All routing devices must have a direct

connection to both the designated and backup designated routers, or unpredictable

results occur.

When you configure the interface, specify either the IP address or the interface name.

Using both the IP address and the interface name produces an invalid configuration. For

nonbroadcast interfaces, specify the IP address of the nonbroadcast interface as the

interface name.

In this example, you configure theAsynchronousTransferMode (ATM) interfaceat-0/1/0

as an OSPFv2 interface in OSPF area 0.0.0.1, and you and specify the following settings:

• interface-type nbma—Sets the interface to run in NBMAmode. Youmust explicitly

configure the interface to run in NBMAmode.

• neighbor address <eligible>—Specifies the IP address of the neighboring device. OSPF

routing devices normally discover their neighbors dynamically by listening to the

broadcast ormulticast hello packets on the network. Because an NBMA network does

not support broadcast (or multicast), the device cannot discover its neighbors
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dynamically, so youmust configure all the neighbors statically. To configure multiple

neighbors, includemultiple neighbor statements. If you want the neighbor to be a

designated router, include the eligible keyword.

• poll-interval—Specifies the length of time, in seconds, before the routing device sends

hello packets out of the interface before it establishes adjacency with a neighbor.

Routing devices send hello packets for a longer interval on nonbroadcast networks to

minimize the bandwidth required on slowWAN links. The range is from 1 through 255

seconds. Bydefault, thedevice sendshellopacketsout the interfaceevery 120seconds

before it establishes adjacency with a neighbor.

Once the routing device detects an active neighbor, the hello packet interval changes

from the time specified in the poll-interval statement to the time specified in the

hello-interval statement.

Configuration

CLI Quick
Configuration

To quickly configure an OSPFv2 interface on an NBMA network, copy the following

commands and paste them into the CLI.

[edit]
set interfaces at-0/1/0 unit 0 family inet address 192.0.2.1
set protocols ospf area 0.0.0.1 interface at-0/1/0.0 interface-type nbma
set protocols ospf area 0.0.0.1 interface at-0/1/0.0 neighbor 192.0.2.2 eligible
set protocols ospf area 0.0.0.1 interface at-0/1/0.0 poll-interval 130

Step-by-Step
Procedure

To configure an OSPFv2 interface on an NBMA network:

Configure the interface.1.

[edit]
user@host# set interfaces at-0/1/0 unit 0 family inet address 192.0.2.1

2. Create an OSPF area.

[edit]
user@host# edit protocols ospf area 0.0.0.1

3. Assign the interface to the area.

In this example, include theeligible keyword toallow theneighbor tobeadesignated

router.

[edit protocols ospf area 0.0.0.1 ]
user@host# set interface at-0/1/0 interface-type nbma neighbor 192.0.2.2 eligible

4. Configure the poll interval.

[edit protocols ospf area 0.0.0.1 ]
user@host# set interface at-0/1/0 poll-interval 130

5. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.1 ]
user@host# commit
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Results

Confirm your configuration by entering the show interfaces and the show protocols ospf

commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

user@host# show interfaces
at-0/1/0 {
unit 0 {
family inet {
address 192.0.2.1/32;

}
}

}

user@host# show protocols ospf
area 0.0.0.1 {
interface at-0/1/0.0 {
interface-type nbma;
neighbor 192.0.2.2 eligible;
poll-interval 130;

}
}

Verification

Confirm that the configuration is working properly.

Verifying the OSPF Interface

Purpose Verify the interface configuration. Confirm that the Type field displays NBMA.

Action From operational mode, enter the show ospf interface detail command.

Example: Configuring an OSPFv2 Interface on a Point-to-Multipoint Network

This example shows how to configure an OSPFv2 interface on a point-to-multipoint

network.

• Requirements on page 53

• Overview on page 54

• Configuration on page 54

• Verification on page 55

Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20
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• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

When you configure OSPFv2 on a nonbroadcast multiaccess (NBMA) network, such as

amultipoint Asynchronous Transfer Mode (ATM) or Frame Relay, OSPFv2 operates by

default in point-to-multipoint mode. In this mode, OSPFv2 treats the network as a set

ofpoint-to-point links. Because there is noautodiscoverymechanism, youmust configure

each neighbor.

When you configure the interface, specify either the IP address or the interface name.

Using both the IP address and the interface name produces an invalid configuration.

In this example, you configure ATM interface at-0/1/0 as an OSPFv2 interface in OSPF

area 0.0.0.1, and you and specify 192.0.2.1 as the neighbor’s IP address.

Configuration

CLI Quick
Configuration

To quickly configure an OSPFv2 interface on a point-to-multipoint network, copy the

following commands and paste them into the CLI.

[edit]
set interfaces at-0/1/0 unit 0 family inet address 192.0.2.2
set protocols ospf area 0.0.0.1 interface at-0/1/0 neighbor 192.0.2.1

Step-by-Step
Procedure

To configure an OSPFv2 interface on a point-to-multipoint network:

Configure the interface.1.

[edit]
user@host# set interfaces at-0/1/0 unit 0 family inet address 192.0.2.2

2. Create an OSPF area.

[edit]
user@host# edit protocols ospf area 0.0.0.1

3. Assign the interface to the area and specify the neighbor.

[edit protocols ospf area 0.0.0.1]
user@host# set interface at-0/1/0 neighbor 192.0.2.1

To configure multiple neighbors, include a neighbor statement for each neighbor.

4. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.1]
user@host# commit

Results

Confirm your configuration by entering the show interfaces and the show protocols ospf

commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

user@host# show interfaces
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at-0/1/0 {
unit 0 {
family inet {
address 192.0.2.2/32;

}
}

}

user@host# show protocols ospf
area 0.0.0.1 {
interface at-0/1/0.0 {
neighbor 192.0.2.1;

}
}

Verification

Confirm that the configuration is working properly.

Verifying the OSPF Interface

Purpose Verify the interface configuration. Confirm that the Type field displays P2MP.

Action From operational mode, enter the show ospf interface detail command.

Example: Configuring OSPF Demand Circuits

This example shows how to configure an OSPF demand circuit interface.

• Requirements on page 55

• Overview on page 56

• Configuration on page 56

• Verification on page 57

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

NOTE: If you are using OSPF demand circuits over an ISDN link, youmust
configure an ISDN interface and enable dial-on-demand routing. See the
Junos OS Network Interfaces Library for Routing Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.
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• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

OSPF sends periodic hello packets to establish andmaintain neighbor adjacencies and

uses link-state advertisements (LSAs) tomake routing calculations anddecisions. OSPF

support for demand circuits is defined in RFC 1793, Extending OSPF to Support Demand

Circuits, and suppresses the periodic hello packets and LSAs. A demand circuit is a

connection onwhich you can limit traffic based on user agreements. The demand circuit

can limit bandwidth or access timebasedonagreements between the provider and user.

You configure demand circuits on an OSPF interface. When the interface becomes a

demand circuit, all hello packets and LSAs are suppressed as soon as OSPF

synchronization is achieved. LSAs have a DoNotAge bit that stops the LSA from aging

and prevents periodic updates from being sent. Hello packets and LSAs are sent and

received on a demand-circuit interface only when there is a change in the network

topology. This reduces the amount of traffic through the OSPF interface.

Consider the following when configuring OSPF demand circuits:

• Periodichellosareonly suppressedonpoint-to-pointandpoint-to-multipoint interfaces.

If you configure demand circuits on an OSPF broadcast network or on an OSPF

nonbroadcast multiaccess (NBMA) network, periodic hello packets are still sent.

• Demand circuit support on an OSPF point-to-multipoint interface resembles that for

point-to-point interfaces. If you configure a point-to-multipoint interface as a demand

circuit, the device negotiates hello suppression separately on each interface that is

part of the point-to-multipoint network.

This example assumes that you have a point-to-point connection between two devices

using SONET/SDH interfaces. A demand-circuit interface automatically negotiates the

demand-circuit connection with its OSPF neighbor. If the neighbor does not support

demand circuits, then no demand circuit connection is established.

In this example, you configureOSPF interface so-0/1/0 inOSPFarea0.0.0.1 as a demand

circuit.

Configuration

CLI Quick
Configuration

To quickly configure an OSPF demand circuit interface, copy the following command

andpaste it into theCLI. Youmustconfigurebothneighboring interfaces forOSPFdemand

circuits for the connection to be established.

[edit]
set protocols ospf area 0.0.0.1 interface so-0/1/0 demand-circuit

Step-by-Step
Procedure

To configure an OSPF demand circuit interface on one neighboring interface:

Create an OSPF area.1.
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NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]

hierarchy level.

[edit ]
user@host# edit protocols ospf area 0.0.0.1

2. Configure the neighboring interface as a demand circuit.

[edit protocols ospf area 0.0.0.1]
user@host# set interface so-0/1/0 demand-circuit

3. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.1]
user@host# commit

NOTE: Repeat this entire configuration on the other neighboring
interface.

Results

Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols
ospf {
area 0.0.0.1 {
interface so-0/1/0.0 {
demand-circuit;
}

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

Verifying the Status of Neighboring Interfaces

Purpose Verify information about the neighboring interface. When the neighbor is configured for

demand circuits, a DC flag displays.

Action From operational mode, enter the show ospf neighbor detail command for OSPFv2, and

enter the show ospf3 neighbor detail command for OSPFv3.
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Example: Configuring a Passive OSPF Interface

This example showshowtoconfigureapassiveOSPF interface.ApassiveOSPF interface

advertises its address but does not run the OSPF protocol.

• Requirements on page 58

• Overview on page 58

• Configuration on page 58

• Verification on page 59

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

By default, OSPFmust be configured on an interface for direct interface addresses to be

advertised as interior routes. To advertise the direct interface addresseswithout actually

running OSPF on that interface (adjacencies are not formed and hello packets are not

generated), you configure that interface as a passive interface.

Enabling OSPF on an interface (by including the interface statement), disabling it (by

including the disable statement), and not actually having OSPF run on an interface (by

including the passive statement) are mutually exclusive states.

NOTE: If you do not want to see notifications for state changes in a passive
OSPF interface, you can disable theOSPF traps for the interface by including
theno-interface-state-trapsstatement.Theno-interface-state-trapsstatement

is supported only for OSPFv2.

In this example, you configure interface ge-0/2/0 as a passive OSPF interface in area

0.0.0.1 by including the passive statement.

Configuration

CLI Quick
Configuration

To quickly configure a passive OSPF interface, copy the following command and paste

it into the CLI.

[edit]
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set protocols ospf area 0.0.0.1 interface ge-0/2/0 passive

Step-by-Step
Procedure

To configure a passive OSPF interface:

Create an OSPF area.1.

NOTE: For an OSPFv3 interface, include the ospf3 statement at the

[edit protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.1

2. Configure the passive interface.

[edit protocols ospf area 0.0.0.1 ]
user@host# set interface ge-0/2/0 passive

3. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.1]
user@host# commit

Results

Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.1 {
interface ge-0/2/0.0 {
passive;

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

Verifying the Status of OSPF Interfaces

Purpose Verify the status of the OSPF interface. If the interface is passive, the Adj count field is 0

because noadjacencies havebeen formed.Next to this field, youmight also see theword

Passive.

Action From operational mode, enter the show ospf interface detail command for OSPFv2, and

enter the show ospf3 interface detail command for OSPFv3.
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Example: Configuring OSPFv2 Peer interfaces

This example shows how to configure an OSPFv2 peer interface.

• Requirements on page 60

• Overview on page 60

• Configuration on page 60

• Verification on page 61

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

• Configure Generalized MPLS per your network requirements. See LMP Configuration

Overview in the Junos OSMPLS Applications Library for Routing Devices.

Overview

You can configure an OSPFv2 peer interface for many reasons, including when you

configure Generalized MPLS (GMPLS). This example configures a peer interface for

GMPLS. GMPLS requires traffic engineering information to be transported through a link

separate from the control channel. You establish this separate link by configuring a peer

interface. The OSPFv2 peer interface namemust match the Link Management Protocol

(LMP) peer name. You configure GMPLS and the LMP settings separately fromOSPF.

This exampleassumes thatGMPLSand theLMPpeernamedoxc1arealreadyconfigured,

and you need to configure the OSPFv2 peer interface in area 0.0.0.0.

Configuration

CLI Quick
Configuration

To quickly configure an OSPFv2 peer interface, copy the following command and paste

it into the CLI.

[edit]
set protocols ospf area 0.0.0.0 peer-interface oxc1

Step-by-Step
Procedure

To configure a peer OSPFv2 interface used by the LMP:

Create an OSPF area.1.

[edit]
user@host# edit protocols ospf area 0.0.0.0
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2. Configure the peer interface.

[edit protocols ospf area 0.0.0.0]
user@host# set peer-interface oxc1

3. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.0]
user@host# commit

Results

Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.0 {
peer-interface oxc1;

}

Verification

Confirm that the configuration is working properly.

Verifying the Configured OSPFv2 Peer

Purpose Verify the status of the OSPFv2 peer. When an OSPFv2 peer is configured for GMPLS,

the Peer Name field displays the name of the LMP peer that you created for GMPLS,

which is also the configured OSPFv2 peer.

Action From operational mode, enter the show link-management command.

Related
Documentation

• OSPF Overview on page 4

• OSPF Configuration Overview
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CHAPTER 5

OSPF Route Control Configuration

• Examples: Configuring OSPF Route Summarization on page 63

• Examples: Configuring OSPF Traffic Control on page 72

• Example: Configuring OSPF Overload Mode on page 82

Examples: Configuring OSPF Route Summarization

• Understanding OSPF Route Summarization on page 63

• Example:SummarizingRangesofRoutes inOSPFLink-StateAdvertisementsonpage64

• Example: Limiting the Number of Prefixes Exported to OSPF on page 69

• Configuring OSPF Refresh and Flooding Reduction in Stable Topologies on page 71

Understanding OSPF Route Summarization

Area border routers (ABRs) send summary link advertisements to describe the routes to

other areas. Depending on the number of destinations, an area can get flooded with a

largenumberof link-state records,whichcanutilize routingdevice resources. Tominimize

the number of advertisements that are flooded into an area, you can configure the ABR

to coalesce, or summarize, a range of IP addresses and send reachability information

about these addresses in a single link-state advertisement (LSA). You can summarize

one ormore ranges of IP addresses, where all routes thatmatch the specified area range

are filtered at the area boundary, and the summary is advertised in their place.

For anOSPF area, you can summarize and filter intra-area prefixes. All routes thatmatch

the specified area range are filtered at the area boundary, and the summary is advertised

in their place. For an OSPF not-so-stubby area (NSSA), you can only coalesce or filter

NSSA external (Type 7) LSAs before they are translated into AS external (Type 5) LSAs

and enter the backbone area. All external routes learned within the area that do not fall

into the range of one of the prefixes are advertised individually to other areas.

In addition, you can also limit the number of prefixes (routes) that are exported into

OSPF. By setting a user-definedmaximum number of prefixes, you prevent the routing

device from flooding an excessive number of routes into an area.
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Example: Summarizing Ranges of Routes in OSPF Link-State Advertisements

This example shows how to summarize routes sent into the backbone area.

• Requirements on page 64

• Overview on page 64

• Configuration on page 65

• Verification on page 69

Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configurea static route. SeeExamples: ConfiguringStaticRoutes in the JunosOSRouting

Protocols Library for Routing Devices.

Overview

You can summarize a range of IP addresses tominimize the size of the backbone router’s

link-state database. All routes that match the specified area range are filtered at the

area boundary, and the summary is advertised in their place.

Figure 8 on page 65 shows the topology used in this example. R5 is the ABR between

area0.0.0.4and thebackbone. Thenetworks in area0.0.0.4are 10.0.8.4/30, 10.0.8.0/30,

and 10.0.8.8/30, which can be summarized as 10.0.8.0/28. R3 is the ABRbetweenNSSA

area0.0.0.3 and the backbone. The networks in area0.0.0.3 are 10.0.4.4/30, 10.0.4.0/30,

and 10.0.4.12/30, which can be summarized as 10.0.4.0/28. Area 0.0.0.3 also contains

external static route 3.0.0.8 that you will prevent from flooding throughout the network.
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Figure 8: Summarizing Ranges of Routes in OSPF

Area 0.0.0.3 Area 0.0.0.4

R2 R7

R6

Area 0.0.0.0

R4

R3 R5
10.0.2.0/30

10.0.8.8/30

10.0.8.0/30

10.0.8.4/3010.0.4.12/30

10.0.4.4/30

10.0.4.0/30

10.0.2.8/3010.0.2.4/30
NSSA Stub

Backbone

g0
40

88
9

Static Route
3.0.0.8

R1

In this example, youconfigure theABRs for route summarizationby including the following

settings:

• area-range—For an area, summarizes a range of IP addresses when sending summary

intra-area linkadvertisements. For anNSSA, summarizesa rangeof IPaddresseswhen

sending NSSA link-state advertisements (Type 7 LSAs). The specified prefixes are

used toaggregateexternal routes learnedwithin theareawhen the routesareadvertised

to other areas.

• network/mask-length—Indicates the summarized IP address range and the number of

significant bits in the network mask.

• restrict—On the NSSA ABR, prevents the configured summary from being advertised.

In this example, we do not want to flood the external route outside of area 0.0.0.3.

Configuration

CLI Quick
Configuration

To quickly configure route summarization for an OSPF area, copy the following

commands and paste them into the CLI. The following is the configuration on ABR R5:

•

[edit]
set interfaces fe-0/0/1 unit 0 family inet address 10.0.8.3
set interfaces fe-0/0/2 unit 0 family inet address 10.0.8.4
set interfaces fe-0/0/0 unit 0 family inet address 10.0.2.3
set interfaces fe-0/0/4 unit 0 family inet address 10.0.2.5
set protocols ospf area 0.0.0.4 stub
set protocols ospf area 0.0.0.4 interface fe-0/0/1
set protocols ospf area 0.0.0.4 interface fe-0/0/2
set protocols ospf area 0.0.0.0 interface fe-0/0/0
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set protocols ospf area 0.0.0.0 interface fe-0/0/4
set protocols ospf area 0.0.0.4 area-range 10.0.8.0/28

• To quickly configure route summarization for an OSPF NSSA, copy the following

commands and paste them into the CLI. The following is the configuration on ABR R3:

[edit]
set interfaces fe-0/0/1 unit 0 family inet address 10.0.4.10
set interfaces fe-0/0/2 unit 0 family inet address 10.0.4.1
set interfaces fe-0/0/0 unit 0 family inet address 10.0.2.1
set interfaces fe-0/0/4 unit 0 family inet address 10.0.2.7
set protocols ospf area 0.0.0.3 interface fe-0/0/1
set protocols ospf area 0.0.0.3 interface fe-0/0/2
set protocols ospf area 0.0.0.0 interface fe-0/0/0
set protocols ospf area 0.0.0.0 interface fe-0/0/4
set protocols ospf area 0.0.0.3 area-range 10.0.4.0/28
set protocols ospf area 0.0.0.3 nssa
set protocols ospf area 0.0.0.3 nssa area-range 3.0.0.0/8 restrict

Step-by-Step
Procedure

To summarize routes sent to the backbone area:

Configure the interfaces.1.

NOTE: For OSPFv3, include IPv6 addresses.

[edit]
user@R5# set interfaces fe-0/0/1 unit 0 family inet address 10.0.8.3
user@R5# set interfaces fe-0/0/2 unit 0 family inet address 10.0.8.4
user@R5# set interfaces fe-0/0/0 unit 0 family inet address 10.0.2.3
user@R5# set interfaces fe-0/0/4 unit 0 family inet address 10.0.2.5

[edit]
user@R3# set interfaces fe-0/0/1 unit 0 family inet address 10.0.4.10
user@R3# set interfaces fe-0/0/2 unit 0 family inet address 10.0.4.1
user@R3# set interfaces fe-0/0/0 unit 0 family inet address 10.0.2.1
user@R3# set interfaces fe-0/0/4 unit 0 family inet address 10.0.2.7

2. Configure the type of OSPF area.

NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]

hierarchy level.

[edit]
user@R5# set protocols ospf area 0.0.0.4 stub

[edit]
user@R3# set protocols ospf area 0.0.0.3 nssa

3. Assign the interfaces to the OSPF areas.

user@R5# set protocols ospf area 0.0.0.4 interface fe-0/0/1
user@R5# set protocols ospf area 0.0.0.4 interface fe-0/0/2
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user@R5# set protocols ospf area 0.0.0.0 interface fe-0/0/0
user@R5# set protocols ospf area 0.0.0.0 interface fe-0/0/4

user@R3# set protocols ospf area 0.0.0.3 interface fe-0/0/1
user@R3# set protocols ospf area 0.0.0.3 interface fe-0/0/2
user@R3# set protocols ospf area 0.0.0.0 interface fe-0/0/0
user@R3# set protocols ospf area 0.0.0.0 interface fe-0/0/4

4. Summarize the routes that are flooded into the backbone.

[edit]
user@R5# set protocols ospf area 0.0.0.4 area-range 10.0.8.0/28

[edit]
user@R3# set protocols ospf area 0.0.0.3 area-range 10.0.4.0/28

5. On ABR R3, restrict the external static route from leaving area 0.0.0.3.

[edit]
user@R3# set protocols ospf area 0.0.0.3 nssa area-range 3.0.0.0/8 restrict

6. If you are done configuring the devices, commit the configuration.

[edit]
user@host# commit

Results

Confirm your configuration by entering the show interfaces and the show protocols ospf

commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

Configuration on ABR R5:

user@R5# show interfaces
fe-0/0/0 {
unit 0 {
family inet {
address 10.0.2.3/32;

}
}

}
fe-0/0/1 {
unit 0 {
family inet {
address 10.0.8.3/32;

}
}

}
fe-0/0/2 {
unit 0 {
family inet {
address 10.0.8.4/32;

}
}

}
fe-0/0/4 {
unit 0 {
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family inet {
address 10.0.2.5/32;

}
}

}

user@R5# show protocols ospf
area 0.0.0.0 {
interface fe-0/0/0.0;
interface fe-0/0/4.0;

}
area 0.0.0.4 {
stub;
area-range 10.0.8.0/28;
interface fe-0/0/1.0;
interface fe-0/0/2.0;

}

Configuration on ABR R3:

user@R3# show interfaces
fe-0/0/0 {
unit 0 {
family inet {
address 10.0.2.1/32;

}
}

}
fe-0/0/1 {
unit 0 {
family inet {
address 10.0.4.10/32;

}
}

}
fe-0/0/2 {
unit 0 {
family inet {
address 10.0.4.1/32;

}
}

}
fe-0/0/4 {
unit 0 {
family inet {
address 10.0.2.7/32;

}
}

}

user@R3t# show protocols ospf
area 0.0.0.0 {
interface fe-0/0/0.0;
interface fe-0/0/4.0;

}
area 0.0.0.3 {
nssa {
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area-range 3.0.0.0/8 restrict;
}
area-range 10.0.4.0/28;
interface fe-0/0/1.0;
interface fe-0/0/2.0;

}

To confirm your OSPFv3 configuration, enter the show interfaces and show protocols

ospf3 commands.

Verification

Confirm that the configuration is working properly.

Verifying the Summarized Route

Purpose Verify that the routes you configured for route summarization are being aggregated by

the ABRs before the routes enter the backbone area. Confirm route summarization by

checking the entries of the OSPF link-state database for the routing devices in the

backbone.

Action From operational mode, enter the show ospf database command for OSPFv2, and enter

the show ospf3 database command for OSPFv3.

Example: Limiting the Number of Prefixes Exported to OSPF

This example shows how to limit the number of prefixes exported to OSPF.

• Requirements on page 69

• Overview on page 70

• Configuration on page 70

• Verification on page 71

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.
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Overview

By default, there is no limit to the number of prefixes (routes) that can be exported into

OSPF. By allowing any number of routes to be exported into OSPF, the routing device

can become overwhelmed and potentially flood an excessive number of routes into an

area.

Youcan limit thenumberof routesexported intoOSPF tominimize the loadon the routing

device and prevent this potential problem. If the routing device exceeds the configured

prefix export value, the routing device purges the external prefixes and enters into an

overload state. This state ensures that the routing device is not overwhelmed as it

attempts to process routing information. The prefix export limit number can be a value

from 0 through 4,294,967,295.

In this example, you configure a prefix export limit of 100,000 by including the

prefix-export-limit statement.

Configuration

CLI Quick
Configuration

To quickly limit the number of prefixes exported to OSPF, copy the following command

and paste it into the CLI.

[edit]
set protocols ospf prefix-export-limit 100000

Step-by-Step
Procedure

To limit the number of prefixes exported to OSPF:

Configure the prefix export limit value.1.

NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]

hierarchy level.

[edit]
user@host# set protocols ospf prefix-export-limit 100000

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results

Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
prefix-export-limit 100000;

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.
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Verification

Confirm that the configuration is working properly.

Verifying the Prefix Export Limit

Purpose Verify the prefix export counter that displays the number or routes exported into OSPF.

Action From operational mode, enter the show ospf overview command for OSPFv2, and enter

the show ospf3 overview command for OSPFv3.

Configuring OSPF Refresh and Flooding Reduction in Stable Topologies

The OSPF standard requires that every link-state advertisement (LSA) be refreshed

every30minutes.The JuniperNetworks implementation refreshesLSAsevery50minutes.

By default, any LSA that is not refreshed expires after 60minutes. This requirement can

result in traffic overhead thatmakes it difficult to scale OSPF networks. You can override

the default behavior by specifying that the DoNotAge bit be set in self-originated LSAs

when they are initially sent by the router or switch. Any LSA with the DoNotAge bit set is

reflooded only when a change occurs in the LSA. This feature thus reduces protocol

traffic overhead while permitting any changed LSAs to be flooded immediately. Routers

or switches enabled for flood reduction continue to send hello packets to their neighbors

and to age self-originated LSAs in their databases.

The Juniper implementationofOSPF refreshand flooding reduction isbasedonRFC4136,

OSPF Refresh and Flooding Reduction in Stable Topologies. However, the Juniper

implementation does not include the forced-flooding interval defined in the RFC. Not

implementing the forced-flooding interval ensures that LSAs with the DoNotAge bit set

are reflooded only when a change occurs.

This feature is supported for the following:

• OSPFv2 and OSPFv3 interfaces

• OSPFv3 realms

• OSPFv2 and OSPFv3 virtual links

• OSPFv2 sham links

• OSPFv2 peer interfaces

• All routing instances supported by OSPF

• Logical systems

To configure flooding reduction for an OSPF interface, include the flood-reduction

statementat the [editprotocols (ospf |ospf3)areaarea-id interface interface-id]hierarchy

level.
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NOTE: If you configure flooding reduction for an interface configured as a
demand circuit, the LSAs are not initially flooded, but sent only when their
content has changed. Hello packets and LSAs are sent and received on a
demand-circuit interfaceonlywhenachangeoccurs in thenetwork topology.

In the following example, the OSPF interface so-0/0/1.0 is configured for flooding

reduction. As a result, all the LSAs generated by the routes that traverse the specified

interfacehave theDoNotAgebit setwhen theyare initially flooded, andLSAsare refreshed

only when a change occurs.

[edit]
protocols ospf {
area 0.0.0.0 {
interface so-0/0/1.0 {
flood-reduction;

}
interface lo0.0;
interface so-0/0/0.0;

}
}

NOTE: Beginning with Junos OS Release 12.2, you can configure a global
default link-state advertisement (LSA) flooding interval in OSPF for
self-generated LSAs by including the lsa-refresh-intervalminutes statement

at the [edit protocols (ospf | ospf3)] hierarchy level. The Juniper Networks

implementation refreshes LSAs every 50minutes. The range is 25 through
50minutes.Bydefault, anyLSAthat isnot refreshedexpiresafter60minutes.

If you have both the global LSA refresh interval configured for OSPF and
OSPF flooding reduction configured for a specific interface in an OSPF area,
the OSPF flood reduction configuration takes precedence for that specific
interface.

Related
Documentation

OSPF Overview on page 4•

• OSPF Configuration Overview

Examples: Configuring OSPF Traffic Control

• Understanding OSPF Traffic Control on page 73

• Example: Controlling the Cost of Individual OSPF Network Segments on page 74

• Example:DynamicallyAdjustingOSPF InterfaceMetricsBasedonBandwidthonpage78

• Example: Controlling OSPF Route Preferences on page 80
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Understanding OSPF Traffic Control

Once a topology is shared across the network, OSPF uses the topology to route packets

between network nodes. Each path between neighbors is assigned a cost based on the

throughput, round-trip time, and reliability of the link. The sum of the costs across a

particular path between hosts determines the overall cost of the path. Packets are then

routed along the shortest path using the shortest-path-first (SPF) algorithm. Routes

with lower total path metrics are preferred over those with higher path metrics.

You can use the following methods to control OSPF traffic:

• Control the cost of individual OSPF network segments

• Dynamically adjust OSPF interface metrics based on bandwidth

• Control OSPF route selection

Controlling the Cost of Individual OSPF Network Segments

OSPF uses the following formula to determine the cost of a route:

cost = reference-bandwidth / interface bandwidth

You canmodify the reference-bandwidth value, which is used to calculate the default

interface cost. The interface bandwidth value is not user-configurable and refers to the

actual bandwidth of the physical interface.

By default, OSPF assigns a default cost metric of 1 to any link faster than 100Mbps, and

a default cost metric of 0 to the loopback interface (lo0). No bandwidth is associated

with the loopback interface.

To control the flow of packets across the network, OSPF allows you to manually assign

a cost (or metric) to a particular path segment. When you specify a metric for a specific

OSPF interface, that value is used to determine the cost of routes advertised from that

interface. For example, if all routers in the OSPF network use default metric values, and

you increase the metric on one interface to 5, all paths through that interface have a

calculatedmetric higher than the default and are not preferred.

NOTE: Any value you configure for themetric overrides the default behavior
of using the reference-bandwidth value to calculate the route cost for that
interface.

When there aremultiple equal-cost routes to the same destination in a routing table, an

equal-cost multipath (ECMP) set is formed. If there is an ECMP set for the active route,

the Junos OS software uses a hash algorithm to choose one of the next-hop addresses

in the ECMP set to install in the forwarding table.

Youcanconfigure JunosOSso thatmultiple next-hopentries in anECMPset are installed

in the forwarding table. Define a load-balancing routing policy by including one or more

policy-statement configuration statements at the [edit policy-options] hierarchy level,

73Copyright © 2014, Juniper Networks, Inc.

Chapter 5: OSPF Route Control Configuration



with the action load-balanceper-packet. Then apply the routing policy to routes exported

from the routing table to the forwarding table.

Dynamically Adjusting OSPF InterfaceMetrics Based on Bandwidth

You can specify a set of bandwidth threshold values and associatedmetric values for

an OSPF interface or for a topology on an OSPF interface. When the bandwidth of an

interface changes, the Junos OS automatically sets the interface metric to the value

associated with the appropriate bandwidth threshold value. Junos OS uses the smallest

configuredbandwidth threshold value that is equal to or greater than theactual interface

bandwidth to determine the metric value. If the interface bandwidth is greater than any

of theconfiguredbandwidth thresholdvalues, themetric valueconfigured for the interface

is used instead of any of the bandwidth-basedmetric values configured. The ability to

recalculate the metric for an interface when its bandwidth changes is especially useful

for aggregate interfaces.

NOTE: Youmust also configure ametric for the interface when you enable
bandwidth-basedmetrics.

Controlling OSPF Route Preferences

You can control the flow of packets through the network using route preferences. Route

preferences are used to select which route is installed in the forwarding table when

several protocols calculate routes to the same destination. The route with the lowest

preference value is selected.

By default, internal OSPF routes have a preference value of 10, and external OSPF routes

have a preference value of 150. Although the default settings are appropriate for most

environments, youmight want to modify the default settings if all of the routing devices

in your OSPF network use the default preference values, or if you are planning tomigrate

fromOSPF to a different interior gateway protocol (IGP). If all of the devices use the

default route preference values, you can change the route preferences to ensure that

thepath throughaparticular device is selected for the forwarding table any timemultiple

equal-cost paths to a destination exist. Whenmigrating fromOSPF to a different IGP,

modifying the route preferences allows you to perform themigration in a controlled

manner.

Example: Controlling the Cost of Individual OSPF Network Segments

This example shows how to control the cost of individual OSPF network segments.

• Requirements on page 74

• Overview on page 75

• Configuration on page 76

• Verification on page 78

Requirements

Before you begin:
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• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices or the Junos OS Interfaces Configuration Guide for Security Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

Overview

All OSPF interfaces have a cost, which is a routing metric that is used in the link-state

calculation. Routes with lower total path metrics are preferred to those with higher path

metrics. In this example, we explore how to control the cost of OSPF network segments.

By default, OSPF assigns a default cost metric of 1 to any link faster than 100Mbps, and

a default cost metric of 0 to the loopback interface (lo0). No bandwidth is associated

with the loopback interface. This means that all interfaces faster than 100Mbps have

the same default cost metric of 1. If multiple equal-cost paths exist between a source

anddestinationaddress,OSPF routespacketsalongeachpathalternately, in round-robin

fashion.

Having the samedefaultmetricmight not be a problem if all of the interfaces are running

at the same speed. If the interfaces operate at different speeds, youmight notice that

traffic is not routed over the fastest interface because OSPF equally routes packets

across the different interfaces. For example, if your routing device has Fast Ethernet and

Gigabit Ethernet interfaces running OSPF, each of these interfaces have a default cost

metric of 1.

In the first example, you set the reference bandwidth to 10g (10 Gbps, as denoted by

10,000,000,000 bits) by including the reference-bandwidth statement. With this

configuration, OSPF assigns the Fast Ethernet interface a default metric of 100, and the

Gigabit Ethernet interface ametric of 10. Since the Gigabit Ethernet interface has the

lowest metric, OSPF selects it when routing packets. The range is 9600 through

1,000,000,000,000 bits.

Figure 9 on page 76 shows three routing devices in area 0.0.0.0 and assumes that the

linkbetweenDeviceR2andDeviceR3 is congestedwithother traffic. Youcanalsocontrol

the flow of packets across the network by manually assigning ametric to a particular

path segment. Any value you configure for the metric overrides the default behavior of

using the reference-bandwidth value to calculate the route cost for that interface. To

prevent the traffic from Device R3 going directly to Device R2, you adjust the metric on

the interface on Device R3 that connects with Device R1 so that all traffic goes through

Device R1.

In the second example, you set the metric to 5 on interface fe-1/0/1 on Device R3 that

connectswithDeviceR1 by including themetric statement. The range is 1 through65,535.
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Figure 9: OSPFMetric Configuration
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Configuration

• Configuring the Reference Bandwidth on page 76

• Configuring a Metric for a Specific OSPF Interface on page 77

Configuring the Reference Bandwidth

CLI Quick
Configuration

To quickly configure the reference bandwidth, copy the following command and paste

it into the CLI.

[edit]
set protocols ospf reference-bandwidth 10g

Step-by-Step
Procedure

To configure the reference bandwidth:

Configure the reference bandwidth to calculate the default interface cost.1.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# set protocols ospf reference-bandwidth 10g

TIP: As a shortcut in this example, you enter 10g to specify 10 Gbps

reference bandwidth. Whether you enter 10g or 10000000000, the

output of show protocols ospf command displays 10 Gbps as 10g, not

10000000000.

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit
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NOTE: Repeat thisentireconfigurationonall routingdevices inashared
network.

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
reference-bandwidth 10g;

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Configuring aMetric for a Specific OSPF Interface

CLI Quick
Configuration

To quickly configure ametric for a specific OSPF interface, copy the following command

and paste it into the CLI.

[edit]
set protocols ospf area 0.0.0.0 interface fe-1/0/1 metric 5

Step-by-Step
Procedure

To configure the metric for a specific OSPF interface:

Create an OSPF area.1.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.0

2. Configure the metric of the OSPF network segment.

[edit protocols ospf area 0.0.0.0 ]
user@host# set interface fe-1/0/1 metric 5

3. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.0 ]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.0 {
interface fe-1/0/1.0 {
metric 5;

}
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}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

• Verifying the Configured Metric on page 78

• Verifying the Route on page 78

Verifying the ConfiguredMetric

Purpose Verify the metric setting on the interface. Confirm that the Cost field displays the

interface’s configuredmetric (cost). When choosing paths to a destination, OSPF uses

the path with the lowest cost.

Action From operational mode, enter the show ospf interface detail command for OSPFv2, and

enter the show ospf3 interface detail command for OSPFv3.

Verifying the Route

Purpose When choosing paths to a destination, OSPF uses the path with the lowest total cost.

Confirm that OSPF is using the appropriate path.

Action From operational mode, enter the show route command.

Example: Dynamically Adjusting OSPF InterfaceMetrics Based on Bandwidth

This example shows how to dynamically adjust OSPF interface metrics based on

bandwidth.

• Requirements on page 78

• Overview on page 79

• Configuration on page 79

• Verification on page 80

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.
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Overview

You can specify a set of bandwidth threshold values and associatedmetric values for

an OSPF interface. When the bandwidth of an interface changes, the Junos OS

automatically sets the interface metric to the value associated with the appropriate

bandwidth threshold value. When you configure bandwidth-basedmetric values, you

typically configure multiple bandwidth andmetric values.

In this example, you configure OSPF interface ae0 for bandwidth-basedmetrics by

including the bandwidth-based-metrics statement and the following settings:

• bandwidth—Specifies the bandwidth threshold in bits per second. The range is 9600

through 1,000,000,000,000,000.

• metric—Specifies the metric value to associate with a specific bandwidth value. The

range is 1 through 65,535.

Configuration

CLI Quick
Configuration

To quickly configure bandwidth threshold values and associatedmetric values for an

OSPF interface, copy the following commands, remove any line breaks, and then paste

the commands into the CLI.

[edit]
set protocols ospf area 0.0.0.0 interface ae0.0metric 5
set protocols ospf area 0.0.0.0 interface ae0.0 bandwidth-based-metrics bandwidth 1g
metric 60

set protocols ospf area 0.0.0.0 interface ae0.0 bandwidth-based-metrics bandwidth 10g
metric 50

To configure the metric for a specific OSPF interface:

1. Create an OSPF area.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.0

2. Configure the metric of the OSPF network segment.

[edit protocols ospf area 0.0.0.0 ]
user@host# set interface ae0metric 5

3. Configure the bandwidth threshold values and associatedmetric values.

[edit protocols ospf area 0.0.0.0 ]
user@host# set interface ae0.0 bandwidth-based-metrics bandwidth 1gmetric 60
user@host# set interface ae0.0 bandwidth-based-metrics bandwidth 10gmetric 50

4. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.0 ]
user@host# commit
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Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.0 {
interface ae0.0 {
bandwidth-based-metrics {
bandwidth 1gmetric 60;
bandwidth 10gmetric 50;

}
metric 5;

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

Verifying the ConfiguredMetric

Purpose Verify the metric setting on the interface. Confirm that the Cost field displays the

interface’s configuredmetric (cost). When choosing paths to a destination, OSPF uses

the path with the lowest cost.

Action From operational mode, enter the show ospf interface detail command for OSPFv2, and

enter the show ospf3 interface detail command for OSPFv3.

Example: Controlling OSPF Route Preferences

This example shows how to control OSPF route selection in the forwarding table. This

example also shows how youmight control route selection if you are migrating from

OSPF to another IGP.

• Requirements on page 80

• Overview on page 81

• Configuration on page 81

• Verification on page 82

Requirements

This example assumes that OSPF is properly configured and running in your network,

and you want to control route selection because you are planning tomigrate fromOSPF

to a different IGP.

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices or the Junos OS Interfaces Configuration Guide for Security Devices.

• Configure the IGP that you want to migrate to. See the Junos OS Routing Protocols

Library for Routing Devices.
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Overview

Routepreferencesare used to selectwhich route is installed in the forwarding tablewhen

several protocols calculate routes to the same destination. The route with the lowest

preference value is selected.

By default, internal OSPF routes have a preference value of 10, and external OSPF routes

have a preference value of 150. Youmight want tomodify this setting if you are planning

to migrate fromOSPF to a different IGP. Modifying the route preferences enables you to

perform themigration in a controlled manner.

This example makes the following assumptions:

• OSPF is already running in your network.

• You want to migrate fromOSPF to IS-IS.

• Youconfigured IS-ISper yournetwork requirementsandconfirmed it isworkingproperly.

In this example, you increase the OSPF route preference values to make them less

preferred than IS-IS routesby specifying 168 for internalOSPF routesand 169 for external

OSPF routes. IS-IS internal routes have a preference of either 15 (for Level1) or 18 (for

Level 2), and external routes have a preference of 160 (for Level 1) or 165 (for Level 2).

In general, it is preferred to leave the new protocol at its default settings to minimize

complexitiesandsimplify any futureadditionof routingdevices to thenetwork. Tomodify

the OSPF route preference values, configure the following settings:

• preference—Specifies the routepreference for internalOSPF routes. Bydefault, internal

OSPF routes have a value of 10. The range is from 0 through 4,294967,295 (2
32
– 1).

• external-preference—Specifies the routepreference forexternalOSPF routes.Bydefault,

external OSPF routes have a value of 150. The range is from 0 through 4,294967,295

(2
32
– 1).

Configuration

CLI Quick
Configuration

To quickly configure the OSPF route preference values, copy the following command

and paste it into the CLI.

[edit]
set protocols ospf preference 168 external-preference 169

To configure route selection:

1. EnterOSPF configurationmode and set the external and internal routing preferences.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# set protocols ospf preference 168 external-preference 169
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2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
preference 168;
external-preference 169;

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

• Verifying the Route on page 82

Verifying the Route

Purpose Verify that the IGP is using theappropriate route. After thenew IGPbecomes thepreferred

protocol (in this example, IS-IS), you should monitor the network for any issues. After

you confirm that thenew IGP isworkingproperly, you can remove theOSPFconfiguration

from the routing device by entering the delete ospf command at the [edit protocols]

hierarchy level.

Action From operational mode, enter the show route command.

Related
Documentation

OSPF Overview on page 4•

• OSPF Configuration Overview

Example: Configuring OSPFOverloadMode

• OSPF Overload Function Overview on page 82

• Example: Configuring OSPF to Make Routing Devices Appear Overloaded on page 83

OSPFOverload Function Overview

If the time elapsed after the OSPF instance is enabled is less than the specified timeout,

overloadmode is set.
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You can configure the local routing device so that it appears to be overloaded. An

overloaded routingdevicedetermines it is unable tohandleanymoreOSPF transit traffic,

which results in sending OSPF transit traffic to other routing devices. OSPF traffic to

directly attached interfaces continues to reach the routing device. Youmight configure

overloadmode for many reasons, including:

• If you want the routing device to participate in OSPF routing, but do not want it to be

used for transit traffic. This could include a routing device that is connected to the

network for analysis purposes, but is not considered part of the production network,

such as network management routing devices.

• If you are performing maintenance on a routing device in a production network. You

canmove traffic off that routing device so network services are not interrupted during

your maintenance window.

You configure or disable overloadmode in OSPF with or without a timeout. Without a

timeout, overloadmode is set until it is explicitly deleted from the configuration. With a

timeout, overloadmode is set if the time elapsed since the OSPF instance started is less

than the specified timeout.

A timer is started for the difference between the timeout and the time elapsed since the

instance started. When the timer expires, overloadmode is cleared. In overloadmode,

the router link-state advertisement (LSA) is originated with all the transit router links

(except stub) set to ametric of 0xFFFF. The stub router links are advertised with the

actual cost of the interfaces corresponding to the stub. This causes the transit traffic to

avoid theoverloaded routingdeviceand to takepathsaround the routingdevice.However,

the overloaded routing device’s own links are still accessible.

NOTE: The routing device can also dynamically enter the overload state,
regardless of configuring the device to appear overloaded. For example, if
the routingdeviceexceeds theconfiguredOSPFprefix limit, the routingdevice
purges the external prefixes and enters into an overload state. You can limit
the number of routes exported intoOSPF tominimize the load on the routing
device and prevent this potential problem.

Example: Configuring OSPF toMake Routing Devices Appear Overloaded

This example shows how to configure a routing device running OSPF to appear to be

overloaded.

• Requirements on page 84

• Overview on page 84

• Configuration on page 84

• Verification on page 85
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Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

You can configure a local routing device runningOSPF to appear to be overloaded, which

allows the local routing device to participate in OSPF routing, but not for transit traffic.

When configured, the transit interface metrics are set to the maximum value of 65535.

This example includes the following settings:

• overload—Configures the local routingdevice so it appears tobeoverloaded.Youmight

configure this if you want the routing device to participate in OSPF routing, but do not

want it to be used for transit traffic, or you are performing maintenance on a routing

device in a production network.

• timeout seconds—(Optional) Specifies the number of seconds at which the overload

is reset. If no timeout interval is specified, the routing device remains in the overload

state until the overload statement is deleted or a timeout is set. In this example, you

configure60 seconds as the amount of time the routing device remains in the overload

state. By default, the timeout interval is 0 seconds (this value is not configured). The

range is from 60 through 1800 seconds.

Configuration

CLI Quick
Configuration

To quickly configure a local routing device to appear as overloaded, copy the following

command and paste it into the CLI.

[edit]
set protocols ospf overload timeout 60

Step-by-Step
Procedure

To configure a local routing device to appear overloaded:

Enter OSPF configuration mode.1.
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NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host edit protocols ospf

2. Configure the local routing device to be overloaded.

[edit protocols ospf]
user@host set overload

3. (Optional) Configure the number of seconds at which overload is reset.

[edit protocols ospf]
user@host set overload timeout 60

4. If you are done configuring the device, commit the configuration.

[edit protocols ospf]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration. The output includes the optional timeout statement.

user@host# show protocols ospf
overload timeout 60;

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

• Verifying Traffic Has Moved Off Devices on page 85

• Verifying Transit Interface Metrics on page 85

• Verifying the Overload Configuration on page 86

• Verifying the Viable Next Hop on page 86

Verifying Traffic Has Moved Off Devices

Purpose Verify that the traffic has moved off the upstream devices.

Action From operational mode, enter the show interfaces detail command.

Verifying Transit Interface Metrics

Purpose Verify that the transit interface metrics are set to the maximum value of 65535 on the

downstream neighboring device.
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Action From operational mode, enter the show ospf database router detail advertising-router

address command for OSPFv2, and enter the show ospf3 database router detail

advertising-router address command for OSPFv3.

Verifying the Overload Configuration

Purpose Verify thatoverload is configuredby reviewing theConfiguredoverload field. If theoverload

timer is also configured, this field also displays the time that remains before it is set to

expire.

Action From operational mode, enter the show ospf overview command for OSPFv2, and the

show ospf3 overview command for OSPFv3.

Verifying the Viable Next Hop

Purpose Verify the viable next hop configuration on the upstream neighboring device. If the

neighboring device is overloaded, it is not used for transit traffic and is not displayed in

the output.

Action From operational mode, enter the show route address command.

Related
Documentation

• OSPF Overview on page 4

• OSPF Configuration Overview
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CHAPTER 6

OSPF Fault Detection Configuration

• Example: Configuring OSPF Timers on page 87

• Example: Configuring BFD for OSPF on page 93

• Example: Configuring BFD Authentication for OSPF on page 99

Example: Configuring OSPF Timers

• OSPF Timers Overview on page 87

• Example: Configuring OSPF Timers on page 88

OSPF Timers Overview

OSPF routingdevices constantly track the statusof their neighbors, sendingand receiving

hello packets that indicate whether each neighbor still is functioning, and sending and

receiving link-state advertisement (LSA) and acknowledgment packets. OSPF sends

packets and expects to receive packets at specified intervals.

You configure OSPF timers on the interface of the routing device participating in OSPF.

Depending on the timer, the configured interval must be the same on all routing devices

on a shared network (area).

You can configure the following OSPF timers:

• Hello interval—Routing devices send hello packets at a fixed interval on all interfaces,

including virtual links, to establish andmaintain neighbor relationships. The hello

interval specifies the length of time, in seconds, before the routing device sends a hello

packet out of an interface. This interval must be the same on all routing devices on a

shared network. By default, the routing device sends hello packets every 10 seconds

(broadcast and point-to-point networks) and 30 seconds (nonbroadcast multiple

access (NBMA) networks).

• Poll interval—(OSPFv2, Nonbroadcast networks only) Routing devices send hello

packets for a longer interval on nonbroadcast networks to minimize the bandwidth

required on slowWAN links. The poll interval specifies the length of time, in seconds,

before the routing device sends hello packets out of the interface before establishing

adjacency with a neighbor. By default, the routing device sends hello packets every

120 seconds until active neighbors are detected.
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Once the routing device detects an active neighbor, the hello packet interval changes

from the time specified in the poll interval to the time specified in the hello interval.

• LSA retransmission interval—When a routing device sends LSAs to its neighbors, the

routing device expects to receive an acknowledgment packet from each neighbor

within a certain amount of time. The LSA retransmission interval specifies the length

of time, in seconds, that the routing device waits to receive an LSA packet before

retransmitting the LSA to an interface’s neighbors. By default, the routing device waits

5 seconds for an acknowledgment before retransmitting the LSA.

• Dead interval—If a routingdevicedoesnot receiveahellopacket fromaneighborwithin

a fixed amount of time, the routing device modifies its topology database to indicate

that the neighbor is nonoperational. The dead interval specifies the length of time, in

seconds, that the routing device waits before declaring that a neighboring routing

device is unavailable. This is an interval during which the routing device receives no

hello packets from the neighbor. This interval must be the same on all routing devices

on a shared network. By default, this interval is four times the default hello interval,

which is40seconds (broadcastandpoint-to-point networks)and 120seconds (NBMA

networks).

• Transit delay—Before a link-state update packet is propagated out of an interface, the

routingdevicemust increase theageof thepacket. The transit delay sets theestimated

time required to transmit a link-state update on the interface. By default, the transit

delay is 1 second. You should never have to modify the transit delay time.

Example: Configuring OSPF Timers

This example shows how to configure the OSPF timers.

• Requirements on page 88

• Overview on page 89

• Configuration on page 90

• Verification on page 93

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.
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Overview

The default OSPF timer settings are optimal for most networks. However, depending on

your network requirements, youmight need to modify the timer settings. This example

explains why youmight need to modify the following timers:

• Hello interval

• Dead interval

• LSA retransmission interval

• Transit delay

Hello Interval and Dead Interval

Thehello interval and thedead interval optimize convergence timesbyefficiently tracking

neighbor status. By lowering the values of the hello interval and the dead interval, you

can increase the convergence of OSPF routes if a path fails. These intervals must be the

same on all routing devices on a shared network. Otherwise, OSPF cannot establish the

appropriate adjacencies.

In the first example, you lower the hello interval to 2 seconds and the dead interval to 8

seconds on point-to-point OSPF interfaces fe-0/0/1 and fe-1/0/1 in area 0.0.0.0 by

configuring the following settings:

• hello-interval—Specifies the lengthof time, in seconds, before the routingdevice sends

a hello packet out of an interface. By default, the routing device sends hello packets

every 10 seconds. The range is from 1 through 255 seconds.

• dead-interval—Specifies the length of time, in seconds, that the routing device waits

before declaring that a neighboring routing device is unavailable. This is an interval

duringwhich the routingdevice receives nohello packets fromtheneighbor. Bydefault,

the routing device waits 40 seconds (four times the hello interval). The range is 1

through 65,535 seconds.

LSA Retransmission Interval

The link-state advertisement (LSA) retransmission interval optimizes the sending and

receiving of LSA and acknowledgement packets. Youmust configure the LSA

retransmission interval to be equal to or greater than 3 seconds to avoid triggering a

retransmit trap because the Junos OS delays LSA acknowledgments by up to 2 seconds.

If you have a virtual link, youmight find increased performance by increasing the value

of the LSA retransmission interval.
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In the second example, you increase the LSA retransmission timer to 8 seconds onOSPF

interface fe-0/0/1 in area 0.0.0.1 by configuring the following setting:

• retransmit-interval—Specifies the length of time, in seconds, that the routing device

waits to receive an LSA packet before retransmitting LSA to an interface’s neighbors.

By default, the routing device retransmits LSAs to its neighbors every 5 seconds. The

range is from 1 through 65,535 seconds.

Transit Delay

The transit delay sets the time the routing device uses to age a link-state update packet.

If you have a slow link (for example, one with an average propagation delay of multiple

seconds), you should increase the age of the packet by a similar amount. Doing this

ensures that you do not receive a packet back that is younger than the original copy.

In the final example, you increase the transit delay to2 secondsonOSPF interface fe-1/0/1

in area 0.0.0.1. By configuring the following setting, this causes the routing device to age

the link-state update packet by 2 seconds:

• transit-delay—Sets the estimated time required to transmit a link-state update on the

interface.Youshouldnever have tomodify the transit delay time.Bydefault, the routing

device ages the packet by 1 second. The range is from 1 through 65,535 seconds.

Configuration

• Configuring the Hello Interval and the Dead Interval on page 90

• Controlling the LSA Retransmission Interval on page 91

• Specifying the Transit Delay on page 92

Configuring the Hello Interval and the Dead Interval

CLI Quick
Configuration

To quickly configure the hello and dead intervals, copy the following commands and

paste them into the CLI.

[edit]
set protocols ospf area 0.0.0.0 interface fe-0/0/1 hello-interval 2
set protocols ospf area 0.0.0.0 interface fe-0/0/1 dead-interval 8
set protocols ospf area 0.0.0.0 interface fe-1/0/1 hello-interval 2
set protocols ospf area 0.0.0.0 interface fe-1/0/1 dead-interval 8

Step-by-Step
Procedure

To configure the hello and dead intervals:

Create an OSPF area.1.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.0

2. Specify the interfaces.
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[edit protocols ospf area 0.0.0.0]
user@host# set interface fe-0/0/1
user@host# set interface fe-1/0/1

3. Configure the hello interval.

[edit protocols ospf area 0.0.0.0 ]
user@host# set interface fe-0/0/1 hello-interval 2
user@host# set interface fe-1/0/1 hello-interval 2

4. Configure the dead interval.

[edit protocols ospf area 0.0.0.0 ]
user@host# set interface fe-0/0/1 dead-interval 8
user@host# set interface fe-1/0/1 dead-interval 8

5. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.0 ]
user@host# commit

NOTE: Repeat thisentireconfigurationonall routingdevices inashared
network.

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.0 {
interface fe-0/0/1.0 {
hello-interval 2;
dead-interval 8;

}
interface fe-1/0/1.0 {
hello-interval 2;
dead-interval 8;

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Controlling the LSA Retransmission Interval

CLI Quick
Configuration

To quickly configure the LSA retransmission interval, copy the following command and

paste it into the CLI.

[edit]
set protocols ospf area 0.0.0.1 interface fe-0/0/1 retransmit-interval 8

Step-by-Step
Procedure

To configure the LSA retransmission interval:

Create an OSPF area.1.

91Copyright © 2014, Juniper Networks, Inc.

Chapter 6: OSPF Fault Detection Configuration



NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.1

2. Specify the interface.

[edit protocols ospf area 0.0.0.1]
user@host# set interface fe-0/0/1

3. Configure the LSA retransmission interval.

[edit protocols ospf area 0.0.0.1 ]
user@host# set interface fe-0/0/1 retransmit-interval 8

4. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.1]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.1 {
interface fe-0/0/1.0 {
retransmit-interval 8;

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Specifying the Transit Delay

CLI Quick
Configuration

To quickly configure the transit delay, copy the following command and paste it into the

CLI.

[edit]
set protocols ospf area 0.0.0.1 interface fe-1/0/1 transit-delay 2

Step-by-Step
Procedure

To configure the transit delay:

Create an OSPF area.1.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.1
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2. Specify the interface.

[edit protocols ospf area 0.0.0.1]
user@host# set interface fe-1/0/1

3. Configure the transit delay.

[edit protocols ospf area 0.0.0.1 ]
user@host# set interface fe-1/0/1 transit-delay 2

4. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.1 ]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.1 {
interface fe-1/0/1.0 {
transit-delay 2;

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

Verifying the Timer Configuration

Purpose Verify that the interface for OSPF or OSPFv3 has been configured with the applicable

timer values. Confirm that the Hello field, the Dead field, and the ReXmit field display

the values that you configured.

Action From operational mode, enter the show ospf interface detail for OSPFv2, and enter the

show ospf3 interface detail command for OSPFv3.

Related
Documentation

OSPF Overview on page 4•

• OSPF Configuration Overview

Example: Configuring BFD for OSPF

• BFD for OSPF Overview on page 93

• Example: Configuring BFD for OSPF on page 96

BFD for OSPFOverview

TheBidirectional Forwarding Detection (BFD) protocol is a simple hellomechanism that

detects failures in a network. BFD works with a wide variety of network environments

93Copyright © 2014, Juniper Networks, Inc.

Chapter 6: OSPF Fault Detection Configuration



and topologies. A pair of routing devices exchange BFD packets. Hello packets are sent

at a specified, regular interval. A neighbor failure is detected when the routing device

stops receiving a reply after a specified interval. The BFD failure detection timers have

shorter time limits than the OSPF failure detection mechanisms, so they provide faster

detection.

The BFD failure detection timers are adaptive and can be adjusted to be faster or slower.

The lower the BFD failure detection timer value, the faster the failure detection and vice

versa. For example, the timers can adapt to a higher value if the adjacency fails (that is,

the timer detects failures more slowly). Or a neighbor can negotiate a higher value for a

timer than the configured value. The timers adapt to a higher value when a BFD session

flapoccursmore than three times in a spanof 15 seconds. Aback-off algorithm increases

the receive (Rx) interval by two if the local BFD instance is the reason for the session

flap. The transmission (Tx) interval is increased by two if the remote BFD instance is the

reason for the session flap. You can use the clear bfd adaptation command to return BFD

interval timers to their configured values. The clear bfd adaptation command is hitless,

meaning that the command does not affect traffic flow on the routing device.

NOTE: BFD is supported for OSPFv3 in Junos OS Release 9.3 and later.

You can configure the following BFD protocol settings:

• detection-time threshold—Threshold for the adaptation of the detection time. When

theBFDsessiondetection timeadapts toavalueequal toor greater than theconfigured

threshold, a single trap and a single system logmessage are sent.

• full-neighbors-only—Ability to establishBFDsessions only forOSPFneighborswith full

neighbor adjacency. The default behavior is to establish BFD sessions for all OSPF

neighbors. This setting is available in Junos OS Release 9.5 and later.

• minimum-interval—Minimum transmit and receive interval for failure detection. This

setting configures both the minimum interval after which the local routing device

transmitshellopacketsand theminimumintervalafterwhich the routingdeviceexpects

to receive a reply from the neighbor with which it has established a BFD session. Both

intervals are in milliseconds. You can also specify the minimum transmit and receive

intervals separately using the transmit-interval minimum-interval and

minimum-receive-interval statements.
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NOTE: BFD is an intensive protocol that consumes system resources.
Specifying aminimum interval for BFD of less than 100ms for Routing
Engine-based sessions and 10ms for distributed BFD sessions can cause
undesired BFD flapping.

Depending on your network environment, these additional
recommendationsmight apply:

• For large-scale network deployments with a large number of BFD
sessions, specifyaminimumintervalof300msforRoutingEngine-based
sessions and 100ms for distributed BFD sessions.

• For very large-scale network deployments with a large number of BFD
sessions, contact Juniper Networks customer support for more
information.

• For BFD sessions to remain up during a Routing Engine switchover event
when nonstop active routing (NSR) is configured, specify aminimum
interval of 2500ms for Routing Engine-based sessions. Without NSR,
Routing Engine-based sessions can have aminimum interval of 100ms.
InOSPFv3,BFD isalwaysbased in theRoutingEngine,meaning thatBFD
is not distributed. For distributed BFD sessionswith NSR configured, the
minimum interval recommendations are unchanged and depend only
on your network deployment.

• minimum-receive-interval—Minimum receive interval for failure detection. This setting

configures theminimum receive interval, inmilliseconds, afterwhich the routing device

expects to receive a hello packet from a neighbor with which it has established a BFD

session. You can also specify theminimum receive interval using theminimum-interval

statement.

• multiplier—Multiplier for hello packets. This setting configures the number of hello

packets that are not received by a neighbor, which causes the originating interface to

bedeclareddown.Bydefault, threemissedhellopackets cause theoriginating interface

to be declared down.

• no-adaptation—Disables BFD adaption. This setting disables BFD sessions from

adapting to changing network conditions. This setting is available in Junos OS

Release 9.0 and later.

NOTE: We recommend that you do not disable BFD adaptation unless it
is preferable not to have BFD adaptation in your network.

• transmit-interval minimum-interval—Minimum transmit interval for failure detection.

This setting configures the minimum transmit interval, in milliseconds, at which the

local routingdevice transmitshellopackets to theneighborwithwhich it hasestablished

a BFD session. You can also specify the minimum transmit interval using the

minimum-interval statement.
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• transmit-interval threshold—Threshold for the adaptation of the BFD session transmit

interval. When the transmit interval adapts to a value greater than the threshold, a

single trap and a single system logmessage are sent. The threshold value must be

greater than theminimum transmit interval. If you attempt to commit a configuration

with a threshold value less than theminimum transmit interval, the routing device

displays an error and does not accept the configuration.

• version—BFD version. This setting configures the BFD version used for detection. You

can explicitly configure BFD version 1, or the routing device can automatically detect

the BFD version. By default, the routing device automatically detects the BFD version

automatically, which is either 0 or 1.

You can also trace BFD operations for troubleshooting purposes.

Example: Configuring BFD for OSPF

This example shows how to configure the Bidirectional Forwarding Detection (BFD)

protocol for OSPF.

• Requirements on page 96

• Overview on page 96

• Configuration on page 98

• Verification on page 99

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20.

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

An alternative to adjusting the OSPF hello interval and dead interval settings to increase

route convergence is to configure BFD. The BFD protocol is a simple hello mechanism

that detects failures in a network. The BFD failure detection timers have shorter timer

limits than the OSPF failure detection mechanisms, thereby providing faster detection.

Copyright © 2014, Juniper Networks, Inc.96

OSPF on the QFX Series



BFD is useful on interfaces that are unable to detect failure quickly, such as Ethernet

interfaces. Other interfaces, such as SONET interfaces, already have built-in failure

detection. Configuring BFD on those interfaces is unnecessary.

YouconfigureBFDonapair of neighboringOSPF interfaces.Unlike theOSPFhello interval

and dead interval settings, you do not have to enable BFD on all interfaces in an OSPF

area.

In this example, you enable failure detection by including the bfd-liveness-detection

statement on the neighbor OSPF interface fe-0/1/0 in area 0.0.0.0 and configure the

BFD packet exchange interval to 300milliseconds, configure 4 as the number of missed

hello packets that causes the originating interface to be declared down, and configure

BFD sessions only for OSPF neighbors with full neighbor adjacency by including the

following settings:

• full-neighbors-only—In Junos OS Release 9.5 and later, configures the BFD protocol to

establish BFD sessions only for OSPF neighbors with full neighbor adjacency. The

default behavior is to establish BFD sessions for all OSPF neighbors.

• minimum-interval—Configures the minimum interval, in milliseconds, after which the

local routingdevice transmits hellopackets aswell as theminimum interval afterwhich

the routing device expects to receive a reply from the neighbor with which it has

established a BFD session. You can configure a number in the range from 1 through

255,000milliseconds. Youcanalso specify theminimumtransmit and receive intervals

separately using the transmit-intervalminimum-interval andminimum-receive-interval

statements.

NOTE: BFD is an intensive protocol that consumes system resources.
Specifying aminimum interval for BFD of less than 100ms for Routing
Engine-based sessions and 10ms for distributed BFD sessions can cause
undesired BFD flapping.

Depending on your network environment, these additional
recommendationsmight apply:

• For large-scale network deployments with a large number of BFD
sessions, specifyaminimumintervalof300msforRoutingEngine-based
sessions and 100ms for distributed BFD sessions.

• For very large-scale network deployments with a large number of BFD
sessions, contact Juniper Networks customer support for more
information.

• For BFD sessions to remain up during a Routing Engine switchover event
when nonstop active routing (NSR) is configured, specify aminimum
interval of 2500ms for Routing Engine-based sessions. For distributed
BFD sessions with NSR configured, theminimum interval
recommendations are unchanged and depend only on your network
deployment.
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• multiplier—Configures the number of hello packets not received by a neighbor that

causes the originating interface to be declared down. By default, three missed hello

packets cause the originating interface to be declared down. You can configure a value

in the range from 1 through 255.

Configuration

CLI Quick
Configuration

To quickly configure the BFD protocol for OSPF, copy the following commands, remove

any line breaks, and then paste the commands into the CLI.

[edit]
setprotocolsospfarea0.0.0.0 interface fe-0/0/1bfd-liveness-detectionminimum-interval
300

set protocols ospf area 0.0.0.0 interface fe-0/0/1 bfd-liveness-detectionmultiplier 4
setprotocolsospfarea0.0.0.0 interfacefe-0/0/1bfd-liveness-detectionfull-neighbors-only

Step-by-Step
Procedure

To configure the BFD protocol for OSPF on one neighboring interface:

Create an OSPF area.1.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.0

2. Specify the interface.

[edit protocols ospf area 0.0.0.0]
user@host# set interface fe-0/0/1

3. Specify the minimum transmit and receive intervals.

[edit protocols ospf area 0.0.0.0 ]
user@host# set interface fe-0/0/1 bfd-liveness-detectionminimum-interval 300

4. Configure the number of missed hello packets that cause the originating interface

to be declared down.

[edit protocols ospf area 0.0.0.0 ]
user@host# set interface fe-0/0/1 bfd-liveness-detectionmultiplier 4

5. Configure BFD sessions only for OSPF neighbors with full neighbor adjacency.

[edit protocols ospf area 0.0.0.0 ]
user@host# set interface fe-0/0/1 bfd-liveness-detection full-neighbors-only

6. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.0 ]
user@host# commit

NOTE: Repeat this entire configuration on the other neighboring
interface.
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Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.0 {
interface fe-0/0/1.0 {
bfd-liveness-detection {
minimum-interval 300;
multiplier 4;
full-neighbors-only;

}
}

}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

Verifying the BFD Sessions

Purpose Verify that the OSPF interfaces have active BFD sessions, and that session components

have been configured correctly.

Action From operational mode, enter the show bfd session detail command.

Meaning The output displays information about the BFD sessions.

• The Address field displays the IP address of the neighbor.

• The Interface field displays the interface you configured for BFD.

• The State field displays the state of the neighbor and should show Full to reflect the

full neighbor adjacency that you configured.

• The Transmit Interval field displays the time interval you configured to send BFD

packets.

• The Multiplier field displays the multiplier you configured.

Related
Documentation

OSPF Configuration Overview•

• BFD Authentication for OSPF Overview on page 100

Example: Configuring BFD Authentication for OSPF

• BFD Authentication for OSPF Overview on page 100

• Configuring BFD Authentication for OSPF on page 101
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BFD Authentication for OSPFOverview

Bidirectional Forwarding Detection (BFD) enables rapid detection of communication

failuresbetweenadjacent systems.Bydefault, authentication forBFDsessions isdisabled.

However, when you run BFD over Network Layer protocols, the risk of service attacks can

be significant. We strongly recommend using authentication if you are running BFD over

multiple hops or through insecure tunnels. Beginning with Junos OS Release 9.6, Junos

OS supports authentication for BFD sessions running over OSPFv2. BFD authentication

is not supported on MPLS OAM sessions. BFD authentication is only supported in the

Canada and United States version of the Junos OS image and is not available in the

export version.

You authenticate BFD sessions by specifying an authentication algorithm and keychain,

and then associating that configuration information with a security authentication

keychain using the keychain name.

The following sections describe the supported authentication algorithms, security

keychains, and level of authentication that can be configured:

• BFD Authentication Algorithms on page 100

• Security Authentication Keychains on page 101

• Strict Versus Loose Authentication on page 101

BFD Authentication Algorithms

Junos OS supports the following algorithms for BFD authentication:

• simple-password—Plain-text password. One to 16 bytes of plain text are used to

authenticate theBFD session. One ormore passwords can be configured. Thismethod

is the least secureandshouldbeusedonlywhenBFDsessionsarenot subject topacket

interception.

• keyed-md5—Keyed Message Digest 5 hash algorithm for sessions with transmit and

receive intervals greater than 100ms. To authenticate the BFD session, keyed MD5

uses one or more secret keys (generated by the algorithm) and a sequence number

that is updated periodically. With this method, packets are accepted at the receiving

end of the session if one of the keysmatches and the sequence number is greater than

or equal to the last sequence number received. Althoughmore secure than a simple

password, this method is vulnerable to replay attacks. Increasing the rate at which the

sequence number is updated can reduce this risk.

• meticulous-keyed-md5—Meticulous keyed Message Digest 5 hash algorithm. This

methodworks in the samemanneras keyedMD5,but the sequencenumber is updated

with every packet. Althoughmore secure than keyed MD5 and simple passwords, this

methodmight take additional time to authenticate the session.

• keyed-sha-1—Keyed Secure Hash Algorithm I for sessions with transmit and receive

intervals greater than 100ms. To authenticate the BFD session, keyed SHA uses one

or more secret keys (generated by the algorithm) and a sequence number that is

updated periodically. The key is not carried within the packets. With this method,
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packets are accepted at the receiving end of the session if one of the keys matches

and the sequence number is greater than the last sequence number received.

• meticulous-keyed-sha-1—Meticulous keyed Secure Hash Algorithm I. This method

works in the samemanner as keyed SHA, but the sequence number is updated with

everypacket.Althoughmoresecure thankeyedSHAandsimplepasswords, thismethod

might take additional time to authenticate the session.

NOTE: Nonstop active routing (NSR) is not supported with the
meticulous-keyed-md5 andmeticulous-keyed-sha-1 authentication
algorithms. BFD sessions using these algorithmsmight go down after a
switchover.

Security Authentication Keychains

The security authentication keychain defines the authentication attributes used for

authentication key updates.When the security authentication keychain is configuredand

associated with a protocol through the keychain name, authentication key updates can

occur without interrupting routing and signaling protocols.

The authentication keychain contains one or more keychains. Each keychain contains

one ormore keys. Each key holds the secret data and the time at which the key becomes

valid. The algorithm and keychain must be configured on both ends of the BFD session,

and they must match. Any mismatch in configuration prevents the BFD session from

being created.

BFD allowsmultiple clients per session, and each client can have its own keychain and

algorithm defined. To avoid confusion, we recommend specifying only one security

authentication keychain.

Strict Versus Loose Authentication

By default, strict authentication is enabled and authentication is checked at both ends

of each BFD session. Optionally, to smoothmigration from nonauthenticated sessions

to authenticated sessions, you can configure loose checking. When loose checking is

configured, packets are accepted without authentication being checked at each end of

the session. This feature is intended for transitional periods only.

Configuring BFD Authentication for OSPF

Beginning with Junos OS Release 9.6, you can configure authentication for BFD sessions

running over OSPFv2. Routing instances are also supported.

The followingsectionsprovide instructions for configuringandviewingBFDauthentication

on OSPF:

• Configuring BFD Authentication Parameters on page 102

• Viewing Authentication Information for BFD Sessions on page 103
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Configuring BFD Authentication Parameters

Only three steps are needed to configure authentication on a BFD session:

1. Specify the BFD authentication algorithm for the OSPFv2 protocol.

2. Associate the authentication keychain with the OSPFv2 protocol.

3. Configure the related security authentication keychain.

To configure BFD authentication:

1. Specify the algorithm (keyed-md5, keyed-sha-1,meticulous-keyed-md5,

meticulous-keyed-sha-1, or simple-password) to use for BFD authentication on an

OSPF route or routing instance.

[edit]
user@host# set protocols ospf area 0.0.0.1 interface if2-ospf bfd-liveness-detection
authentication algorithm keyed-sha-1

NOTE: Nonstop active routing (NSR) is not supported with
meticulous-keyed-md5 andmeticulous-keyed-sha-1 authentication
algorithms. BFD sessions using these algorithmsmight go down after a
switchover.

2. Specify the keychain to be used to associate BFD sessions on the specified OSPF

route or routing instance with the unique security authentication keychain attributes.

This keychain should match the keychain name configured at the [edit security

authentication key-chains] hierarchy level.

[edit]
user@host# set protocols ospf area 0.0.0.1 interface if2-ospf bfd-liveness-detection
authentication keychain bfd-ospf

NOTE: The algorithm and keychainmust be configured on both ends of
the BFD session, and theymust match. Anymismatch in configuration
prevents the BFD session from being created.

3. Specify the unique security authentication information for BFD sessions:

• Thematching keychain name as specified in Step 2.

• At least one key, a unique integer between 0 and 63. Creatingmultiple keys enables

multiple clients to use the BFD session.

• The secret data used to allow access to the session.

• The time at which the authentication key becomes active, in the format

yyyy-mm-dd.hh:mm:ss.

[edit security]
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user@host# authentication-key-chains key-chain bfd-ospf key 53 secret
$9$ggaJDmPQ6/tJgF/AtREVsyPsnCtUHm start-time 2009-06-14.10:00:00

4. (Optional) Specify loose authentication checking if you are transitioning from

nonauthenticated sessions to authenticated sessions.

[edit]
user@host>setprotocolsospf interface if2-ospfbfd-liveness-detectionauthentication
loose-check

5. (Optional) View your configuration using the show bfd session detail or show bfd

session extensive command.

6. Repeat the steps in this procedure to configure the other end of the BFD session.

NOTE: BFDauthentication isonly supported in theCanadaandUnitedStates
version of the Junos OS image and is not available in the export version.

Viewing Authentication Information for BFD Sessions

You can view the existing BFD authentication configuration using the show bfd session

detail and show bfd session extensive commands.

The following example shows BFD authentication configured for the if2-ospfBGP group.

It specifies the keyed SHA-1 authentication algorithm and a keychain name of bfd-ospf.

The authentication keychain is configured with two keys. Key 1 contains the secret data

“$9$ggaJDmPQ6/tJgF/AtREVsyPsnCtUHm” and a start time of June 1, 2009, at 9:46:02

AM PST. Key 2 contains the secret data “$9$a5jiKW9l.reP38ny.TszF2/9” and a start time

of June 1, 2009, at 3:29:20 PM PST.

[edit protocols ospf]
area 0.0.0.1 {
interface if2-ospf {
bfd-liveness-detection {
authentication {
algorithm keyed-sha-1;
key-chain bfd-ospf;

}
}

}
}
[edit security]
authentication key-chains {
key-chain bfd-ospf {
key 1 {
secret “$9$ggaJDmPQ6/tJgF/AtREVsyPsnCtUHm”;
start-time “2009-6-1.09:46:02 -0700”;

}
key 2 {
secret “$9$a5jiKW9l.reP38ny.TszF2/9”;
start-time “2009-6-1.15:29:20 -0700”;

}
}

}
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If youcommit theseupdates toyour configuration, youseeoutput similar to the following.

In the output for the show bfd session detail command, Authenticate is displayed to

indicate that BFD authentication is configured.

show bfd session detail

user@host# show bfd session detail

                                                  Detect   Transmit
Address                  State     Interface      Time     Interval  Multiplier
10.9.1.33            Up        so-7/1/0.0          0.600     0.200      3
  Client OSPF, TX interval 0.200, RX interval 0.200, multiplier 3, Authenticate
  Session up time 3d 00:34
  Local diagnostic None, remote diagnostic None
  Remote state Up, version 1
  Replicated

1 sessions, 1 clients
Cumulative transmit rate 10.0 pps, cumulative receive rate 10.0 pps

For more information about the configuration, use the show bfd session extensive

command.Theoutput for this commandprovides the keychainname, theauthentication

algorithm andmode for each client in the session, and the overall BFD authentication

configuration status, keychain name, and authentication algorithm andmode.

show bfd session extensive

user@host# show bfd session extensive
                                                  Detect   Transmit
Address                  State     Interface      Time     Interval  Multiplier
10.9.1.33            Up        so-7/1/0.0          0.600     0.200      3
  Client OSPF, TX interval 0.200, RX interval 0.200, multiplier 3, Authenticate

keychain bfd-ospf, algo keyed-md5, mode loose

  Session up time 3d 00:34
  Local diagnostic None, remote diagnostic None
  Remote state Up, version 1
  Replicated
  Min async interval 0.200, min slow interval 1.000
  Adaptive async tx interval 0.200, rx interval 0.200
  Local min tx interval 0.200, min rx interval 0.200, multiplier 3
  Remote min tx interval 0.100, min rx interval 0.100, multiplier 3
  Threshold transmission interval 0.000, Threshold for detection time 0.000
  Local discriminator 11, remote discriminator 80
  Echo mode disabled/inactive
Authentication enabled/active, keychain bfd-ospf, algo keyed-sha-1, mode strict
1 sessions, 1 clients
Cumulative transmit rate 10.0 pps, cumulative receive rate 10.0 pps

Related
Documentation

• OSPF Configuration Overview

• BFD for OSPF Overview on page 93
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CHAPTER 7

OSPFRedundancyFeaturesConfiguration

• Examples: Configuring Graceful Restart for OSPF on page 105

Examples: Configuring Graceful Restart for OSPF

• Graceful Restart for OSPF Overview on page 105

• Example: Configuring Graceful Restart for OSPF on page 107

• Example: Configuring the Helper Capability Mode for OSPFv2 Graceful

Restart on page 111

• Example: Configuring the Helper Capability Mode for OSPFv3 Graceful

Restart on page 114

• Example: Disabling Strict LSA Checking for OSPF Graceful Restart on page 118

Graceful Restart for OSPFOverview

Graceful restart allows a routing device undergoing a restart to inform its adjacent

neighbors and peers of its condition. During a graceful restart, the restarting device and

its neighbors continue forwarding packets without disrupting network performance.

Because neighboring devices assist in the restart (these neighbors are called helper

routers), the restarting device can quickly resume full operation without recalculating

algorithms.

NOTE: Onabroadcast linkwithasingleneighbor,when theneighbor initiates
anOSPFv3 graceful restart operation, the restartmight be terminated at the
point when the local routing device assumes the role of a helper. A change
in the LSA is considered a topology change, which terminates the neighbor’s
restart operation.

Graceful restart is disabled by default. You can globally enable graceful restart for all

routingprotocols by including the graceful-restart statement at the [edit routing-options]

hierarchy level. To enable graceful restart specifically for OSPF, first you need to globally

enable graceful restart for all routing protocols.
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This topic describes the following information:

• Helper Mode for Graceful Restart on page 106

• Planned and Unplanned Graceful Restart on page 107

Helper Mode for Graceful Restart

Whenadevice enabled forOSPF graceful restart restarts, it retains routes learned before

the restart in its forwarding table. The device does not allow newOSPF link-state

advertisements (LSAs) to update the routing table. This device continues to forward

traffic to other OSPF neighbors (or helper routers), and sends only a limited number of

LSAs during the restart period. To reestablish OSPF adjacencies with neighbors, the

restarting device must send a grace LSA to all neighbors. In response, the helper routers

enter helpermode(theability toassist aneighboringdeviceattemptingagraceful restart)

and send an acknowledgment back to the restarting device. If there are no topology

changes, the helper routers continue to advertise LSAs as if the restarting device had

remained in continuous OSPF operation.

NOTE: Helpermode isenabledbydefaultwhenyoustart the routingplatform,
even if graceful restart is not enabled. You can disable helper mode
specifically for OSPF.

When the restarting device receives replies from all the helper routers, the restarting

device selects routes, updates the forwarding table, and discards the old routes. At this

point, full OSPF adjacencies are reestablished and the restarting device receives and

processes OSPF LSAs as usual. When the helper routers no longer receive grace LSAs

from the restarting device or when the topology of the network changes, the helper

routers also resume normal operation.

Beginning with Junos OS Release 11.4, you can configure restart signaling-based helper

mode forOSPFv2 graceful restart configurations. The JunosOS implementation is based

onRFC4811,OSPFOut-of-BandLinkStateDatabase (LSDB)Resynchronization, RFC4812,

OSPFRestartSignaling, andRFC4813,OSPFLink-LocalSignaling. In restart signaling-based

helper mode implementations, the restarting device informs its restart status to its

neighbors only after the restart is complete. When the restart is complete, the restarting

device sends hello messages to its helper routers with the restart signal (RS) bit set in

the hello packet header. When a helper router receives a hello packet with the RS bit set

in the header, the helper router returns a hellomessage to the restarting device. The reply

hello message from the helper router contains the ResyncState flag and the

ResyncTimeout timer that enable the restarting device to keep track of the helper routers

that are syncing upwith it.When all helpers complete the synchronization, the restarting

device exits the restart mode.

NOTE: Restart signaling-basedgraceful restarthelpermode isnot supported
for OSPFv3 configurations.
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Planned and Unplanned Graceful Restart

OSPF supports two types of graceful restart: planned and unplanned. During a planned

restart, the restarting routingdevice informs theneighborsbefore restarting.Theneighbors

act as if the routing device is still within the network topology, and continue forwarding

traffic to the restarting routing device. A grace period is set to specifywhen the neighbors

shouldconsider the restarting routingdeviceaspartof the topology.Duringanunplanned

restart, the routing device restarts without warning.

Example: Configuring Graceful Restart for OSPF

This example shows how to configure graceful restart specifically for OSPF.

• Requirements on page 107

• Overview on page 107

• Configuration on page 108

• Verification on page 110

Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20.

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

Graceful restart enables a routing device undergoing a restart to inform its adjacent

neighborsandpeersof its condition.Duringagraceful restart, the restarting routingdevice

and its neighbors continue forwarding packets without disrupting network performance.

By default, graceful restart is disabled. You can globally enable graceful restart for all

routingprotocols by including the graceful-restart statement at the [edit routing-options]

hierarchy level, or you can enable graceful restart specifically for OSPF by including the

graceful-restart statement at the [edit protocols (ospf|ospf3)] hierarchy level.

The first exampleshowshowtoenablegraceful restart andconfigure theoptional settings

for the grace period interval. In this example, interfaces fe-1/1/1 and fe-1/1/2 are in OSPF

area 0.0.0.0, and you configure those interfaces for graceful restart. The grace period

interval for OSPF graceful restart is determined as equal to or less than the sum of the

notify-duration time interval and the restart-duration time interval. The grace period is

the number of seconds that the routing device’s neighbors continue to advertise the

routing device as fully adjacent, regardless of the connection state between the routing

device and its neighbors.
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Thenotify-duration statementconfigureshow long(in seconds) the routingdevicenotifies

helper routers that it has completed graceful restart by sending purged grace link-state

advertisements (LSAs) over all interfaces. By default, the routing device sends grace

LSAs for 30 seconds. The range is from 1 through 3600 seconds.

The restart-duration statement configures the amount of time the routing device waits

(in seconds) to complete reacquisition of OSPF neighbors from each area. By default,

the routing device allows 180 seconds. The range is from 1 through 3600 seconds.

The second example shows how to disable graceful restart for OSPF by including the

disable statement.

Configuration

• Enabling Graceful Restart for OSPF on page 108

• Disabling Graceful Restart for OSPF on page 110

Enabling Graceful Restart for OSPF

CLI Quick
Configuration

To quickly enable graceful restart for OSPF, copy the following commands and paste

them into the CLI.

[edit]
set interfaces fe-1/1/1 unit 0 family inet address 10.0.0.4
set interfaces fe-1/1/2 unit 0 family inet address 10.0.0.5
set protocols ospf area 0.0.0.0 interface fe-1/1/1
set protocols ospf area 0.0.0.0 interface fe-1/1/2
set routing-options graceful-restart
set protocols ospf graceful-restart restart-duration 190
set protocols ospf graceful-restart notify-duration 40

Step-by-Step
Procedure

To enable graceful restart for OSPF:

Configure the interfaces.1.

NOTE: For OSPFv3, use IPv6 addresses.

[edit]
user@host# set interfaces fe-1/1/1 unit 0 family inet address 10.0.0.4
user@host# set interfaces fe-1/1/1 unit 0 family inet address 10.0.0.5

2. Configure OSPF on the interfaces.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# set protocols ospf area 0.0.0.0 interface fe-1/1/1
user@host# set protocols ospf area 0.0.0.0 interface fe-1/1/2
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3. Configure graceful restart globally

[edit]
user@host#edit routing-options graceful-restart

4. Configure OSPF graceful restart.

[edit]
user@host# edit protocols ospf graceful-restart

5. (Optional) Configure the restart duration time.

[edit protocols ospf graceful-restart]
user@host# set restart-duration 190

6. (Optional) Configure the notify duration time.

[edit protocols ospf graceful-restart]
user@host# set notify-duration 40

7. If you are done configuring the device, commit the configuration.

[edit protocols ospf graceful-restart]
user@host# commit

Results Confirm your configuration by entering the show interfaces and show protocols ospf

commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

user@host# show interfaces
fe-1/1/1 {
unit 0 {
family inet {
address 10.0.0.4/32;

}
}

}
fe-1/1/2 {
unit 0 {
family inet {
address 10.0.0.5/32;

}
}

}
user@host# show protocols ospf
graceful-restart {
restart-duration 190;
notify-duration 40;

}
area 0.0.0.0 {
interface fe-1/1/1.0;
interface fe-1/1/2.0;

}

To confirm an OSPFv3 configuration, enter the show interfaces and the show protocols

ospf3 commands.
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Disabling Graceful Restart for OSPF

CLI Quick
Configuration

To quickly disable graceful restart for OSPF, copy the following command and paste it

into the CLI.

[edit]
user@host# set protocols ospf graceful-restart disable

Step-by-Step
Procedure

To disable graceful restart for OSPF:

Disable graceful restart for the OSPF protocol only.1.

This command does not affect the global graceful restart configuration setting.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# set protocols ospf graceful-restart disable

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
graceful-restart disable;

To confirm an OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

• Verifying the OSPF Graceful Restart Configuration on page 110

• Verifying Graceful Restart Status on page 111

Verifying the OSPF Graceful Restart Configuration

Purpose Verify information about your OSPF graceful restart configuration.

Action From operational mode, enter the show ospf overview command for OSPFv2. Enter the

show ospf3 overview command for OSPFv3.

Meaning TheRestart field displays the status of graceful restart as either enabled or disabled. The

Restart duration field displays howmuch time the restarted routing device requires to

complete reacquisition of OSPF neighbors. The Restart grace period field displays how
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much time the neighbors should consider the restarted routing device as part of the

topology.

Verifying Graceful Restart Status

Purpose Verify the status of graceful restart.

Action From operational mode, enter the show route instance detail command.

Meaning TheRestartState fielddisplaysPending if the restart hasnotbeencompletedorComplete

if the restart has finished. The Path selection timeout field indicates the amount of time

remaining until graceful restart is declared complete. There is a more detailed Restart

State field that displays a list of protocols that have or have not yet completed graceful

restart for the specified routing table.

Example: Configuring the Helper Capability Mode for OSPFv2 Graceful Restart

This example shows how to disable and reenable the helpermode capability forOSPFv2

graceful restart.

• Requirements on page 111

• Overview on page 111

• Configuration on page 112

• Verification on page 114

Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

TheOSPFgraceful restarthelpercapabilityassistsaneighboring routingdeviceattempting

a graceful restart. By default, the helper capability is globally enabledwhen you start the

routing platform. This means that the helper capability is enabled when you start OSPF,

even if graceful restart is not globally enabled or specifically enabled for OSPF. You can

further modify your graceful restart configuration to disable the helper capability.
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Beginning with Junos OS Release 11.4, you can configure restart signaling-based helper

mode for OSPFv2 graceful restart configurations. Both the standard and restart

signaling-based helper modes are enabled by default.

In the first example, interfaces fe-1/1/1 and fe-1/1/2 are in OSPFv2 area 0.0.0.0, and you

configure those interfaces for graceful restart. You then disable the standard OSPFv2

graceful restart helper capability by including the helper-disable standard statement.

This configuration is useful if you have an environment that contains other vendor

equipment that is configured for restart signaling-based graceful restart.

NOTE: Thehelper-disablestatementandtheno-strict-lsa-checkingstatement

cannot be configured at the same time. If you attempt to configure both
statements at the same time, the routing device displays awarningmessage
when you enter the show protocols ospf command.

Thesecondexampleshowshowto reenable thestandardOSPFv2 restarthelpercapability

that you disabled in the first example.

Configuration

• Disabling Helper Mode for OSPFv2 on page 112

• Reenabling Helper Mode for OSPFv2 on page 113

Disabling Helper Mode for OSPFv2

CLI Quick
Configuration

To quickly enable graceful restart for OSPFv2 with helper mode disabled, copy the

following commands and paste them into the CLI.

[edit]
set interfaces fe-1/1/1 unit 0 family inet address 10.0.0.4
set interfaces fe-1/1/2 unit 0 family inet address 10.0.0.5
set protocols ospf area 0.0.0.0 interface fe-1/1/1
set protocols ospf area 0.0.0.0 interface fe-1/1/2
set protocols ospf graceful-restart helper-disable standard

Step-by-Step
Procedure

To enable graceful restart for OSPFv2 with helper mode disabled:

Configure the interfaces.1.

[edit]
user@host# set interfaces fe-1/1/1 unit 0 family inet address 10.0.0.4
user@host# set interfaces fe-1/1/1 unit 0 family inet address 10.0.0.5

2. Configure OSPFv2 on the interfaces

[edit]
user@host# set protocols ospf area 0.0.0.0 interface fe-1/1/1
user@host# set protocols ospf area 0.0.0.0 interface fe-1/1/2

3. Disable the OSPFv2 graceful restart helper capability.

If you disable the OSPFv2 graceful restart helper capability, you cannot disable

strict LSA checking.

[edit]
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user@host# set protocols ospf graceful-restart helper-disable standard

4. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show interfaces and the show protocols ospf

commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

user@host# show interfaces
fe-1/1/1 {
unit 0 {
family inet {
address 10.0.0.4/32;

}
}

}
fe-1/1/2 {
unit 0 {
family inet {
address 10.0.0.5/32;

}
}

}
user@host# show protocols ospf
graceful-restart {
helper-disable {
standard;

}
}
area 0.0.0.0 {
interface fe-1/1/1.0;
interface fe-1/1/2.0;

}

Reenabling Helper Mode for OSPFv2

CLI Quick
Configuration

To quickly reenable standard helper-mode for OSPFv2, copy the following command

and paste it into the CLI.

[edit]
delete protocols ospf graceful-restart helper-disable standard

NOTE: To reenable restart signaling-based helper mode, include the
restart-signaling statement. To reenable both standard and restart

signaling-based helper mode, include the both statement.

Step-by-Step
Procedure

To reenable standard helper mode for OSPFv2:

Delete the standard helper-mode statement from the OSPFv2 configuration.1.
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[edit]
user@host# delete protocols ospf graceful-restart helper-disable standard

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results After you reenable standard helper mode, the show protocols ospf command no longer

displays the graceful restart configuration.

Verification

Confirm that the configuration is working properly.

• Verifying the OSPFv2 Graceful Restart Configuration on page 114

• Verifying Graceful Restart Status on page 114

Verifying the OSPFv2 Graceful Restart Configuration

Purpose Verify information about your OSPFv2 graceful restart configuration. The Restart field

displays the status of graceful restart as either enabled or disabled, the Graceful restart

helpermode field displays the status of the standard helpermode capability as enabled

or disabled, and theRestart-signaling helpermode field displays the status of the restart

signaling-based helper mode as enabled or disabled. By default, both standard and

restart signaling-based helper modes are enabled.

Action From operational mode, enter the show ospf overview command.

Verifying Graceful Restart Status

Purpose Verify the status of graceful restart. The Restart State field displays Pending if the restart

has not completed, or Complete if the restart has finished. The Path selection timeout

field indicates the amount of time remaining until graceful restart is declared complete.

There is a more detailed Restart State field that displays a list of protocols that have

completed graceful restart or have not yet completed graceful restart for the specified

routing table.

Action From operational mode, enter the show route instance detail command.

Example: Configuring the Helper Capability Mode for OSPFv3 Graceful Restart

This example shows how to disable and reenable the helpermode capability forOSPFv3

graceful restart.

• Requirements on page 115

• Overview on page 115

• Configuration on page 115

• Verification on page 117
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Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

TheOSPFgraceful restarthelpercapabilityassistsaneighboring routingdeviceattempting

a graceful restart. By default, the helper capability is globally enabledwhen you start the

routing platform. This means that the helper capability is enabled when you start OSPF,

even if graceful restart is not globally enabled or specifically enabled for OSPF. You can

further modify your graceful restart configuration to disable the helper capability.

In the first example, interfaces fe-1/1/1 and fe-1/1/2 are in OSPFv3 area 0.0.0.0, and you

configure those interfaces for graceful restart. You then disable the OSPFv3 graceful

restart helper capability by including the helper-disable statement.

NOTE: Thehelper-disablestatementandtheno-strict-lsa-checkingstatement

cannot be configured at the same time. If you attempt to configure both
statements at the same time, the routing device displays awarningmessage
when you enter the show protocols ospf command.

The second example shows how to reenable the OSPFv3 restart helper capability that

you disabled in the first example.

Configuration

• Disabling Helper Mode for OSPFv3 on page 115

• Reenabling Helper Mode for OSPFv3 on page 117

Disabling Helper Mode for OSPFv3

CLI Quick
Configuration

To quickly enable graceful restart for OSPFv3 with helper mode disabled, copy the

following commands and paste them into the CLI.

[edit]
set interfaces fe-1/1/1 unit 0 family inet6 address 2002:0a00:0004::
set interfaces fe-1/1/2 unit 0 family inet6 address 2002:0a00:0005::
set protocols ospf3 area 0.0.0.0 interface fe-1/1/1
set protocols ospf3 area 0.0.0.0 interface fe-1/1/2
set protocols ospf3 graceful-restart helper-disable
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Step-by-Step
Procedure

To enable graceful restart for OSPFv3 with helper mode disabled:

Configure the interfaces.1.

[edit]
user@host# set interfaces fe-1/1/1 unit 0 family inet6 address 2002:0a00:0004::
user@host# set interfaces fe-1/1/1 unit 0 family inet address 2002:0a00:0005::

2. Configure OSPFv3 on the interfaces

[edit]
user@host# set protocols ospf3 area 0.0.0.0 interface fe-1/1/1
user@host# set protocols ospf3 area 0.0.0.0 interface fe-1/1/2

3. Disable the OSPFv3 graceful restart helper capability.

If you disable the OSPFv3 graceful restart helper capability, you cannot disable

strict LSA checking.

[edit]
user@host# set protocols ospf3 graceful-restart helper-disable

4. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show interfaces and the showprotocols ospf3

commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

user@host# show interfaces
fe-1/1/1 {
unit 0 {
family inet6 {
address 2002:0a00:0004::/128;

}
}

}
fe-1/1/2 {
unit 0 {
family inet6 {
address 2002:0a00:0005::/128;

}
}

}
user@host# show protocols ospf3
graceful-restart {
helper-disable;

}
area 0.0.0.0 {
interface fe-1/1/1.0;
interface fe-1/1/2.0;

}
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Reenabling Helper Mode for OSPFv3

CLI Quick
Configuration

To quickly reenable helper-mode for OSPFv3, copy the following command and paste

it into the CLI.

[edit]
delete protocols ospf3 graceful-restart helper-disable

Step-by-Step
Procedure

To reenable helper mode for OSPFv3:

Delete the standard helper-mode statement from the OSPFv3 configuration.1.

[edit]
user@host# delete protocols ospf3 graceful-restart helper-disable

2. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results After you reenable standard helper mode, the showprotocols ospfs command no longer

displays the graceful restart configuration.

Verification

Confirm that the configuration is working properly.

• Verifying the OSPFv3 Graceful Restart Configuration on page 117

• Verifying Graceful Restart Status on page 117

Verifying the OSPFv3 Graceful Restart Configuration

Purpose Verify information about your OSPFv3 graceful restart configuration. The Restart field

displays the status of graceful restart as either enabled or disabled, and theHelpermode

field displays the status of the helper mode capability as either enabled or disabled.

Action From operational mode, enter the show ospf3 overview command.

Verifying Graceful Restart Status

Purpose Verify the status of graceful restart. The Restart State field displays Pending if the restart

has not completed, or Complete if the restart has finished. The Path selection timeout

field indicates the amount of time remaining until graceful restart is declared complete.

There is a more detailed Restart State field that displays a list of protocols that have

completed graceful restart or have not yet completed graceful restart for the specified

routing table.

Action From operational mode, enter the show route instance detail command.
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Example: Disabling Strict LSA Checking for OSPF Graceful Restart

This example shows how to disable strict link-state advertisement (LSA) checking for

OSPF graceful restart.

• Requirements on page 118

• Overview on page 118

• Configuration on page 118

• Verification on page 120

Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

You can disable strict LSA checking to prevent the termination of graceful restart by a

helping router. Youmight configure this option for interoperability with other vendor

devices. TheOSPF graceful restart helper capabilitymust be enabled if you disable strict

LSA checking. By default, LSA checking is enabled.

In this example, interfaces fe-1/1/1and fe-1/1/2are inOSPFarea0.0.0.0, andyouconfigure

those interfaces for graceful restart. You then disable strict LSA checking by including

the no-strict-lsa-checking statement.

NOTE: Thehelper-disablestatementandtheno-strict-lsa-checkingstatement

cannot be configured at the same time. If you attempt to configure both
statements at the same time, the routing device displays awarningmessage
when you enter the show protocols ospf command.

Configuration

CLI Quick
Configuration

To quickly enable graceful restart for OSPF with strict LSA checking disabled, copy the

following commands and paste them into the CLI.

[edit]
set interfaces fe-1/1/1 unit 0 family inet address 10.0.0.4
set interfaces fe-1/1/2 unit 0 family inet address 10.0.0.5
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set protocols ospf area 0.0.0.0 interface fe-1/1/1
set protocols ospf area 0.0.0.0 interface fe-1/1/2
set protocols ospf graceful-restart no-strict-lsa-checking

Step-by-Step
Procedure

To enable graceful restart for OSPF with strict LSA checking disabled:

Configure the interfaces.1.

NOTE: For OSPFv3, use IPv6 addresses.

[edit]
user@host# set interfaces fe-1/1/1 unit 0 family inet address 10.0.0.4
user@host# set interfaces fe-1/1/1 unit 0 family inet address 10.0.0.5

2. Configure OSPF on the interfaces

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# set protocols ospf area 0.0.0.0 interface fe-1/1/1
user@host# set protocols ospf area 0.0.0.0 interface fe-1/1/2

3. Disable strict LSA checking.

If you disable the strict LSA checking, OSPF graceful restart helper capability must

be enabled (which is the default behavior).

[edit]
user@host# set protocols ospf graceful-restart no-strict-lsa-checking

4. If you are done configuring the device, commit the configuration.

[edit ]
user@host# commit

Results Confirm your configuration by entering the show interfaces and the show protocols ospf

commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

user@host# show interfaces
fe-1/1/1 {
unit 0 {
family inet {
address 10.0.0.4/32;

}
}

}
fe-1/1/2 {
unit 0 {
family inet {
address 10.0.0.5/32;
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}
}

}
user@host# show protocols ospf
graceful-restart {
no-strict-lsa-checking;

}
area 0.0.0.0 {
interface fe-1/1/1.0;
interface fe-1/1/2.0;

}

To confirm your OSPFv3 configuration, enter the show interfaces and the showprotocols

ospf3 commands.

Verification

Confirm that the configuration is working properly.

• Verifying the OSPF Graceful Restart Configuration on page 120

• Verifying Graceful Restart Status on page 120

Verifying the OSPF Graceful Restart Configuration

Purpose Verify information about your OSPF graceful restart configuration. The Restart field

displays the status of graceful restart as either enabled or disabled.

Action From operational mode, enter the show ospf overview command for OSPFv2, and enter

the show ospf3 overview command for OSPFv3.

Verifying Graceful Restart Status

Purpose Verify the status of graceful restart. The Restart State field displays Pending if the restart

has not completed, or Complete if the restart has finished. The Path selection timeout

field indicates the amount of time remaining until graceful restart is declared complete.

There is a more detailed Restart State field that displays a list of protocols that have

completed graceful restart or have not yet completed graceful restart for the specified

routing table.

Action From operational mode, enter the show route instance detail command.

Related
Documentation

• OSPF Overview on page 4

• OSPF Configuration Overview

• Graceful Restart Concepts in the Junos OS High Availability Library for Routing Devices
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CHAPTER 8

OSPF Traffic Engineering Configuration

• Examples: Configuring OSPF Traffic Engineering on page 121

• Example: Configuring OSPF Passive Traffic Engineering Mode on page 130

Examples: Configuring OSPF Traffic Engineering

• OSPF Support for Traffic Engineering on page 121

• Example: Enabling OSPF Traffic Engineering Support on page 124

• Example: Configuring the Traffic Engineering Metric for a Specific OSPF

Interface on page 128

OSPF Support for Traffic Engineering

Traffic engineering allows you to control the path that data packets follow, bypassing

the standard routing model, which uses routing tables. Traffic engineering moves flows

from congested links to alternate links that would not be selected by the automatically

computed destination-based shortest path.

To help provide traffic engineering and MPLS with information about network topology

and loading, extensions have been added to the Junos OS implementation of OSPF.

When traffic engineering is enabled on the routing device, you can enable OSPF traffic

engineeringsupport.Whenyouenable traffic engineering forOSPF, theshortest-path-first

(SPF) algorithm takes into account the various label-switched paths (LSPs) configured

under MPLS and configures OSPF to generate opaque link-state advertisements (LSAs)

that carry traffic engineeringparameters. Theparameters are used topopulate the traffic

engineering database. The traffic engineering database is usedexclusively for calculating

explicit paths for the placement of LSPs across the physical topology. The Constrained

Shortest Path First (CSPF) algorithm uses the traffic engineering database to compute

the paths that MPLS LSPs take. RSVP uses this path information to set up LSPs and to

reserve bandwidth for them.
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By default, traffic engineering support is disabled. To enable traffic engineering, include

the traffic-engineering statement. You can also configure the following OSPF traffic

engineering extensions:

• advertise-unnumbered-interfaces—(OSPFv2 only) Advertises the link-local identifier

in the link-local traffic engineering LSA packet. This statement must be included on

both ends of an unnumbered link to allow an ingress LER to update the link in its traffic

engineering database and use it for CSPF calculations. The link-local identifier is then

used by RSVP to signal unnumbered interfaces as defined in RFC 3477, Signalling

Unnumbered Links in Resource Reservation Protocol - Traffic Engineering (RSVP-TE).

• credibility-protocol-preference—(OSPFv2 only) Assigns a credibility value to OSPF

routes in the traffic engineering database. By default, Junos OS prefers IS-IS routes in

the traffic engineering database over other interior gateway protocol (IGP) routes even

if the routes of another IGP are configured with a lower, that is, more preferred,

preference value. The traffic engineering database assigns a credibility value to each

IGP and prefers the routes of the IGP with the highest credibility value. In Junos OS

Release 9.4 and later, you can configureOSPF to take protocol preference into account

to determine the traffic engineering database credibility value. When protocol

preference is used to determine the credibility value, IS-IS routes are not automatically

preferred by the traffic engineering database, depending on your configuration.

• ignore-lsp-metrics—Ignores RSVP LSPmetrics in OSPF traffic engineering shortcut

calculations or when you configure LDP over RSVP LSPs. This option avoids mutual

dependency between OSPF and RSVP, eliminating the time period when the RSVP

metric used for tunneling traffic is not up to date. In addition, If you are using RSVP for

traffic engineering, you can run LDP simultaneously to eliminate the distribution of

external routes in the core. The LSPs established by LDP are tunneled through the

LSPs established by RSVP. LDP effectively treats the traffic-engineered LSPs as single

hops.

• multicast-rpf-routes—(OSPFv2 only) Installs unicast IPv4 routes (not LSPs) in the

multicast routing table (inet.2) for multicast reverse-path forwarding (RPF) checks.

The inet.2 routing table consists of unicast routes used for multicast RPF lookup. RPF

is an antispoofing mechanism used to check if the packet is coming in on an interface

that is also sending data back to the packet source.

• no-topology—(OSPFv2 only) To disable the dissemination of link-state topology

information. If disabled, traffic engineering topology information is no longer distributed

within the OSPF area.

• shortcuts—Configures OSPF to use MPLS LSPs as shortcut next hops. By default,

shortcut routes calculated throughOSPFv2 are installed in the inet.3 routing table, and

shortcut routes calculated through OSPFv3 are installed in the inet6.3 routing table.
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NOTE: Whenever possible, useOSPF IGP shortcuts configured at the [edit

protocolsmpls traffic-engineering bgp-igp] hierarchy level instead of traffic

engineering shortcuts configured at the [edit protocols (ospf | ospf3)

traffic-engineering shortcuts] hierarchy level.

If you configureOSPF IGP shortcuts, inet.3 routes aremoved into the inet.0

routing table. In addition, you can verify the data path using ping or

traceroute commands since the ping and traceroute packets get tunneled

into the LSP. In case of a VPN enabled device, we recommend using [edit

protocolsmpls traffic-engineeringbgp-igp-both-ribs]becauseBGPnext-hop

resolution for VPN prefixes relies on entries in the inet.3 table.

If you configure traffic engineering shortcuts, OSPF treats the MPLS LSP
as a candidate next hop and installs the routes in the inet.3 (for OSPFv2)

and inet6.3 (for OSPFv3) routing tables. The only use for these tables is to

allow BGP to perform next-hop resolution. In addition, you cannot verify
the data path of these routes using ping or traceroute commands because

the ping and traceroute packets get tunneled into the LSP.

• lsp-metric-info-summary—Advertises the LSPmetric in summary LSAs to treat the

LSP as a link. This configuration allows other routing devices in the network to use this

LSP. To accomplish this, you need to configure MPLS and OSPF traffic engineering to

advertise the LSPmetric in summary LSAs.

When you enable traffic engineering on the routing device, you can also configure an

OSPFmetric that is used exclusively for traffic engineering. The traffic engineeringmetric

is used for information injected into the traffic engineering database. Its value does not

affect normal OSPF forwarding.

CAUTION: When the OSPF traffic engineering configuration is considerably
modified, the routing table entries are deleted and the routing table is
recreated. Changes to configuration that can cause this behavior include
enabling or disabling:

• Traffic engineering shortcuts

• IGP shortcuts

• LDP tunneling

• Multiprotocol LSP

• Advertise summarymetrics

• Multicast RPF routes
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Example: Enabling OSPF Traffic Engineering Support

This example shows how to enable OSPF traffic engineering support to advertise the

label-switched path (LSP) metric in summary link-state advertisements (LSAs).

• Requirements on page 124

• Overview on page 124

• Configuration on page 125

• Verification on page 128

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure BGP per your network requirements. See the Junos OS Routing Protocols

Library for Routing Devices

• Configure MPLS per your network requirements. See the Junos OSMPLS Applications

Library for Routing Devices.

Overview

You can configure OSPF to treat an LSP as a link and have other routing devices in the

network use this LSP. To accomplish this, you configure MPLS and OSPF traffic

engineering to advertise the LSPmetric in summary LSAs.

In this example, there are four routing devices in area 0.0.0.0, and you want OSPF to

treat the LSP named R1-to-R4 that goes from the ingress Device R1 to the egress Device

R4 as a link.

ForOSPF, youenable traffic engineeringonall four routingdevices in theareaby including

the traffic-engineering statement. This configuration ensures that the shortest-path-first

(SPF) algorithm takes into account the LSPs configured under MPLS and configures

OSPF to generate LSAs that carry traffic engineering parameters. You further ensure that

OSPF uses the MPLS LSP as the next hop and advertises the LSPmetric in summary

LSAs, by including the optional shortcuts lsp-metric-into-summary statement on the

ingress Device R1.

For MPLS, you enable traffic engineering so that MPLS performs traffic engineering on

both BGP and IGP destinations by including the traffic-engineering bgp-igp statement,

and you include the LSP named R1-to-R4 by including the label-switched-path

lsp-path-name to address statement on the ingress Device R1. The address specified in

the to statement on the ingress Device R1 must match the router ID of the egress Device

R4 for the LSP to function as a direct link to the egress routing device and to be used as

input to the OSPF SPF calculations. In this example, the router ID of the egress Device

R4 is 10.0.0.4.
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Configuration

The following example requires you to navigate various levels in the configuration

hierarchy. For information about navigating the CLI, seeModifying the Junos OS

Configuration in CLI User Guide.

CLI Quick
Configuration

ToquicklyenableOSPFtraffic engineeringsupport toadvertise theLSPmetric in summary

LSAs, copy the following commands and paste them into the CLI.

Configuration on R1:

[edit]
set routing-options router-id 10.0.0.1
set protocols ospf area 0.0.0.0 interface all
set protocols ospf area 0.0.0.0 interface fxp0.0 disable
set protocols ospf traffic-engineering shortcuts lsp-metric-into-summary
set protocols mpls traffic-engineering bgp-igp
set protocols mpls label-switched-path R1-to-R4 to 10.0.0.4

Configuration on R2:

[edit]
set routing-options router-id 10.0.0.2
set protocols ospf area 0.0.0.0 interface all
set protocols ospf area 0.0.0.0 interface fxp0.0 disable
set protocols ospf traffic-engineering

Configuration on R3:

[edit]
set routing-options router-id 10.0.0.3
set protocols ospf area 0.0.0.0 interface all
set protocols ospf area 0.0.0.0 interface fxp0.0 disable
set protocols ospf traffic-engineering

Configuration on R4:

[edit]
set routing-options router-id 10.0.0.4
set protocols ospf area 0.0.0.0 interface all
set protocols ospf area 0.0.0.0 interface fxp0.0 disable
set protocols ospf traffic-engineering

Step-by-Step
Procedure

To enable OSPF traffic engineering support to advertise LSPmetrics in summary LSAs:

Configure the router ID.1.

[edit]
user@R1# set routing-options router-id 10.0.0.1

[edit]
user@R2# set routing-options router-id 10.0.0.2

[edit]
user@R3# set routing-options router-id 10.0.0.3

[edit]
user@R4# set routing-options router-id 10.0.0.4
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2. Configure the OSPF area and add the interfaces.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@R1# set protocols ospf area 0.0.0.0 interface all
user@R1# set protocols ospf area 0.0.0.0 interface fxp0.0 disable

[edit]
user@R2# set protocols ospf area 0.0.0.0 interface all
user@R2# set protocols ospf area 0.0.0.0 interface fxp0.0 disable

[edit]
user@R3# set protocols ospf area 0.0.0.0 interface all
user@R3# set protocols ospf area 0.0.0.0 interface fxp0.0 disable

[edit]
user@R4# set protocols ospf area 0.0.0.0 interface all
user@R4# set protocols ospf area 0.0.0.0 interface fxp0.0 disable

3. Enable OSPF traffic engineering.

[edit]
user@R1 set protocols ospf traffic-engineering shortcuts lsp-metric-into-summary

[edit]
user@R2 set protocols ospf traffic-engineering

[edit]
user@R3 set protocols ospf traffic-engineering

[edit]
user@R4 set protocols ospf traffic-engineering

4. On Device R1, configure MPLS traffic engineering.

[edit ]
user@R1 set protocol mpls traffic-engineering bgp-igp
user@R1 set protocolsmpls label-switched-path R1-to-R4 to 10.0.0.4

5. If you are done configuring the devices, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show routing-options, show protocols ospf,

and show protocolsmpls commands. If the output does not display the intended

configuration, repeat the instructions in this example to correct the configuration.

Output for R1:

user@host# show routing-options
router-id 10.0.0.1;

user@host# show protocols ospf
traffic-engineering {
shortcuts lsp-metric-into-summary;
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}
area 0.0.0.0 {
interface all;
interface fxp0.0 {
disable;

}
}

user@host# show protocolsmpls
traffic-engineering bgp-igp;
label-switched-path R1-to-R4 {
to 10.0.0.4;

}

Output for R2:

user@host# show routing-options
router-id 10.0.0.2;

user@host# show protocols ospf
traffic-engineering;
area 0.0.0.0 {
interface all;
interface fxp0.0 {
disable;

}
}

Output for R3:

user@host# show routing-options
router-id 10.0.0.3;

user@host# show protocols ospf
traffic-engineering;
area 0.0.0.0 {
interface all;
interface fxp0.0 {
disable;

}
}

Output for R4:

user@host# show routing-options
router-id 10.0.0.4;

user@host# show protocols ospf
traffic-engineering;
area 0.0.0.0 {
interface all;
interface fxp0.0 {
disable;

}
}

To confirm your OSPFv3 configuration, enter the show routing-options, show protocols

ospf3, and show protocolsmpls commands.
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Verification

Confirm that the configuration is working properly.

• Verifying the Traffic Engineering Capability for OSPF on page 128

• Verifying OSPF Entries in the Traffic Engineering Database on page 128

• Verifying That the Traffic Engineering Database Is Learning Node Information from

OSPF on page 128

Verifying the Traffic Engineering Capability for OSPF

Purpose Verify that traffic engineering has been enabled for OSPF. By default, traffic engineering

is disabled.

Action From operational mode, enter the show ospf overview command for OSPFv2, and enter

the show ospf3 overview for OSPFv3.

Verifying OSPF Entries in the Traffic Engineering Database

Purpose Verify theOSPF information in the traffic engineeringdatabase.TheProtocol fielddisplays

OSPF and the area fromwhich the information was learned.

Action From operational mode, enter the show ted database command.

VerifyingThat theTrafficEngineeringDatabase IsLearningNode Information fromOSPF

Purpose Verify that OSPF is reporting node information. The Protocol name field displays OSPF

and the area fromwhich the information was learned.

Action From operational mode, enter the show ted protocol command.

Example: Configuring the Traffic EngineeringMetric for a Specific OSPF Interface

This example shows how to configure theOSPFmetric value used for traffic engineering.

• Requirements on page 128

• Overview on page 129

• Configuration on page 129

• Verification on page 130

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• ConfigureOSPF for trafficengineering.See “Example:EnablingOSPFTrafficEngineering

Support” on page 124
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Overview

You can configure an OSPFmetric that is used exclusively for traffic engineering. To

modify thedefault valueof the traffic engineeringmetric, include the te-metric statement.

TheOSPF traffic engineeringmetric does not affect normalOSPF forwarding. By default,

the traffic engineeringmetric is the samevalueas theOSPFmetric. The range is 1 through

65,535.

In this example, you configure the OSPF traffic engineering metric on OSPF interface

fe-0/1/1 in area 0.0.0.0.

Configuration

CLI Quick
Configuration

To quickly configure the OSPF traffic engineeringmetric for a specific interface, copy the

following command and paste it into the CLI.

[edit]
set protocols ospf area 0.0.0.0 interface fe-0/1/1 te-metric 10

Step-by-Step
Procedure

To configure an OSPF traffic engineering metric for a specific interface used only for

traffic engineering:

1. Create an OSPF area.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.0

2. Configure the traffic engineering metric of the OSPF network segments.

[edit protocols ospf area 0.0.0.0]
user@host set interface fe-0/1/1 te-metric 10

3. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.0]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.0 {
interface fe-0/1/1.0 {
te-metric 10;

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

129Copyright © 2014, Juniper Networks, Inc.

Chapter 8: OSPF Traffic Engineering Configuration



Verification

Confirm that the configuration is working properly.

Verifying the Configured Traffic Engineering Metric

Purpose Verify the traffic engineeringmetric value.Confirm thatMetric fielddisplays theconfigured

traffic engineering metric.

Action From operational mode, enter the show ted database extensive command.

Related
Documentation

OSPF Configuration Overview•

• Junos OSMPLS Applications Library for Routing Devices

Example: Configuring OSPF Passive Traffic EngineeringMode

• OSPF Passive Traffic Engineering Mode on page 130

• Example: Configuring OSPF Passive Traffic Engineering Mode on page 130

OSPF Passive Traffic EngineeringMode

Ordinarily, interior routing protocols such as OSPF are not run on links between

autonomous systems. However, for inter-AS traffic engineering to function properly,

information about the inter-AS link—in particular, the address on the remote

interface—mustbemadeavailable inside theautonomoussystem(AS).This information

is not normally included either in the external BGP (EBGP) reachability messages or in

the OSPF routing advertisements.

To flood this link address information within the AS andmake it available for traffic

engineering calculations, youmust configure OSPF passive mode for traffic engineering

on each inter-AS interface. Youmust also supply the remote address for OSPF to

distribute and include it in the traffic engineering database. OSPF traffic engineering

mode allows MPLS label-switched paths (LSPs) to dynamically discover OSPF AS

boundary routersand toallow routers toestablisha traffic engineeringLSPacrossmultiple

autonomous systems.

Example: Configuring OSPF Passive Traffic EngineeringMode

This example shows how to configure OSPF passive mode for traffic engineering on an

inter-AS interface.TheASboundary router linkbetween theEBGPpeersmustbeadirectly

connected link andmust be configured as a passive traffic engineering link.

• Requirements on page 131

• Overview on page 131

• Configuration on page 131

• Verification on page 132
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Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure BGP per your network requirements. See the Junos OS Routing Protocols

Library for Routing Devices.

• Configure the LSPper your network requirements. See the JunosOSMPLSApplications

Library for Routing Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

You can configure OSPF passive mode for traffic engineering on an inter-AS interface.

The address used for the remote node of the OSPF passive traffic engineering link must

be the sameas theaddressused for theEBGP link. In this example, youconfigure interface

so-1/1/0 in area 0.0.0.1 as the inter-AS link to distribute traffic engineering information

with OSPF within the AS and include the following settings:

• passive—Advertises the direct interface addresses on an interface without actually

running OSPF on that interface. A passive interface is one for which the address

information is advertised as an internal route in OSPF, but on which the protocol does

not run.

• traffic-engineering—Configures an interface in OSPF passive traffic-engineeringmode

to enable dynamic discovery of OSPF AS boundary routers. By default, OSPF passive

traffic-engineering mode is disabled.

• remote-node-id—Specifies the IP address at the far end of the inter-AS link. In this

example, the remote IP address is 192.168.207.2.

Configuration

To quickly configure OSPF passive mode for traffic engineering, copy the following

command, remove any line breaks, and paste it into the CLI.

[edit]
setprotocolsospfarea0.0.0.1 interfaceso-1/1/0passive traffic-engineering remote-node-id
192.168.207.2
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Step-by-Step
Procedure

To configure OSPF passive traffic engineering mode:

Create an OSPF area.1.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# set protocols ospf area 0.0.0.1

2. Configure interface so-1/1/0asapassive interface configured for traffic engineering,

and specify the IP address at the far end of the inter-AS link.

[edit protocols ospf area 0.0.0.1]
user@host# set interface so-1/1/0 passive traffic-engineering remote-node-id
192.168.207.2

3. If you are done configuring the device, commit the configuration.

[edit protocols ospf]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
area 0.0.0.1 {
interface so-1/1/0.0 {
passive {
traffic-engineering {
remote-node-id 192.168.207.2;

}
}

}
}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

Verifying the Status of OSPF Interfaces

Purpose Verify the status of OSPF interfaces. If the interface is passive, the Adj count field is 0

because noadjacencies havebeen formed.Next to this field, youmight also see theword

Passive.

Action From operational mode, enter the show ospf interface detail command for OSPFv2, and

enter the show ospf3 interface detail command for OSPFv3.
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Related
Documentation

• OSPF Configuration Overview

• About OSPF Interfaces on page 47

• Junos OSMPLS Applications Library for Routing Devices
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CHAPTER 9

OSPF Database Protection Configuration

• Example: Configuring OSPF Database Protection on page 135

Example: Configuring OSPF Database Protection

• OSPF Database Protection Overview on page 135

• Configuring OSPF Database Protection on page 136

OSPF Database Protection Overview

OSPF database protection allows you to limit the number of link-state advertisements

(LSAs) not generated by the local router in a given OSPF routing instance, helping to

protect the link-state database from being flooded with excessive LSAs. This feature is

particularly useful if VPN routing and forwarding is configured on your provider edge and

customeredge routersusingOSPFas the routingprotocol. Anoverrun link-statedatabase

on the customer edge router can exhaust resources on the provider edge router and

impact the rest of the service provider network.

When you enable OSPF database protection, themaximumnumber of LSAs you specify

includes all LSAs whose advertising router ID is not equal to the local router ID

(nonself-generated LSAs). These might include external LSAs as well as LSAs with any

scope such as the link, area, and autonomous system (AS).

Once the specified maximum LSA count is exceeded, the database typically enters into

the ignore state. In this state, all neighbors are brought down, and nonself-generated

LSAs are destroyed. In addition, the database sends out hellos but ignores all received

packets. As a result, the database does not form any full neighbors, and therefore does

not learn about new LSAs. However, if you have configured thewarning-only option, only

a warning is issued and the database does not enter the ignore state but continues to

operate as before.

You can also configure one or more of the following options:

• Awarning threshold for issuing a warning message before the LSA limit is reached.

• An ignore state time during which the databasemust remain in the ignore state and

after which normal operations can be resumed.

• An ignore state count that limits thenumberof times thedatabasecanenter the ignore

state, after which it must enter the isolate state. The isolate state is very similar to the
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ignore state, but has one important difference: once the database enters the isolate

state, it must remain there until you issue a command to clear database protection

before it can return to normal operations.

• A reset time during which the databasemust stay out of the ignore or isolate state

before it is returned to a normal operating state.

Configuring OSPF Database Protection

By configuring OSPF database protection, you can help prevent your OSPF link-state

database from being overrun with excessive LSAs that are not generated by the local

router. You specify the maximum number of LSAs whose advertising router ID is not the

same as the local router ID in an OSPF instance. This feature is particularly useful if your

provider edgeandcustomeredge routersareconfiguredwithVPNroutingand forwarding

using OSPF.

OSPF database protection is supported on:

• Logical systems

• All routing instances supported by OSPFv2 and OSPFv3

• OSPFv2 and OSPFv3 topologies

• OSPFv3 realms

To configure OSPF database protection:

1. Include the database-protection statement at one of the following hierarchy levels:

• [edit protocols ospf | ospf3]

• [edit logical-systems logical-system-name routing-instances routing-instance-name

protocols (ospf |ospf3)]

• [edit routing-instances routing-instance-name protocols (ospf |ospf3)]

• [edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |

ipv4-multicast | ipv6-unicast | ipv6-multicast)]

2. Include themaximum-lsa number statement.

NOTE: Themaximum-lsa statement ismandatory, and there is no default

value for it. If you omit this statement, you cannot configure OSPF
database protection.

3. (Optional) Include the following statements:

• ignore-count number—Specify the number of times the database can enter the

ignore state before it goes into the isolate state.

• ignore-time seconds—Specify the time limit the databasemust remain in the ignore

state before it resumes regular operations.

Copyright © 2014, Juniper Networks, Inc.136

OSPF on the QFX Series



• reset-time seconds—Specify the time during which the databasemust operate

without being in either the ignore or isolate state before it is reset to a normal

operating state.

• warning-threshold percent—Specify the percent of the maximum LSA number that

must be exceeded before a warning message is issued.

4. (Optional) Include thewarning-only statement to prevent thedatabase fromentering

the ignore state or isolate state when themaximum LSA count is exceeded.

NOTE: If you include thewarning-only statement, values for the other

optional statements at the same hierarchy level are not used when the
maximum LSA number is exceeded.

5. Verify your configuration by checking the database protection fields in the output of

the show ospf overview command.

Related
Documentation

• OSPF Overview on page 4

• OSPF Configuration Overview
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CHAPTER 10

OSPF Policy Configuration

• Examples: Configuring OSPF Routing Policy on page 139

• Examples: Configuring Routing Policy for Network Summaries on page 155

Examples: Configuring OSPF Routing Policy

• Understanding OSPF Routing Policy on page 139

• Example: Injecting OSPF Routes into the BGP Routing Table on page 141

• Example: Redistributing Static Routes into OSPF on page 144

• Example: Configuring an OSPF Import Policy on page 147

• Example: Configuring a Route Filter Policy to Specify Priority for Prefixes Learned

Through OSPF on page 151

Understanding OSPF Routing Policy

Each routingpolicy is identifiedbyapolicy name. Thenamecancontain letters, numbers,

and hyphens (-) and can be up to 255 characters long. To include spaces in the name,

enclose the entire name in double quotation marks. Each routing policy namemust be

unique within a configuration. Once a policy is created and named, it must be applied

before it is active.

In the import statement, you list thenameof the routingpolicyused to filterOSPFexternal

routes from being installed into the routing tables of OSPF neighbors. You can filter the

routes, but not link-state address (LSA) flooding. An external route is a route that is

outside the OSPF Autonomous System (AS). The import policy does not impact the

OSPF database. This means that the import policy has no impact on the link-state

advertisements.

In the export statement, you list the name of the routing policy to be evaluated when

routes are being exported from the routing table into OSPF.

By default, if a routing device has multiple OSPF areas, learned routes from other areas

are automatically installed into area 0 of the routing table.

To specify more than one policy and create a policy chain, you list the policies using a

space as a separator. If multiple policies are specified, the policies are evaluated in the

order in which they are specified. As soon as an accept or reject action is executed, the

policy chain evaluation ends.
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This topic describes the following information:

• Routing Policy Terms on page 140

• Routing Policy Match Conditions on page 140

• Routing Policy Actions on page 141

Routing Policy Terms

Routing policies aremade up of one ormore terms. A term is a named structure in which

match conditions and actions are defined. You can define one or more terms. The name

can contain letters, numbers, and hyphens ( - ) and can be up to 255 characters long. To

include spaces in the name, enclose the entire name in double quotation marks.

Each term contains a set of match conditions and a set of actions:

• Matchconditionsare criteria thata routemustmatchbefore theactions canbeapplied.

If a route matches all criteria, one or more actions are applied to the route.

• Actions specify whether to accept or reject the route, control how a series of policies

are evaluated, andmanipulate the characteristics associated with a route.

Routing Policy Match Conditions

Amatchconditiondefines the criteria that a routemustmatch for anaction to takeplace.

You can define one or morematch conditions for each term. If a routematches all of the

match conditions for a particular term, the actions defined for that term are processed.

Each term can include two statements, from and to, that define the match conditions:

• In the from statement, you define the criteria that an incoming route must match. You

can specify one or more match conditions. If you specify more than one, they all must

match the route for a match to occur.

The from statement is optional. If you omit the from and the to statements, all routes

are considered to match.

NOTE: Inexportpolicies,omitting the fromstatement fromaroutingpolicy

termmight lead to unexpected results. For more information, see the
Routing Policy Feature Guide for Routing Devices.

• In the to statement, you define the criteria that an outgoing route must match. You

can specify one or more match conditions. If you specify more than one, they all must

match the route for a match to occur.

Theorder of thematch conditions in a term is not important because a routemustmatch

all match conditions in a term for an action to be taken.

For a complete list ofmatchconditions, seeRoutingPolicyMatchConditions in theRouting

Policy Feature Guide for Routing Devices.
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Routing Policy Actions

An action defines what the routing device does with the route when the route matches

all the match conditions in the from and to statements for a particular term. If a term

doesnothave fromand to statements, all routesare considered tomatchand theactions

apply to all routes.

Each term can have one or more of the following types of actions. The actions are

configured under the then statement.

• Flow control actions, which affect whether to accept or reject the route and whether

to evaluate the next term or routing policy.

• Actions that manipulate route characteristics.

• Trace action, which logs route matches.

The then statement is optional. If you omit it, one of the following occurs:

• The next term in the routing policy, if one exists, is evaluated.

• If the routingpolicy hasnomore terms, thenext routingpolicy, if oneexists, is evaluated.

• If there are nomore terms or routing policies, the accept or reject action specified by

the default policy is executed.

For a complete list of routing policy actions, see Actions in Routing Policy TermsRouting

Policy Feature Guide for Routing Devices

Example: Injecting OSPF Routes into the BGP Routing Table

This example shows how to create a policy that injects OSPF routes into the BGP routing

table.

• Requirements on page 141

• Overview on page 142

• Configuration on page 142

• Verification on page 144

• Troubleshooting on page 144

Requirements

Before you begin:

• Configure network interfaces.

• Configure external peer sessions. SeeExample: ConfiguringExternal BGPPoint-to-Point

Peer Sessions.

• Configure interior gateway protocol (IGP) sessions between peers.
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Overview

In this example, you create a routing policy called injectpolicy1 and a routing term called

injectterm1. The policy injects OSPF routes into the BGP routing table.

Configuration

• Configuring the Routing Policy on page 142

• Configuring Tracing for the Routing Policy on page 143

Configuring the Routing Policy

CLI Quick
Configuration

To quickly configure this example, copy the following commands, paste them into a text

file, remove any line breaks, change any details necessary to match your network

configuration, and then copy andpaste the commands into theCLI at the [edit]hierarchy

level.

set policy-options policy-statement injectpolicy1 term injectterm1 from protocol ospf
set policy-options policy-statement injectpolicy1 term injectterm1 from area 0.0.0.1
set policy-options policy-statement injectpolicy1 term injectterm1 then accept
set protocols bgp export injectpolicy1

Step-by-Step
Procedure

The following example requires you to navigate various levels in the configuration

hierarchy. For informationaboutnavigating theCLI, seeUsing theCLI Editor inConfiguration

Mode in the CLI User Guide.

To inject OSPF routes into a BGP routing table:

1. Create the policy term.

[edit policy-options policy-statement injectpolicy1]
user@host# set term injectterm1

2. Specify OSPF as amatch condition.

[edit policy-options policy-statement injectpolicy1 term injectterm1]
user@host# set from protocol ospf

3. Specify the routes from an OSPF area as amatch condition.

[edit policy-options policy-statement injectpolicy1 term injectterm1]
user@host# set from area 0.0.0.1

4. Specify that the route is to be accepted if the previous conditions are matched.

[edit policy-options policy-statement injectpolicy1 term injectterm1]
user@host# set then accept

5. Apply the routing policy to BGP.

[edit]
user@host# set protocols bgp export injectpolicy1

Results Confirm your configuration by entering the show policy-options and show protocols bgp

commands from configuration mode. If the output does not display the intended

configuration, repeat the instructions in this example to correct the configuration.
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user@host# show policy-options
policy-statement injectpolicy1 {
term injectterm1 {
from {
protocol ospf;
area 0.0.0.1;

}
then accept;

}
}

user@host# show protocols bgp
export injectpolicy1;

If you are done configuring the device, enter commit from configuration mode.

Configuring Tracing for the Routing Policy

CLI Quick
Configuration

To quickly configure this example, copy the following commands, paste them into a text

file, remove any line breaks, change any details necessary to match your network

configuration, and then copy andpaste the commands into theCLI at the [edit]hierarchy

level.

set policy-options policy-statement injectpolicy1 term injectterm1 then trace
set routing-options traceoptions file ospf-bgp-policy-log
set routing-options traceoptions file size 5m
set routing-options traceoptions file files 5
set routing-options traceoptions flag policy

Step-by-Step
Procedure

The following example requires you to navigate various levels in the configuration

hierarchy. For informationaboutnavigating theCLI, seeUsing theCLI Editor inConfiguration

Mode in the CLI User Guide.

1. Include a trace action in the policy.

[edit policy-options policy-statement injectpolicy1 term injectterm1]
user@host# then trace

2. Configure the tracing file for the output.

[edit routing-options traceoptions]
user@host# set file ospf-bgp-policy-log
user@host# set file size 5m
user@host# set file files 5
user@host# set flag policy

Results Confirm your configuration by entering the showpolicy-optionsand show routing-options

commands from configuration mode. If the output does not display the intended

configuration, repeat the instructions in this example to correct the configuration.

user@host# show policy-options
policy-statement injectpolicy1 {
term injectterm1 {
then {
trace;

}
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}
}

user@host# show routing-options
traceoptions {
file ospf-bgp-policy-log size 5m files 5;
flag policy;

}

If you are done configuring the device, enter commit from configuration mode.

Verification

Confirm that the configuration is working properly.

Verifying That the Expected BGP Routes Are Present

Purpose Verify the effect of the export policy.

Action From operational mode, enter the show route command.

Troubleshooting

• Using theshow logCommandtoExamine theActionsof theRoutingPolicyonpage 144

Using the show log Command to Examine the Actions of the Routing Policy

Problem The routing table contains unexpected routes, or routes are missing from the routing

table.

Solution If you configure policy tracing as shown in this example, you can run the show log

ospf-bgp-policy-log command to diagnose problems with the routing policy. The show

log ospf-bgp-policy-log command displays information about the routes that the

injectpolicy1 policy term analyzes and acts upon.

Example: Redistributing Static Routes into OSPF

This example shows how to create a policy that redistributes static routes into OSPF.

• Requirements on page 144

• Overview on page 145

• Configuration on page 145

• Verification on page 146

Requirements

Before you begin:

• Configure the device interfaces. See the JunosOSNetwork Interfaces Library for Routing

Devices.

• Configure static routes.SeeExamples:ConfiguringStaticRoutes in the JunosOSRouting

Protocols Library for Routing Devices.
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Overview

In this example, you create a routing policy called exportstatic1 and a routing term called

exportstatic1. The policy injects static routes into OSPF. This example includes the

following settings:

• policy-statement—Defines the routing policy. You specify the name of the policy and

further define the elements of the policy. The policy namemust be unique and can

contain letters, numbers, and hyphens ( - ) and be up to 255 characters long.

• term—Defines the match condition and applicable actions for the routing policy. The

termnamecan contain letters, numbers, and hyphens ( - ) andbeup to 255 characters

long. You specify the name of the term and define the criteria that an incoming route

mustmatchby including the from statementand theaction to take if the routematches

the conditions by including the then statement. In this example you specify the static

protocol match condition and the accept action.

• export—Applies the export policy you created to be evaluated when routes are being

exported from the routing table into OSPF.

Configuration

CLI Quick
Configuration

To quickly create a policy that injects static routes into OSPF, copy the following

commands and paste them into the CLI.

[edit]
set policy-optionspolicy-statement exportstatic1 termexportstatic1 fromprotocol static
set policy-options policy-statement exportstatic1 term exportstatic1 then accept
set protocols ospf export exportstatic1

Step-by-Step
Procedure

The following example requires you to navigate various levels in the configuration

hierarchy. For information about navigating the CLI, seeModifying the Junos OS

Configuration in CLI User Guide.

To inject static routes into OSPF:

1. Create the routing policy.

[edit]
user@host# edit policy-options policy-statement exportstatic1

2. Create the policy term.

[edit policy-options policy-statement exportstatic1]
user@host# set term exportstatic1

3. Specify static as amatch condition.

[edit policy-options policy-statement exportstatic1 term exportstatic1]
user@host# set from protocol static

4. Specify that the route is to be accepted if the previous condition is matched.

[edit policy-options policy-statement exportstatic1 term exportstatic1]
user@host# set then accept

5. Apply the routing policy to OSPF.
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NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]

hierarchy level.

[edit]
user@host# set protocols ospf export exportstatic1

6. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show policy-options and show protocols ospf

commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

user@host# show policy-options
policy-statement exportstatic1 {
term exportstatic1 {
from protocol static;
then accept;

}
}

user@host# show protocols ospf
export exportstatic1;

To confirm your OSPFv3 configuration, enter the show policy-options and the show

protocols ospf3 commands.

Verification

Confirm that the configuration is working properly.

• Verifying That the Expected Static Routes Are Present on page 146

• Verifying That AS External LSAs Are Added to the Routing Table on page 146

Verifying That the Expected Static Routes Are Present

Purpose Verify the effect of the export policy.

Action From operational mode, enter the show route command.

Verifying That AS External LSAs Are Added to the Routing Table

Purpose On the routing device where you configured the export policy, verify that the routing

device originates an AS external LSA for the static routes that are added to the routing

table.

Action From operational mode, enter the show ospf database command for OSPFv2, and enter

the show ospf3 database command for OSPFv3.
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Example: Configuring an OSPF Import Policy

This example shows how to create an OSPF import policy. OSPF import policies apply

to external routes only. An external route is a route that is outside theOSPF autonomous

system (AS).

• Requirements on page 147

• Overview on page 147

• Configuration on page 148

• Verification on page 150

Requirements

Before you begin:

• Configure static routes.SeeExamples:ConfiguringStaticRoutes in the JunosOSRouting

Protocols Library for Routing Devices.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20.

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23 .

Overview

External routes are learned by AS boundary routers. External routes can be advertised

throughout the OSPF domain if you configure the AS boundary router to redistribute the

route into OSPF. An external route might be learned by the AS boundary router from a

routing protocol other than OSPF, or the external route might be a static route that you

configure on the AS boundary router.

For OSPFv3, the link-state advertisement (LSA) is referred to as the interarea prefix LSA

and performs the same function as a network-summary LSA performs for OSPFv2. An

area border router (ABR) originates an interarea prefix LSA for each IPv6 prefix thatmust

be advertised into an area.

OSPF import policy allows you toprevent external routes frombeingadded to the routing

tables of OSPF neighbors. The import policy does not impact the OSPF database. This

means that the import policyhasno impacton the link-stateadvertisements. The filtering

is done only on external routes in OSPF. The intra-area and interarea routes are not

considered for filtering. The default action is to accept the route when the route does

not match the policy.

This example includes the following OSPF policy settings:

• policy-statement—Defines the routing policy. You specify the name of the policy and

further define the elements of the policy. The policy namemust be unique and can

contain letters, numbers, and hyphens ( - ) and be up to 255 characters long.
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• export—Applies the export policy you created to be evaluatedwhen network summary

LSAsare flooded intoanarea. In this example, theexport policy is namedexport_static.

• import—Applies the import policy you created to prevent external routes from being

added to the routing table. In this example, the import policy is named filter_routes.

The devices you configure in this example represent the following functions:

• R1—Device R1 is in area 0.0.0.0 and has a direct connection to device R2. R1 has an

OSPF export policy configured. The export policy redistributes static routes from R1’s

routing table intoR1’sOSPFdatabase.Because thestatic route is inR1’sOSPFdatabase,

the route is advertised in an LSA to R1’s OSPF neighbor. R1’s OSPF neighbor is device

R2.

• R2—Device R2 is in area 0.0.0.0 and has a direct connection to device R1. R2 has an

OSPF importpolicyconfigured thatmatches thestatic route to the 10.0.16.0/30network

and prevents the static route from being installed in R2’s routing table. R2’s OSPF

neighbor is device R1.

Configuration

CLI Quick
Configuration

To quickly configure an OSPF import policy, copy the following commands, removing

any line breaks, and then paste the commands into the CLI.

Configuration on Device R1:

[edit]
set interfaces so-0/2/0 unit 0 family inet address 10.0.2.1/30
set protocols ospf export export_static
set protocols ospf area 0.0.0.0 interface so-0/2/0
set policy-options policy-statement export_static from protocol static
set policy-options policy-statement export_static then accept

Configuration on Device R2:

[edit]
set interfaces so-0/2/0 unit 0 family inet address 10.0.2.2/30
set protocols ospf import filter_routes
set protocols ospf area 0.0.0.0 interface so-0/2/0
set policy-options policy-statement filter_routes from route-filter 10.0.16.0/30 exact
set policy-options policy-statement filter_routes then reject

Step-by-Step
Procedure

The following example requires you to navigate various levels in the configuration

hierarchy. For information about navigating the CLI, seeModifying the Junos OS

Configuration in CLI User Guide.

To configure an OSPF import policy:

1. Configure the interfaces.

[edit]
user@R1# set interfaces so-0/2/0 unit 0 family inet address 10.0.2.1/30

[edit]
user@R2# set interfaces so-0/2/0 unit 0 family inet address 10.0.2.2/30
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2. Enable OSPF on the interfaces.

NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]

hierarchy level.

[edit]
user@R1# set protocols ospf area 0.0.0.0 interface so-0/2/0

[edit]
user@R2# set protocols ospf area 0.0.0.0 interface so-0/2/0

3. On R1, redistribute the static route into OSPF.

[edit]
user@R1# set protocols ospf export export_static
user@R1# set policy-options policy-statement export_static from protocol static
user@R1# set policy-options policy-statement export_static then accept

4. On R2, configure the OSPF import policy.

[edit]
user@R2# set protocols ospf import filter_routes
user@R2# set policy-options policy-statement filter_routes from route-filter
10.0.16.0/30 exact

user@R2# set policy-options policy-statement filter_routes then reject

5. If you are done configuring the devices, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show interfaces, show policy-options, and

showprotocols ospf commands on the appropriate device. If the output does not display

the intended configuration, repeat the instructions in this example to correct the

configuration.

Output for R1:

user@R1# show interfaces
so-0/2/0 {
unit 0 {
family inet {
address 10.0.2.1/30;

}
}

}

user@R1# show policy-options
policy-statement export_static {
from protocol static;
then accept;

}

user@R1# show protocols ospf
export export_static;
area 0.0.0.0 {
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interface so-0/2/0.0;
}

Output for R2:

user@R2# show interfaces
so-0/2/0 {
unit 0 {
family inet {
address 10.0.2.2/30;

}
}

}

user@R2# show policy-options
policy-statement filter_routes {
from {
route-filter 10.0.16.0/30 exact;

}
then reject;

}

user@R2# show protocols ospf
import filter_routes;
area 0.0.0.0 {
interface so-0/2/0.0;

}

To confirm your OSPFv3 configuration, enter the show interfaces, show policy-options,

show routing-options, and show protocols ospf3 commands on the appropriate device.

Verification

Confirm that the configuration is working properly.

• Verifying the OSPF Database on page 150

• Verifying the Routing Table on page 150

Verifying the OSPF Database

Purpose Verify that OSPF is advertising the static route in the OSPF database.

Action From operational mode, enter the show ospf database for OSPFv2, and enter the show

ospf3 database command for OSPFv3.

Verifying the Routing Table

Purpose Verify the entries in the routing table.

Action From operational mode, enter the show route command.
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Example: Configuring a Route Filter Policy to Specify Priority for Prefixes Learned Through
OSPF

This example showshowtocreateanOSPF import policy that prioritizes specific prefixes

learned through OSPF.

• Requirements on page 151

• Overview on page 151

• Configuration on page 152

• Verification on page 154

Requirements

Before you begin:

• Configure the device interfaces.

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20.

• Configure a single-areaOSPFnetwork. See “Example: Configuring aSingle-AreaOSPF

Network” on page 23.

• Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF

Network” on page 25.

Overview

In a network with a large number of OSPF routes, it can be useful to control the order in

which routes are updated in response to a network topology change. In Junos OS

Release 9.3 and later, you can specify a priority of high, medium, or low for prefixes

included in anOSPF import policy. In the event of anOSPF topology change, high priority

prefixes are updated in the routing table first, followed bymedium and then low priority

prefixes.

OSPF import policy can only be used to set priority or to filter OSPF external routes. If an

OSPF import policy is applied that results in a reject terminating action for a nonexternal

route, then the reject action is ignored and the route is accepted anyway. By default, such

a route is now installed in the routing table with a priority of low. This behavior prevents

traffic black holes, that is, silently discarded traffic, by ensuring consistent routing within

the OSPF domain.

In general, OSPF routes that are not explicitly assigned a priority are treated as priority

medium, except for the following:

• Summary discard routes have a default priority of low.

• Local routes that are not added to the routing table are assigned a priority of low.
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• External routes that are rejected by import policy and thus not added to the routing

table are assigned a priority of low.

Any available match criteria applicable to OSPF routes can be used to determine the

priority. Two of themost commonly usedmatch criteria for OSPF are the route-filter and

tag statements.

In this example, the routing device is in area0.0.0.0,with interfaces fe-0/1/0and fe-1/1/0

connecting to neighboring devices. You configure an import routing policy named

ospf-import to specify a priority for prefixes learned through OSPF. Routes associated

with these prefixes are installed in the routing table in the order of the prefixes’ specified

priority. Routes matching 200.3.0.0/16 orlonger are installed first because they have a

priority of high. Routes matching 200.2.0.0/16 orlonger are installed next because they

haveapriorityofmedium. Routesmatching200.1.0.0/16orlongerare installed lastbecause

they have a priority of low. You then apply the import policy to OSPF.

NOTE: The priority value takes effect when a new route is installed, or when
there is a change to an existing route.

Configuration

CLI Quick
Configuration

To quickly configure this example, copy the following commands, paste them into a text

file, remove any line breaks, change any details necessary to match your network

configuration, and then copy andpaste the commands into theCLI at the [edit]hierarchy

level.

set interfaces fe-0/1/0 unit 0 family inet address 192.168.8.4/30
set interfaces fe-0/2/0 unit 0 family inet address 192.168.8.5/30
set policy-options policy-statement ospf-import term t1 from route-filter 200.1.0.0/16
orlonger

set policy-options policy-statement ospf-import term t1 then priority low
set policy-options policy-statement ospf-import term t1 then accept
set policy-options policy-statement ospf-import term t2 from route-filter 200.2.0.0/16
orlonger

set policy-options policy-statement ospf-import term t2 then priority medium
set policy-options policy-statement ospf-import term t2 then accept
set policy-options policy-statement ospf-import term t3 from route-filter 200.3.0.0/16
orlonger

set policy-options policy-statement ospf-import term t3 then priority high
set policy-options policy-statement ospf-import term t3 then accept
set protocols ospf import ospf-import
set protocols ospf area 0.0.0.0 interface fe-0/1/0.0
set protocols ospf area 0.0.0.0 interface fe-0/2/0.0

Step-by-Step
Procedure

The following example requires you to navigate various levels in the configuration

hierarchy. For informationaboutnavigating theCLI, seeUsing theCLI Editor inConfiguration

Mode in the CLI User Guide.

To configure an OSPF import policy that prioritizes specific prefixes:

1. Configure the device interfaces.
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[edit interfaces]
user@host# set fe-0/1/0 unit 0 family inet address 192.168.8.4/30

user@host# set fe-0/2/0 unit 0 family inet address 192.168.8.5/30

2. Enable OSPF on the interfaces.

NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]

hierarchy level.

[edit protocols ospf area 0.0.0.0]
user@host# set interface fe-0/1/0.0
user@host# set interface fe-0/2/0.0

3. Configure the policy to specify the priority for prefixes learned through OSPF.

[edit policy-options policy-statement ospf-import]
user@host# set term t1 from route-filter 200.1.0.0/16 orlonger
user@host# set term t1 then priority low
user@host# set term t1 then accept

user@host# set term t2 from route-filter 200.2.0.0/16 orlonger
user@host# set term t2 then priority medium
user@host# set term t2 then accept

user@host# set term t3 from route-filter 200.3.0.0/16 orlonger
user@host# set term t3 then priority high
user@host# set term t3 then accept

4. Apply the policy to OSPF.

[edit protocols ospf]
user@host# set import ospf-import

5. If you are done configuring the device, commit the configuration.

[edit]
user@host# commit

Results From configuration mode, confirm your configuration by entering the show interfaces,

show protocols ospf, and show policy-options commands. If the output does not display

the intended configuration, repeat the instructions in this example to correct the

configuration.

user@host# show interfaces
fe-0/1/0 {
unit 0 {
family inet {
address 192.168.8.4/30;

}
}

}
fe-0/2/0 {
unit 0 {
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family inet {
address 192.168.8.5/30;

}
}

}

user@host# show protocols ospf
import ospf-import;
area 0.0.0.0 {
interface fe-0/1/0.0;
interface fe-0/2/0.0;

}

user@host# show policy-options
policy-statement ospf-import {
term t1 {
from {
route-filter 200.1.0.0/16 orlonger;

}
then {
priority low;
accept;

}
}
term t2 {
from {
route-filter 200.2.0.0/16 orlonger;

}
then {
priority medium;
accept;

}
}
term t3 {
from {
route-filter 200.3.0.0/16 orlonger;

}
then {
priority high;
accept;

}
}

}

To confirm your OSPFv3 configuration, enter the show interfaces, show protocols ospf3,

and show policy-options commands.

Verification

Confirm that the configuration is working properly.

Verifying the Prefix Priority in the OSPF Routing Table

Purpose Verify the priority assigned to the prefix in the OSPF routing table.
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Action Fromoperationalmode, enter the showospf route detail for OSPFv2, and enter the show

ospf3 route detail command for OSPFv3.

Related
Documentation

OSPF Overview on page 4•

• OSPF Configuration Overview

• Routing Policy Match Conditions in the Routing Policy Feature Guide for Routing Devices

• Actions in Routing Policy Terms in the Routing Policy Feature Guide for Routing Devices

Examples: Configuring Routing Policy for Network Summaries

• Import and Export Policies for Network Summaries Overview on page 155

• Example: Configuring an OSPF Export Policy for Network Summaries on page 155

• Example: Configuring an OSPF Import Policy for Network Summaries on page 164

Import and Export Policies for Network Summaries Overview

By default, OSPF uses network-summary link-state advertisements (LSAs) to transmit

route information across area boundaries. Each area border router (ABR) floods

network-summary LSAs to other routing devices in the samearea. TheABRalso controls

which routes fromtheareaareused togeneratenetwork-summaryLSAs intootherareas.

Each ABRmaintains a separate topological database for each area to which they are

connected. In JunosOSRelease9.1 and later, youcanconfigureexport and import policies

for OSPFv2 and OSPFv3 that enable you to control how network-summary LSAs, which

contain information about interarea OSPF prefixes, are distributed and generated. For

OSPFv3, theLSA is referred toas the interareaprefix LSAandperforms thesame function

as a network-summary LSA performs for OSPFv2. An ABR originates an interarea prefix

LSA for each IPv6 prefix that must be advertised into an area.

The export policy enables you to specify which summary LSAs are flooded into an area.

The import policy enables you to control which routes learned from an area are used to

generate summary LSAs into other areas. You define a routing policy at the [edit

policy-options policy-statement policy-name] hierarchy level. As with all OSPF export

policies, the default for network-summary LSA export policies is to reject everything.

Similarly, as with all OSPF import policies, the default for network-summary LSA import

policies is to accept all OSPF routes.

Example: Configuring an OSPF Export Policy for Network Summaries

ThisexampleshowshowtocreateanOSPFexportpolicy tocontrol thenetwork-summary

(Type 3) LSAs that the ABR floods into an OSPF area.

• Requirements on page 156

• Overview on page 156

• Configuration on page 158

• Verification on page 163
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Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20

Overview

OSPFusesnetwork-summaryLSAs to transmit route informationacrossareaboundaries.

Depending on your network environment, youmight want to further filter the

network-summary LSAs between OSPF areas. For example, if you create OSPF areas to

define administrative boundaries, youmight not want to advertise internal route

information between those areas. To further improve the control of route distribution

betweenmultiple OSPF areas, you can configure network summary policies on the ABR

for the area that you want to filter the advertisement of network-summary LSAs.

NOTE: For OSPFv3, the LSA is referred to as the interarea prefix LSA and
performsthesamefunctionasanetwork-summaryLSAperformsforOSPFv2.
An ABR originates an interarea prefix LSA for each IPv6 prefix that must be
advertised into an area. In this topic, the terms network summary policy and
network-summary policy are used to describe both OSPFv2 and OSPFv3
functionality.

The following guidelines apply to export network summary policies:

• You should have a thorough understanding of your network before configuring these

policies. Incorrect network summary policy configurationmight result in an unintended

result such as suboptimal routing or dropped traffic.

• We recommend that you use the route-filter policy match condition for these types of

policies.

• We recommend that you use the accept and reject routing policy terms for these types

of policies.

Figure 10 on page 157 shows a sample topology with three OSPF areas. R4 generates

network summaries for the routes in area 4 and sends them out of area 4 to area 0. R3

generates network summaries for the routes in area 3 and sends them out of area 3 to

area 0.
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Figure 10: Sample Topology Used for anOSPF Export Network Summary
Policy

In this example, you configure R4 with an export network summary policy named

export-policy that only allows routes thatmatch the 10.0.4.4 prefix from area 3 into area

4. The export policy controls the network-summary LSAs that R4 floods into area 4. This

results in only the allowed interarea route to enter area 4, and all other interarea routes

to be purged from the OSPF database and the routing table of the devices in area 4. You

first define the policy and then apply it to the ABR by including the

network-summary-export statement forOSPFv2or the inter-area-prefix-export statement

for OSPFv3.

The devices operate as follows:

• R1—Device R1 is an internal router in area 3. Interface fe-0/1/0 has an IP address of

10.0.4.13/30 and connects to R3. Interface fe-0/0/1 has an IP address of 10.0.4.5/30

and connects to R2.

• R2—Device R2 is an internal router in area 3. Interface fe-0/0/1 has an IP address of

10.0.4.6/30 and connects to R1. Interface fe-1/0/0 has an IP address of 10.0.4.1 and

connects to R3.

• R3—Device R3 participates in area 3 and area 0. R3 is the ABR between area 3 and

area 0, and passes network-summary LSAs between the areas. Interface fe-1/0/0 has

an IP address of 10.0.4.2/30 and connects to R2. Interface fe-1/1/0 has an IP address

of 10.0.4.14/30 and connects to R1. Interface fe-0/0/1 has an IP address of 10.0.2.1/30

and connects to R4.

• R4—Device R4 participates in area 0 and area 4. R4 is the ABR between area 0 and

area 4, and passes network-summary LSAs between the areas. Interface fe-0/0/1 has

an IP address of 10.0.2.4/30 and connects to R3. Interface fe-1/1/0 has an IP address

of 10.0.8.6/30 and connects to R5. Interface fe-1/0/0 has an IP address of 10.0.8.9/30

and connects to R6.

• R5—Device R5 is an internal router in area 4. Interface fe-1/1/0 has an IP address of

10.0.8.5/30 and connects to R4.

• R6—Device R6 is an internal router in area 4. Interface fe-1/0/0 has an IP address of

10.0.8.10/30 and connects to R4.
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Configuration

CLI Quick
Configuration

To quickly configure an OSPF export policy for network summaries, copy the following

commands, removing any line breaks, and then paste the commands into the CLI.

Configuration on Device R1:

[edit]
set interfaces fe-0/1/0 unit 0 family inet address 10.0.4.13/30
set interfaces fe-0/0/1 unit 0 family inet address 10.0.4.5/30
set protocols ospf area 0.0.0.3 interface fe-0/1/0
set protocols ospf area 0.0.0.3 interface fe-0/0/1

Configuration on Device R2:

[edit]
set interfaces fe-0/1/0 unit 0 family inet address 10.0.4.6/30
set interfaces fe-1/0/0 unit 0 family inet address 10.0.4.1/30
set protocols ospf area 0.0.0.3 interface fe-0/1/0
set protocols ospf area 0.0.0.3 interface fe-1/0/0

Configuration on Device R3:

[edit]
set interfaces fe-1/0/0 unit 0 family inet address 10.0.4.2/30
set interfaces fe-1/1/0 unit 0 family inet address 10.0.4.14/30
set interfaces fe-0/0/1 unit 0 family inet address 10.0.2.1/30
set protocols ospf area 0.0.0.3 interface fe-1/0/0
set protocols ospf area 0.0.0.3 interface fe-1/1/0
set protocols ospf area 0.0.0.0 interface fe-0/0/1

Configuration on Device R4:

[edit]
set interfaces fe-0/0/1 unit 0 family inet address 10.0.2.1/30
set interfaces fe-1/1/0 unit 0 family inet address 10.0.8.6/30
set interfaces fe-1/0/0 unit 0 family inet address 10.0.8.9/30
setpolicy-optionspolicy-statementexport-policy termterm1 fromroute-filter 10.0.4.4/30
prefix-length-range /30-/30

set policy-options policy-statement export-policy term term1 then accept
set protocols ospf area 0.0.0.0 interface fe-0/0/1
set protocols ospf area 0.0.0.4 interface fe-0/1/0
set protocols ospf area 0.0.0.4 interface fe-1/0/0
set protocols ospf area 0.0.0.4 network-summary-export export-policy

Configuration on Device R5:

[edit]
set interfaces fe-1/1/0 unit 0 family inet address 10.0.8.5/30
set protocols ospf area 0.0.0.4 interface fe-0/1/0

Configuration on Device R6:

[edit]
set interfaces fe-1/0/0 unit 0 family inet address 10.0.8.10/30
set protocols ospf area 0.0.0.4 interface fe-1/0/0
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Step-by-Step
Procedure

The following example requires you to navigate various levels in the configuration

hierarchy. For information about navigating the CLI, seeModifying the Junos OS

Configuration in CLI User Guide.

To configure an configure an OSPF export policy for network summaries:

1. Configure the interfaces.

NOTE: For OSPFv3, use IPv6 addresses.

[edit]
user@R1# set interfaces fe-0/1/0 unit 0 family inet address 10.0.4.13/30
user@R1# set interfaces fe-0/0/1 unit 0 family inet address 10.0.4.5/30

[edit]
user@R2# set interfaces fe-0/1/0 unit 0 family inet address 10.0.4.6/30
user@R2# set interfaces fe-1/0/0 unit 0 family inet address 10.0.4.1/30

[edit]
user@R3# set interfaces fe-1/0/0 unit 0 family inet address 10.0.4.2/30
user@R3# set interfaces fe-1/1/0 unit 0 family inet address 10.0.4.14/30
user@R3#set interfaces fe-0/0/1 unit 0 family inet address 10.0.2.1/30

[edit]
user@R4# set interfaces fe-0/0/1 unit 0 family inet address 10.0.2.1/30
user@R4# set interfaces fe-1/1/0 unit 0 family inet address 10.0.8.6/30
user@R4# set interfaces fe-1/0/0 unit 0 family inet address 10.0.8.9/30

[edit]
user@R5# set interfaces fe-1/1/0 unit 0 family inet address 10.0.8.5/30

[edit]
user@R6# set interfaces fe-1/0/0 unit 0 family inet address 10.0.8.10/30

2. Enable OSPF on the interfaces.

NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]

hierarchy level.

[edit]
user@R1# set protocols ospf area 0.0.0.3 interface fe-0/1/0
user@R1# set protocols ospf area 0.0.0.3 interface fe-0/0/1

[edit]
user@R2# set protocols ospf area 0.0.0.3 interface fe-0/1/0
user@R2# set protocols ospf area 0.0.0.3 interface fe-1/0/0

[edit]
user@R3# set protocols ospf area 0.0.0.3 interface fe-1/0/0
user@R3# set protocols ospf area 0.0.0.3 interface fe-1/1/0
user@R3# set protocols ospf area 0.0.0.0 interface fe-0/0/1

[edit]
user@R4# set protocols ospf area 0.0.0.0 interface fe-0/0/1
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user@R4# set protocols ospf area 0.0.0.4 interface fe-1/1/0
user@R4# set protocols ospf area 0.0.0.4 interface fe-1/0/0

[edit]
user@R5# set protocols ospf area 0.0.0.4 interface fe-1/1/0

[edit]
user@R6# set protocols ospf area 0.0.0.4 interface fe-1/0/0

3. On R4, configure the export network summary policy.

[edit ]
user@R4# set policy-options policy-statement export-policy term term1 from
route-filter 10.0.4.4/30 prefix-length-range /30-/30

user@R4#setpolicy-optionspolicy-statementexport-policy termterm1thenaccept

4. On R4, apply the export network summary policy to OSPF.

NOTE: For OSPFv3, include the inter-area-prefix-export statement at

the [edit protocols ospf3 area area-id] hierarchy level.

[edit]
user@R4# set protocols ospf area 0.0.0.4 network-summary-export export-policy

5. If you are done configuring the devices, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show interfaces, show policy-options, and

showprotocols ospf commands on the appropriate device. If the output does not display

the intended configuration, repeat the instructions in this example to correct the

configuration.

Output for R1:

user@R1# show interfaces
fe-0/0/1 {
unit 0 {
family inet {
address 10.0.4.5/30;

}
}

}
fe-1/1/0 {
unit 0 {
family inet {
address 10.0.4.13/30;

}
}

}

user@R1# show protocols ospf
area 0.0.0.3 {
interface fe-0/1/0.0;
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interface fe-0/0/1.0;
}

Output for R2:

user@R2# show interfaces
fe-0/1/0 {
unit 0 {
family inet {
address 10.0.4.6/30;

}
}

}
fe-1/0/0 {
unit 0 {
family inet {
address 10.0.4.1/30;

}
}

}

user@R2# show protocols ospf
area 0.0.0.3 {
interface fe-0/1/0.0;
interface fe-1/0/0.0;

}

Output for R3:

user@R3# show interfaces
fe-0/0/1 {
unit 0 {
family inet {
address 10.0.2.1/30;

}
}

}
fe-1/0/0 {
unit 0 {
family inet {
address 10.0.4.2/30;

}
}

}
fe-1/1/0 {
unit 0 {
family inet {
address 10.0.4.14/30;

}
}

}

user@R3# show protocols ospf
area 0.0.0.0 {
interface fe-0/0/1.0;

}
area 0.0.0.3 {
interface fe-1/0/0.0;

161Copyright © 2014, Juniper Networks, Inc.

Chapter 10: OSPF Policy Configuration



interface fe-1/1/0.0;
}

Output for R4:

user@R4# show interfaces
fe-0/0/1 {
unit 0 {
family inet {
address 10.0.2.1/30;

}
}

}
fe-1/0/0 {
unit 0 {
family inet {
address 10.0.8.9/30;

}
}

}
fe-1/1/0 {
unit 0 {
family inet {
address 10.0.8.6/30;

}
}

}

user@R4# show protocols ospf
area 0.0.0.0 {
interface fe-0/0/1.0;

}
area 0.0.0.4 {
network-summary-export export-policy;
interface fe-1/0/0.0;
interface fe-1/1/0.0;

}

user@R4# show policy-options
policy-statement export-policy {
term term1 {
from {
route-filter 10.0.4.4/30 prefix-length-range /30-/30;

}
then accept;

}
}

Output for R5:

user@R5# show interfaces
fe-1/1/0 {
unit 0 {
family inet {
address 10.0.8.5/30;

}
}

}
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user@R5# show protocols ospf
area 0.0.0.4 {
interface fe-1/1/0.0;

}

Output for R6:

user@R6# show interfaces
fe-1/0/0 {
unit 0 {
family inet {
address 10.0.8.10/30;

}
}

}

user@R6# show protocols ospf
area 0.0.0.4 {
interface fe-1/0/0.0;

}

To confirm your OSPFv3 configuration, enter the show interfaces, show policy-options,

and show protocols ospf3 commands on the appropriate device.

Verification

Confirm that the configuration is working properly.

• Verifying the OSPF Database on page 163

• Verifying the Routing Table on page 163

Verifying the OSPF Database

Purpose Verify that the OSPF database for the devices in area 4 includes the interarea route that

we permitted on the ABR R4. The other interarea routes that are not specified should

age out or no longer be present in the OSPF database.

Action Fromoperationalmode, enter the showospfdatabasenetsummaryarea0.0.0.4command

for OSPFv2, and enter the show ospf3 database inter-area-prefix area 0.0.0.4 command

for OSPFv3.

Verifying the Routing Table

Purpose Verify that the routes corresponding to the rejected network summaries are no longer

present in R4’s, R5’s, or R6’s routing table.

Action From operational mode, enter the show route protocol ospf command for both OSPFv2

and OSPFv3.
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Example: Configuring an OSPF Import Policy for Network Summaries

ThisexampleshowshowtocreateanOSPF importpolicy tocontrol thenetwork-summary

(Type 3) LSAs that the ABR advertises out of an OSPF area.

• Requirements on page 164

• Overview on page 164

• Configuration on page 166

• Verification on page 171

Requirements

Before you begin:

• Configure the router identifiers for the devices in your OSPF network. See “Example:

Configuring an OSPF Router Identifier” on page 18.

• Control OSPF designated router election. See “Example: ControllingOSPFDesignated

Router Election” on page 20.

Overview

OSPFusesnetwork-summaryLSAs to transmit route informationacrossareaboundaries.

Depending on your network environment, youmight want to further filter the

network-summary LSAs between OSPF areas. For example, if you create OSPF areas to

define administrative boundaries, youmight not want to advertise internal route

information between those areas. To further improve the control of route distribution

betweenmultiple OSPF areas, you can configure network summary policies on the ABR

for the area that you want to filter the advertisement of network-summary LSAs.

NOTE: For OSPFv3, the LSA is referred to as the interarea prefix LSA and
performsthesamefunctionasanetwork-summaryLSAperformsforOSPFv2.
An ABR originates an interarea prefix LSA for each IPv6 prefix that must be
advertised into an area. In this topic, the terms network summary policy and
network-summary policy are used to describe both OSPFv2 and OSPFv3
functionality.

The following guidelines apply to import network summary policies:

• You should have a thorough understanding of your network before configuring these

policies. Incorrect network summary policy configurationmight result in an unintended

result such as suboptimal routing or dropped traffic.

• We recommend that you use the route-filter policy match condition for these types of

policies.

• We recommend that you use the accept and reject routing policy terms for these types

of policies.
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Figure 11 on page 165 shows a sample topology with three OSPF areas. R4 generates

network summaries for the routes in area 4 and sends them out of area 4 to area 0. R3

generates network summaries for the routes in area 3 and sends them out of area 3 to

area 0.

Figure 11: Sample Topology Used for an OSPF Import Network Summary
Policy

In this example, you configure R3 with an import network summary policy named

import-policy so R3 only generates network summaries for the route 10.0.4.12/30. The

import policy controls the routesand therefore thenetwork summaries thatR3advertises

out of area 3, so applying this policy means that R3 only advertises route 10.0.4.12/30

out of area 3. This results in existing network summaries from other interarea routes

getting purged from theOSPFdatabase in area0andarea4, aswell as the routing tables

of the devices in areas 0 and area 4. You first define the policy and then apply it to the

ABR by including the network-summary-import statement for OSPFv2 or the

inter-area-prefix-import statement for OSPFv3.

The devices operate as follows:

• R1—Device R1 is an internal router in area 3. Interface fe-0/1/0 has an IP address of

10.0.4.13/30 and connects to R3. Interface fe-0/0/1 has an IP address of 10.0.4.5/30

and connects to R2.

• R2—Device R2 is an internal router in area 3. Interface fe-0/0/1 has an IP address of

10.0.4.6/30 and connects to R1. Interface fe-1/0/0 has an IP address of 10.0.4.1/30

and connects to R3.

• R3—Device R3 participates in area 3 and area 0. R3 is the ABR between area 3 and

area 0, and passes network-summary LSAs between the areas. Interface fe-1/0/0 has

an IP address of 10.0.4.2/30 and connects to R2. Interface fe-1/1/0 has an IP address

of 10.0.4.14/30 and connects to R1. Interface fe-0/0/1 has an IP address of 10.0.2.1/30

and connects to R4.

• R4—Device R4 participates in area 0 and area 4. R4 is the ABR between area 0 and

area 4, and passes network-summary LSAs between the areas. Interface fe-0/0/1 has

an IP address of 10.0.2.1/30 and connects to R3. Interface fe-1/1/0 has an IP address

of 10.0.8.6/30 and connects to R5. Interface fe-1/0/0 has an IP address of 10.0.8.9/30

and connects to R6.
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• R5—Device R5 is an internal router in area 4. Interface fe-1/1/0 has an IP address of

10.0.8.5/30 and connects to R4.

• R6—Device R6 is an internal router in area 4. Interface fe-1/0/0 has an IP address of

10.0.8.10/30 and connects to R4.

Configuration

CLI Quick
Configuration

To quickly configure an OSPF import policy for network summaries, copy the following

commands, removing any line breaks, and then paste the commands into CLI.

Configuration on Device R1:

[edit]
set interfaces fe-0/1/0 unit 0 family inet address 10.0.4.13/30
set interfaces fe-0/0/1 unit 0 family inet address 10.0.4.5/30
set protocols ospf area 0.0.0.3 interface fe-0/1/0
set protocols ospf area 0.0.0.3 interface fe-0/0/1

Configuration on Device R2:

[edit]
set interfaces fe-0/1/0 unit 0 family inet address 10.0.4.6/30
set interfaces fe-1/0/0 unit 0 family inet address 10.0.4.1/30
set protocols ospf area 0.0.0.3 interface fe-0/1/0
set protocols ospf area 0.0.0.3 interface fe-1/0/0

Configuration on Device R3:

[edit]
set interfaces fe-1/0/0 unit 0 family inet address 10.0.4.2/30
set interfaces fe-1/1/0 unit 0 family inet address 10.0.4.14/30
set interfaces fe-0/0/1 unit 0 family inet address 10.0.2.1/30
setpolicy-optionspolicy-statement import-policy termterm1fromroute-filter 10.0.4.12/30
prefix-length-range /30-/30

set policy-options policy-statement import-policy term term1 then accept
set protocols ospf area 0.0.0.3 interface fe-1/0/0
set protocols ospf area 0.0.0.3 interface fe-1/1/0
set protocols ospf area 0.0.0.0 interface fe-0/0/1
set protocols ospf area 0.0.0.3 network-summary-import import-policy

Configuration on Device R4:

[edit]
set interfaces fe-0/0/1 unit 0 family inet address 10.0.2.1/30
set interfaces fe-1/1/0 unit 0 family inet address 10.0.8.6/30
set interfaces fe-1/0/0 unit 0 family inet address 10.0.8.9/30
set protocols ospf area 0.0.0.0 interface fe-0/0/1
set protocols ospf area 0.0.0.4 interface fe-1/1/0
set protocols ospf area 0.0.0.4 interface fe-1/0/0

Configuration on Device R5:

[edit]
set interfaces fe-1/1/0 unit 0 family inet address 10.0.8.5/30
set protocols ospf area 0.0.0.4 interface fe-1/1/0

Configuration on Device R6:
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[edit]
set interfaces fe-1/0/0 unit 0 family inet address 10.0.8.10/30
set protocols ospf area 0.0.0.4 interface fe-1/0/0

Step-by-Step
Procedure

The following example requires you to navigate various levels in the configuration

hierarchy. For information about navigating the CLI, seeModifying the Junos OS

Configuration in CLI User Guide.

To configure an configure an OSPF import policy for network summaries:

1. Configure the interfaces.

NOTE: For OSPFv3, use IPv6 addresses.

[edit]
user@R1# set interfaces fe-0/1/0 unit 0 family inet address 10.0.4.13/30
user@R1# set interfaces fe-0/0/1 unit 0 family inet address 10.0.4.5/30

[edit]
user@R2# set interfaces fe-0/1/0 unit 0 family inet address 10.0.4.6/30
user@R2# set interfaces fe-1/0/0 unit 0 family inet address 10.0.4.1/30

[edit]
user@R3# set interfaces fe-1/0/0 unit 0 family inet address 10.0.4.2/30
user@R3# set interfaces fe-1/1/0 unit 0 family inet address 10.0.4.14/30
user@R3#set interfaces fe-0/0/1 unit 0 family inet address 10.0.2.1/30

[edit]
user@R4# set interfaces fe-0/0/1 unit 0 family inet address 10.0.2.1/30
user@R4# set interfaces fe-1/1/0 unit 0 family inet address 10.0.8.6/30
user@R4# set interfaces fe-1/0/0 unit 0 family inet address 10.0.8.9/30

[edit]
user@R5# set interfaces fe-1/1/0 unit 0 family inet address 10.0.8.5/30

[edit]
user@R6# set interfaces fe-1/0/0 unit 0 family inet address 10.0.8.10/30

2. Enable OSPF on the interfaces.

NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]

hierarchy level.

[edit]
user@R1# set protocols ospf area 0.0.0.3 interface fe-0/1/0
user@R1# set protocols ospf area 0.0.0.3 interface fe-0/0/1

[edit]
user@R2# set protocols ospf area 0.0.0.3 interface fe-0/1/0
user@R2# set protocols ospf area 0.0.0.3 interface fe-1/0/0

[edit]
user@R3# set protocols ospf area 0.0.0.3 interface fe-1/0/0
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user@R3# set protocols ospf area 0.0.0.3 interface fe-1/1/0
user@R3# set protocols ospf area 0.0.0.0 interface fe-0/0/1

[edit]
user@R4# set protocols ospf area 0.0.0.0 interface fe-0/0/1
user@R4# set protocols ospf area 0.0.0.4 interface fe-1/1/0
user@R4# set protocols ospf area 0.0.0.4 interface fe-1/0/0

[edit]
user@R5# set protocols ospf area 0.0.0.4 interface fe-1/1/0

[edit]
user@R6# set protocols ospf area 0.0.0.4 interface fe-1/0/0

3. On R3, configure the import network summary policy.

[edit ]
user@R3# set policy-options policy-statement import-policy term term1 from
route-filter 10.0.4.12/30 prefix-length-range /30-/30

user@R3#setpolicy-optionspolicy-statement import-policy termterm1thenaccept

4. On R3, apply the import network summary policy to OSPF.

NOTE: For OSPFv3, include the inter-area-prefix-export statement at

the [edit protocols ospf3 area area-id] hierarchy level.

[edit]
user@R3# set protocols ospf area 0.0.0.3 network-summary-import import-policy

5. If you are done configuring the devices, commit the configuration.

[edit]
user@host# commit

Results Confirm your configuration by entering the show interfaces, show policy-options, and

showprotocols ospf commands on the appropriate device. If the output does not display

the intended configuration, repeat the instructions in this example to correct the

configuration.

Output for R1:

user@R1# show interfaces
fe-0/0/1 {
unit 0 {
family inet {
address 10.0.4.5/30;

}
}

}
fe-0/1/0 {
unit 0 {
family inet {
address 10.0.4.13/30;

}
}
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}

user@R1# show protocols ospf
area 0.0.0.3 {
interface fe-0/1/0.0;
interface fe-0/0/1.0;

}

Output for R2:

user@R2# show interfaces
fe-0/1/0 {
unit 0 {
family inet {
address 10.0.4.6/30;

}
}

}
fe-1/0/0 {
unit 0 {
family inet {
address 10.0.4.1/30;

}
}

}

user@R2# show protocols ospf
area 0.0.0.3 {
interface fe-0/1/0.0;
interface fe-1/0/0.0;

}

Output for R3:

user@R3# show interfaces
fe-0/0/1 {
unit 0 {
family inet {
address 10.0.2.1/30;

}
}

}
fe-1/0/0 {
unit 0 {
family inet {
address 10.0.4.2/30;

}
}

}
fe-1/1/0 {
unit 0 {
family inet {
address 10.0.4.14/30;

}
}

}

user@R3# show protocols ospf
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area 0.0.0.0 {
interface fe-0/0/1.0;

}
area 0.0.0.3 {
network-summary-import import-policy;
interface fe-1/0/0.0;
interface fe-1/1/0.0;

}

user@R3# show policy-options
policy-statement import-policy {
term term1 {
from {
route-filter 10.0.4.12/30 prefix-length-range /30-/30;

}
then accept;

}
}

Output for R4:

user@R4# show interfaces
fe-0/0/1 {
unit 0 {
family inet {
address 10.0.2.1/30;

}
}

}
fe-1/0/0 {
unit 0 {
family inet {
address 10.0.8.9/30;

}
}

}
fe-1/1/0 {
unit 0 {
family inet {
address 10.0.8.6/30;

}
}

}

user@R4# show protocols ospf
area 0.0.0.0 {
interface fe-0/0/1.0;

}
area 0.0.0.4 {
interface fe-0/1/0.0;
interface fe-1/0/0.0;

}

Output for R5:

user@R5# show interfaces
fe-1/1/0 {
unit 0 {
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family inet {
address 10.0.8.5/30;

}
}

}

user@R5# show protocols ospf
area 0.0.0.4 {
interface fe-1/1/0.0;

}

Output for R6:

user@R6# show interfaces
fe-1/0/0 {
unit 0 {
family inet {
address 10.0.8.10/30;

}
}

}

user@R6# show protocols ospf
area 0.0.0.4 {
interface fe-1/0/0.0;

}

To confirm your OSPFv3 configuration, enter the show interfaces, show policy-options,

and show protocols ospf3 commands on the appropriate device.

Verification

Confirm that the configuration is working properly.

• Verifying the OSPF Database on page 171

• Verifying the Routing Table on page 171

Verifying the OSPF Database

Purpose Verify that the OSPF database for the devices in area 4 includes the interarea route that

we are advertising from R3. Any other routes from area 3 should not be advertised into

area 4, so those entries should age out or no longer be present in the OSPF database.

Action Fromoperationalmode, enter the showospfdatabasenetsummaryarea0.0.0.4command

for OSPFv2, and enter the show ospf3 database inter-area-prefix area 0.0.0.4 command

for OSPFv3.

Verifying the Routing Table

Purpose Verify that the specified route is included in R4’s, R5’s, or R6’s routing table. Any other

routes from area 3 should not be advertised into area 4.

Action From operational mode, enter the show route protocol ospf command for both OSPFv2

and OSPFv3.
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Related
Documentation

• OSPF Overview on page 4

• OSPF Configuration Overview

• Routing Policy Match Conditions in the Routing Policy Feature Guide for Routing Devices

• Actions in Routing Policy Terms in the Routing Policy Feature Guide for Routing Devices
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CHAPTER 11

OSPF Monitoring Configuration

• Example: Configuring OSPF Trace Options on page 173

Example: Configuring OSPF Trace Options

• Tracing OSPF Protocol Traffic on page 173

• Example: Tracing OSPF Protocol Traffic on page 174

Tracing OSPF Protocol Traffic

Tracing operations record detailedmessages about the operation ofOSPF. You can trace

OSPFprotocol traffic tohelpdebugOSPFprotocol issues.Whenyou traceOSPFprotocol

traffic, you specify the name of the file and the type of information you want to trace.

You can specify the following OSPF protocol-specific trace options:

• database-description—Alldatabasedescriptionpackets,whichareused insynchronizing

the OSPF topological database

• error—OSPF error packets

• event—OSPF state transitions

• flooding—Link-state flooding packets

• graceful-restart—Graceful-restart events

• hello—Hellopackets,whichareused toestablishneighboradjacenciesand todetermine

whether neighbors are reachable

• ldp-synchronization—Synchronization events between OSPF and LDP

• lsa-ack—Link-state acknowledgment packets, which are used in synchronizing the

OSPF topological database

• lsa-analysis—Link-state analysis. Specific to the Juniper Networks implementation of

OSPF, Junos OS performs LSA analysis before running the shortest-path-first (SPF)

algorithm.LSAanalysishelps tospeed thecalculationsperformedby theSPFalgorithm.

• lsa-request—Link-state request packets, which are used in synchronizing the

OSPF topological database

• lsa-update—Link-state updates packets, which are used in synchronizing the

OSPF topological database
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• nsr-synchronization—Nonstop routing synchronization events

• on-demand—Trace demand circuit extensions

• packet-dump—Dump the contents of selected packet types

• packets—All OSPF packets

• restart-signaling—(OSPFv2 only) Restart-signaling graceful restart events

• spf—Shortest path first (SPF) calculations

You can optionally specify one or more of the following flag modifiers:

• detail—Detailed trace information

• receive—Packets being received

• send—Packets being transmitted

NOTE: Use the detail flagmodifier with caution as it might cause the CPU to

become very busy.

Global tracing options are inherited from the configuration set by the traceoptions

statement at the [edit routing-options] hierarchy level. You can override the following

global traceoptions for theOSPFprotocolusing the traceoptionsflagstatement included

at the [edit protocols ospf] hierarchy level:

• all—All tracing operations

• general—All normaloperationsand routing tablechanges (acombinationof thenormal

and route trace operations)

• normal—Normal events

• policy—Policy processing

• route—Routing information

• state—State transitions

• task—Routing protocol task processing

• timer—Routing protocol timer processing

NOTE: Usethe trace flagallwithcautionas itmightcause theCPUtobecome

very busy.

Example: Tracing OSPF Protocol Traffic

This example shows how to trace OSPF protocol traffic.

• Requirements on page 175

• Overview on page 175
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• Configuration on page 176

• Verification on page 179

Requirements

This example assumes that OSPF is properly configured and running in your network,

and you want to trace OSPF protocol traffic for debugging purposes.

Overview

You can traceOSPF protocol traffic to help debugOSPF protocol issues.When you trace

OSPF protocol traffic, you specify the name of the file and the type of information you

want to trace. All files are placed in a directory on the routing device’s hard disk. On M

Series and T Series routers, trace files are stored in the /var/log directory.

This example shows a few configurations that might be useful when debugging OSPF

protocol issues. The verification output displayed is specific to each configuration.

TIP: Tokeep trackof your log files, createameaningful anddescriptive name
so it is easy to remember the content of the trace file. We recommend that
you place global routing protocol tracing output in the file routing-log, and

OSPF tracing output in the file ospf-log.

In the first example, you globally enable tracing operations for all routing protocols that

are actively running on your routing device to the file routing-log. With this configuration,

you keep the default settings for the trace file size and the number of trace files. After

enabling global tracing operations, you enable tracing operations to provide detailed

information about OSPF packets, including link-state advertisements, requests, and

updates, database description packets, and hello packets to the file ospf-log, and you

configure the following options:

• size—Specifies the maximum size of each trace file, in KB, MB, or GB. In this example,

you configure 10 KB as themaximum size. When the file reaches its maximum size, it

is renamed with a .0 extension. When the file again reaches its maximum size, it is

renamedwith a .1 extension, and the newly created file is renamedwith a .0 extension.

This renaming scheme continues until the maximum number of trace files is reached.

Then, the oldest trace file is overwritten. If you specify a maximum file size, youmust

also specify a maximum number of trace files with the files option. You specify k for

KB,m for MB, and g for GB. By default, the trace file size is 128 KB. The file size range

is 10 KB through themaximum file size supported on your system.

• files—Specifies the maximum number of trace files. In this example, you configure a

maximum of 5 trace files. When a trace file reaches its maximum size, it is renamed

with a .0 extension, then a .1 extension, and so on until the maximum number of trace

files is reached. When themaximum number of files is reached, the oldest trace file is

overwritten. If youspecifyamaximumnumberof files, youmustalsospecifyamaximum

file size with the size option. By default, there are 10 files. The range is 2 through 1000

files.
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In the second example, you trace all SPF calculations to the file ospf-log by including

the spf flag. You keep the default settings for the trace file size and the number of trace

files.

In the third example, you trace the creation, receipt, and retransmission of all LSAs to

the file ospf-log by including the lsa-request, lsa-update, and lsa-ack flags. You keep the

default settings for the trace file size and the number of trace files.

Configuration

• ConfiguringGlobalTracingOperationsandTracingOSPFPacket Informationonpage 176

• Tracing SPF Calculations on page 177

• Tracing Link-State Advertisements on page 178

Configuring Global Tracing Operations and Tracing OSPF Packet Information

CLI Quick
Configuration

To quickly enable global tracing operations for all routing protocols actively running on

your routing device and to trace detailed information about OSPF packets, copy the

following commands and paste them into the CLI.

[edit]
set routing-options traceoptions file routing-log
set protocols ospf traceoptions file ospf-log
set protocols ospf traceoptions file files 5 size 10k
set protocols ospf traceoptions flag lsa-ack
set protocols ospf traceoptions flag database-description
set protocols ospf traceoptions flag hello
set protocols ospf traceoptions flag lsa-update
set protocols ospf traceoptions flag lsa-request

Step-by-Step
Procedure

The following example requires you to navigate various levels in the configuration

hierarchy. For information about navigating the CLI, seeModifying the Junos OS

Configuration in CLI User Guide.

To configure global routing tracing operations and tracing operations for OSPF packets:

1. Configure tracing at the routing options level to collect information about the active

routing protocols on your routing device.

[edit]
user@host# edit routing-options traceoptions

2. Configure the filename for the global trace file.

[edit routing-options traceoptions]
user@host# set file routing-log

3. Configure the filename for the OSPF trace file.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]

Copyright © 2014, Juniper Networks, Inc.176

OSPF on the QFX Series



user@host# edit protocols ospf traceoptions
user@host# set file ospf-log

4. Configure the maximum number of trace files.

[edit protocols ospf traceoptions]
user@host# set file files 5

5. Configure the maximum size of each trace file.

[edit protocols ospf traceoptions]
user@host# set file size 10k

6. Configure tracing flags.

[edit protocols ospf traceoptions]
user@host# set flag lsa-ack
user@host# set flag database-description
user@host# set flag hello
user@host# set flag lsa-update
user@host# set flag lsa-request

7. If you are done configuring the device, commit the configuration.

[edit protocols ospf traceoptions]
user@host# commit

Results Confirm your configuration by entering the show routing-options and the show protocols

ospf commands. If the output does not display the intended configuration, repeat the

instructions in this example to correct the configuration.

user@host# show routing-options
traceoptions {
file routing-log;

}

user@host# show protocols ospf
traceoptions {
file ospf-log size 10k files 5;
flag lsa-ack;
flag database-description;
flag hello;
flag lsa-update;
flag lsa-request;

}

To confirm your OSPFv3 configuration, enter the show routing-options and the show

protocols ospf3 commands.

Tracing SPF Calculations

CLI Quick
Configuration

To quickly trace SPF calculations, copy the following commands and paste them into

the CLI.

[edit]
set protocols ospf traceoptions file ospf-log
set protocols ospf traceoptions flag spf
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Step-by-Step
Procedure

To configure SPF tracing operations for OSPF:

Configure the filename for the OSPF trace file.1.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.

[edit]
user@host# edit protocols ospf traceoptions
user@host# set file ospf-log

2. Configure the SPF tracing flag.

[edit protocols ospf traceoptions]
user@host# set flag spf

3. If you are done configuring the device, commit the configuration.

[edit protocols ospf traceoptions]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
traceoptions {
file ospf-log ;
flag spf;

}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Tracing Link-State Advertisements

CLI Quick
Configuration

To quickly trace the creation, receipt, and retransmission of all LSAs, copy the following

commands and paste them into the CLI.

[edit]
set protocols ospf traceoptions file ospf-log
set protocols ospf traceoptions flag lsa-request
set protocols ospf traceoptions flag lsa-update
set protocols ospf traceoptions flag lsa-ack

Step-by-Step
Procedure

To configure link-state advertisement tracing operations for OSPF:

Configure the filename for the OSPF trace file.1.

NOTE: To specify OSPFv3, include the ospf3 statement at the [edit

protocols] hierarchy level.
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[edit]
user@host# edit protocols ospf traceoptions
user@host# set file ospf-log

2. Configure the link-state advertisement tracing flags.

[edit protocols ospf traceoptions]
user@host# set flag lsa-request
user@host# set flag lsa-update
user@host# set flag lsa-ack

3. If you are done configuring the device, commit the configuration.

[edit protocols ospf traceoptions]
user@host# commit

Results Confirm your configuration by entering the show protocols ospf command. If the output

does not display the intended configuration, repeat the instructions in this example to

correct the configuration.

user@host# show protocols ospf
traceoptions {
file ospf-log;
flag lsa-request;
flag lsa-update;
flag lsa-ack;

}

To confirm your OSPFv3 configuration, enter the show protocols ospf3 command.

Verification

Confirm that the configuration is working properly.

Verifying Trace Operations

Purpose Verify that the Trace options field displays the configured trace operations, and verify

that the Trace file field displays the location on the routing device where the file is saved,

the name of the file to receive the output of the tracing operation, and the size of the file.

Action From operational mode, enter the show ospf overview extensive command for OSPFv2,

and enter the show ospf3 overview extensive command for OSPFv3.

Related
Documentation

• OSPF Overview on page 4

• OSPF Configuration Overview

• Junos OS Tracing and Logging Operations in the Junos OS Administration Library for

Routing Devices

• Example: Tracing Global Routing Protocol Operations in the Junos OS Routing Protocols

Library for Routing Devices

179Copyright © 2014, Juniper Networks, Inc.

Chapter 11: OSPF Monitoring Configuration



Copyright © 2014, Juniper Networks, Inc.180

OSPF on the QFX Series



CHAPTER 12

Configuration Statements

• area on page 182

• area-range on page 184

• authentication (Protocols OSPF) on page 186
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• export (Protocols OSPF) on page 196

• external-preference (Protocols OSPF) on page 197

• graceful-restart (Protocols OSPF) on page 198
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• no-nssa-abr on page 203

• no-rfc-1583 on page 204

• ospf on page 205

• overload (Protocols OSPF) on page 206

• preference (Protocols OSPF) on page 207

• prefix-export-limit (Protocols OSPF) on page 208

• reference-bandwidth (Protocols OSPF) on page 209

• rib-group (Protocols OSPF) on page 210
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area

Syntax area area-id {
interface interface-name {
passive;
topology (ipv4-multicast | name) {
disable;

}
}
virtual-link neighbor-id router-id transit-area area-id {
topology (ipv4-multicast | name) {
disable;

}
}

}

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Specify thearea identifier for this routingdevice tousewhenparticipating inOSPF routing.

All routing devices in an areamust use the same area identifier to establish adjacencies.

Specifymultiple area statements to configure the routing device as anareaborder router.

An area border router does not automatically summarize routes between areas. Use the

area-range statement to configure route summarization. By definition, an area border

router must be connected to the backbone area either through a physical link or through

a virtual link. To create a virtual link, include the virtual-link statement.

To specify that the routing device is directly connected to the OSPF backbone, include

the area 0.0.0.0 statement.

All routingdeviceson thebackbonemustbecontiguous. If theyarenot, use the virtual-link

statement to create the appearance of connectivity to the backbone.
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You can also configure any interface that belongs to one or more topologies to advertise

thedirect interfaceaddresseswithoutactually runningOSPFon that interface. Bydefault,

OSPFmust be configured on an interface in order for direct interface addresses to be

advertised as interior routes.

NOTE: If you configure an interface with the passive statement, it applies to

all the topologies to which the interface belongs. You cannot configure an
interface as passive for only one specific topology and have it remain active
for any other topologies to which it belongs.

Options area-id—Area identifier. The identifier can be up to 32 bits. It is common to specify the

area number as a simple integer or an IP address. Area number 0.0.0.0 is reserved

for the OSPF backbone area.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• OSPF Areas and Router Functionality Overview on page 9

• Understanding Multiple Address Families for OSPFv3

• virtual-link
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area-range

Syntax area-range network/mask-length <exact> <override-metricmetric> <restrict>;

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3) area area-id],
[edit logical-systems logical-system-name protocols (ospf | ospf3) area area-id nssa],
[edit logical-systems logical-system-name realm (ipv4-unicast | ipv4-multicast |
ipv6-multicast) area area-id],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3) area area-id],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3) area area-id nssa],

[edit logical-systems logical-system-name routing-instances routing-instance-name realm
(ipv4-unicast | ipv4-multicast | ipv6-multicast) area area-id],

[edit protocols (ospf | ospf3) area area-id],
[edit protocols (ospf | ospf3) area area-id nssa],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast) area area-id],
[edit routing-instances routing-instance-name protocols (ospf | ospf3) area area-id],
[edit routing-instances routing-instance-name protocols (ospf | ospf3) area area-id nssa],
[edit routing-instances routing-instance-name realm (ipv4-unicast | ipv4-multicast |
ipv6-multicast) area area-id]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description (Area border routers only) For an area, summarize a range of IP addresseswhen sending

summary link advertisements (within an area). To summarize multiple ranges, include

multiple area-range statements.

For a not-so-stubby area (NSSA), summarize a range of IP addresses when sending

NSSA link-state advertisements. The specified prefixes are used to aggregate external

routes learned within the area when the routes are advertised to other areas. To specify

multiple prefixes, includemultiple area-range statements. All external routes learned

within the area that do not fall into one of the prefixes are advertised individually to other

areas.

Default By default, area border routing devices do not summarize routes being sent from one

area to other areas, but rather send all routes explicitly.

Options exact—(Optional) Summarization of a route is advertised only when an exact match is

made with the configured summary range.

mask-length—Number of significant bits in the network mask.

network—IP address. You can specify one or more IP addresses.
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override-metricmetric—(Optional) Override the metric for the IP address range and

configure a specific metric value.

restrict—(Optional) Do not advertise the configured summary. This hides all routes that

are contained within the summary, effectively creating a route filter.

Range: 1 through 16,777,215

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Summarizing Ranges of Routes in OSPF Link-State Advertisements on

page 64
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authentication (Protocols OSPF)

Syntax authentication {
md5 key-identifier {
key key-value;
start-time YYYY-MM-DD.hh:mm;

}
simple-password key;

}

Hierarchy Level [edit logical-systems logical-system-name protocols ospf area area-id interface
interface-name],

[edit logical-systems logical-system-name protocols ospf area area-id virtual-link],
[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf area area-id interface interface-name],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf area area-id virtual-link],

[edit protocols ospf area area-id interface interface-name],
[edit protocols ospf area area-id virtual-link],
[edit routing-instances routing-instance-name protocols ospf area area-id interface
interface-name],

[edit routing-instances routing-instance-name protocols ospf area area-id virtual-link]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Configure an authentication key (password). Neighboring routers use the password to

verify the authenticity of packets sent from this interface.

All routers that are connected to the same IP subnet must use the same authentication

scheme and password.

The remaining statements are explained separately.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Understanding OSPFv2 Authentication

• Example: Configuring MD5 Authentication for OSPFv2 Exchanges

• Example: Configuring a Transition of MD5 Keys on an OSPFv2 Interface

• Example: Configuring Simple Authentication for OSPFv2 Exchanges
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context-identifier (Protocols OSPF)

Syntax context-identifer identifier

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf |ospf3) area area-id],
[edit protocols (ospf | ospf3) area area-id ]

Release Information Statement introduced in Junos OS Release 10.4.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Configure OSPF context-identifier information.

Options identifer—IPv4 address that defines a protection pair. The context identifier is manually

configured on both the primary and protector provider edge (PE) devices.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• show ospf context-identifier on page 237
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bfd-liveness-detection (Protocols OSPF)

Syntax bfd-liveness-detection {
authentication {
algorithm algorithm-name;
key-chain key-chain-name;
loose-check;

}
detection-time {
thresholdmilliseconds;

}
full-neighbors-only
minimum-intervalmilliseconds;
minimum-receive-intervalmilliseconds;
multiplier number;
no-adaptation;
transmit-interval {
minimum-intervalmilliseconds;
thresholdmilliseconds;

}
version (1 | automatic);

}

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3) area area-id interface
interface-name],

[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast) area area-id interface interface-name],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3) area area-id interface interface-name],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast) area area-id interface
interface-name],

[edit protocols (ospf | ospf3) area area-id interface interface-name],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast) area area-id
interface interface-name],

[edit routing-instances routing-instance-nameprotocols (ospf | ospf3)areaarea-id interface
interface-name],

[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast) area area-id interface interface-name]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

detection-time threshold and transmit-interval threshold options added in Junos OS

Release 8.2.

Support for logical systems introduced in Junos OS Release 8.3.

no-adaptation option introduced in Junos OS Release 9.0.

no-adaptation option introduced in Junos OS Release 9.0 for EX Series switches.

Support for OSPFv3 introduced in Junos OS Release 9.3.

Support for OSPFv3 introduced in Junos OS Release 9.3 for EX Series switches.

full-neighbors-only option introduced in Junos OS Release 9.5.

full-neighbors-only option introduced in Junos OS Release 9.5 for EX Series switches.
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authenticationalgorithm,authenticationkey-chain, andauthentication loose-checkoptions

introduced in Junos OS Release 9.6.

Statement introduced in Junos OS Release 12.1 for the QFX Series.

Description Configure bidirectional failure detection timers and authentication for OSPF.

The remaining statements are explained separately.
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Options authentication algorithm algorithm-name—Configure the algorithm used to authenticate

the specified BFD session: simple-password, keyed-md5, keyed-sha-1,

meticulous-keyed-md5, ormeticulous-keyed-sha-1.

authentication key-chain key-chain-name—Associate a security key with the specified

BFD session using the name of the security keychain. The name you specify must

match one of the keychains configured in the authentication-key-chains key-chain

statement at the [edit security] hierarchy level.

authentication loose-check—(Optional) Configure loose authentication checking on the

BFD session. Use only for transitional periods when authentication may not be

configured at both ends of the BFD session.

detection-time thresholdmilliseconds—Configure a threshold for the adaptation of the

BFD session detection time. When the detection time adapts to a value equal to or

greater than the threshold, a single trap and a single system logmessage are sent.

full-neighbors-only—EstablishBFDsessionsonly forOSPFneighbors in the full state. The

default behavior is to establish BFD sessions for all OSPF neighbors.

minimum-intervalmilliseconds—Configure the minimum interval after which the local

routing device transmits a hello packet and then expects to receive a reply from the

neighbor with which it has established a BFD session. Optionally, instead of using

this statement, you can configure the minimum transmit and receive intervals

separatelyusing the transmit-intervalminimum-intervalandminimum-receive-interval

statements.

Range: 1 through 255,000milliseconds

minimum-receive-intervalmilliseconds—Configure the minimum interval after which the

routingdeviceexpects to receivea reply fromaneighborwithwhich it hasestablished

a BFD session. Optionally, instead of using this statement, you can configure the

minimum receive interval using theminimum-interval statement.

Range: 1 through 255,000milliseconds

multiplier number—Configure the number of hello packets not received by a neighbor

that causes the originating interface to be declared down.

Range: 1 through 255

Default: 3

no-adaptation—Specify that BFD sessions should not adapt to changing network

conditions.We recommendthat younotdisableBFDadaptationunless it ispreferable

not to have BFD adaptation enabled in your network.

transmit-interval thresholdmilliseconds—Configure the threshold for the adaptation of

the BFD session transmit interval. When the transmit interval adapts to a value

greater than the threshold, a single trap and a single systemmessage are sent. The

interval threshold must be greater than theminimum transmit interval.

Range: 0 through 4,294,967,295 (2
32
– 1)

transmit-intervalminimum-intervalmilliseconds—Configure theminimumintervalatwhich

the routingdevice transmitshellopackets toaneighborwithwhich it hasestablished
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a BFD session. Optionally, instead of using this statement, you can configure the

minimum transmit interval using theminimum-interval statement.

Range: 1 through 255,000

version—Configure the BFD version to detect: 1 (BFD version 1) or automatic (autodetect

the BFD version).

Default: automatic

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Configuring BFD for OSPF on page 96

• Example: Configuring BFD Authentication for OSPF on page 99

191Copyright © 2014, Juniper Networks, Inc.

Chapter 12: Configuration Statements



database-protection

Syntax database-protection {
ignore-count number;
ignore-time seconds;
maximum-lsa number;
reset-time seconds;
warning-only;
warning-threshold percent;

}

Hierarchy Level [edit protocols (ospf | ospf3)],
[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-unicast | ipv6-multicast)]

Release Information Statement introduced in Junos OS Release 10.2.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Configure the maximum number of link-state advertisements (LSAs) that are not

generated by the router or switch in a given OSPF instance.

Default By default, OSPF database protection is not enabled.

Options ignore-count number—Configure the number of times the database can enter the ignore

state. When the ignore count is exceeded, the database enters the isolate state.

Range: 1 through 32

Default: 5

ignore-time seconds—Configure the time the databasemust remain in the ignore state

before it resumes regular operations (enters retry state).

Range: 30 through 3,600 seconds

Default: 300 seconds

maximum-lsanumber—Configure themaximumnumberofLSAswhoseadvertising router

ID is different from the local router ID in a givenOSPF instance. This includes external

LSAs aswell as LSAswith any scope, such as the link, area, and autonomous system

(AS). This value is mandatory.

Range: 1 through 1,000,000

Default: None

reset-time seconds—Configure the time period during which the databasemust operate

without being in the ignore or isolate state before it is reset to a normal operating

state.

Range: 60 through 86,400 seconds

Default: 600 seconds
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warning-only—Specify that only a warning should be issued when themaximum LSA

number is exceeded. If configured, no other action is taken against the database.

warning-threshold percent—Configure the percentage of the maximum number of LSAs

to be exceeded before a warning message is logged.

Range: 30 through 100 percent

Default: 75 percent

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• OSPF Database Protection Overview on page 135

• Configuring OSPF Database Protection on page 136

193Copyright © 2014, Juniper Networks, Inc.

Chapter 12: Configuration Statements



disable (OSPF)

Syntax disable;

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols (ospf | ospf3) area area-id interface
interface-name],

[edit logical-systems logical-system-name protocols ospf area area-id
peer-interfaceinterface-name],

[edit logical-systems logical-system-name protocols (ospf | ospf3) virtual-link],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast) area area-id interface interface-name],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3) area area-id interface interface-name],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3) virtual-link],

[edit logical-systems logical-system-name routing-instances routing-instances protocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast) area area-id interface
interface-name],

[edit protocols (ospf | ospf3)],
[edit protocols (ospf | ospf3) area area-id interface interface-name],
[edit protocols (ospf | ospf3) virtual-link],
[edit protocols ospf area area-id peer-interface interface-name],
[edit protocols ospf area area-id virtual-link neighbor-id router-id transit-area area-id],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast) area area-id
interface interface-name],

[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-nameprotocols (ospf |ospf3)areaarea-id interface
interface-name],

[edit routing-instances routing-instance-name protocols (ospf | ospf3) virtual-link],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast) area area-id interface interface-name]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Disable OSPF, an OSPF interface, or an OSPF virtual link.

By default, control packets sent to the remote end of a virtual link must be forwarded

using the default topology. In addition, the transit area path consists only of links that
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are in the default topology. You can disable a virtual link for a configured topology, but

not for a default topology. Include the disable statement at the [edit protocols ospf area

area-idvirtual-linkneighbor-id router-id transit-areaarea-id topologyname]hierarchy level.

NOTE: If you disable the virtual link by including the disable statement at the

[edit protocols ospf area area-id virtual-link neighbor-id router-id transit-area

area-id]hierarchy level, youdisable thevirtual link for all topologies, including

the default topology. You cannot disable the virtual link only in the default
topology.

Default The configured object is enabled (operational) unless explicitly disabled.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• OSPF Configuration Overview

• Configuring RSVP and OSPF for LMP Peer Interfaces
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export (Protocols OSPF)

Syntax export [ policy-names ];

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Apply one or more policies to routes being exported from the routing table into OSPF.

Options policy-names—Name of one or more policies.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Understanding OSPF Routing Policy on page 139

• Import and Export Policies for Network Summaries Overview on page 155

• import on page 200

• Routing Policy Feature Guide for Routing Devices
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external-preference (Protocols OSPF)

Syntax external-preference preference;

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-nameprotocolsospf3 realm(ip4-unicast | ipv4-multicast
| ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast }
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Set the route preference for OSPF external routes.

Options preference—Preference value.

Range: 0 through 4,294,967,295 (2
32
– 1)

Default: 150

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Controlling OSPF Route Preferences on page 80

• preference on page 207

197Copyright © 2014, Juniper Networks, Inc.

Chapter 12: Configuration Statements



graceful-restart (Protocols OSPF)

Syntax graceful-restart {
disable;
helper-disable (standard | restart-signaling | both);
no-strict-lsa-checking;
notify-duration seconds;
restart-duration seconds;

}

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf]

Release Information Statement introduced before Junos OS Release 7.4.

Support for the no-strict-lsa-checking statement introduced in Junos OS Release 8.5.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the helper mode standard, restart-signaling, and both options introduced in

Junos OS Release 11.4.

Statement introduced in Junos OS Release 12.1 for the QFX Series.

Description Configure graceful restart for OSPF.

Graceful restart allows a routing device to restart with minimal effects to the network,

and is enabled for all routing protocols at the [edit routing-options] hierarchy level.

Options disable—Disable graceful restart for OSPF.

helper-disable (standard | restart-signaling| both)—Disable helper mode for graceful

restart. When helper mode is disabled, a device cannot help a neighboring device

that is attempting to restart. Beginningwith JunosOSRelease 11.4, you can configure

restart signaling-based helpermode forOSPFv2 graceful restart configurations. The

standard, restart-signaling, and both options are only supported forOSPFv2. Specify

standard to disable helpermode for standard graceful restart (based on RFC 3623).

Specify restart-signaling to disable helpermode for restart signaling-based graceful

restart (based on RFC4811, RFC 4812, and RFC 4813). Specify both to disable helper

mode for both standard and restart signaling-based graceful restart. The last

committed statement takes precedence over the previously configured statement.

Default: Helper mode is enabled by default. For OSPFv2, both standard and

restart-signaling based helper modes are enabled by default.

no-strict-lsa-checking—Disable strict OSPF link-state advertisement (LSA) checking to

prevent the terminationofgraceful restartbyahelping router. LSAchecking is enabled

by default.

NOTE: Thehelper-disablestatementandtheno-strict-lsa-checkingstatement

cannot be configured at the same time. If you attempt to configure both
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statements at the same time, the routing device displays awarningmessage
when you enter the show protocols (ospf | ospf3) command.

notify-duration seconds—Estimated time needed to send out purged grace LSAs over all

the interfaces.

Range: 1 through 3600 seconds

Default: 30 seconds

restart-duration seconds—Estimated time needed to reacquire a full OSPF neighbor from

each area.

Range: 1 through 3600 seconds

Default: 180 seconds

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Configuring Graceful Restart for OSPF on page 107

• Example: Configuring the Helper Capability Mode for OSPFv2 Graceful Restart on

page 111

• Example: Configuring the Helper Capability Mode for OSPFv3 Graceful Restart on

page 114

• Example: Disabling Strict LSA Checking for OSPF Graceful Restart on page 118

• Configuring Graceful Restart for QFabric Systems

• Junos OS High Availability Library for Routing Devices
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import (Protocols OSPF)

Syntax import [ policy-names ];

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Filter OSPF routes from being added to the routing table.

Options policy-names—Name of one or more policies.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Understanding OSPF Routing Policy on page 139

• Import and Export Policies for Network Summaries Overview on page 155

• export on page 196

• Routing Policy Feature Guide for Routing Devices
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interface (Protocols OSPF)

Syntax interface interface-name {
disable;
authentication key <key-id identifier>;
bfd-liveness-detection {
authentication {
algorithm algorithm-name;
key-chain key-chain-name;
loose-check;

}
detection-time {
thresholdmilliseconds;

}
minimum-intervalmilliseconds;
minimum-receive-intervalmilliseconds;
transmit-interval {
thresholdmilliseconds;
minimum-intervalmilliseconds;

}
multiplier number;

}
dead-interval seconds;
demand-circuit;
hello-interval seconds;
ipsec-sa name;
interface-type type;
ldp-synchronization {
disable;
hold-time seconds;

}
metricmetric;
neighbor address <eligible>;
no-interface-state-traps;
passive;
poll-interval seconds;
priority number;
retransmit-interval seconds;
te-metricmetric;
topology (ipv4-multicast | name) {
metricmetric;

}
transit-delay seconds;

}

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3) area area-id],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast) area area-id],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3) area area-id],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast) area area-id],

[edit protocols (ospf | ospf3) area area-id],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast) area area-id],
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[edit routing-instances routing-instance-name protocols (ospf | ospf3) area area-id],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast) area area-id]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the topology statement introduced in Junos OS Release 9.0.

Support for the topology statement introduced in Junos OS Release 9.0 for EX Series

switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Support for the no-interface-state-traps statement introduced in Junos OS Release 10.3.

This statement is supported only for OSPFv2.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Enable OSPF routing on a routing device interface.

Youmust include at least one interface statement in the configuration to enable OSPF

on the routing device.

Options interface-name—Name of the interface. Specify the interface by IP address or interface

name for OSPFv2, or only the interface name for OSPFv3. Using both the interface

name and IP address of the same interface produces an invalid configuration. To

configure all interfaces, you can specify all. Specifying a particular interface and all

produces an invalid configuration.

NOTE: For nonbroadcast interfaces, specify the IP address of the
nonbroadcast interface as interface-name.

The remaining statements are explained separately.

NOTE: You cannot run both OSPF and ethernet-tcc encapsulation between

two Juniper Networks routing devices.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• OSPF Configuration Overview

• Example: Configuring Multitopology Routing Based on Applications

• Example: Configuring Multitopology Routing Based on a Multicast Source

• Example: Configuring Multiple Address Families for OSPFv3

• neighbor
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no-nssa-abr

Syntax no-nssa-abr;

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced in Junos OS Release 7.6.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Disable exporting Type 7 link-state advertisements into not-so-stubby-areas (NSSAs)

for an autonomous system boundary router (ASBR) or an area border router (ABR).

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Configuring OSPF Not-So-Stubby Areas on page 34
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no-rfc-1583

Syntax no-rfc-1583;

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced in Junos OS Release 8.5.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Disable compatibility with RFC 1583,OSPF Version 2. If the same external destination is

advertised by AS boundary routers that belong to different OSPF areas, disabling

compatibility with RFC 1583 can prevent routing loops.

Default Compatibility with RFC 1583 is enabled by default.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control-level—To add this statement to the configuration.

Related
Documentation

• Example: Disabling OSPFv2 Compatibility with RFC 1583 on page 44
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ospf

Syntax ospf { ... }

Hierarchy Level [edit logical-systems logical-system-name protocols],
[edit logical-systems logical-system-name routing-instances routing-instance-name
protocols],

[edit protocols],
[edit routing-instances routing-instance-name protocols]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Enable OSPF routing on the routing device.

Youmust include the ospf statement to enable OSPF on the routing device.

Default OSPF is disabled on the routing device.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• OSPF Configuration Overview

• [edit protocols ospf] Hierarchy Level
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overload (Protocols OSPF)

Syntax overload {
timeout seconds;

}

Hierarchy Level [edit logical-systems logical-system-name protocols (oospf | ospf3)],
[edit logical-systems logical-system-nameprotocols ospf topology (default | ipv4-multicast
| name)],

[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical systems logical-system-name routing-instances routing-instance-nameprotocols
ospf topology (default | ipv4-multicast | name)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf topology (default | ipv4-multicast | name)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf topology (default |
ipv4-multicast | name],

[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for Multitopology Routing introduced in Junos OS Release 9.0.

Support for Multitopology Routing introduced in Junos OS Release 9.0 for EX Series

switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Configure the local routing device so that it appears to be overloaded. Youmight do this

when you want the routing device to participate in OSPF routing, but do not want it to

be used for transit traffic.

NOTE: Traffic destined to directly attached interfaces continues to reach
the routing device.

Options timeout seconds—(Optional) Number of seconds at which the overloading is reset. If no

timeout interval is specified, the routing device remains in overload state until the

overload statement is deleted or a timeout is set.

Range: 60 through 1800 seconds

Default: 0 seconds
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NOTE: Multitopology Routing does not support the timeout option.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Configuring OSPF to Make Routing Devices Appear Overloaded on page 83

• Example: Configuring Multitopology Routing Based on Applications

• Example: Configuring Multitopology Routing Based on a Multicast Source

preference (Protocols OSPF)

Syntax preference preference;

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Set the route preference for OSPF internal routes.

Options preference—Preference value.

Range: 0 through 4,294,967,295 (2
32
– 1)

Default: 10

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Controlling OSPF Route Preferences on page 80

• external-preference on page 197
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prefix-export-limit (Protocols OSPF)

Syntax prefix-export-limit number;

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-nameprotocols ospf topology (default | ipv4-multicast
| name)],

[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf topology (default | ipv4-multicast | name)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf topology (default | ipv4-multicast | name)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf topology (default |
ipv4-multicast | name)],

[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for Multitopology Routing introduced in Junos OS Release 9.0.

Support for Multitopology Routing introduced in Junos OS Release 9.0 for EX Series

switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Configure a limit to the number of prefixes exported into OSPF.

Options number—Prefix limit.

Range: 0 through 4,294,967,295 (2
32
– 1)

Default: None

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Limiting the Number of Prefixes Exported to OSPF on page 69

• Example: Configuring Multitopology Routing Based on Applications

• Example: Configuring Multitopology Routing Based on a Multicast Source
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reference-bandwidth (Protocols OSPF)

Syntax reference-bandwidth reference-bandwidth;

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Set the reference bandwidth used in calculating the default interface cost. The cost is

calculated using the following formula:

cost = ref-bandwidth/bandwidth

Options reference-bandwidth—Reference bandwidth, in bits per second.

Range: 9600 through 1,000,000,000,000 bits

Default: 100 Mbps (100,000,000 bits)

NOTE: The default behavior is to use the reference-bandwidth value to
calculate the cost of OSPF interfaces. You can override this behavior for any
OSPF interface by configuring a specific cost with themetric statement.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Controlling the Cost of Individual OSPF Network Segments on page 74

• metric
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rib-group (Protocols OSPF)

Syntax rib-group group-name;

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Install routes learned fromOSPF routing instances into routing tables in theOSPF routing

table group.

Options group-name—Name of the routing table group.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Exporting Specific Routes from One Routing Table Into Another Routing Table

• Example: Importing Direct and Static Routes Into a Routing Instance

• Understanding Multiprotocol BGP

• interface-routes

• rib-group
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topology (OSPF)

Syntax topology (default | ipv4-multicast | name) {
spf-options {
delaymilliseconds;
holddownmilliseconds;
rapid-runs number;

}
topology-id number;

}

Hierarchy Level [edit logical-systems logical-system-name protocols ospf],
[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf],

[edit protocols ospf],
[edit routing-instances routing-instance-name protocols ospf]

Release Information Statement introduced in Junos OS Release 9.0.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Enable a topology for OSPFmultitopology routing. Youmust first configure one or more

topologies under the [edit routing-options] hierarchy level.

Options default—Name of the default topology. This topology is automatically created, and all

routes that correspond to it are automatically added to the inet.0 routing table. You

canmodify certain default parameters, such as for the SPF algorithm.

ipv4-multicast—Name of the topology for IPv4multicast traffic.

name—Name of a topology you configured at the [edit routing-options] hierarchy level

to create a topology for a specific type of traffic, such as voice or video.

The remaining statements are explained separately.

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Configuring Multitopology Routing Based on Applications

• Example: Configuring Multitopology Routing Based on a Multicast Source
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traceoptions (Protocols OSPF)

Syntax traceoptions {
file filename <files number> <size size> <world-readable | no-world-readable>;
flag flag <flag-modifier> <disable>;

}

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit logical-systems logical-system-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
(ospf | ospf3)],

[edit logical-systems logical-system-name routing-instances routing-instance-nameprotocols
ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],

[edit protocols (ospf | ospf3)],
[edit protocols ospf3 realm (ipv4-unicast | ipv4-multicast | ipv6-multicast)],
[edit routing-instances routing-instance-name protocols (ospf | ospf3)],
[edit routing-instances routing-instance-name protocols ospf3 realm (ipv4-unicast |
ipv4-multicast | ipv6-multicast)]

Release Information Statement introduced before Junos OS Release 7.4.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for the realm statement introduced in Junos OS Release 9.2.

Support for the realm statement introduced in Junos OS Release 9.2 for EX Series

switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Configure OSPF protocol-level tracing options.

To specify more than one tracing operation, includemultiple flag statements.

NOTE: The traceoptions statement is not supported on QFabric systems.

Default The default OSPF protocol-level tracing options are those inherited from the routing

protocols traceoptions statement included at the [edit routing-options] hierarchy level.

Options disable—(Optional) Disable the tracing operation. You can use this option to disable a

single operation when you have defined a broad group of tracing operations, such

as all.

file filename—Name of the file to receive the output of the tracing operation. Enclose the

namewithin quotation marks. All files are placed in the directory /var/log. We

recommend that you place OSPF tracing output in the file ospf-log.

files number—(Optional) Maximum number of trace files. When a trace file named

trace-file reaches its maximum size, it is renamed trace-file.0, then trace-file.1, and

so on, until themaximumnumber of trace files is reached. Then, the oldest trace file

is overwritten.
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If you specify amaximumnumber of files, you alsomust specify amaximum file size

with the size option.

Range: 2 through 1000 files

Default: 10 files

flag flag—Tracing operation to perform. To specify more than one tracing operation,

includemultiple flag statements.

OSPF Tracing Flags

• database-description—Database description packets, which are used in synchronizing

the OSPF and OSPFv3 topological database.

• error—OSPF and OSPFv3 error packets.

• event—OSPF and OSPFv3 state transitions.

• flooding—Link-state flooding packets.

• graceful-restart—Graceful-restart events.

• hello—Hellopackets,whichareused toestablishneighboradjacenciesand todetermine

whether neighbors are reachable.

• ldp-synchronization—Synchronization events between OSPF and LDP.

• lsa-ack—Link-state acknowledgment packets, which are used in synchronizing the

OSPF topological database.

• lsa-analysis—Link-state analysis. Specific to the Juniper Networks implementation of

OSPF, Junos OS performs LSA analysis before running the shortest-path-first (SPF)

algorithm.LSAanalysishelps tospeed thecalculationsperformedby theSPFalgorithm.

• lsa-request—Link-state request packets, which are used in synchronizing the

OSPF topological database.

• lsa-update—Link-state updates packets, which are used in synchronizing the OSPF

topological database.

• nsr-synchronization—Nonstop routing synchronization events.

• on-demand—Trace demand circuit extensions.

• packet-dump—Content of selected packet types.

• packets—All OSPF packets.

• restart-signaling—(OSPFv2 only) Restart-signaling graceful restart events.

• spf—Shortest-path-first (SPF) calculations.

Global Tracing Flags
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• all—All tracing operations.

• general—A combination of the normal and route trace operations.

• normal—All normal operations. If you do not specify this option, only unusual or

abnormal operations are traced.

• policy—Policy operations and actions.

• route—Routing table changes.

• state—State transitions.

• task—Routing protocol task processing.

• timer—Routing protocol timer processing.

flag-modifier—(Optional) Modifier for the tracing flag. You can specify one or more of

these modifiers:

• detail—Detailed trace information.

• receive—Packets being received.

• send—Packets being transmitted.

no-world-readable—(Optional) Prevent any user from reading the log file.

size size—(Optional)Maximumsize of each trace file, in kilobytes (KB),megabytes (MB),

or gigabytes (GB). When a trace file named trace-file reaches this size, it is renamed

trace-file.0.When the trace-fileagain reaches itsmaximumsize, trace-file.0 is renamed

trace-file.1 and trace-file is renamed trace-file.0. This renaming scheme continues

until the maximum number of trace files is reached. Then, the oldest trace file is

overwritten.

If youspecify amaximumfile size, youalsomust specify amaximumnumberof trace

files with the files option.

Syntax: xk to specify KB, xm to specify MB, or xg to specify GB

Range: 10 KB through themaximum file size supported on your system

Default: 128 KB

world-readable—(Optional) Allow any user to read the log file.

Required Privilege
Level

routing and trace—To view this statement in the configuration.

routing-control and trace-control—To add this statement to the configuration.

Related
Documentation

• Example: Tracing OSPF Protocol Traffic on page 174
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traffic-engineering (OSPF)

Syntax traffic-engineering {
<advertise-unnumbered-interfaces>;
<credibility-protocol-preference>;
ignore-lsp-metrics;
multicast-rpf-routes;
no-topology;
shortcuts {
lsp-metric-into-summary;

}
}

Hierarchy Level [edit logical-systems logical-system-name protocols (ospf | ospf3)],
[edit protocols (ospf | ospf3)]

Release Information Statement introduced before Junos OS Release 7.4.

multicast-rpf-routes option introduced in Junos OS Release 7.5.

advertise-unnumbered-interfaces option introduced in Junos OS Release 8.5.

Statement introduced in Junos OS Release 9.0 for EX Series switches.

Support for OSPFv3 (ospf3) introduced in Junos OS Release 9.4.

Support for OSPFv3 (ospf3) introduced in Junos OS Release 9.4 for EX Series switches.

credibility-protocol-preference statement introduced in Junos OS Release 9.4.

credibility-protocol-preference statement introduced in Junos OS Release 9.4 for EX

Series switches.

Statement introduced in Junos OS Release 11.3 for the QFX Series.

Description Enable the OSPF traffic engineering features.

Default Traffic engineering support is disabled.

Options advertise-unnumbered-interfaces—(Optional) (OSPFv2 only) Include the link-local

identifier in the link-local traffic-engineering link-stateadvertisement. This statement

must be included on both ends of an unnumbered link to allow an ingress LER to

update the link in its traffic engineering database and use it for CSPF calculations.

The link-local identifier is then used by RSVP to signal unnumbered interfaces as

defined in RFC 3477.

credibility-protocol-preference—(Optional) (OSPFv2only)Use theconfiguredpreference

value for OSPF routes to calculate the traffic engineering database credibility value

used to select IGP routes. Use this statement to override the default behavior, in

which the traffic engineering database prefers IS-IS routes even if OSPF routes are

configured with a lower, that is, preferred, preference value. For example, OSPF

routes have a default preference value of 10, whereas IS-IS Level 1 routes have a

default preference value of 15. When protocol preference is enabled, the credibility

value is determined by deducting the protocol preference value from a base value

of 512. Using default protocol preference values, OSPF has a credibility value of 502,

whereas IS-IShasacredibility valueof497. Because the traffic engineeringdatabase

prefers IGP routes with the highest credibility value, OSPF routes are now preferred.
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multicast-rpf-routes—(Optional) (OSPFv2 only) Install routes for multicast RPF checks

into the inet.2 routing table. The inet.2 routing table consists of unicast routes used

formulticast RPF lookup. RPF is an antispoofingmechanism used to checkwhether

the packet is coming in on an interface that is also sending data back to the packet

source.

NOTE: Youmust enable OSPF traffic engineering shortcuts to use the
multicast-rpf-routes statement. Youmust not allowLSPadvertisements into

OSPFwhen configuring themulticast-rpf-routes statement.

no-topology—(Optional) (OSPFv2 only) Disable the dissemination of the link-state

topology information.

The remaining statements are explained separately.

CAUTION: When the OSPF traffic engineering configuration is considerably
modified, the routing table entries are deleted and the routing table is
recreated. Changes to configuration that can cause this behavior include
enabling or disabling:

• Traffic engineering shortcuts

• IGP shortcuts

• LDP tunneling

• Multiprotocol LSP

• Advertise summarymetrics

• Multicast RPF routes

Required Privilege
Level

routing—To view this statement in the configuration.

routing-control—To add this statement to the configuration.

Related
Documentation

• Example: Enabling OSPF Traffic Engineering Support on page 124

Copyright © 2014, Juniper Networks, Inc.216

OSPF on the QFX Series



PART 3

Administration

• Routine Monitoring on page 219

• Operational Commands on page 221
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CHAPTER 13

Routine Monitoring

• Monitoring OSPF Routing Information on page 219

Monitoring OSPF Routing Information

Purpose Use themonitoring functionality tomonitorOSPF routing informationon routingdevices.

Action To view OSPF routing information in the CLI, enter the following CLI commands:

• show ospf neighbor

• show ospf interface

• show ospf statistics

Related
Documentation

• show (ospf | ospf3) interface on page 247

• clear (ospf | ospf3) neighbor on page 227

• show (ospf | ospf3) statistics on page 275
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CHAPTER 14

Operational Commands

• clear (ospf | ospf3) database

• clear (ospf | ospf3) database-protection

• clear (ospf | ospf3) io-statistics

• clear (ospf | ospf3) neighbor

• clear (ospf | ospf3) statistics

• clear (ospf | ospf3) overload

• show (ospf | ospf3) backup coverage

• show (ospf | ospf3) backup neighbor

• show ospf context-identifier

• show ospf database

• show (ospf | ospf3) interface

• show (ospf | ospf3) io-statistics

• show (ospf | ospf3) log

• show (ospf | ospf3) neighbor

• show (ospf | ospf3) overview

• show (ospf | ospf3) route

• show (ospf | ospf3) statistics
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clear (ospf | ospf3) database

Syntax clear (ospf | ospf3) database
<advertising-router (router-id | self)>
<area area-id>
<asbrsummary>
<external>
<instance instance-name>
<inter-area-prefix>
<inter-area-router>
<intra-area-prefix>
<link-local>
<logical-system (all | logical-system-name)>
<lsa-id lsa-id>
<netsummary>
<network>
<nssa>
<opaque-area>
<purge>
<realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)>
<router>

Syntax (EX Series
Switch and QFX

Series)

clear (ospf | ospf3) database
<advertising-router (router-id | self)>
<area area-id>
<asbrsummary>
<external>
<instance instance-name>
<inter-area-prefix>
<inter-area-router>
<intra-area-prefix>
<link-local>
<lsa-id lsa-id>
<netsummary>
<network>
<nssa>
<opaque-area>
<purge>
<router>

Release Information Command introduced before Junos OS Release 7.4.

advertising-router router-id, netsummary, network, nssa, opaque-area, and router options

added in Junos OS Release 8.3. Youmust use the purge command with these options.

area area-id option added in Junos OS Release 8.3.

Command introduced in Junos OS Release 9.0 for EX Series switches.

realm option added in Junos OS Release 9.2.

advertising-router (router-id | self) option added in Junos OS Release 9.5.

advertising-router (router-id | self)option introduced in JunosOSRelease9.5 forEXSeries

switches.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description With the master Routing Engine, delete entries in the Open Shortest Path First (OSPF)

link-state advertisement (LSA) database. With the backup Routing Engine, delete the
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OSPF LSA database and sync the new database with the master Routing Engine. You

can also use the purge command with any of the options to discard rather than delete

the specified LSA entries.

CAUTION: This command is useful only for testing. Use it with care, because
it causes significant network disruption.

Options none—Delete all LSAs other than the system’s own LSAs, which are regenerated. To

resynchronize the database, the system destroys all adjacent neighbors that are in

the state EXSTART or higher. The neighbors are then reacquired and the databases

are synchronized.

advertising-router (router-id | self)—(Optional) Discard entries for the LSA entries

advertised by the specified routing device or by this routing device.

area area-id—(Optional) Discard entries for the LSAs in the specified area.

asbrsummary—(Optional) Discard summary AS boundary router LSA entries.

external—(Optional) Discard external LSAs.

instance instance-name—(Optional) Delete or discard entries for the specified routing

instance only.

inter-area-prefix—(OSPFv3 only) (Optional) Discard interarea prefix LSAs.

inter-area-router—(OSPFv3 only) (Optional) Discard interarea router LSAs.

intra-area-prefix—(OSPFv3 only) (Optional) Discard intra-area prefix LSAs.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

link-local—(Optional) Delete link-local LSAs.

lsa-id lsa-id—(Optional) Discard the LSA entries with the specified LSA identifier.

netsummary—(Optional) Discard summary network LSAs.

network—(Optional) Discard network LSAs.

nssa—(Optional) Discard not-so-stubby area (NSSA) LSAs.

opaque-area—(Optional) Discard opaque area-scope LSAs.

realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)—(OSPFv3 only) (Optional) Delete

the entries for the specified OSPFv3 realm, or address family. Use the realm option

to specify anaddress family forOSPFv3other than IPv6unicast,which is thedefault.

router—(Optional) Discard router LSAs.
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purge—(Optional) Discard all entries in the link-state advertisement database. All

link-state advertisements are set toMAXAGE and are flooded. The database is

repopulated when the originators of the link-state advertisements receive the

MAXAGE link-state advertisements and reissue them.

Required Privilege
Level

clear

Related
Documentation

show ospf database on page 239•

• show ospf3 database

List of Sample Output clear ospf database on page 224

Output Fields When you enter this command, you are provided feedback on the status of your request.

Sample Output

clear ospf database

user@host> clear ospf database
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clear (ospf | ospf3) database-protection

Syntax clear (ospf | ospf3) database-protection
<instance instance-name>

Release Information Command introduced in Junos OS Release 10.2.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Clear the Open Shortest Path First (OSPF) link-state database from its isolated state.

Reset the ignore count, ignore timer, and reset timer, and resume normal operations.

Options instance instance-name—(Optional)Clear theOSPF link-statedatabase for the specified

routing instance only.

Required Privilege
Level

clear

Output Fields This command produces no output.

Sample Output

clear ospf database-protection

user@host> clear ospf database-protection
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clear (ospf | ospf3) io-statistics

Syntax clear (ospf | osfp3) io-statistics
<logical-system (all | logical-system-name)>

Syntax (EX Series
Switch and QFX

Series)

clear (ospf | osfp3) io-statistics

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Clear Open Shortest Path First (OSPF) input and output statistics.

Options none—Clear OSPF input and output statistics.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

Required Privilege
Level

clear

List of Sample Output clear ospf io-statistics on page 226

Output Fields When you enter this command, you are provided feedback on the status of your request.

Sample Output

clear ospf io-statistics

user@host> clear ospf io-statistics
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clear (ospf | ospf3) neighbor

Syntax clear (ospf | ospf3) neighbor
<area area-id>
<instance instance-name>
<interface interface-name>
<logical-system (all | logical-system-name)>
<neighbor>
<realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)>

Syntax (EX Series
Switch and QFX

Series)

clear (ospf | ospf3) neighbor
<area area-id>
<instance instance-name>
<interface interface-name>
<neighbor>

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

realm option introduced in Junos OS Release 9.2.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Tear down Open Shortest Path First (OSPF) neighbor connections.

Options none—Tear down OSPF connections with all neighbors for all routing instances.

area area-id—(Optional) Tear down neighbor connections for the specified area only.

instance instance-name—(Optional) Tear down neighbor connections for the specified

routing instance only.

interface interface-name—(Optional) Tear down neighbor connections for the specified

interface only.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

neighbor—(Optional) Clear the state of the specified neighbor only.

realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)—(Optional) (OSPFv3 only) Clear

the state of the specified OSPFv3 realm, or address family. Use the realm option to

specify an address family for OSPFv3 other than IPv6 unicast, which is the default.

Required Privilege
Level

clear

Related
Documentation

show (ospf | ospf3) neighbor on page 258•

List of Sample Output clear ospf neighbor on page 228

Output Fields When you enter this command, you are provided feedback on the status of your request.
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Sample Output

clear ospf neighbor

user@host> clear ospf neighbor
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clear (ospf | ospf3) statistics

Syntax clear (ospf | osfp3) statistics
<instance instance-name>
<logical-system (all | logical-system-name)>
<realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)>

Syntax (EX Series
Switch and QFX

Series)

clear (ospf | osfp3) statistics
<instance instance-name>

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

realm option introduced in Junos OS Release 9.2.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Clear Open Shortest Path First (OSPF) statistics.

Options none—Clear OSPF statistics.

instance instance-name—(Optional) Clear statistics for the specified routing instance

only.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)—(Optional) (OSPFv3 only) Clear

statistics for the specified OSPFv3 realm, or address family. Use the realm option to

specify an address family for OSPFv3 other than IPv6 unicast, which is the default.

Required Privilege
Level

clear

Related
Documentation

show (ospf | ospf3) statistics on page 275•

List of Sample Output clear ospf statistics on page 229

Output Fields See show (ospf | ospf3) statistics for an explanation of output fields.

Sample Output

clear ospf statistics

The following sample output displays OSPF statistics before and after the clear ospf

statistics command is entered:

user@host> show ospf statistics

Packet type             Total                  Last 5 seconds
                   Sent      Received        Sent      Received
   Hello           3254          2268           3             1
     DbD             41            46           0             0

229Copyright © 2014, Juniper Networks, Inc.

Chapter 14: Operational Commands



   LSReq              8             7           0             0
LSUpdate            212           154           0             0
   LSAck             65            98           0             0

DBDs retransmitted     :                    3, last 5 seconds :          0
LSAs flooded           :                   12, last 5 seconds :          0
LSAs flooded high-prio :                    0, last 5 seconds :          0
LSAs retransmitted     :                    0, last 5 seconds :          0
LSAs transmitted to nbr:                    3, last 5 seconds :          0
LSAs requested         :                    5, last 5 seconds :          0
LSAs acknowledged      :                   19, last 5 seconds :          0

Flood queue depth      :               0
Total rexmit entries   :               0
db summaries           :               0
lsreq entries          :               0

Receive errors:
  626 subnet mismatches

user@host> clear ospf statistics

user@host> show ospf statistics
Packet type             Total                  Last 5 seconds
                   Sent      Received        Sent      Received
   Hello              3             1           3             1
     DbD              0             0           0             0
   LSReq              0             0           0             0
LSUpdate              0             0           0             0
   LSAck              0             0           0             0

DBDs retransmitted     :                    0, last 5 seconds :          0
LSAs flooded           :                    0, last 5 seconds :          0
LSAs flooded high-prio :                    0, last 5 seconds :          0
LSAs retransmitted     :                    0, last 5 seconds :          0
LSAs transmitted to nbr:                    0, last 5 seconds :          0
LSAs requested         :                    0, last 5 seconds :          0
LSAs acknowledged      :                    0, last 5 seconds :          0

Flood queue depth      :               0
Total rexmit entries   :               0
db summaries           :               0
lsreq entries          :               0

Receive errors:
  None

Copyright © 2014, Juniper Networks, Inc.230

OSPF on the QFX Series



clear (ospf | ospf3) overload

Syntax clear (ospf | ospf3) overload
<instance instance-name>
<logical-system (all | logical-system-name)>

Syntax (EX Series
Switches)

clear (ospf | ospf3) overload
<instance instance-name>

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Clear the Open Shortest Path First (OSPF) overload bit and rebuild link-state

advertisements (LSAs).

Options none—Clear the overload bit and rebuild LSAs for all routing instances.

instance instance-name—(Optional) Clear the overload bit and rebuild LSAs for the

specified routing instance only.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

Required Privilege
Level

clear

List of Sample Output clear ospf overload on page 231

Output Fields When you enter this command, you are provided feedback on the status of your request.

Sample Output

clear ospf overload

user@host> clear ospf overload
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show (ospf | ospf3) backup coverage

Syntax show (ospf | ospf3) backup coverage
<instance instance-name>
< logical-system (all | logical-system-name)>
<realm (ipv4-unicast | ipv46-unicast>
<topology topology-name>

Syntax (QFX Series) show (ospf | ospf3) backup coverage
<instance instance-name>
<topology topology-name>

Release Information Command introduced in Junos OS Release 10.0.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display information about the level of backup coverage available for all the nodes and

prefixes in the network.

Options none—Display informationabout the level backupcoverage for allOSPF routing instances

in all logical systems.

logical-system (all | logical-system-name)—(Optional) Display information about the

level of backup coverage for all logical systems or for a specific logical system.

instance instance-name—(Optional) Display information about the level of backup

coverage for a specific OSPF routing instance.

realm(ipv4-unicast | ipv6-unicast)—(Optional) (OSPFv3only)Display informationabout

the level of backup coverage for the specific OSPFv3 realm, or address family.

topology(default | topology-name)—(Optional) (OSPFv2only)Display informationabout

the level of backup coverage for the specific OSPF topology.

Required Privilege
Level

view

Related
Documentation

show (ospf | ospf3) backup lsp•

List of Sample Output show ospf backup coverage on page 233
show ospf3 backup coverage on page 233

Output Fields Table 4 on page 232 lists the output fields for the show (ospf | ospf3) backup coverage

command. Output fields are listed in the approximate order in which they appear.

Table 4: show (ospf | ospf3) backup coverage Output Fields

Field DescriptionField Name

Information about backup coverage for each OSPF node.Node Coverage

Area number. Area 0.0.0.0 is the backbone.Area
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Table 4: show (ospf | ospf3) backup coverage Output Fields (continued)

Field DescriptionField Name

Number of nodes for which backup coverage is available.Covered Nodes

Total number of OSPF nodes.Total Nodes

Information about backup coverage for each type of OSPF route.Route Coverage

Type of OSPF path: Intra, Inter, Ext1, Ext2, and All.Path Type

Foreachpath type, thenumberof routes forwhichbackupcoverage
is available.

Covered Routes

For each path type, the total number of configured routes.Total Routes

For all nodes and for each path type, the percentage for which
backup coverage is available.

Percent Covered

Sample Output

show ospf backup coverage

user@host> show ospf backup coverage
Topology default coverage:

Node Coverage:

Area             Covered  Total  Percent
                   Nodes  Nodes  Covered
0.0.0.0                4      5   80.00%

Route Coverage:

Path Type  Covered   Total  Percent
            Routes  Routes  Covered
Intra            8      14   57.14%
Inter            0       0  100.00%
Ext1             0       0  100.00%
Ext2             1       1  100.00%
All              9      15   60.00%

show ospf3 backup coverage

user @host > show ospf3 backup coverage
show ospf3 backup coverage   
Node Coverage:

Area             Covered  Total  Percent
                   Nodes  Nodes  Covered
0.0.0.0                4      5   80.00%

Route Coverage:

Path Type  Covered   Total  Percent
            Routes  Routes  Covered
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Intra            4       6   66.67%
Inter            0       0  100.00%
Ext1             0       0  100.00%
Ext2             1       1  100.00%
All              5       7   71.43%
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show (ospf | ospf3) backup neighbor

Syntax show (ospf | ospf3) backup neighbor
<area area-id>
<instance (default | instance-name)>
<logical-system (default | ipv4-multicast | logical-system-name)>
<topology (default | ipv4-multicast | topology-name)>

Syntax (QFX Series) show (ospf | ospf3) backup neighbor
<area area-id>
<instance instance-name>
<topology (default | ipv4-multicast | topology-name)>

Release Information Command introduced in Junos OS Release 10.0.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display the neighbors throughwhich direct next hops for the backup paths are available.

Options none—Display all neighbors that have direct next hops for backup paths.

area area-id—(Optional) Display the area information.

instance (default | instance-name)—(Optional) Display information about the default

routing instance or a particular routing instance.

logical-system (default | ipv4-multicast | logical-system-name)—(Optional) Display

information about the default logical system, IPv4multicast logical system, or a

particular logical system.

topology (default | ipv4-multicast | topology-name)—(OSPFv2 only) (Optional) Display

information about the default topology, IPv4multicast topology, or a particular

topology.

Required Privilege
Level

view

Related
Documentation

show (ospf | ospf3) backup spf•

List of Sample Output show ospf backup neighbor on page 236

Output Fields Table 5 on page 235 lists the output fields for the show (ospf |ospf3) backup neighbor

command. Output fields are listed in the approximate order in which they appear.

Table 5: show (ospf |ospf3) backup neighbor Output Fields

Level of OutputField DescriptionField Name

All levelsMetric from the backup neighbor to the OSPF node.Neighbor to Self
Metric

All levelsMetric from the OSPF node to the backup neighbor.Self to Neighbor
Metric
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Table 5: show (ospf |ospf3) backup neighbor Output Fields (continued)

Level of OutputField DescriptionField Name

All levelsInterface and address of the direct next hop.Direct next-hop

Sample Output

show ospf backup neighbor

user@host> show ospf backup neighbor
Topology default backup neighbors:

Area 0.0.0.5 backup neighbors:

10.0.0.5
  Neighbor to Self Metric: 5
  Self to Neighbor Metric: 5
  Direct next-hop: ge-4/0/0.111 via 10.0.175.5

10.0.0.6
  Neighbor to Self Metric: 5
  Self to Neighbor Metric: 5
  Direct next-hop: ge-4/1/0.110 via 10.0.176.6

Copyright © 2014, Juniper Networks, Inc.236

OSPF on the QFX Series



show ospf context-identifier

Syntax show ospf context-identifier
<brief | detail>
<area area-id>
<context-id>
<instance instance-name>
<logical-system (all | logical-system-name)>

Syntax (EX Series
Switches and QFX

Series)

show ospf context-identifier
<brief | detail>
<area area-id>
<context-id>
<instance instance-name>

Release Information Command introduced in Junos OS Release 10.4.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display the context identifier information processed and advertised by Open Shortest

Path First (OSPF) for egress protection.

Options none—Display information about all context identifiers.

brief | detail—(Optional) Display the specified level of output.

areaarea-id—(Optional)Display informationabout thecontext identifier for the specified

area.

context-id—(Optional) Display information about the specified context identifier.

instance instance-name—(Optional) Display information about the context identifier for

the specified routing instance.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

Required Privilege
Level

view

Related
Documentation

egress-protection (Layer 2 circuit) in the Junos OS VPNs Library for Routing Devices•

• egress-protection (MPLS) in the Junos OS VPNs Library for Routing Devices

List of Sample Output show ospf context-identifier on page 238
show ospf context-identifier detail on page 238

Output Fields Table 6 on page 238 lists the output fields for the showospf context-identifier command.

Output fields are listed in the approximate order in which they appear.
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Table 6: show ospf context-identifier Output Fields

Level of OutputField DescriptionField Name

All levelsIPv4 address that defines a protection pair. The context is manually configured
on both primary and protector provider edge (PE) devices.

Context

All levelsState of the path: active or inactive.Status

All levelsAdvertised OSPFmetric.Metric

All levelsOSPF area number.Area

detailOther advertisements received by the OSPF node:

• Advertising router– Address of the device that sent the advertisement.

• Type–Type of OSPF path: inter-area and stub.

• Metric–Advertised OSPFmetric.

• None–No additional advertisements were received by the OSPF node.

Other
Advertisements

Sample Output

show ospf context-identifier

user@host> show ospf context-identifier
Context-id: 2.2.4.3
  Status: active, Metric: 65534, PE role: protector, Area: 0.0.0.0

show ospf context-identifier detail

user@host> show ospf context-identifier detail
Context-id: 88.24.13.1
                Status: inactive, Metric: 0, PE role: protector, Area: 0.0.0.13
                Other Advertisements: 
                  Advertising router: 8.8.8.103
                    Type: stub link
                    Metric: 65534
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show ospf database

Syntax show ospf database
<brief | detail | extensive | summary>
<advertising-router (address | self)>
<area area-id>
<asbrsummary>
<external>
<instance instance-name>
<link-local>
<logical-system (all | logical-system-name)>
<lsa-id lsa-id>
<netsummary>
<network>
<nssa>
<opaque-area>
<router>

Syntax (EX Series
Switches and QFX

Series)

show ospf database
<brief | detail | extensive | summary>
<advertising-router (address | self)>
<area area-id>
<asbrsummary>
<external>
<instance instance-name>
<link-local>
<lsa-id lsa-id>
<netsummary>
<network>
<nssa>
<opaque-area>
<router>

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

advertising-router self (address | self) option introduced in Junos OS Release 9.5.

advertising-router self (address | self) option introduced in Junos OS Release 9.5 for EX

Series switches.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display the entries in the OSPF version 2 (OSPFv2) link-state database, which contains

data about link-state advertisement (LSA) packets.

Options none—Display standard information about entries in the OSPFv2 link-state database for

all routing instances.

brief | detail | extensive | summary—(Optional) Display the specified level of output.

advertising-router (address | self)—(Optional) Display the LSAs advertised either by a

particular routing device or by this routing device.

area area-id—(Optional) Display the LSAs in a particular area.
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asbrsummary—(Optional) Display summary AS boundary router LSA entries.

external—(Optional) Display external LSAs.

instance instance-name—(Optional) Display all OSPF database information under the

named routing instance.

link-local—(Optional) Display information about link-local LSAs.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

lsa-id lsa-id—(Optional) Display the LSA with the specified LSA identifier.

netsummary—(Optional) Display summary network LSAs.

network—(Optional) Display information about network LSAs.

nssa—(Optional) Display information about not-so-stubby area (NSSA) LSAs.

opaque-area—(Optional) Display opaque area-scope LSAs.

router—(Optional) Display information about router LSAs.

Required Privilege
Level

view

Related
Documentation

clear (ospf | ospf3) database on page 222•

List of Sample Output show ospf database on page 242
show ospf database brief on page 242
show ospf database detail on page 242
show ospf database extensive on page 244
show ospf database summary on page 246

Output Fields Table 7 on page 240 describes the output fields for the show ospf database command.

Output fields are listed in the approximate order in which they appear.

Table 7: show ospf database Output Fields

Level of OutputField DescriptionField Name

All levelsArea number. Area 0.0.0.0 is the backbone area.area

All levelsTypeof linkadvertisement:ASBRSum,Extern,Network,NSSA,OpaqArea,Router,
or Summary.

Type

All levelsLSA identifier included in theadvertisement. Anasterisk preceding the identifier
marks database entries that originated from the local routing device.

ID

All levelsAddress of the routing device that sent the advertisement.Adv Rtr

All levelsLink sequence number of the advertisement.Seq
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Table 7: show ospf database Output Fields (continued)

Level of OutputField DescriptionField Name

All levelsTime elapsed since the LSA was originated, in seconds.Age

All levelsOptional OSPF capabilities associated with the LSA.Opt

All levelsChecksum value of the LSA.Cksum

All levelsLength of the advertisement, in bytes.Len

detail extensiveRouter link-state advertisement information:

• bits—Flags describing the routing device that generated the LSP.

• link count—Number of links in the advertisement.

• id—ID of a routing device or subnet on the link.

• data—For stub networks, the subnet mask. Otherwise, the IP address of the
routing device that generated the LSP.

• type—Type of link. It can be PointToPoint, Transit, Stub, or Virtual.

• TOS count—Number of type-of-service (ToS) entries in the advertisement.

• TOS 0metric—Metric for ToS 0.

• TOS—Type-of-service (ToS) value.

• metric—Metric for the ToS.

Router

detail extensiveNetwork link-state advertisement information:

• mask—Network mask.

• attached router—ID of the attached neighbor.

Network

detail extensiveSummary link-state advertisement information:

• mask—Network mask.

• TOS—Type-of-service (ToS) value.

• metric—Metric for the ToS.

Summary

extensiveHow long until the LSA is regenerated.Gen timer

extensiveHow long until the LSA expires.Aging timer

extensiveHow long ago the route was installed.Installed hh:mm:ss
ago

extensiveHow long until the route expires.expires in hh:mm:ss

extensiveHow long ago the LSA was sent.sent hh:mm:ss ago

extensiveHow long ago the route was changed.Last changed
hh:mm:ss ago

extensiveNumber of times the route has changed.Change count
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Table 7: show ospf database Output Fields (continued)

Level of OutputField DescriptionField Name

extensiveIndicates that this is a local advertisement.Ours

summaryNumber of router link-state advertisements in the link-state database.Router LSAs

summaryNumber of network link-state advertisements in the link-state database.Network LSAs

summaryNumber of summary link-state advertisements in the link-state database.Summary LSAs

summaryNumber of not-so-stubby area link-state advertisements in the link-state
database.

NSSA LSAs

Sample Output

show ospf database

user@host> show ospf database
OSPF link state database, Area 0.0.0.1
 Type       ID               Adv Rtr           Seq      Age  Opt  Cksum  Len
Router   10.255.70.103    10.255.70.103    0x80000002   215  0x20 0x4112  48
Router  *10.255.71.242    10.255.71.242    0x80000002   214  0x20 0x11b1  48
Summary *23.1.1.0         10.255.71.242    0x80000002   172  0x20 0x6d72  28
Summary *24.1.1.0         10.255.71.242    0x80000002   177  0x20 0x607e  28
NSSA    *33.1.1.1         10.255.71.242    0x80000002   217  0x28 0x73bd  36

    OSPF link state database, Area 0.0.0.2
 Type       ID               Adv Rtr           Seq      Age  Opt  Cksum  Len
Router   10.255.71.52     10.255.71.52     0x80000004   174  0x20 0xd021  36
Router  *10.255.71.242    10.255.71.242    0x80000003   173  0x20 0xe191  36
Network *23.1.1.1         10.255.71.242    0x80000002   173  0x20 0x9c76  32
Summary *12.1.1.0         10.255.71.242    0x80000001   217  0x20 0xfeec  28
Summary *24.1.1.0         10.255.71.242    0x80000002   177  0x20 0x607e  28
NSSA    *33.1.1.1         10.255.71.242    0x80000001   222  0x28 0xe047  36

    OSPF link state database, Area 0.0.0.3
 Type       ID               Adv Rtr           Seq      Age  Opt  Cksum  Len
Router   10.255.71.238    10.255.71.238    0x80000003   179  0x20 0x3942  36
Router  *10.255.71.242    10.255.71.242    0x80000003   177  0x20 0xf37d  36
Network *24.1.1.1         10.255.71.242    0x80000002   177  0x20 0xc591  32
Summary *12.1.1.0         10.255.71.242    0x80000001   217  0x20 0xfeec  28
Summary *23.1.1.0         10.255.71.242    0x80000002   172  0x20 0x6d72  28
NSSA    *33.1.1.1         10.255.71.242    0x80000001   222  0x28 0xeb3b  36

show ospf database brief

The output for the show ospf database brief command is identical to that for the show

ospf database command. For sample output, see show ospf database on page 242.

show ospf database detail

user@host> show ospf database detail
    OSPF link state database, Area 0.0.0.1
 Type       ID               Adv Rtr           Seq      Age  Opt  Cksum  Len
Router   10.255.70.103    10.255.70.103    0x80000002   261  0x20 0x4112  48
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  bits 0x0, link count 2
  id 10.255.71.242, data 12.1.1.1, Type PointToPoint (1)
  TOS count 0, TOS 0 metric 1
  id 12.1.1.0, data 255.255.255.0, Type Stub (3)
  TOS count 0, TOS 0 metric 1
Router  *10.255.71.242    10.255.71.242    0x80000002   260  0x20 0x11b1  48
  bits 0x3, link count 2
  id 10.255.70.103, data 12.1.1.2, Type PointToPoint (1)
  TOS count 0, TOS 0 metric 1
  id 12.1.1.0, data 255.255.255.0, Type Stub (3)
  TOS count 0, TOS 0 metric 1
Summary *23.1.1.0         10.255.71.242    0x80000002   218  0x20 0x6d72  28
  mask 255.255.255.0
  TOS 0x0, metric 1
Summary *24.1.1.0         10.255.71.242    0x80000002   223  0x20 0x607e  28
  mask 255.255.255.0
  TOS 0x0, metric 1
NSSA    *33.1.1.1         10.255.71.242    0x80000002   263  0x28 0x73bd  36
  mask 255.255.255.255
  Type 2, TOS 0x0, metric 0, fwd addr 12.1.1.2, tag 0.0.0.0

    OSPF link state database, Area 0.0.0.2
 Type       ID               Adv Rtr           Seq      Age  Opt  Cksum  Len
Router   10.255.71.52     10.255.71.52     0x80000004   220  0x20 0xd021  36
  bits 0x0, link count 1
  id 23.1.1.1, data 23.1.1.2, Type Transit (2)
  TOS count 0, TOS 0 metric 1
Router  *10.255.71.242    10.255.71.242    0x80000003   219  0x20 0xe191  36
  bits 0x3, link count 1
  id 23.1.1.1, data 23.1.1.1, Type Transit (2)
  TOS count 0, TOS 0 metric 1
Network *23.1.1.1         10.255.71.242    0x80000002   219  0x20 0x9c76  32
  mask 255.255.255.0
  attached router 10.255.71.242
  attached router 10.255.71.52
Summary *12.1.1.0         10.255.71.242    0x80000001   263  0x20 0xfeec  28
  mask 255.255.255.0
  TOS 0x0, metric 1
Summary *24.1.1.0         10.255.71.242    0x80000002   223  0x20 0x607e  28
  mask 255.255.255.0
  TOS 0x0, metric 1
NSSA    *33.1.1.1         10.255.71.242    0x80000001   268  0x28 0xe047  36
  mask 255.255.255.255
  Type 2, TOS 0x0, metric 0, fwd addr 23.1.1.1, tag 0.0.0.0

    OSPF link state database, Area 0.0.0.3
 Type       ID               Adv Rtr           Seq      Age  Opt  Cksum  Len
Router   10.255.71.238    10.255.71.238    0x80000003   225  0x20 0x3942  36
  bits 0x0, link count 1
  id 24.1.1.1, data 24.1.1.2, Type Transit (2)
  TOS count 0, TOS 0 metric 1
Router  *10.255.71.242    10.255.71.242    0x80000003   223  0x20 0xf37d  36
  bits 0x3, link count 1
  id 24.1.1.1, data 24.1.1.1, Type Transit (2)
  TOS count 0, TOS 0 metric 1
Network *24.1.1.1         10.255.71.242    0x80000002   223  0x20 0xc591  32
  mask 255.255.255.0
  attached router 10.255.71.242
  attached router 10.255.71.238
Summary *12.1.1.0         10.255.71.242    0x80000001   263  0x20 0xfeec  28
  mask 255.255.255.0
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  TOS 0x0, metric 1
Summary *23.1.1.0         10.255.71.242    0x80000002   218  0x20 0x6d72  28
  mask 255.255.255.0
  TOS 0x0, metric 1
NSSA    *33.1.1.1         10.255.71.242    0x80000001   268  0x28 0xeb3b  36
  mask 255.255.255.255
  Type 2, TOS 0x0, metric 0, fwd addr 24.1.1.1, tag 0.0.0.0

show ospf database extensive

user@host> show ospf database extensive
    OSPF link state database, Area 0.0.0.1
 Type       ID               Adv Rtr           Seq      Age  Opt  Cksum  Len
Router   10.255.70.103    10.255.70.103    0x80000002   286  0x20 0x4112  48
  bits 0x0, link count 2
  id 10.255.71.242, data 12.1.1.1, Type PointToPoint (1)
  TOS count 0, TOS 0 metric 1
  id 12.1.1.0, data 255.255.255.0, Type Stub (3)
  TOS count 0, TOS 0 metric 1
  Aging timer 00:55:14
  Installed 00:04:43 ago, expires in 00:55:14
  Last changed 00:04:43 ago, Change count: 2
Router  *10.255.71.242    10.255.71.242    0x80000002   285  0x20 0x11b1  48
  bits 0x3, link count 2
  id 10.255.70.103, data 12.1.1.2, Type PointToPoint (1)
  TOS count 0, TOS 0 metric 1
  id 12.1.1.0, data 255.255.255.0, Type Stub (3)
  TOS count 0, TOS 0 metric 1
  Gen timer 00:45:15
  Aging timer 00:55:15
  Installed 00:04:45 ago, expires in 00:55:15, sent 00:04:43 ago
  Last changed 00:04:45 ago, Change count: 2, Ours
Summary *23.1.1.0         10.255.71.242    0x80000002   243  0x20 0x6d72  28
  mask 255.255.255.0
  TOS 0x0, metric 1
  Gen timer 00:45:57
  Aging timer 00:55:57
  Installed 00:04:03 ago, expires in 00:55:57, sent 00:04:01 ago
  Last changed 00:04:48 ago, Change count: 1, Ours
Summary *24.1.1.0         10.255.71.242    0x80000002   248  0x20 0x607e  28
  mask 255.255.255.0
  TOS 0x0, metric 1
  Gen timer 00:45:52
  Aging timer 00:55:52
  Installed 00:04:08 ago, expires in 00:55:52, sent 00:04:06 ago
  Last changed 00:04:48 ago, Change count: 1, Ours
NSSA    *33.1.1.1         10.255.71.242    0x80000002   288  0x28 0x73bd  36
  mask 255.255.255.255
  Type 2, TOS 0x0, metric 0, fwd addr 12.1.1.2, tag 0.0.0.0
  Gen timer 00:45:12
  Aging timer 00:55:12
  Installed 00:04:48 ago, expires in 00:55:12, sent 00:04:48 ago
  Last changed 00:04:48 ago, Change count: 2, Ours

    OSPF link state database, Area 0.0.0.2
 Type       ID               Adv Rtr           Seq      Age  Opt  Cksum  Len
Router   10.255.71.52     10.255.71.52     0x80000004   245  0x20 0xd021  36
  bits 0x0, link count 1
  id 23.1.1.1, data 23.1.1.2, Type Transit (2)
  TOS count 0, TOS 0 metric 1
  Aging timer 00:55:55
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  Installed 00:04:02 ago, expires in 00:55:55
  Last changed 00:04:02 ago, Change count: 2
Router  *10.255.71.242    10.255.71.242    0x80000003   244  0x20 0xe191  36
  bits 0x3, link count 1
  id 23.1.1.1, data 23.1.1.1, Type Transit (2)
  TOS count 0, TOS 0 metric 1
  Gen timer 00:45:56
  Aging timer 00:55:56
  Installed 00:04:04 ago, expires in 00:55:56, sent 00:04:02 ago
  Last changed 00:04:04 ago, Change count: 2, Ours
Network *23.1.1.1         10.255.71.242    0x80000002   244  0x20 0x9c76  32
  mask 255.255.255.0
  attached router 10.255.71.242
  attached router 10.255.71.52
  Gen timer 00:45:56
  Aging timer 00:55:56
  Installed 00:04:04 ago, expires in 00:55:56, sent 00:04:02 ago
  Last changed 00:04:04 ago, Change count: 1, Ours
Summary *12.1.1.0         10.255.71.242    0x80000001   288  0x20 0xfeec  28
  mask 255.255.255.0
  TOS 0x0, metric 1
  Gen timer 00:45:12
  Aging timer 00:55:12
  Installed 00:04:48 ago, expires in 00:55:12, sent 00:04:04 ago
  Last changed 00:04:48 ago, Change count: 1, Ours
Summary *24.1.1.0         10.255.71.242    0x80000002   248  0x20 0x607e  28
  mask 255.255.255.0
  TOS 0x0, metric 1
  Gen timer 00:45:52
  Aging timer 00:55:52
  Installed 00:04:08 ago, expires in 00:55:52, sent 00:04:04 ago
  Last changed 00:04:48 ago, Change count: 1, Ours
NSSA    *33.1.1.1         10.255.71.242    0x80000001   293  0x28 0xe047  36
  mask 255.255.255.255
  Type 2, TOS 0x0, metric 0, fwd addr 23.1.1.1, tag 0.0.0.0
  Gen timer 00:45:07
  Aging timer 00:55:07
  Installed 00:04:53 ago, expires in 00:55:07, sent 00:04:04 ago
  Last changed 00:04:53 ago, Change count: 1, Ours

    OSPF link state database, Area 0.0.0.3
 Type       ID               Adv Rtr           Seq      Age  Opt  Cksum  Len
Router   10.255.71.238    10.255.71.238    0x80000003   250  0x20 0x3942  36
  bits 0x0, link count 1
  id 24.1.1.1, data 24.1.1.2, Type Transit (2)
  TOS count 0, TOS 0 metric 1
  Aging timer 00:55:50
  Installed 00:04:07 ago, expires in 00:55:50
  Last changed 00:04:07 ago, Change count: 2
Router  *10.255.71.242    10.255.71.242    0x80000003   248  0x20 0xf37d  36
  bits 0x3, link count 1
  id 24.1.1.1, data 24.1.1.1, Type Transit (2)
  TOS count 0, TOS 0 metric 1
  Gen timer 00:45:52
  Aging timer 00:55:52
  Installed 00:04:08 ago, expires in 00:55:52, sent 00:04:06 ago
  Last changed 00:04:08 ago, Change count: 2, Ours
Network *24.1.1.1         10.255.71.242    0x80000002   248  0x20 0xc591  32
  mask 255.255.255.0
  attached router 10.255.71.242
  attached router 10.255.71.238
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  Gen timer 00:45:52
  Aging timer 00:55:52
  Installed 00:04:08 ago, expires in 00:55:52, sent 00:04:06 ago
  Last changed 00:04:08 ago, Change count: 1, Ours
Summary *12.1.1.0         10.255.71.242    0x80000001   288  0x20 0xfeec  28
  mask 255.255.255.0
  TOS 0x0, metric 1
  Gen timer 00:45:12
  Aging timer 00:55:12
  Installed 00:04:48 ago, expires in 00:55:12, sent 00:04:13 ago
  Last changed 00:04:48 ago, Change count: 1, Ours
Summary *23.1.1.0         10.255.71.242    0x80000002   243  0x20 0x6d72  28
  mask 255.255.255.0
  TOS 0x0, metric 1
  Gen timer 00:45:57
  Aging timer 00:55:57
  Installed 00:04:03 ago, expires in 00:55:57, sent 00:04:01 ago
  Last changed 00:04:48 ago, Change count: 1, Ours
NSSA    *33.1.1.1         10.255.71.242    0x80000001   293  0x28 0xeb3b  36
  mask 255.255.255.255
  Type 2, TOS 0x0, metric 0, fwd addr 24.1.1.1, tag 0.0.0.0
  Gen timer 00:45:07
  Aging timer 00:55:07
  Installed 00:04:53 ago, expires in 00:55:07, sent 00:04:13 ago
  Last changed 00:04:53 ago, Change count: 1, Ours

show ospf database summary

user@host> show ospf database summary
Area 0.0.0.1:
   2 Router LSAs
   2 Summary LSAs
   1 NSSA LSAs
Area 0.0.0.2:
   2 Router LSAs
   1 Network LSAs
   2 Summary LSAs
   1 NSSA LSAs
Area 0.0.0.3:
   2 Router LSAs
   1 Network LSAs
   2 Summary LSAs
   1 NSSA LSAs
Externals:
Interface fe-2/2/1.0:
Interface ge-0/3/2.0:
Interface so-0/1/2.0:
Interface so-0/1/2.0:

Copyright © 2014, Juniper Networks, Inc.246

OSPF on the QFX Series



show (ospf | ospf3) interface

Syntax show (ospf | ospf3) interface
<brief | detail | extensive>
<area area-id>
<interface-name>
<instance instance-name>
<logical-system (all | logical-system-name)>
<realm (ip4-multicast | ipv4-unicast | ipv6-multicast)>

Syntax (EX Series
Switches and QFX

Series)

show (ospf | ospf3) interface
<brief | detail | extensive>
<area area-id>
<interface-name>
<instance instance-name>

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

area option introduced in Junos OS Release 9.2.

area option introduced in Junos OS Release 9.2 for EX Series switches.

realm option introduced in Junos OS Release 9.2.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display the status of OSPF interfaces.

Options none—Display standard informationabout thestatusofallOSPF interfaces for all routing

instances

brief | detail | extensive—(Optional) Display the specified level of output.

area area-id—(Optional) Display information about the interfaces that belong to the

specified area.

interface-name—(Optional) Display information for the specified interface.

instance instance-name—(Optional)DisplayallOSPF interfacesunder thenamed routing

instance.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)—(OSPFv3 only) (Optional) Display

information about the interfaces for the specified OSPFv3 realm, or address family.

Use the realmoption to specify anaddress family forOSPFv3other than IPv6unicast,

which is the default.

Required Privilege
Level

view

List of Sample Output show ospf interface brief on page 250
show ospf interface detail on page 250
show ospf3 interface detail on page 250
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show ospf interface detail(WhenMultiarea Adjacency Is Configured) on page 250
show ospf interface area area-id on page 251
show ospf interface extensive (When Flooding Reduction Is Enabled) on page 252
showospf interfaceextensive (WhenLDPSynchronization IsConfigured)onpage252

Output Fields Table8onpage248 lists theoutput fields for the show(ospf |ospf3) interface command.

Output fields are listed in the approximate order in which they appear.

Table 8: show (ospf | ospf3) interface Output Fields

Level of OutputField DescriptionField Name

All levelsName of the interface running OSPF version 2 or OSPF version 3.Interface

All levelsState of the interface: BDR, Down, DR, DRother, Loop, PtToPt, orWaiting.State

All levelsNumber of the area that the interface is in.Area

All levelsAddress of the area's designated router.DR ID

All levelsBackup designated router for a particular subnet.BDR ID

All levelsNumber of neighbors on this interface.Nbrs

detail extensiveType of interface: LAN, NBMA, P2MP, P2P, or Virtual.Type

detail extensiveIP address of the neighbor.Address

detail extensiveNetmask of the neighbor.Mask

detail extensive(OSPFv3) IPv6 prefix length, in bits.Prefix-length

detail extensive(OSPFv3) OSPF version 3 interface index.OSPF3-Intf-Index

detail extensiveInterface maximum transmission unit (MTU).MTU

detail extensiveInterface cost (metric).Cost

detail extensiveAddress of the designated router.DR addr

detail extensiveAddress of the backup designated router.BDR addr

detail extensiveNumber of adjacent neighbors.Adj count

detail extensiveIndicates that this interface is configured as a secondary interface for this area.
This interface can belong to more than one area, but can be designated as a
primary interface for only one area.

Secondary

extensiveIndicates that this interface is configured with flooding reduction. All
self-originated LSAs from this interface are initially sent with the DoNotAge bit
set. As a result, LSAs are refreshed only when a change occurs.

Flood Reduction
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Table 8: show (ospf | ospf3) interface Output Fields (continued)

Level of OutputField DescriptionField Name

detail extensiveRouter priority used in designated router (DR) election on this interface.Priority

extensiveList of link-state advertisements (LSAs) that might be about to flood this
interface.

Flood list

extensiveAcknowledgment list. List of pending acknowledgments on this interface.Ack list

extensiveList of packet descriptors.Descriptor list

detail extensiveConfigured value for the hello timer.Hello

detail extensiveConfigured value for the dead timer.Dead

detail extensive(OSPFv2) Authenticationmechanism for sending and receiving OSPF protocol
packets:

• MD5—The MD5mechanism is configured in accordance with RFC 2328.

• None—No authentication method is configured.

• Password—A simple password (RFC 2328) is configured.

Auth type

(Multiarea adjacency) Name of topology: default or name.Topology

extensive(OSPFv2 and LDP synchronization) Current state of LDP synchronization: in
sync, in holddown, and not supported.

LDP sync state

extensive(OSPFv2 and LDP synchronization) Reason for the current state of LDP
synchronization. The LDP session might be up or down, or adjacency might be
up or down.

reason

extensive(OSPFv2 and LDP synchronization) Configured value of the hold timer.

If the state is not synchronized, and the hold time is not infinity, the remaining
field displays thenumber of seconds that remain until the configuredhold timer
expires.

config holdtime

detail extensive(OSPFv2) Name of the IPSec security association name.IPSec SA name

detail extensive(OSPFv2 andMD5) Number from 0 to 255 that uniquely identifies an MD5 key.Active key ID

detail extensive(OSPFv2 and MD5) Time at which the routing device starts using an MD5 key
to authenticate OSPF packets transmitted on the interface on which this key
is configured. Toauthenticate receivedOSPFprotocol packets, the keybecomes
effective immediately after the configuration is committed. If the start time
option is not configured, the key is effective immediately for send and receive
and is displayed as Start time 1970 Jan 01 00:00:00 PST.

Start time

detail extensiveConfigured value for the Retransmit timer.ReXmit

detail extensiveType of area.Stub, Not Stub, or
Stub NSSA
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Sample Output

show ospf interface brief

user@host> show ospf interface brief
Intf                State     Area            DR ID           BDR ID       Nbrs
at-5/1/0.0          PtToPt   0.0.0.0         0.0.0.0         0.0.0.0         1
ge-2/3/0.0          DR       0.0.0.0         192.168.4.16    192.168.4.15    1
lo0.0               DR       0.0.0.0         192.168.4.16    0.0.0.0         0
so-0/0/0.0          Down     0.0.0.0         0.0.0.0         0.0.0.0         0
so-6/0/1.0          PtToPt   0.0.0.0         0.0.0.0         0.0.0.0         1
so-6/0/2.0          Down     0.0.0.0         0.0.0.0         0.0.0.0         0
so-6/0/3.0          PtToPt   0.0.0.0         0.0.0.0         0.0.0.0         1

show ospf interface detail

user@host> show ospf interface detail
Interface              State     Area            DR ID           BDR ID Nbrs
fe-0/0/1.0             BDR      0.0.0.0         192.168.37.12   10.255.245.215 1
Type LAN, address 192.168.37.11, Mask 255.255.255.248, MTU 4460, Cost 40
DR addr 192.168.37.12, BDR addr 192.168.37.11, Adj count 1, Priority 128
Hello 10, Dead 40, ReXmit 5, Not Stub
t1-0/2/1.0             PtToPt   0.0.0.0         0.0.0.0         0.0.0.0 0
Type P2P, Address 0.0.0.0, Mask 0.0.0.0, MTU 1500, Cost 2604
  Adj count 0
Hello 10, Dead 40, ReXmit 5, Not Stub
Auth type: MD5, Active key ID 3, Start time 2002 Nov 19 10:00:00 PST
IPsec SA Name: sa

show ospf3 interface detail

user@host> show ospf3 interface so-0/0/3.0 detail
Interface              State     Area           DR-ID         BDR-ID     Nbrs
so-0/0/3.0             PtToPt   0.0.0.0        0.0.0.0       0.0.0.0        1
Address fe80::2a0:a5ff:fe28:1dfc, Prefix-length 64
OSPF3-Intf-index 1, Type P2P, MTU 4470, Cost 12, Adj-count 1
Hello 10, Dead 40, ReXmit 5, Not Stub

show ospf interface detail
(WhenMultiarea Adjacency Is Configured)

user@host> show ospf interface detail
regress@router> show ospf interface detail
Interface           State   Area            DR ID           BDR ID          Nbrs
lo0.0               DR      0.0.0.0         10.255.245.2    0.0.0.0            0

  Type: LAN, Address: 127.0.0.1, Mask: 255.255.255.255, MTU: 65535, Cost: 0
  DR addr: 127.0.0.1, Adj count: 0, Priority: 128
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Cost: 0
lo0.0               DR      0.0.0.0         10.255.245.2    0.0.0.0            0

  Type: LAN, Address: 10.255.245.2, Mask: 255.255.255.255, MTU: 65535, Cost: 0
  DR addr: 10.255.245.2, Adj count: 0, Priority: 128
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Cost: 0
so-0/0/0.0          PtToPt  0.0.0.0         0.0.0.0         0.0.0.0            1

  Type: P2P, Address: 0.0.0.0, Mask: 0.0.0.0, MTU: 4470, Cost: 1
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  Adj count: 1
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Cost: 1
so-0/0/0.0          PtToPt  0.0.0.0         0.0.0.0         0.0.0.0            0

  Type: P2P, Address: 192.168.37.46, Mask: 255.255.255.254, MTU: 4470, Cost: 1
  Adj count: 0, , Passive
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Passive, Cost: 1
so-1/0/0.0          PtToPt  0.0.0.0         0.0.0.0         0.0.0.0            1

  Type: P2P, Address: 0.0.0.0, Mask: 0.0.0.0, MTU: 4470, Cost: 1
  Adj count: 1
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Cost: 1
so-1/0/0.0          PtToPt  0.0.0.0         0.0.0.0         0.0.0.0            0

  Type: P2P, Address: 192.168.37.54, Mask: 255.255.255.254, MTU: 4470, Cost: 1
  Adj count: 0, , Passive
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Passive, Cost: 1
so-0/0/0.0          PtToPt  1.1.1.1         0.0.0.0         0.0.0.0            1

  Type: P2P, Address: 0.0.0.0, Mask: 0.0.0.0, MTU: 4470, Cost: 1
  Adj count: 1, Secondary                                        
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Cost: 1
so-1/0/0.0          PtToPt  1.1.1.1         0.0.0.0         0.0.0.0            1

  Type: P2P, Address: 0.0.0.0, Mask: 0.0.0.0, MTU: 4470, Cost: 1
  Adj count: 1, Secondary                                         
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Cost: 1
so-0/0/0.0          PtToPt  2.2.2.2         0.0.0.0         0.0.0.0            1

  Type: P2P, Address: 0.0.0.0, Mask: 0.0.0.0, MTU: 4470, Cost: 1
  Adj count: 1, Secondary                                         
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Cost: 1
so-1/0/0.0          PtToPt  2.2.2.2         0.0.0.0         0.0.0.0            1

  Type: P2P, Address: 0.0.0.0, Mask: 0.0.0.0, MTU: 4470, Cost: 1
  Adj count: 1, Secondary                                        
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Cost: 1

show ospf interface area area-id

user@host> show ospf interface area 1.1.1.1
Interface           State   Area            DR ID           BDR ID          Nbrs
so-0/0/0.0          PtToPt  1.1.1.1         0.0.0.0         0.0.0.0            1
so-1/0/0.0          PtToPt  1.1.1.1         0.0.0.0         0.0.0.0            1
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show ospf interface extensive
(When Flooding Reduction Is Enabled)

user@host> show ospf interface extensive
Interface           State   Area            DR ID           BDR ID          Nbrs
fe-0/0/0.0          PtToPt  0.0.0.0         0.0.0.0         0.0.0.0            0

  Type: P2P, Address: 10.10.10.1, Mask: 255.255.255.0, MTU: 1500, Cost: 1
  Adj count: 0
  Secondary, Flood Reduction 
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  Topology default (ID 0) -> Cost: 1

show ospf interface extensive
(When LDP Synchronization Is Configured)

user@host> show ospf interface extensive
Interface              State     Area            DR ID           BDR ID       
Nbrs
so-1/0/3.0             Down     0.0.0.0         0.0.0.0         0.0.0.0         
0
  Type: P2P, Address: 0.0.0.0, Mask: 0.0.0.0, MTU: 4470, Cost: 65535
  Adj count: 0
  Hello: 10, Dead: 40, ReXmit: 5, Not Stub
  Auth type: None
  LDP sync state: in holddown, for: 00:00:08, reason: LDP down during config
           config holdtime: 10 seconds, remaining: 1
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show (ospf | ospf3) io-statistics

Syntax show (ospf | ospf3) io-statistics
<logical-system (all | logical-system-name)>

Syntax (EX Series
Switch and QFX

Series)

show (ospf | ospf3) io-statistics

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display Open Shortest Path First (OSPF) input and output statistics.

Options none—Display OSPF input and output statistics.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

Required Privilege
Level

view

Related
Documentation

clear (ospf | ospf3) statistics on page 229•

List of Sample Output show ospf io-statistics on page 253

Output Fields Table9onpage253 lists theoutput fields for the showospf io-statisticscommand.Output

fields are listed in the approximate order in which they appear.

Table 9: show (ospf | ospf3) io-statistics Output Fields

Field DescriptionField Name

Number of OSPF packets read since the last time the routing
protocol was started.

Packets read

Total number of packets divided by the total number of times the
OSPF read operation is scheduled to run.

average per run

Maximum number of packets for a given run among all scheduled
runs.

max run

Number of faulty packets received with errors.Receive errors

Sample Output

show ospf io-statistics

user@host> show ospf io-statistics

Packets read: 7361, average per run: 1.00, max run: 1
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Receive errors:
  None
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show (ospf | ospf3) log

Syntax show (ospf | osfp3) log
<instance instance-name>
<logical-system (all | logical-system-name)>
<realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)>
<topology topology-name>

Syntax (EX Series
Switch and QFX

Series)

show (ospf | osfp3) log
<instance instance-name>
<topology topology-name>

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

topology option introduced in Junos OS Release 9.0.

topology option introduced in Junos OS Release 9.0 for EX Series switches.

realm option introduced in Junos OS Release 9.2.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display the entries in the Open Shortest Path First (OSPF) log of SPF calculations.

Options none—Display entries in the OSPF log of SPF calculations for all routing instances.

instance instance-name—(Optional) Display entries for the specified routing instance.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

topology topology-name—(Optional) (OSPFv2 only) Display entries for the specified

topology.

realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)—(OSPFv3 only) (Optional) Display

entries for the specified OSPFv3 realm, or address family. Use the realm option to

specify an address family for OSPFv3 other than IPv6 unicast, which is the default.

Required Privilege
Level

view

List of Sample Output show ospf log on page 256
show ospf log topology voice on page 256

Output Fields Table 10 on page 255 lists the output fields for the show (ospf | ospf3) log command.

Output fields are listed in the approximate order in which they appear.

Table 10: show (ospf | ospf3) log Output Fields

Field DescriptionField Name

Time, in weeks (w) and days (d), since the SPF calculation was
made.

When
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Table 10: show (ospf | ospf3) log Output Fields (continued)

Field DescriptionField Name

Type of calculation: Cleanup, External, Interarea, NSSA, Redist, SPF,
Stub, Total, or Virtuallink.

Type

Amount of time, in seconds, that elapsed during the operation, or
the time required to complete the SPF calculation. The start time
is the time displayed in theWhen field.

Elapsed

Sample Output

show ospf log

user@host> show ospf log
When            Type            Elapsed

1w4d 17:25:58   Stub            0.000017
1w4d 17:25:58   SPF             0.000070
1w4d 17:25:58   Stub            0.000019
1w4d 17:25:58   Interarea       0.000054
1w4d 17:25:58   External        0.000005
1w4d 17:25:58   Cleanup         0.000203
1w4d 17:25:58     Total         0.000537
1w4d 17:24:48   SPF             0.000125
1w4d 17:24:48   Stub            0.000017
1w4d 17:24:48   SPF             0.000100
1w4d 17:24:48   Stub            0.000016
1w4d 17:24:48   Interarea       0.000056
1w4d 17:24:48   External        0.000005
1w4d 17:24:48   Cleanup         0.000238
1w4d 17:24:48     Total         0.000600
...

show ospf log topology voice

user@host> show ospf log topology voice
Topology voice SPF log:                    

   Last instance of each event type
When            Type            Elapsed
00:06:11        SPF             0.000116
00:06:11        Stub            0.000114
00:06:11        Interarea       0.000126
00:06:11        External        0.000067
00:06:11        NSSA            0.000037
00:06:11        Cleanup         0.000186

   Maximum length of each event type
When            Type            Elapsed
00:13:43        SPF             0.000140
00:13:33        Stub            0.000116
00:13:43        Interarea       0.000128
00:13:33        External        0.000075
00:13:38        NSSA            0.000039
00:13:53        Cleanup         0.000657

   Last 100 events
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When            Type            Elapsed

00:13:53        SPF             0.000090
00:13:53        Stub            0.000041
00:13:53        Interarea       0.000123
00:13:53        External        0.000040
00:13:53        NSSA            0.000038
00:13:53        Cleanup         0.000657
00:13:53          Total         0.001252
.
.
00:06:11        SPF             0.000116
00:06:11        Stub            0.000114
00:06:11        Interarea       0.000126
00:06:11        External        0.000067
00:06:11        NSSA            0.000037
00:06:11        Cleanup         0.000186
00:06:11          Total         0.000818
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show (ospf | ospf3) neighbor

Syntax show (ospf | ospf3) neighbor
<brief | detail | extensive>
<area area-id>
<instance (all | instance-name)>
<interface interface-name>
<logical-system (all | logical-system-name)>
<neighbor>
<realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)>

Syntax (EX Series
Switches and QFX

Series)

show (ospf | ospf3) neighbor
<brief | detail | extensive>
<area area-id>
<instance (all | instance-name)>
<interface interface-name>
<neighbor>

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

instance all option introduced in Junos OS Release 9.1.

instance all option introduced in Junos OS Release 9.1 for EX Series switches.

area, interface, and realm options introduced in Junos OS Release 9.2.

area and interface options introduced in Junos OS Release 9.2 for EX Series switches.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display information about OSPF neighbors.

CPUutilizationmight increasewhile thedevice learns itsOSPFneighbors.We recommend

that you use the show (ospf | ospf3) neighbor command after the device learns and

establishesOSPFneighboradjacencies.Dependingon thesizeof yournetwork, thismight

take several minutes. If you receive a “timeout communicating with routing daemon”

errorwhenusing the show(ospf | ospf3)neighbor command,wait severalminutes before

attempting to use the command again. This is not a critical system error, but youmight

experience a delay in using the CLI.

Options none—Display standard information about all OSPF neighbors for all routing instances.

brief | detail | extensive—(Optional) Display the specified level of output.

area area-id—(Optional) Display information about theOSPF neighbors for the specified

area.

instance (all | instance-name)—(Optional) Display all OSPF interfaces for all routing

instances or under the named routing instance.

interface interface-name—(Optional) Display information about OSPF neighbors for the

specified logical interface.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.
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neighbor—(Optional) Display information about the specified OSPF neighbor.

realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)—(OSPFv3 only) (Optional) Display

information about the OSPF neighbors for the specified OSPFv3 realm, or address

family. Use the realmoption to specify an address family forOSPFv3 other than IPv6

unicast, which is the default.

Required Privilege
Level

view

Related
Documentation

clear (ospf | ospf3) neighbor on page 227•

List of Sample Output show ospf neighbor brief on page 261
show ospf neighbor detail on page 261
show ospf neighbor extensive on page 262
show ospf3 neighbor detail on page 263
show ospf neighbor area area-id on page 263
show ospf neighbor interface interface-name on page 263
show ospf3 neighbor instance all (OSPFv3Multiple Family Address Support
Enabled) on page 263

Output Fields Table 11 onpage259 lists theoutput fields for the show(ospf |ospf3)neighbor command.

Output fields are listed in the approximate order in which they appear.

Table 11: show (ospf | ospf3) neighbor Output Fields

Level of OutputField DescriptionField Name

All levelsAddress of the neighbor.Address

All levelsInterface through which the neighbor is reachable.Interface
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Table 11: show (ospf | ospf3) neighbor Output Fields (continued)

Level of OutputField DescriptionField Name

All levelsState of the neighbor:

• Attempt—Valid only for neighbors attached to nonbroadcast networks. It
indicates that no recent information has been received from the neighbor,
but that a more concerted effort must bemade to contact the neighbor.

• Down—Initial state of a neighbor conversation. It indicates that no recent
information has been received from the neighbor. Hello packets might
continue to be sent to neighbors in the Down state, although at a reduced
frequency.

• Exchange—Routing device is describing its entire link-state database by
sending database description packets to the neighbor. Each packet has a
sequence number and is explicitly acknowledged.

• ExStart—First step in creating an adjacency between the two neighboring
routing devices. The goal of this step is to determine which routing device is
the master, and to determine the initial sequence number.

• Full—Neighboring routingdevicesare fullyadjacent.Theseadjacenciesappear
in router link and network link advertisements.

• Init—A hello packet has recently been sent by the neighbor. However,
bidirectional communication has not yet been establishedwith the neighbor.
This statemight occur, for example, because the routing device itself did not
appear in the neighbor's hello packet.

• Loading—Link-state request packets are sent to theneighbor toacquiremore
recent advertisements that have been discovered (but not yet received) in
the Exchange state.

• 2Way—Communicationbetween the two routingdevices is bidirectional. This
state has been ensured by the operation of the Hello Protocol. This is the
most advanced state short of beginning adjacency establishment. The
(backup) designated router is selected from the set of neighbors in state
2Way or greater.

State

All levelsRouter ID of the neighbor.ID

All levelsPriority of the neighbor to become the designated router.Pri

All levelsNumber of seconds until the neighbor becomes unreachable.Dead

extensiveNumber of link-state acknowledgments received.Link state
acknowledgment
list

detail extensiveTotal number of link-state advertisements retransmitted. For extensive output
only, the following information is also displayed:

• Type—Type of link advertisement: ASBR, Sum, Extern, Network, NSSA,
OpaqArea, Router, or Summary.

• LSA ID—LSA identifier included in the advertisement. An asterisk preceding
the identifier marks database entries that originated from the local routing
device.

• Adv rtr—Address of the routing device that sent the advertisement.

• Seq—Link sequence number of the advertisement.

Link state
retransmission list
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Table 11: show (ospf | ospf3) neighbor Output Fields (continued)

Level of OutputField DescriptionField Name

detail extensive(OSPFv3 only) If the neighbor uses virtual links, the Neighbor-address is the
site-local, local, or global address. If the neighbor uses a physical interface, the
Neighbor-address is an IPv6 link-local address.

Neighbor-address

detail extensiveArea that the neighbor is in.area

detail extensive(OSPFv3 only) Displays the OSPFv3 interface index.OSPF3-Intf-Index

detail extensiveOption bits received in the hello packets from the neighbor.opt

detail extensiveAddress of the designated router.DR orDR-ID

detail extensiveAddress of the backup designated router.BDR or BDR-ID

detail extensiveLength of time since the neighbor came up.Up

detail extensiveLength of time since the adjacency with the neighbor was established.adjacent

Sample Output

show ospf neighbor brief

user@host> show ospf neighbor brief
  Address         Intf               State      ID              Pri  Dead
192.168.254.225  fxp3.0              2Way      10.250.240.32    128   36
192.168.254.230  fxp3.0              Full      10.250.240.8     128   38
192.168.254.229  fxp3.0              Full      10.250.240.35    128   33
10.1.1.129       fxp2.0              Full      10.250.240.12    128   37
10.1.1.131       fxp2.0              Full      10.250.240.11    128   38
10.1.2.1         fxp1.0              Full      10.250.240.9     128   32
10.1.2.81        fxp0.0              Full      10.250.240.10    128   33

show ospf neighbor detail

user@host> show ospf neighbor detail
  Address         Interface             State      ID              Pri  Dead
10.5.1.2         ge-1/2/0.1             Full      10.5.1.2         128   37  
  area 0.0.0.1, opt 0x42, DR 10.5.1.2, BDR 10.5.1.1
  Up 06:09:28, adjacent 05:17:36
    Link state acknowledgment list:  3 entries

    Link state retransmission list:  9 entries

10.5.10.2        ge-1/2/0.10            ExStart   10.5.1.38        128   34  
  area 0.0.0.1, opt 0x42, DR 10.5.10.2, BDR 10.5.10.1
  Up 06:09:28
    master, seq 0xac1530f8, rexmit DBD in 3 sec
    rexmit LSREQ in 0 sec
10.5.11.2        ge-1/2/0.11            Full      10.5.1.42        128   38  
  area 0.0.0.1, opt 0x42, DR 10.5.11.2, BDR 10.5.11.1
  Up 06:09:28, adjacent 05:26:46
    Link state retransmission list:  1 entries
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10.5.12.2        ge-1/2/0.12            ExStart   10.5.1.46        128   33  
  area 0.0.0.1, opt 0x42, DR 10.5.12.2, BDR 10.5.12.1
  Up 06:09:28
    master, seq 0xac188a68, rexmit DBD in 2 sec
    rexmit LSREQ in 0 sec

show ospf neighbor extensive

user@host> show ospf neighbor extensive
  Address         Interface             State      ID              Pri  Dead
10.5.1.2         ge-1/2/0.1             Full      10.5.1.2         128   33  
  area 0.0.0.1, opt 0x42, DR 10.5.1.2, BDR 10.5.1.1
  Up 06:09:42, adjacent 05:17:50
    Link state retransmission list:

      Type      LSA ID           Adv rtr          Seq

     Summary  10.8.56.0        172.25.27.82     0x8000004d

     Router   10.5.1.94        10.5.1.94        0x8000005c

     Network  10.5.24.2        10.5.1.94        0x80000036

     Summary  10.8.57.0        172.25.27.82     0x80000024

     Extern   1.10.90.0        10.8.1.2         0x80000041

     Extern   1.4.109.0        10.6.1.2         0x80000041

     Router   10.5.1.190       10.5.1.190       0x8000005f

     Network  10.5.48.2        10.5.1.190       0x8000003d

     Summary  10.8.58.0        172.25.27.82     0x8000004d

     Extern   1.10.91.0        10.8.1.2         0x80000041

     Extern   1.4.110.0        10.6.1.2         0x80000041

     Router   10.5.1.18        10.5.1.18        0x8000005f

     Network  10.5.5.2         10.5.1.18        0x80000033

     Summary  10.8.59.0        172.25.27.82     0x8000003a

     Summary  10.8.62.0        172.25.27.82     0x80000025

10.5.10.2        ge-1/2/0.10            ExStart   10.5.1.38        128   38  
  area 0.0.0.1, opt 0x42, DR 10.5.10.2, BDR 10.5.10.1
  Up 06:09:42
    master, seq 0xac1530f8, rexmit DBD in 2 sec
    rexmit LSREQ in 0 sec
10.5.11.2        ge-1/2/0.11            Full      10.5.1.42        128   33  
  area 0.0.0.1, opt 0x42, DR 10.5.11.2, BDR 10.5.11.1
  Up 06:09:42, adjacent 05:27:00
    Link state retransmission list:

      Type      LSA ID           Adv rtr          Seq

     Summary  10.8.58.0        172.25.27.82     0x8000004d
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     Extern   1.10.91.0        10.8.1.2         0x80000041

     Extern   1.1.247.0        10.5.1.2         0x8000003f

     Extern   1.4.110.0        10.6.1.2         0x80000041

     Router   10.5.1.18        10.5.1.18        0x8000005f

     Network  10.5.5.2         10.5.1.18        0x80000033

     Summary  10.8.59.0        172.25.27.82     0x8000003a

show ospf3 neighbor detail

user@host> show ospf3 neighbor detail
ID               Interface              State     Pri   Dead
10.255.71.13     fe-0/0/2.0             Full      128   30
  Neighbor-address fe80::290:69ff:fe9b:e002
  area 0.0.0.0, opt 0x13, OSPF3-Intf-Index 2
  DR-ID 10.255.71.13, BDR-ID 10.255.71.12
  Up 02:51:43, adjacent 02:51:43

show ospf neighbor area area-id

user@host >show ospf neighbor area 1.1.1.1
Address          Interface              State     ID               Pri  Dead
192.168.37.47    so-0/0/0.0             Full      10.255.245.4     128    33
  Area 1.1.1.1
192.168.37.55    so-1/0/0.0             Full      10.255.245.5     128    37
  Area 1.1.1.1

show ospf neighbor interface interface-name

user@host >show ospf neighbor interface so-0/0/0.0
Address          Interface              State     ID               Pri  Dead
192.168.37.47    so-0/0/0.0             Full      10.255.245.4     128    37
  Area 0.0.0.0
192.168.37.47    so-0/0/0.0             Full      10.255.245.4     128    33
  Area 1.1.1.1
192.168.37.47    so-0/0/0.0             Full      10.255.245.4     128    32
  Area 2.2.2.2

show ospf3 neighbor instance all (OSPFv3Multiple Family Address Support Enabled)

user @host > show ospf3 neighbor instance all
Instance: ina
    Realm: ipv6-unicast
    ID               Interface              State     Pri   Dead
   100.1.1.1        fe-0/0/2.0             Full      128     37
       Neighbor-address fe80::217:cb00:c87c:8c03
   Instance: inb
   Realm: ipv4-unicast
   ID               Interface              State     Pri   Dead
  100.1.2.1        fe-0/0/2.1             Full      128     33
      Neighbor-address fe80::217:cb00:c97c:8c03
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show (ospf | ospf3) overview

Syntax show (ospf | ospf3) overview
<brief | extensive>
<instance instance-name>
<logical-system (all | logical-system-name)>
<realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)>

Syntax (EX Series
Switch and QFX

Series)

show (ospf | ospf3) overview
<brief | extensive>
<instance instance-name>

Release Information Command introduced in Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

realm option introduced in Junos OS Release 9.2.

Database protection introduced in Junos 10.2.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display Open Shortest Path First (OSPF) overview information.

Options none—Display standard information about all OSPF neighbors for all routing instances.

brief | extensive—(Optional) Display the specified level of output.

instance instance-name—(Optional)DisplayallOSPF interfacesunder thenamed routing

instance.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)—(Optional) (OSPFv3 only) Display

information about the specified OSPFv3 realm, or address family. Use the realm

option to specify an address family for OSPFv3 other than IPv6 unicast, which is the

default.

Required Privilege
Level

view

List of Sample Output show ospf overview on page 266
show ospf overview (With Database Protection) on page 267
show ospf3 overview (With Database Protection) on page 267
show ospf overview extensive on page 267

Output Fields Table 12 on page 264 lists the output fields for the showospf overview command.Output

fields are listed in the approximate order in which they appear.

Table 12: show ospf overviewOutput Fields

Level of OutputField DescriptionField name

All levelsOSPF routing instance.Instance
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Table 12: show ospf overviewOutput Fields (continued)

Level of OutputField DescriptionField name

All levelsRouter ID of the routing device.Router ID

All levelsRoute table index.Route table index

All levelsOverload capability is enabled. If the overload timer is also configured, display
the time that remains before it is set to expire. This field is not displayed after
the timer expires.

Configured
overload

All levelsTopology identifier.Toplogy

All levelsNumber of prefixes exported into OSPF.Prefix export count

All levelsNumber of complete Shortest Path First calculations.Full SPF runs

All levelsDelay before performing consecutive Shortest Path First calculations.SPF delay

All levelsDelay before performing additional Shortest Path First (SPF) calculations after
the maximum number of consecutive SPF calculations is reached.

SPF holddown

All levelsMaximum number of Shortest Path First calculations that can be performed in
succession before the hold-down timer begins.

SPF rapid runs

All levelsRefresh period for link-state advertisement (in minutes).LSA refresh time

All levelsCurrent state of database protection.Database
protection state

All levelsThreshold atwhich awarningmessage is logged (percentage ofmaximumLSA
count).

Warning threshold

All levelsNumber of LSAs whose router ID is not equal to the local router ID: Current,
Warning (threshold), and Allowed.

Non self-generated
LSAs

All levelsHow long the database has been in the ignore state.Ignore time

All levelsHow long the databasemust stay out of the ignore or isolated state before it
returns to normal operations.

Reset time

All levelsNumberof times thedatabasehasbeen in the ignore state:CurrentandAllowed.Ignore count

All levelsGraceful restart capability: enabled or disabled.Restart

All levelsTime period for complete reacquisition of OSPF neighbors.Restart duration

All levelsTimeperiod forwhich theneighbors shouldconsider the restarting routingdevice
as part of the topology.

Restart grace
period
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Table 12: show ospf overviewOutput Fields (continued)

Level of OutputField DescriptionField name

All levels(OSPFv2) Standard graceful restart helper capability (based on RFC 3623):
enabled or disabled.

Graceful restart
helper mode

All levels(OSPFv2) Restart signaling-based graceful restart helper capability (based on
RFC 4811, RFC 4812, and RFC 4813): enabled or disabled.

Restart-signaling
helper mode

All levels(OSPFv3) Graceful restart helper capability: enabled or disabled.Helper mode

extensiveOSPF-specific trace options.Trace options

extensiveName of the file to receive the output of the tracing operation.Trace file

All levelsArea number. Area 0.0.0.0 is the backbone area.Area

All levelsStub type of area: Normal Stub, Not Stub, or Not so Stubby Stub.Stub type

All levelsType of authentication: None, Password, orMD5.

NOTE: The Authentication Type field refers to the authentication configured at
the [edit protocols ospf area area-id] level. Any authentication configured for an
interface in this area will not affect the value of this field.

Authentication
Type

All levelsNumber of area border routers.Area border routers

All levelsNumber of autonomous system boundary routers.Neighbors

Sample Output

show ospf overview

user@host> show ospf overview
Instance: master
    Router ID: 10.255.245.6
    Route table index: 0
   Configured overload, expires in 118 seconds
    LSA refresh time: 50 minutes
  Restart: Enabled
     Restart duration: 20 sec
     Restart grace period: 40 sec
     Helper mode: enabled
  Area: 0.0.0.0
      Stub type: Not Stub
      Authentication Type: None
      Area border routers: 0, AS boundary routers: 0
      Neighbors
        Up (in full state): 0
    Topology: default (ID 0)
      Prefix export count: 0
      Full SPF runs: 1
      SPF delay: 0.200000 sec, SPF holddown: 5 sec, SPF rapid runs: 3
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show ospf overview (With Database Protection)

user@host> show ospf overview
Instance: master
  Router ID: 10.255.112.218
  Route table index: 0
  LSA refresh time: 50 minutes
  Traffic engineering
  Restart: Enabled
    Restart duration: 180 sec
    Restart grace period: 210 sec
    Graceful restart helper mode: Enabled
    Restart-signaling helper mode: Enabled
  Database protection state: Normal
    Warning threshold: 70 percent
    Non self-generated LSAs: Current 582, Warning 700, Allowed 1000
    Ignore time: 30, Reset time: 60
    Ignore count: Current 0, Allowed 1
  Area: 0.0.0.0
    Stub type: Not Stub
    Authentication Type: None
    Area border routers: 0, AS boundary routers: 0
    Neighbors
      Up (in full state): 160
  Topology: default (ID 0)
    Prefix export count: 0
    Full SPF runs: 70
    SPF delay: 0.200000 sec, SPF holddown: 5 sec, SPF rapid runs: 3
    Backup SPF: Not Needed

show ospf3 overview (With Database Protection)

user@host> show ospf3 overview
Instance: master
  Router ID: 10.255.112.128
  Route table index: 0
  LSA refresh time: 50 minutes
  Database protection state: Normal
    Warning threshold: 80 percent
    Non self-generated LSAs: Current 3, Warning 8, Allowed 10
    Ignore time: 30, Reset time: 60
    Ignore count: Current 0, Allowed 2
  Area: 0.0.0.0
    Stub type: Not Stub
    Area border routers: 0, AS boundary routers: 0
    Neighbors
      Up (in full state): 1
  Topology: default (ID 0)
    Prefix export count: 0
    Full SPF runs: 7
    SPF delay: 0.200000 sec, SPF holddown: 5 sec, SPF rapid runs: 3
    Backup SPF: Not Needed

show ospf overview extensive

user@host> show ospf overview extensive
Instance: master
  Router ID: 1.1.1.103
  Route table index: 0
  Full SPF runs: 13, SPF delay: 0.200000 sec
  LSA refresh time: 50 minutes
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  Restart: Disabled
  Trace options: lsa
  Trace file: /var/log/ospf size 131072 files 10
  Area: 0.0.0.0
    Stub type: Not Stub
    Authentication Type: None
    Area border routers: 0, AS boundary routers: 0
    Neighbors
      Up (in full state): 1
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show (ospf | ospf3) route

Syntax show (ospf | ospf3) route
<brief | detail | extensive>
<abr | asbr | extern | inter | intra>
<destination>
<instance (default | ipv4-multicast | instance-name)>
<logical-system (default | ipv4-multicast | logical-system-name)>
<network>
<no-backup-coverage>
<realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)>
<router>
<topology (default | ipv4-multicast | topology-name)>
<transit>

Syntax (EX Series
Switch and QFX

Series)

show (ospf | ospf3) route
<brief | detail | extensive>
<abr | asbr | extern | inter | intra>
<destination>
<instance instance-name
<network>
<no-backup-coverage>
<router>
<topology (default | ipv4-multicast | topology-name)>
<transit>

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

topology option introduced in Junos OS Release 9.0.

realm option introduced in Junos OS Release 9.2.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display the entries in the Open Shortest Path First (OSPF) routing table.

Options none—Display standard information about all entries in the OSPF routing table for all

routing instances and all topologies.

destination—Display routes to the specified IP address (with optional destination prefix

length).

brief | detail | extensive—(Optional) Display the specified level of output.

abr—(Optional) Display routes to area border routers.

asbr—(Optional) Display routes to autonomous system border routers.

extern—(Optional) Display external routes.

inter—(Optional) Display interarea routes.

intra—(Optional) Display intra-area routes.
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instance (default | ipv4-multicast | instance-name)—(Optional) Display entries for the

default routing instance, the IPv4multicast routing instance, or for the specified

routing instance.

logical-system (default | ipv4-multicast | logical-system-name)—(Optional) Perform this

operation on the default logical system, the IPv4multicast logical system, or on a

particular logical system.

network—(Optional) Display routes to networks.

no-backup-coverage—(Optional) Display routes with no backup coverage.

realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)—(OSPFv3 only) (Optional) Display

entries in the routing table for the specified OSPFv3 realm, or address family. Use

the realm option to specify an address family for OSPFv3 other than IPv6 unicast,

which is the default.

router—(Optional) Display routes to all routers.

topology (default | ipv4-multicast | topology-name)—(OSPFv2 only) (Optional) Display

routes for the default OSPF topology, IPv4multicast topology, or for a particular

topology.

transit—(Optional) (OSPFv3 only) Display OSPFv3 routes to pseudonodes.

Required Privilege
Level

view

List of Sample Output show ospf route on page 272
show ospf route detail on page 272
show ospf3 route on page 272
show ospf3 route detail on page 273
show ospf route topology voice on page 273

Output Fields Table 13 on page 270 list the output fields for the show (ospf | ospf3) route command.

Output fields are listed in the approximate order in which they appear.

Table 13: show (ospf | ospf3) route Output Fields

Output LevelField DescriptionField Name

All levelsName of the topology.Topology

All levelsDestination of the route.Prefix

All levelsHow the route was learned:

• Inter—Interarea route

• Ext1—External type 1 route

• Ext2—External type 2 route

• Intra—Intra-area route

Path type
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Table 13: show (ospf | ospf3) route Output Fields (continued)

Output LevelField DescriptionField Name

All levelsThe type of routing device fromwhich the route was learned:

• AS BR—Route to AS border router.

• Area BR—Route to area border router.

• Area/AS BR—Route to router that is both an Area BR and AS BR.

• Network—Network router.

• Router—Route to a router that is neither an Area BR nor an AS BR.

• Transit—(OSPFv3only)Route toapseudonode representinga transitnetwork,
LAN, or nonbroadcast multiaccess (NBMA) link.

• Discard—Route to a summary discard.

Route type

All levelsNext-hop type: LSP or IP.NH Type

All levelsRoute's metric value.Metric

All levels(OSPFv3 only) Interface through which the route's next hop is reachable.NH-interface

All levels(OSPFv3 only) IPv6 address of the next hop.NH-addr

All levels(OSPFv2 only) Interface through which the route's next hop is reachable.NextHop Interface

All levels(OSPFv2 only) If the NH Type is IP, then it is the address of the next hop. If the
NH Type is LSP, then it is the name of the label-switched path.

Nexthopaddr/label

detailArea ID of the route.Area

detailRouter fromwhich the route was learned.Origin

detailRoute was learned through a not-so-stubby area (NSSA) link-state
advertisement (LSA).

Type 7

detailRoute was learned through NSSA LSA and the propagate bit was set.P-bit

detailForwarding address is nonzero. FwdNZ is only displayed if the route is learned
through an NSSA LSA.

FwdNZ

detailOptional capabilities propagated in the router LSA. This field is in the output for
intra-area router routes only (when Route Type is Area BR, AS BR, Area/AS BR,
or Router), not for interarea router routes or network routes. Three bits in this
field are defined as follows:

• 0x4 (V)—Routing device is at the end of a virtual active link.

• 0x2 (E)—Routing device is an autonomous system boundary router.

• 0x1 (B)—Routing device is an area border router.

optional-capability
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Table 13: show (ospf | ospf3) route Output Fields (continued)

Output LevelField DescriptionField Name

detailThe priority assigned to the prefix:

• high

• medium

• low

NOTE: The priority field applies only to routes of type Network.

priority

Sample Output

show ospf route

user@host> show ospf route
Prefix               Path   Route       NH   Metric  NextHop       Nexthop 
                     Type   Type        Type         Interface     addr/label
10.255.71.12         Intra  Router      IP   1       fe-0/0/2.0    192.16.22.86 
10.255.71.13/32      Intra  Network     IP   0       lo0.0
192.168.222.84/30    Intra  Network     LSP  1       fe-0/0/2.0    lsp-ab

show ospf route detail

user@host> show ospf route detail
Topology default Route Table:

Prefix             Path   Route       NH   Metric  NextHop       Nexthop
                   Type   Type        Type         Interface     addr/label
10.255.14.174      Inter  AS BR       IP      210  t1-3/0/1.0
   area 0.0.0.2, origin 10.255.14.185
10.255.14.178      Intra  Router      IP      200  t3-3/1/3.0
   area 0.0.0.2, origin 10.255.14.178, optional-capability 0x0
10.210.1.0/30      Intra  Network     IP       10  t3-3/1/2.0
   area 0.0.0.2, origin 10.255.14.172, priority medium
100.1.1.1/32       Inter  Network     IP      210  t1-3/0/1.0
   area 0.0.0.2, origin 10.255.14.185, priority low
112.3.1.0/24       Ext2   Network     IP        0  t1-3/0/1.0
   area 0.0.0.0, origin 10.255.14.174, priority high
200.3.3.0/30       Inter  Network     IP      220  t1-3/0/1.0
   area 0.0.0.2, origin 10.255.14.185, priority high

show ospf3 route

user@host> show ospf3 route
Prefix               Path   Route       NH   Metric  NextHop       Nexthop      

                     Type   Type        Type         Interface     addr/label
10.255.71.13         Intra  Router      IP        1       
  NH-interface fe-0/0/2.0, NH-addr fe80::290:69ff:fe9b:e002
10.255.71.13;0.0.0.2
10.255.245.1         Intra  Router      IP       40  fxp1.1        192.168.36.17

  area 0.0.0.0, origin 10.255.245.1 optional-capability 0x0,
10.255.245.3         Intra  AS BR       IP        1  fxp2.3        192.168.36.34

  area 0.0.0.0, origin 10.255.245.3 optional-capability 0x0,
10.255.245.1/32      Intra  Network     IP       40  fxp1.1        192.168.36.17
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  area 0.0.0.0, origin 10.255.245.1, priority high   
10.255.245.2/32      Intra  Network     IP        0  lo0.0
  area 0.0.0.0, origin 10.255.245.2, priority medium 
10.255.245.3/32      Intra  Network     IP        1  fxp2.3        192.168.36.34

  area 0.0.0.0, origin 10.255.245.3, priority low    
                     Intra  Transit     IP        1       
  NH-interface fe-0/0/2.0
192::168:222:84/126  Intra  Network     IP        1       
  NH-interface fe-0/0/2.0
abcd::71:12/128      Intra  Network     IP        0       
  NH-interface lo0.0
abcd::71:13/128      Intra  Network     LSP       1       
  NH-interface fe-0/0/2.0, NH-addr lsp-cd

show ospf3 route detail

user@host> show ospf3 route detail
Prefix                                       Path   Route       NH    Metric
                                             type   type        type
10.255.14.174                                Intra  Area/AS BR  IP    110
   NH-interface so-1/2/2.0
   Area 0.0.0.0, Origin 10.255.14.174, Optional-capability 0x3
10.255.14.178                                Intra  Router      IP    200
   NH-interface t3-3/1/3.0
   Area 0.0.0.0, Origin 10.255.14.178, Optional-capability 0x0
10.255.14.185;0.0.0.2                        Intra  Transit     IP    200
   NH-interface t1-3/0/1.0
   NH-interface so-1/2/2.0
   Area 0.0.0.0, Origin 10.255.14.185
1000:1:1::1/128                              Inter  Network     IP    110
   NH-interface so-1/2/2.0
   Area 0.0.0.0, Origin 10.255.14.174, Priority low
1001:2:1::/48                                Ext1   Network     IP    110
   NH-interface so-1/2/2.0
   Area 0.0.0.0, Origin 10.255.14.174, Fwd NZ, Priority medium
1002:1:7::/48                                Ext2   Network     IP    0
   NH-interface so-1/2/2.0
   Area 0.0.0.0, Origin 10.255.14.174, Fwd NZ, Priority low
1002:3:4::/48                                Ext2   Network     IP    0
   NH-interface so-1/2/2.0
   Area 0.0.0.0, Origin 10.255.14.174, Fwd NZ, Priority high
abcd::10:255:14:172/128                      Intra  Network     IP    0
   NH-interface lo0.0
   Area 0.0.0.0, Origin 10.255.14.172, Priority low

show ospf route topology voice

user@host show ospf route topology voice
Topology voice Route Table:                
Prefix             Path   Route       NH   Metric  NextHop       Nexthop
                   Type   Type        Type         Interface     addr/label
10.255.8.2         Intra  Router      IP        1  so-0/2/0.0
10.255.8.3         Intra  Router      IP        2  so-0/2/0.0
10.255.8.1/32      Intra  Network     IP        0  lo0.0
10.255.8.2/32      Intra  Network     IP        1  so-0/2/0.0
10.255.8.3/32      Intra  Network     IP        2  so-0/2/0.0
192.168.8.0/29     Intra  Network     IP        2  so-0/2/0.0
192.168.8.44/30    Intra  Network     IP        2  so-0/2/0.0
192.168.8.46/32    Intra  Network     IP        1  so-0/2/0.0
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192.168.8.48/30    Intra  Network     IP        1  so-0/2/1.0
192.168.8.52/30    Intra  Network     IP        2  so-0/2/0.0
192.168.9.44/30    Intra  Network     IP        1  so-0/2/0.0
192.168.9.45/32    Intra  Network     IP        2  so-0/2/0.0
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show (ospf | ospf3) statistics

Syntax show (ospf | ospf3) statistics
<instance instance-name>
<logical-system (all | logical-system-name)>
<realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)>

Syntax (EX Series
Switch and QFX

Series)

show (ospf | ospf3) statistics
<instance instance-name>

Release Information Command introduced before Junos OS Release 7.4.

Command introduced in Junos OS Release 9.0 for EX Series switches.

realm option introduced in Junos OS Release 9.2.

Command introduced in Junos OS Release 11.3 for the QFX Series.

Description Display OSPF statistics.

Options none—Display OSPF statistics for all routing instances.

instance instance-name—(Optional)Displayall statistics for thespecified routing instance.

logical-system(all | logical-system-name)—(Optional)Performthisoperationonall logical

systems or on a particular logical system.

realm (ipv4-multicast | ipv4-unicast | ipv6-multicast)—(Optional) (OSPFv3 only) Display

all statistics for the specified OSPFv3 realm, or address family. Use the realm option

to specify anaddress family forOSPFv3other than IPv6unicast,which is thedefault.

Required Privilege
Level

view

Related
Documentation

clear (ospf | ospf3) statistics on page 229•

List of Sample Output show ospf statistics on page 277
show ospf statistics logical-system all on page 277
show ospf3 statistics on page 278

Output Fields Table 14onpage275 lists theoutput fields for the show(ospf |ospf3)statistics command.

Output fields are listed in the approximate order in which they appear.

Table 14: show (ospf | ospf3) statistics Output Fields

Field DescriptionField Name

Type of OSPF packet.Packet type

Total number of packets sent and received.Total Sent/Total Received

Total number of packets sent and received in the last 5 seconds.Last 5 seconds Sent/Last 5
seconds Received
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Table 14: show (ospf | ospf3) statistics Output Fields (continued)

Field DescriptionField Name

Total number of database description packets retransmitted, and
number retransmitted in the last 5 seconds.

DBDs retransmitted

Total number of link-state advertisements flooded, and number
flooded in the last 5 seconds.

LSAs flooded

Total number of high priority link-state advertisements flooded,
and number flooded in the last 5 seconds.

A link-stateadvertisement is deemedahighpriority if it has changed
since it was last sent.

LSAs flooded high-prio

Total number of link-state advertisements retransmitted, and
number retransmitted in the last 5 seconds.

LSAs retransmitted

Totalnumberof link-stateadvertisements transmitted toaneighbor,
and number transmitted in the last 5 seconds.

LSAs transmitted to nbr

Total numberof link-stateadvertisements requestedbyneighboring
devices, and number requested in the last 5 seconds.

LSAs requested

Total number of link-state advertisements acknowledged, and
number acknowledged in the last 5 seconds.

LSAs acknowledged

Total number of entries in the extended queue.Flood queue depth

Total number of retransmission entries waiting to be sent from the
OSPF routing instance.

Total rexmit entries

Total numberofdatabasedescription summarieswaiting tobesent
from the OSPF routing instance.

db summaries

Total number of link-state request entries waiting to be sent from
the OSPF routing instance.

lsreq entries

Number and type of receive errors. Some sample receive errors
include:

• mtumismatches

• no interface found

• no virtual link found

• nssamismatches

• stub areamismatches

• subnetmismatches

If there are no receive errors, the output displays none.

Receive errors
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Sample Output

show ospf statistics

user@host> show ospf statistics
Packet type             Total                  Last 5 seconds
                   Sent      Received        Sent      Received
   Hello             31            14           2             2
     DbD              9            10           0             0
   LSReq              2             2           0             0
LSUpdate              8            16           0             0
   LSAck              9             9           0             0

DBDs retransmitted     :                    3, last 5 seconds :          0
LSAs flooded           :                   12, last 5 seconds :          0
LSAs flooded high-prio :                    0, last 5 seconds :          0
LSAs retransmitted     :                    0, last 5 seconds :          0
LSAs transmitted to nbr:                    3, last 5 seconds :          0
LSAs requested         :                    5, last 5 seconds :          0
LSAs acknowledged      :                   19, last 5 seconds :          0

Flood queue depth      :               0
Total rexmit entries   :               0
db summaries           :               0
lsreq entries          :               0

Receive errors:
  862 no interface found
  115923 no virtual link found

show ospf statistics logical-system all

user@host> show ospf statistics logical-system all
logical-system: C
OSPF instance is not running
-----

logical-system: B

Packet type             Total                  Last 5 seconds
                   Sent      Received        Sent      Received
   Hello         313740        313653           1             0
     DbD              3             2           0             0
   LSReq              1             1           0             0
LSUpdate           2752          1825           0             0
   LSAck           1821          2747           0             0

DBDs retransmitted     :                    0, last 5 seconds :          0
LSAs flooded           :                 2741, last 5 seconds :          0
LSAs flooded high-prio :                   10, last 5 seconds :          0
LSAs retransmitted     :                    0, last 5 seconds :          0
LSAs transmitted to nbr:                    2, last 5 seconds :          0
LSAs requested         :                    1, last 5 seconds :          0
LSAs acknowledged      :                 1831, last 5 seconds :          0

Flood queue depth      :               0
Total rexmit entries   :               0
db summaries           :               0
lsreq entries          :               0

Receive errors:
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  None
-----

logical-system: A

Packet type             Total                  Last 5 seconds
                   Sent      Received        Sent      Received
   Hello         313698        313695           0             0
     DbD              2             3           0             0
   LSReq              1             1           0             0
LSUpdate           1825          2752           0             0
   LSAck           2747          1821           0             0

DBDs retransmitted     :                    0, last 5 seconds :          0
LSAs flooded           :                 1825, last 5 seconds :          0
LSAs flooded high-prio :                   10, last 5 seconds :          0
LSAs retransmitted     :                    0, last 5 seconds :          0
LSAs transmitted to nbr:                    1, last 5 seconds :          0
LSAs requested         :                    2, last 5 seconds :          0
LSAs acknowledged      :                 2748, last 5 seconds :          0

Flood queue depth      :               0
Total rexmit entries   :               0
db summaries           :               0
lsreq entries          :               0

Receive errors:
  None
-----

show ospf3 statistics

user@host> show ospf3 statistics
Packet type             Total                  Last 5 seconds
                   Sent      Received        Sent      Received
   Hello              0             0           0             0
     DbD              0             0           0             0
   LSReq              0             0           0             0
LSUpdate              0             0           0             0
   LSAck              0             0           0             0

DBDs retransmitted     :                    0, last 5 seconds :          0
LSAs flooded           :                    0, last 5 seconds :          0
LSAs flooded high-prio :                    0, last 5 seconds :          0
LSAs retransmitted     :                    0, last 5 seconds :          0
LSAs transmitted to nbr:                    0, last 5 seconds :          0
LSAs requested         :                    0, last 5 seconds :          0
LSAs acknowledged      :                    0, last 5 seconds :          0

Flood queue depth      :               0
Total rexmit entries   :               0
db summaries           :               0
lsreq entries          :               0

Receive errors:
  None
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