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END USER LICENSE AGREEMENT

READ THIS END USER LICENSE AGREEMENT (“AGREEMENT”) BEFORE DOWNLOADING, INSTALLING, OR USING THE SOFTWARE.
BY DOWNLOADING, INSTALLING, OR USING THE SOFTWARE OR OTHERWISE EXPRESSING YOUR AGREEMENT TO THE TERMS
CONTAINED HEREIN, YOU (AS CUSTOMER OR IF YOU ARE NOT THE CUSTOMER, AS A REPRESENTATIVE/AGENT AUTHORIZED TO
BIND THE CUSTOMER) CONSENT TO BE BOUND BY THIS AGREEMENT. IF YOU DO NOT OR CANNOT AGREE TO THE TERMS CONTAINED
HEREIN, THEN (A) DO NOT DOWNLOAD, INSTALL, OR USE THE SOFTWARE, AND (B) YOU MAY CONTACT JUNIPER NETWORKS
REGARDING LICENSE TERMS.

1. The Parties. The parties to this Agreement are (i) Juniper Networks, Inc. (if the Customer’s principal office is located in the Americas) or
Juniper Networks (Cayman) Limited (if the Customer’s principal office is located outside the Americas) (such applicable entity being referred
to herein as “Juniper”), and (ii) the person or organization that originally purchased from Juniper or an authorized Juniper reseller the applicable
license(s) for use of the Software (“Customer”) (collectively, the “Parties”).

2. The Software. In this Agreement, “Software” means the program modules and features of the Juniper or Juniper-supplied software, for
which Customer has paid the applicable license or support fees to Juniper or an authorized Juniper reseller, or which was embedded by
Juniper in equipment which Customer purchased from Juniper or an authorized Juniper reseller. “Software” also includes updates, upgrades
and new releases of such software. “Embedded Software” means Software which Juniper has embedded in or loaded onto the Juniper
equipment and any updates, upgrades, additions or replacements which are subsequently embedded in or loaded onto the equipment.

3. License Grant. Subject to payment of the applicable fees and the limitations and restrictions set forth herein, Juniper grants to Customer
a non-exclusive and non-transferable license, without right to sublicense, to use the Software, in executable form only, subject to the
following use restrictions:

a. Customer shall use Embedded Software solely as embedded in, and for execution on, Juniper equipment originally purchased by
Customer from Juniper or an authorized Juniper reseller.

b. Customer shall use the Software on a single hardware chassis having a single processing unit, or as many chassis or processing units
for which Customer has paid the applicable license fees; provided, however, with respect to the Steel-Belted Radius or Odyssey Access
Client software only, Customer shall use such Software on a single computer containing a single physical random access memory space
and containing any number of processors. Use of the Steel-Belted Radius or IMS AAA software on multiple computers or virtual machines
(e.g., Solaris zones) requires multiple licenses, regardless of whether such computers or virtualizations are physically contained on a single
chassis.

c. Product purchase documents, paper or electronic user documentation, and/or the particular licenses purchased by Customer may
specify limits to Customer’s use of the Software. Such limits may restrict use to a maximum number of seats, registered endpoints, concurrent
users, sessions, calls, connections, subscribers, clusters, nodes, realms, devices, links, ports or transactions, or require the purchase of
separate licenses to use particular features, functionalities, services, applications, operations, or capabilities, or provide throughput,
performance, configuration, bandwidth, interface, processing, temporal, or geographical limits. In addition, such limits may restrict the use
of the Software to managing certain kinds of networks or require the Software to be used only in conjunction with other specific Software.
Customer’s use of the Software shall be subject to all such limitations and purchase of all applicable licenses.

d. Forany trial copy of the Software, Customer’s right to use the Software expires 30 days after download, installation or use of the
Software. Customer may operate the Software after the 30-day trial period only if Customer pays for a license to do so. Customer may not
extend or create an additional trial period by re-installing the Software after the 30-day trial period.

e. The Global Enterprise Edition of the Steel-Belted Radius software may be used by Customer only to manage access to Customer’s
enterprise network. Specifically, service provider customers are expressly prohibited from using the Global Enterprise Edition of the
Steel-Belted Radius software to support any commercial network access services.

The foregoing license is not transferable or assignable by Customer. No license is granted herein to any user who did not originally purchase
the applicable license(s) for the Software from Juniper or an authorized Juniper reseller.

4. Use Prohibitions. Notwithstanding the foregoing, the license provided herein does not permit the Customer to, and Customer agrees
not to and shall not: (a) modify, unbundle, reverse engineer, or create derivative works based on the Software; (b) make unauthorized
copies of the Software (except as necessary for backup purposes); (c) rent, sell, transfer, or grant any rights in and to any copy of the
Software, in any form, to any third party; (d) remove any proprietary notices, labels, or marks on orin any copy of the Software or any product
in which the Software is embedded; (e) distribute any copy of the Software to any third party, including as may be embedded in Juniper
equipment sold in the secondhand market; (f) use any ‘locked’ or key-restricted feature, function, service, application, operation, or capability
without first purchasing the applicable license(s) and obtaining a valid key from Juniper, even if such feature, function, service, application,
operation, or capability is enabled without a key; (g) distribute any key for the Software provided by Juniper to any third party; (h) use the
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Software in any manner that extends or is broader than the uses purchased by Customer from Juniper or an authorized Juniper reseller; (i)
use Embedded Software on non-Juniper equipment; (j) use Embedded Software (or make it available for use) on Juniper equipment that
the Customer did not originally purchase from Juniper or an authorized Juniper reseller; (k) disclose the results of testing or benchmarking
of the Software to any third party without the prior written consent of Juniper; or (1) use the Software in any manner other than as expressly
provided herein.

5. Audit. Customer shall maintain accurate records as necessary to verify compliance with this Agreement. Upon request by Juniper,
Customer shall furnish such records to Juniper and certify its compliance with this Agreement.

6. Confidentiality. The Parties agree that aspects of the Software and associated documentation are the confidential property of Juniper.
As such, Customer shall exercise all reasonable commercial efforts to maintain the Software and associated documentation in confidence,
which at a minimum includes restricting access to the Software to Customer employees and contractors having a need to use the Software
for Customer’s internal business purposes.

7. Ownership. Juniper and Juniper’s licensors, respectively, retain ownership of all right, title, and interest (including copyright) in and to
the Software, associated documentation, and all copies of the Software. Nothing in this Agreement constitutes a transfer or conveyance
of any right, title, or interest in the Software or associated documentation, or a sale of the Software, associated documentation, or copies
of the Software.

8. Warranty, Limitation of Liability, Disclaimer of Warranty. The warranty applicable to the Software shall be as set forth in the warranty
statement that accompanies the Software (the “Warranty Statement”). Nothing in this Agreement shall give rise to any obligation to support
the Software. Support services may be purchased separately. Any such support shall be governed by a separate, written support services
agreement. TO THE MAXIMUM EXTENT PERMITTED BY LAW, JUNIPER SHALL NOT BE LIABLE FOR ANY LOST PROFITS, LOSS OF DATA,
ORCOSTS ORPROCUREMENT OF SUBSTITUTE GOODS OR SERVICES, OR FOR ANY SPECIAL, INDIRECT, OR CONSEQUENTIAL DAMAGES
ARISING OUT OF THIS AGREEMENT, THE SOFTWARE, OR ANY JUNIPER OR JUNIPER-SUPPLIED SOFTWARE. INNO EVENT SHALL JUNIPER
BE LIABLE FOR DAMAGES ARISING FROM UNAUTHORIZED OR IMPROPER USE OF ANY JUNIPER OR JUNIPER-SUPPLIED SOFTWARE.
EXCEPT AS EXPRESSLY PROVIDED IN THE WARRANTY STATEMENT TO THE EXTENT PERMITTED BY LAW, JUNIPER DISCLAIMS ANY
AND ALL WARRANTIES IN AND TO THE SOFTWARE (WHETHER EXPRESS, IMPLIED, STATUTORY, OR OTHERWISE), INCLUDING ANY
IMPLIED WARRANTY OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE, OR NONINFRINGEMENT. IN NO EVENT DOES
JUNIPER WARRANT THAT THE SOFTWARE, OR ANY EQUIPMENT OR NETWORK RUNNING THE SOFTWARE, WILL OPERATE WITHOUT
ERROR OR INTERRUPTION, OR WILL BE FREE OF VULNERABILITY TO INTRUSION OR ATTACK. In no event shall Juniper’s or its suppliers’
or licensors’ liability to Customer, whether in contract, tort (including negligence), breach of warranty, or otherwise, exceed the price paid
by Customer for the Software that gave rise to the claim, or if the Software is embedded in another Juniper product, the price paid by
Customer for such other product. Customer acknowledges and agrees that Juniper has set its prices and entered into this Agreement in
reliance upon the disclaimers of warranty and the limitations of liability set forth herein, that the same reflect an allocation of risk between
the Parties (including the risk that a contract remedy may fail of its essential purpose and cause consequential loss), and that the same
form an essential basis of the bargain between the Parties.

9. Termination. Any breach of this Agreement or failure by Customer to pay any applicable fees due shall result in automatic termination
of the license granted herein. Upon such termination, Customer shall destroy or return to Juniper all copies of the Software and related
documentation in Customer’s possession or control.

10. Taxes. All license fees payable under this agreement are exclusive of tax. Customer shall be responsible for paying Taxes arising from
the purchase of the license, or importation or use of the Software. If applicable, valid exemption documentation for each taxing jurisdiction
shall be provided to Juniper prior to invoicing, and Customer shall promptly notify Juniper if their exemption is revoked or modified. All
payments made by Customer shall be net of any applicable withholding tax. Customer will provide reasonable assistance to Juniper in
connection with such withholding taxes by promptly: providing Juniper with valid tax receipts and other required documentation showing
Customer’s payment of any withholding taxes; completing appropriate applications that would reduce the amount of withholding tax to
be paid; and notifying and assisting Juniper in any audit or tax proceeding related to transactions hereunder. Customer shall comply with
all applicable tax laws and regulations, and Customer will promptly pay or reimburse Juniper for all costs and damages related to any
liability incurred by Juniper as a result of Customer’s non-compliance or delay with its responsibilities herein. Customer’s obligations under
this Section shall survive termination or expiration of this Agreement.

11. Export. Customer agrees to comply with all applicable export laws and restrictions and regulations of any United States and any
applicable foreign agency or authority, and not to export or re-export the Software or any direct product thereof in violation of any such
restrictions, laws or regulations, or without all necessary approvals. Customer shall be liable for any such violations. The version of the
Software supplied to Customer may contain encryption or other capabilities restricting Customer’s ability to export the Software without
an export license.

iv Copyright © 2010, Juniper Networks, Inc.



12. Commercial Computer Software. The Software is “commercial computer software” and is provided with restricted rights. Use,
duplication, or disclosure by the United States government is subject to restrictions set forth in this Agreement and as provided in DFARS
2277201 through 227.7202-4, FAR 12.212, FAR 27.405(b)(2), FAR 52.227-19, or FAR 52.227-14(ALT Ill) as applicable.

13. Interface Information. To the extent required by applicable law, and at Customer's written request, Juniper shall provide Customer
with the interface information needed to achieve interoperability between the Software and another independently created program, on
payment of applicable fee, if any. Customer shall observe strict obligations of confidentiality with respect to such information and shall use
such information in compliance with any applicable terms and conditions upon which Juniper makes such information available.

14. Third Party Software. Any licensor of Juniper whose software is embedded in the Software and any supplier of Juniper whose products
or technology are embedded in (or services are accessed by) the Software shall be a third party beneficiary with respect to this Agreement,
and such licensor or vendor shall have the right to enforce this Agreement in its own name as if it were Juniper. In addition, certain third party
software may be provided with the Software and is subject to the accompanying license(s), if any, of its respective owner(s). To the extent
portions of the Software are distributed under and subject to open source licenses obligating Juniper to make the source code for such
portions publicly available (such as the GNU General Public License (“GPL”) or the GNU Library General Public License (“LGPL")), Juniper
will make such source code portions (including Juniper modifications, as appropriate) available upon request for a period of up to three
years from the date of distribution. Such request can be made in writing to Juniper Networks, Inc., 1194 N. Mathilda Ave., Sunnyvale, CA
94089, ATTN: General Counsel. You may obtain a copy of the GPL at http://www.gnu.org/licenses/gpl.html, and a copy of the LGPL
at http://www.gnu.org/licenses/Igpl.html.

15. Miscellaneous. This Agreement shall be governed by the laws of the State of California without reference to its conflicts of laws
principles. The provisions of the U.N. Convention for the International Sale of Goods shall not apply to this Agreement. For any disputes
arising under this Agreement, the Parties hereby consent to the personal and exclusive jurisdiction of, and venue in, the state and federal
courts within Santa Clara County, California. This Agreement constitutes the entire and sole agreement between Juniper and the Customer
with respect to the Software, and supersedes all prior and contemporaneous agreements relating to the Software, whether oral or written
(including any inconsistent terms contained in a purchase order), except that the terms of a separate written agreement executed by an
authorized Juniper representative and Customer shall govern to the extent such terms are inconsistent or conflict with terms contained
herein. No modification to this Agreement nor any waiver of any rights hereunder shall be effective unless expressly assented to in writing
by the party to be charged. If any portion of this Agreement is held invalid, the Parties agree that such invalidity shall not affect the validity
of the remainder of this Agreement. This Agreement and associated documentation has been written in the English language, and the
Parties agree that the English version will govern. (For Canada: Les parties aux présentés confirment leur volonté que cette convention de
méme que tous les documents y compris tout avis qui s'y rattaché, soient redigés en langue anglaise. (Translation: The parties confirm that
this Agreement and all related documentation is and will be in the English language)).
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E Series and JunosE Documentation and Release Notes

For a list of related JunoskE documentation, see
http://www.juniper.net/techpubs/software/index.html .

If the information in the latest release notes differs from the information in the
documentation, follow the JunosE Release Notes.

To obtain the most current version of all Juniper Networks® technical documentation,
see the product documentation page on the Juniper Networks website at
http://www.juniper.net/techpubs/.

Audience

This guide is intended for experienced system and network specialists working with
Juniper Networks E Series Broadband Services Routers in an Internet access environment.

E Series and JunosE Text and Syntax Conventions

Table 1on page xxiv defines notice icons used in this documentation.
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Table 1: Notice Icons

Icon Meaning Description
o Informational note Indicates important features or instructions.
g Caution Indicates a situation that might result in loss of data or hardware damage.
a Warning Alerts you to the risk of personal injury or death.
g Laser warning Alerts you to the risk of personal injury from a laser.

Table 2 on page xxiv defines text and syntax conventions that we use throughout the
E Series and JunosE documentation.

Table 2: Text and Syntax Conventions

Convention Description ’ Examples

Bold text like this Represents commands and keywordsintext. « Issue the clock source command.
« Specify the keyword exp-msg.

Bold text like this Represents text that the user must type. host1(config)#traffic class low-loss1

Fixed-width text like this Representsinformationasdisplayedonyour hostl#show ip ospf2
terminal’s screen.
Routing Process OSPF 2 with Router

ID 5.5.0.250
Router is an Area Border Router
(ABR)
Italic text like this « Emphasizes words. « There are two levels of access: user and
« Identifies variables. privileged.

. ldentifies chapter, appendix, and book * Clusterld, jpAddress.

names. « Appendix A, System Specifications

Plus sign (+) linking key names Indicates that you must press two or more Press Ctrl + b.
keys simultaneously.

Syntax Conventions in the Command Reference Guide

Plain text like this Represents keywords. terminal length

Italic text like this Represents variables. mask, accessListName
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Table 2: Text and Syntax Conventions (continued)

Convention Description ’ Examples

| (pipe symbol) Represents a choice to select one keyword diagnostic | line
or variable to the left or to the right of this
symbol. (The keyword or variable can be
either optional or required.)

[ 1 (brackets) Represent optional keywords or variables. [ internal | external ]

[ 1* (brackets and asterisk) Represent optional keywords or variables [levell|level2 | 11 ]*
that can be entered more than once.

{ } (braces) Represent required keywords or variables. { permit |deny } {in|out}

{ clusterld | ipAddress }

Obtaining Documentation

To obtain the most current version of all Juniper Networks technical documentation, see
the Technical Documentation page on the Juniper Networks Web site at
http://www.juniper.net/.

To download complete sets of technical documentation to create your own
documentation CD-ROMs or DVD-ROMs, see the Portable Libraries page at

http://www.juniper.net/techpubs/resources/index.html

Copies of the Management Information Bases (MIBs) for a particular software release
are available for download in the software image bundle from the Juniper Networks Web
site athttp://www.juniper.net/.

Documentation Feedback

We encourage you to provide feedback, comments, and suggestions so that we can
improve the documentation to better meet your needs. Send your comments to
techpubs-comments@juniper.net, or fill out the documentation feedback form at
https://www.juniper.net/cgi-bin/docbugreport/. If you are using e-mail, be sure to include
the following information with your comments:

« Document or topic name
- URL or page number

« Software release version

Requesting Technical Support

Technical product support is available through the Juniper Networks Technical Assistance
Center (JTAC). If you are a customer with an active J-Care or JNASC support contract,
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or are covered under warranty, and need post-sales technical support, you can access
our tools and resources online or open a case with JTAC.

« JTAC policies—For a complete understanding of our JTAC procedures and policies,
review the JTAC User Guide located at
http://www.juniper.net/us/en/local/pdf/resource-guides/7100059-en.pdf .

« Product warranties—For product warranty information, visit
http://www.juniper.net/support/warranty/ .

« JTAC hours of operation—The JTAC centers have resources available 24 hours a day,
7 days a week, 365 days a year.

Self-Help Online Tools and Resources

For quick and easy problem resolution, Juniper Networks has designed an online
self-service portal called the Customer Support Center (CSC) that provides you with the
following features:

« Find CSC offerings: http://www.juniper.net/customers/support/

« Search for known bugs: http:/www2.juniper.net/kb/

« Find product documentation: http:/www.juniper.net/techpubs/

« Find solutions and answer questions using our Knowledge Base: http://kb.juniper.net/

. Download the latest versions of software and review release notes:
http://www.juniper.net/customers/csc/software/

« Search technical bulletins for relevant hardware and software notifications:
https://www.juniper.net/alerts/

. Join and participate in the Juniper Networks Community Forum:
http://www.juniper.net/company/communities/

« Open a case online in the CSC Case Management tool: http://www.juniper.net/cm/

To verify service entitlement by product serial number, use our Serial Number Entitlement
(SNE) Tool: https://tools.juniper.net/SerialNumberEntitlementSearch/

Opening a Case with JTAC
You can open a case with JTAC on the Web or by telephone.
« Use the Case Management tool in the CSC at http://www.juniper.net/cm/ .

. Call1-888-314-JTAC (1-888-314-5822 toll-free in the USA, Canada, and Mexico).

For international or direct-dial options in countries without toll-free numbers, see
http://www.juniper.net/support/requesting-support.html.
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CHAPTERI1

Configuring Routing Policy

This chapter provides information about configuring routing policy for your E Series router.
It describes routing policy configuration in general as it might be used with various routing
protocols, such as Border Gateway Protocol (BGP), Intermediate System to Intermediate
System (IS-1S), Open Shortest Path First (OSPF), and Routing Information Protocol
(RIP).

This chapter contains the following sections:

« Overview on page 3

« Platform Considerations on page 4

. References on page 4

« Route Maps on page 4

« Match Policy Lists on page 19

« Access Lists on page 20

« Using the Null Interface on page 32

« Prefix Lists on page 32

« Prefix Trees on page 35

« Community Lists on page 37

« Using Regular Expressions on page 42

. Managing the Routing Table on page 47
« Troubleshooting Routing Policy on page 47
« Monitoring Routing Policy on page 48

Overview

Routing policy determines how the system handles the routes it receives from and sends
to neighboring routers. In many cases, routing policy consists of the following:

« Filtering routes
« Accepting certain routes

« Accepting and modifying other routes
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« Rejecting some routes

« Determining the routing protocol used to distribute the routes

You can think of routing policy as a way to control the flow of routes into and out of the
router.

The decision about which routes to accept from and advertise to various neighbors has
an important impact on the traffic that crosses a network. Routing policy is used to
enforce business agreements between two or more Internet service providers (ISPs)
concerning the amount and type of traffic that is allowed to pass between them.

You can use one or more of the following mechanisms to configure routing policy:

« “Route Maps” on page 4

. “Match Policy Lists” on page 19
« “Access Lists” on page 20

. “Prefix Lists” on page 32

« “Prefix Trees” on page 35

. “Community Lists” on page 37

Platform Considerations

References

Configuring routing policies is supported on all E Series routers.
For information about the modules supported on E Series routers:

« Seethe ERX Module Guide for modules supported on ERX7xx models, ERX14xx models,
and the Juniper Networks ERX310 Broadband Services Router.

« See the E120 and E320 Module Guide for modules supported on the Juniper Networks
E120 and E320 Broadband Services Routers.

Route Maps

For more information about the protocols discussed in this chapter, see their respective
chapters in this guide and other guides within the JunosE documentation set, and to the
References sections within those chapters.

You can use route maps to control and modify routing information and to define conditions
for redistributing routes between routing domains. You can apply route maps to inbound,
outbound, or redistribution routes. A route map consists of match clauses and set clauses.

Match clauses specify the attribute values that determine whether a route matches the
route map. A route that has the same attribute values passes the match condition. Routes
that pass all the match conditions match the route map. You issue match commands

to define the match conditions for a route map. You can specify the match conditions in
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any order. If you do not specify any match conditions in a route map, that route map
matches all routes.

Set clauses define how the attributes are modified for matching routes. The set conditions
apply only to routes that pass all the match conditions (or a route map with no match
conditions). When a route passes all the match conditions, the router software applies
all set conditions. You issue set commands to define the set conditions for a route map.

You assign a unique string called the map tag to identify each route map. You can have
multiple instances of a route map, where each instance consists of a different group of
clauses. Each instance is identified by a sequence number. When you apply a route map,
the routing protocol evaluates routes against the instance of the route map with the
lowest sequence number. If the routes pass all the match conditions specified in the
lowest-numbered instance, and if all set commands are successfully applied, no other
instance of the route map is considered. However, any routes that do not pass all the
match conditions are evaluated against the next instance of the route map. For example,
suppose you create two instances of route map boston5, one with sequence number 10
and one with sequence number 25. When you apply boston5, routes are evaluated first
against instance 10; any that do not match are evaluated against instance 25.

When you apply a route map, you specify the permit or deny keyword:

« If you specify the permit keyword, routes that match the route map are accepted,
forwarded, or redistributed. Routes that do not match the route map are rejected or
blocked.

. |f you specify the deny keyword, routes that match the route map are rejected or
blocked. Routes that do not match the route map are accepted, forwarded, or
redistributed.

A route map must have at least one match clause or one set clause. If you have no match
clauses, all routes match the route map, and the set conditions apply to all routes. If you
have no set clauses, no action is taken other than that specified by the permit or deny
keyword.

Route Map Configuration Example

Consider the network structure shown in Figure 1 on page 6. Suppose you do not want
router Boston to receive any routes that originate in or pass through router Chicago.
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Figure 1: Applying Route Maps to Routes
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You can use a route map to filter routes based on the autonomous system (AS) path to
accomplish this goal. Use the following commands to configure router NY:

host1(config)#router bgp 293

AS 873

172.24.160.0/19

9013108

host1(config-router)#network 192.168.5.0 mask 255.255.255.0
host1(config-router)#neighbor 10.5.5.2 remote-as 32
host1(config-router)#neighbor 10.2.2.2 remote-as 873
host1(config-router)#neighbor 10.2.2.4 remote-as 17
host1(config-router)#neighbor 10.2.2.4 route-map blockl out

host1(config-router)#exit

host1(config)#ip as-path access-list boston deny _32_

host1(config)#route-map blockl deny 1

host1(config-route-map)#match as-path boston

Multiple Values in a Match Entry

You can specify more than one value in each match entry of a route map by using any of

the following match commands:

match as-path

match ipv6 next-hop

match community

match ipv6 route-source

match distance

match extcommunity-list

match level

match metric

match ip address

match ip next-hop

match policy-list

match route-type

match ipv6 address

match tag
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A clause with multiple values matches a route that has any of the values; that is, the
multiple values are logical ORed.

host1(config-route-map)#match ip address lisbon madrid
host1(config-route-map)#match as-path 10 20 30

You can also issue successive match commands to add new values to a route map entry
for any of the commands listed above.

host1(config-route-map)#match ip address boston
host1(config-route-map)#match ip address newyork

This method is equivalent to issuing the following single commmand:

host1(config-route-map)#match ip address boston newyork

You cannot specify multiple values for the match metric-type command, because it has
only two acceptable values, which are mutually exclusive. Specifying both values has
the same effect as not specifying a metric type at all; specifying the same value more
than once has no meaning.

Negating Match Clauses

If you specify a value when you negate a match command configured in a route map,
only that value for the match entry is deleted. The routing software deletes the entire
match entry only if the entry contains no other values. In some earlier releases, any value
specified with a no match command was ignored, and the entire match entry was deleted.
This change applies to all match commands configured in a route map.

For example, consider the following match entry to route map miami:

host1(config)#ip community-list corporate5 permit 32 463 21
host1(config)#ip community-list dade2 permit 4153 22
host1(config)#route-map miami permit 1
host1(config-route-map)#match community corporate5 dade2
host1(config-route-map) #exit

host1(config)#exit

hostl#show route-map

route-map miami, permit, sequence 10

Match clauses:

match community corporate5 dade2

In earlier releases, issuing a command like the following to remove a community (see
“Community Lists” on page 37) not specified in the entry deleted the whole entry, but
now nothing happens:

host1(config-route-map)#no match community southbeach
host1(config-route-map)#exit

host1(config)#exit

host1#show route-map

route-map miami, permit, sequence 10

Match clauses:

match community corporate5 dade2

If you instead issue the following commands, the specified value is deleted:

host1(config-route-map)#no match community dade2
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host1(config-route-map) #exit
host1(config)#exit

hostl#show route-map

route-map miami, permit, sequence 10
Match clauses:

match community corporate5

Issue either of the following commands to delete the entire match community entry:

host1(config-route-map)#no match community
host1(config-route-map)#no match community corporate5 dade2

Matching a Community List Exactly

You can use the exact-match keyword for the match community command to specify
that a match exists only for the exact community numbers specified in the community
list. The exact-match keyword applies only to a standard community list—that is, one
not specified by a regular expression. You cannot use the exact-match keyword with a
community list that is specified by a regular expression.

Consider the following example:

host1(config)#ip community-list 1 permit 100 200 300
host1(config)#exit

hostl#show ip community-list

Community standard list 1

permit 0:100 0:200 0:300

host1(config)#route-map examplel permit 10
host1(config-route-map)#match community 1 exact-match
host1(config)#exit

host1#show route-map examplel

route-map example, permit, sequence 10

Match clauses:

community (community-list filter): 1 exact-match

The route map examplel permits a route only if the route contains community 100 and
community 200 and community 300 and no additional communities.

If you do not specify the exact-match option, the route map also permits a matchon a
route that contains additional communities. For example, a route that contains
communities 100, 200, 300, 400, and 450 matches.

Removing Community Lists from a Route Map

You can use the set comme-Llist delete command to remove the specified community
list from routes matching the route map, provided that you created the community list
with a single community number per list entry. For example, you cannot remove the
community lists 231:10 and 231:20 with the set comme-list delete command if you created
them with the following command:

host1(config)#ip community list 1 permit 231:10 231:20

You can, however, remove the lists with the set comm-list delete command if you created
them separately with the following commands:

host1(config)#ip community list 1 permit 231:10
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host1(config)#ip community list 1 permit 231:20

Matching a Policy List

You can use the match policy-list command to reference a policy list within the route
map. Policy lists are like route maps, but they contain only match clauses and no set
clauses. You can create a policy list to contain a group of match clauses once, referencing
the list in any number of route maps and avoiding the task of having to reenter the match
clauses separately into each route map.

For more information about creating IP policy lists, see “Match Policy Lists” on page 19.

Redistributing Access Routes

Access-internal routes, such as DHCP and AAA/PPP host routes, are host routes to
directly connected clients. Access routes, also known as AAA framed routes, are sourced
by AAA.

The following example shows how you might redistribute access-internal routes and
access routes by matching on a tag:

1.  Configure route map tagtest to match tag 30.

host1(config)#route-map tagtest
host1(config-route-map)#match tag 30

2. Configure redistribution into BGP of the access-internal routes and access routes
with route map tagtest.

host1(config)#router bgp 405
host1(config-router)#redistribute access route-map tagtest
host1(config-router)#redistribute access-internal route-map tagtest

Setting Multicast Bandwidths

match as-path

You can use the set admission-bandwidth command to set a multicast bandwidth for
admission control. Admission control is performed for the join and mapped interface
when the OIF is added to the mroute.

You can use the set gos-bandwidth command to set a multicast bandwidth for QoS
control. The QoS adjustment is made to the join interface when the OIF is added to the
mroute.

NOTE: Both the admission bandwidth and QoS bandwidth are a constant bit rate.

For more information about multicast admission control or QoS adjustment, see
Configuring IPv4 Multicast or chapter Configuring IPv6 Multicast in JunosE Multicast Routing
Configuration Guide.

. Use to match an AS-path access list.

. The implemented weight is based on the first matched AS path.

Copyright © 2010, Juniper Networks, Inc. 9



JunosE 11.2.x IP Services Configuration Guide

match community

match distance

match extcommunity

match ip address

Example
host1(config-route-map)#match as-path pathlist5

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match as-path.

Use to match a community list.
This command supports inbound and outbound route maps.
Example

host1(config-route-map)#match community comm5

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match community.

Use to match any routes being redistributed out of the routing table that have the
specified administrative distance.

Distance is used to determine the relative preference between routes to the same
prefix in order to pick the best route to that prefix in the routing table. Distance has no
meaning in any other circumstance, and any attempt to match distance fails.

Example
host1(config-route-map)#match distance 25

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match distance.

Use to match an extended community list in a route map.

You can specify one or more extended community list names in a match clause. If you
specify more than one extended community list, the lists are logically ORed.

Example
host1(config-route-map)#match extcommunity topekalO

Use the no version to remove the match clause from a route map or a specified value
from the match clause.

See match extcommunity.
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match ip next-hop

match ipv6 address

match ipv6 next-hop

match ipv6 route-source

Use to match any route that has a destination network number that is permitted by
an access list, a prefix list, or a prefix tree, or that performs policy routing on packets.

Example
hostl1(config-route-map)#match ip address prefix-tree boston

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match ip address.

Use to match any routes that have a next-hop router address passed by the specified
access list, prefix list, or prefix tree.

Example
host1(config-route-map)#match ip next-hop 5 acl_192_54_24 1

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match ip next-hop.

Use to match any routes that have a destination network number address that is
permitted by the specified prefix list.

Example
hostl1(config-route-map)#match ipv6 address prefix-list boston

Use the no version to delete all address match clauses from a route map unless you
specify a prefix list, in which case only that prefix list match is removed from the route
map.

See match ipv6 address.

Use to match any routes that have a next-hop router address passed by the specified
prefix list.

Example
hostl1(config-route-map)#match ipv6 next-hop prefix-list nextl

Use the no version to delete all next-hop match clauses from a route map unless you
specify a prefix list, in which case only that prefix list match is removed from the route
map.

See match ipv6 next-hop.
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match level

match metric

match metric-type

match policy-list

Use to match any routes that are advertised from addresses contained in the specified
prefix list.

Example
host1(config-route-map)#match ipv6 route-source prefix-list source

Use the no version to delete all route-source match clauses from a route map unless
you specify a prefix list, in which case only that prefix list match is removed from the
route map.

See match ipv6 route-source.

Use to match routes for the specified level.
Example
host1(config-route-map)#match level level-1

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match level.

Use to match a route for the specified metric value.
Example
host1(config-route-map)#match metric 10

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match metric.

Use to match a route for the specified metric type.
Example
host1(config-route-map)#match metric-type external
Use the no version to delete the match clause from a route map.

See match metric-type.

Use to reference a policy list that has the specified name.
Example

host1(config-route-map)#match policy-list list1
Use the no version to remove the match clause from a route map.

See match policy-list.
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match route-type

Use to match a route for the specified route type.
Example
host1(config-route-map)#match route-type level-1

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match route-type.

match-set summary prefix-tree

match tag

route-map

Use to specify the prefix tree that summarizes routes for a particular route map.

Use the ip prefix-tree command to set the conditions of the prefix tree, including which
routes to summarize and how many bits of the network address to preserve.

Example
hostl1(config-route-map)#match-set summary prefix-tree boston
Use the no version to disable the use of the prefix tree by the route map.

See match-set summary prefix-tree.

Use to match the tag value of the destination routing protocol.
Example

host1(config)#route-map 1
hostl1(config-route-map)#match tag 25

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match tag.

Use to define the conditions for redistributing routes from one routing protocol to
another, and for filtering or modifying updates sent to or received from peers.

Each route-map command has a list of match and set commands associated with it.
That is, the route map itself consists of a set of clauses; each clause (also called an
entry) consists of a match or set command:

- match commands specify the match criteria, the conditions under which redistribution
is allowed for the current route map.

. set commands specify the set actions, the redistribution actions to perform if the
criteria enforced by the match commands is met.

You can specify match and set clauses to modify attributes of redistributed routes.

Use route maps when you want to have detailed control over how routes are
redistributed between routing processes.
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set as-path prepend

set automatic-tag

set comm-list delete

- You specify the destination routing protocol with the router command.

- You specify the source routing protocol with the redistribute command.

Example

hostl1(config)#route-map nycl permit 10
hostl1(config-route-map)#match ip address list1
host1(config-route-map)#set metric-type internal

Use the no version to delete the route map.

See route-map.

Use to modify an AS path for BGP routes by prepending one or more AS numbers or a
list of AS numbers to the path list.

The only global BGP metric available to influence the best path selection is the AS
path length. By varying the length of the AS path, a BGP device can influence the best
path selection by a peer farther away.

Example
hostl1(config-route-map)#set as-path prepend list list10
Use the no version to delete the set clause from a route map.

See set as-path prepend.

Use to automatically compute the tag value of the destination routing protocol.
Example

hostl1(config-route-map)#set automatic-tag
Use the no version to delete the set clause from a route map.

See set automatic-tag.

Use to remove communities specified by the community list from the community
attribute of routes that match the route map.

You can use this command to delete communities only if the community list was
created with a single community per list entry, as the following sample configuration
for router host1 shows:

hostl1(config)#ip community-list 1 permit 231:10
hostl(config)#ip community-list 1 permit 231:20
hostl1(config)#router bgp 45

hostl1(config-router)#neighbor 10.6.2.5 remote-as 5
host1(config-router)#neighbor 10.6.2.5 route-map indelete in
host1(config-router)#route-map indelete permit 10
hostl1(config-route-map)#set comm-list 1 delete
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set community

set dampening

set distance

Router host1 receives the same route from 10.6.2.5 and applies the indelete route map.
BGP compares each list entry with the community attribute. A match is found for the
list entry 231:10, and this community is deleted from the community attribute. Similarly,
a match is found for the list entry of 231:20, and this community is deleted from the
community attribute.

Example
host1(config-route-map)#set comm-list 1 delete
Use the no version to delete the set clause from a route map.

See set comm-list delete.

Use to set the community attribute in BGP updates.

You can specify a community list number in the range 1-4294967295, or in the new
community format of AA:NN, or one of the following well-known communities:

. local-asr—Prevents advertisement outside the local AS

. no-advertise—Prevents advertisement to any peer
. no-export—Prevents advertisement beyond the BGP confederation boundary

Alternatively, you can use the list keyword to specify the name of a community list
that you previously created with the ip community-list command.

Example

host1(config-route-map)#set community no-advertise
Use the none keyword to remove the community attribute from a route.
Use the no version to delete the set clause from a route map.

See set community.

Use to enable BGP route flap dampening only on routes that pass the match clauses
of, and are redistributed by, a particular route map.

BGP creates a dampening parameter block for each unigue set of dampening
parameters—such as suppress threshold, reuse threshold, and so on—used by BGP.
For example, if you have a route map that sets the dampening parameters to one set
of values for some routes and to another set of values for the remaining routes, BGP
uses and stores two dampening parameter blocks, one for each set.

Example
host1(config-route-map)#set dampening 51000 1500 4515
Use the no version to delete the set clause from a route map.

See set dampening.
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set extcommunity

set ip next-hop

set ipv6 next-hop

Use to set the administrative distance on routes being installed into the routing table
that match the route map.

Distance establishes preference between routes to the same prefix to identify the best
route to that prefix. Setting distance in any other circumstance has no effect.

Example
host1(config-route-map)#set distance 5
Use the no version to delete the set clause from a route map.

See set distance.

Use to set the extended community attributes in a route map for BGP updates.

You can specify a site-of-origin (soo) extended community and a route target (rt)
extended community at the same time in a set clause without overwriting the other.

Example
host1(config-route-map)#set extcommunity rt 10.10.10.2:325
Use the no version to delete the set clause from a route map.

See set extcommunity.

Use to set the next hop attribute of a route that matches a route map.
You can specify an IP address or an interface as the next hop.
Use the peer-address keyword to have the following effect:

. On outbound route maps, disables the next-hop calculation by setting the next hop
to the IP address of the BGP device

- Oninbound route maps, overrides any third-party next-hop configuration by setting
the next hop to the IP address of the peer

Example
host1(config-route-map)#set ip next-hop 192.56.32.1
Use the no version to delete the set clause from a route map.

See set ip next-hop.

Use to set the next hop attribute of a route that matches a route map.
You can specify an IPv6 address or an interface as the next hop.
Example

host1(config-route-map)#set ipv6 next-hop 1::1
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set level

set local-preference

set metric

set metric-type

Use the no version to delete the set clause from a route map.

See set ipv6 next-hop.

Use to specify where to import routes when all of a route map's match criteria are met.
Example

host1(config-route-map)#set level level-2
Use the no version to delete the set clause from a route map.

See set level.

Use to specify a preference value for the AS path.
Example
host1(config-route-map) #set local-preference 200
Use the no version to delete the set clause from a route map.

See set local-preference.

Use to set the metric value (for BGP, the MED) for a route.

To establish an absolute metric, do not enter a plus or minus sign before the metric
value.

Example
host1(config-route-map)#set metric 10

To establish a relative metric, specify a plus or minus sign immediately preceding the
metric value. The value is added to or subtracted from the metric of any routes matching
the route map. The relative metric value range is 0—4294967295.

Example
host1(config-route-map) #set metric -25

You cannot use both an absolute metric and a relative metric within the same route
map sequence. Setting either metric overrides any previously configured value.

Use the no version to delete the set clause from a route map.

See set metric.

Use to set the metric type for a route.

For BGP, this command affects BGP behavior only in outbound route maps and has
no effect on other types of route maps. If the route map contains both a set metric-type
and a set metric clause, the set metric clause takes precedence. If you specify the
internal metric type in a BGP outbound route map, BGP sets the MED of the advertised
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set origin

set route-class

routes to the IGP cost of the next hop of the advertised route. If the cost of the next
hop changes, BGP is not forced to readvertise the route.

For BGP, you can specify the following metrics:

. external—Reverts to the normal BGP rules for propagating the MED; this is the BGP
default

- internal—Sets the MED of a received route that is being propagated to an external
peer equal to the IGP cost of the indirect next hop

For IS-IS, you can specify the following metrics:
. external—Considers only the metric of the route itself is considered for comparison

. internal—Considers both the metric of the route and the cost to the router that
advertised the route are considered for comparison; this is the IS-I1S default

For OSPF, you can specify the following metrics:

. 1—Sets the cost of the external routes so that it is equal to the sum of all internal
costs and the external cost

. 2—Sets the cost of the external routes so that it is equal to the external cost alone;
this is the OSPF default

Example
host1(config-route-map)#set metric-type internal
Use the no version to delete the set clause from a route map.

See set metric-type.

Use to set the BGP origin of the advertised route.
Example
host1(config-route-map)#set origin egp
Use the no version to delete the set clause from a route map.

See set origin.

Use to set the route class value. The route-class attribute enables you to associate a
route class with incoming packets based on the destination or source address of the
packet. For example, you can associate different route classes with different VPN
services, while using the route classes to classify packets for quality of service (Qo0S).

Example
host1(config-route-map)#set route-class 50
Use the no version to delete the set clause from a route map.

See set route-class.
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set route-type

set tag

set weight

Match Policy Lists

. Use to set the routes of the specified type (internal, internal-intra, internal-inter, or
external).

. Example
host1(config-route-map)#set route-type internal
. Use the no version to delete the set clause from a route map.

. See set route-type.

. Use to set the tag value of the destination routing protocol.
. Example
host1(config-route-map) #set tag 23
. Use the no version to delete the set clause from a route map.

. See set tag.

. Use to specify the BGP weight for the routing table.

. The weights assigned with the set weight command in a route map override the weights
assigned using the neighbor weight and neighbor filter-list weight commands.

. Example
host1(config-route-map)#set weight 200
. Use the no version to delete the set clause from a route map.

. See set weight.

Match policy lists are very similar to route maps. However, unlike route maps, match
policy lists can contain only match clauses and no set clauses.

You create match policy lists and then reference those lists within route maps. Because
match policy lists share the same match clauses with route maps, they function the same
way, and you can use the same match commands when you create your match policy
lists.

NOTE: For descriptions of all route map match clauses, see “Route Maps” on page 4

As in route maps, the match clauses in match policy lists contain permit and deny
statements. When you reference a match policy list within a route map, the route map
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ip match-policy-list

Access Lists

evaluates and processes each match clause and permits or denies routes based on the
match policy list configuration.

When you configure match policy lists, keep the following in mind:

. Aroute map evaluates and processes all match statements within any match policy
list that it references.

« You can configure multiple match policy lists within a route map, and you can evaluate
each match policy list by using a logical AND or a logical OR.

« You can reference match policy lists within a route map that also uses separate match
and set statements (that is, the statements are not part of the match policy list).

« All match policy lists within a route map match on the incoming attribute only.

. Use to create an IP match policy list and launch the match policy list configuration
mode.

. Example

host1(config)#ip match-policy-list
hostl1(config-match-policy-list)#

. Use the no version to delete the match policy list.

. Seeip match-policy-list.

Filtering Prefixes

An access list is a sequential collection of permit and deny conditions that you can use
to filter inbound or outbound routes. You can use different kinds of access lists to filter
routes based on either the prefix or the AS path.

To filter routes based on the prefix, you can do any of the following:

. Define an access list with the access-list or ipv6 access-list command, and apply the
list to routes received from or passed to a neighbor with the neighbor distribute-list
command.

. Define a prefix list with the ip prefix-list command, and apply the list to routes received
from or passed to a neighbor with the neighbor prefix-list command.

. Define a prefix tree with the ip prefix-tree command, and apply the list to routes
received from or passed to a neighbor with the neighbor prefix-tree command.

The router compares each route's prefix against the conditions in the list or tree,
one-by-one. If the first match is for a permit condition, the route is accepted or passed.
If the first match is for a deny condition, the route is rejected or blocked. The order of
conditions is critical because testing stops with the first match. If no conditions match,
the router rejects or blocks the address; that is, the last action of any list is an implicit

20

Copyright © 2010, Juniper Networks, Inc.



Chapter 1: Configuring Routing Policy

deny condition for all routes. The implicit rule is displayed by show access-list and show
config commands.

You cannot selectively place conditions in or remove conditions from an access list, prefix
list, or prefix tree. You can insert a new condition only at the end of a list or tree.

Configuration Example 1

The following example shows how the implicit deny condition appears:

host1(config)#access-list 1 permit 10.10.10.1 0.0.0.255
host1(config)#access-list 2 permit 10.25.25.1 0.0.0.255
host1(config)#access-list 3 permit any any
host1(config)#show access-list

IP Access List 1:

permit ip 10.10.10.1 0.0.0.255 any

deny ip any any

IP Access List 2:

permit ip 10.25.25.1 0.0.0.255 any

deny ip any any

IP Access List 3:

permit ip any any

The implicit deny rule does not appear in the display for access list 3, because any prefix
matches access list 3.

Configuration Example 2

The following example demonstrates how to use a route map and an access list to
redistribute static routes to IS-IS.

1. Configure three static routes.

host1(config)#ip route 20.20.20.0 255.255.255.0 192.168.1.0
host1(config)#ip route 20.20.21.0 255.255.255.0 192.168.2.0
host1(config)#ip route 20.21.0.0 255.255.255.0 192.168.30.0

2. Configure an access list, fltra, that filters routes 20.20.20.0/24 and 20.20.21.0/24.
host1(config)#access-list fltra permit 20.20.0.0 0.0.255.255

3. Configure route map 1to match access list fltra, and apply an internal metric type.

host1(config)#route-map 1
host1(config-route-map)#match ip address fltra
host1(config-route-map)#set metric-type internal

4. Configure redistribution into 1S-IS of the static routes with route map 1.

host1(config)#router isis testnet
host1(config-router)#redistribute static route-map 1

5. Verify the effect of the redistribution (the two static routes matching the route map
are redistributed as level 2 internal routes).

hostl#show isis database detail 12

I1S-1S Level-2 Link State Database

LSPID LSP Seq Num LSP Checksum LSP Holdtime ATT/P/OL

0000.0000.6666.00-00 0x000002B7  Ox3E1F 1198 0/0/0
Area Address: 47.0005.80FF.F800.0000.0001.0001
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Filtering AS Paths

NLPID: Ooxcc

IP Address: 192.168.1.105

Metric: 10 IS 0000.0000.6666.01

Metric: 10 IS 0000.0000.3333.00

Metric: 10 IS 0000.0000.7777.00
Metric: 30 IP 20.20.20.0 255.255.255.0
Metric: 30 IP 20.20.21.0 255.255.255.0

Configuration Example 3

The following example demonstrates how to use an access list to filter routes advertised
to a BGP device. Consider the network structure in Figure 2 on page 22.

Figure 2: Filtering with Access Lists

AS 873
172.24.160.0/19 172.24.48.0/20

AS 17

172.24.24.0/21

10.5.5.1 10.5.5.4
EBGP

i SanJose

192.168.144.0/20

9013109

The following commands configure router Boston to apply access list reject1 to routes
inbound from router SanJose. Access list rejectl rejects routes matching 172.24.160.0/19.

host1(config)#router bgp 17

host1(config-router)#neighbor 10.5.5.4 remote-as 873
host1(config-router)#neighbor 10.5.5.4 distribute-list rejectl in
host1(config-router)#exit

host1(config)#access-list reject] permit 172.24.48.0 0.0.255
host1(config)#access-list rejectl deny 172.24.160.0 0.0.0.255
host1(config)#access-list rejectl permit 172.24.24.0 0.0.0.255

You can use a filter list to filter incoming and outgoing routes based on the value of the
AS-path attribute. Whenever a BGP route passes through an AS, BGP prepends its AS
number to the AS-path attribute. The AS-path attribute is the list of ASs that a route has
passed through to reach a destination.

Tofilter routes based on the AS path, define the access list with the ip as-path access-list
command, and apply the list to routes received from or passed to a neighbor with the
neighbor filter-list command. AS-path access lists use regular expressions to describe
the AS path to be matched. A regular expression uses special characters—often referred
to as metacharacters—to define a pattern that is compared with an input string. For a
full discussion of regular expressions, with examples of how to use them, see “Using
Regular Expressions” on page 42.
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The router compares each route's AS path with each condition in the access list. If the
first match is for a permit condition, the route is accepted or passed. If the first match is
for a deny condition, the route is rejected or blocked. The order of conditions is critical
because testing stops with the first match. If no conditions match, the router rejects or
blocks the route; that is, the last action of any list is an implicit deny condition for all
routes.

You cannot selectively place conditions in or remove conditions from an AS-path access
list. You can insert a new condition only at the end of an AS-path access list.

Configuration Example1

Consider the network structure in Figure 3 on page 23.
Suppose you want router London to behave in the following way:

« Accept routes originated in AS 621 only if they pass directly to router London.
« Accept routes originated in AS 11 only if they pass directly to router London.

« Forward routes from AS 282 to AS 435 only if they pass through either AS 621 or AS 11,
but not both AS 621 and AS 11.

Figure 3: Filtering with AS-Path Access Lists
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The following commands configure router London to apply filters based on AS path to
routes received from router Berlin and router Paris and to routes forwarded to router
Madrid.

host1(config)#router bgp 47
host1(config-router)#neighbor 10.2.9.2 remote-as 621
host1(config-router)#neighbor 10.2.9.2 filter-list 1 in
host1(config-router)#neighbor 10.2.8.2 remote-as 11
host1(config-router)#neighbor 10.2.8.2 filter-list 2 in
host1(config-router)#neighbor 10.2.7.2 remote-as 435
host1(config-router)#neighbor 10.2.7.2 filter-list 3 out
host1(config-router)#exit

host1(config)#ip as-path access-list 1deny ~11
host1(config)#ip as-path access-list 1 permit .*
host1(config)#ip as-path access-list 2 deny "621
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host1(config)#ip as-path access-list 2 permit .*
host1(config)#ip as-path access-list 3 deny [62111]
host1(config)#ip as-path access-list 3 permit .*

AS-path access list 1is applied to routes that router London receives from router Paris.
Router London rejects routes with the AS path 11 621 or 11 282 621.

AS-path access list 2 is applied to routes that router London receives from router Berlin.
Router London rejects routes with the AS path 62111 or 621282 11.

Router London accepts routes with the AS path 282 11, 282 621, 282 62111, or 282 11 621.
However, it applies AS-path access list 3 to routes it forwards to router Madrid, and filters
out routes with the AS path 282 62111 or 28211 621.

Using Access Lists in a Route Map

You can use a route map instead of the neighbor filter-list command to apply access
lists for filtering routes.

Configuration Example1

In Figure 4 on page 24, a route map is used to determine the weight for routes learned
by router Chicago.

Figure 4: Route Map Filtering
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Access list 1 permits any route whose AS-path attribute includes 32 or 837. This condition
permits routes that originate in (or pass through from elsewhere) AS 32 or AS 837. When
these routes are advertised through AS 451 and AS 17 to router Chicago, instance 1 of
route map 1 matches such routes and sets their weight to 25, overriding the neighbor
weight set for updates received from 10.2.2.4.

Access list 2 permits any route whose AS-path attribute indicates that it originates in AS
74. When these routes are advertised through AS 837 and AS 32 to router Chicago,
instance 1 of route map 2 matches such routes and sets their weight to 175, overriding
the neighbor weight set for updates received from 10.5.5.2.

The following example configures router Chicago:
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access-list

host1(config)#router bgp 293
host1(config-router)#network 192.168.5.0 mask 255.255.255.0
host1(config-router)#neighbor 10.2.2.4 remote-as 17
host1(config-router)#neighbor 10.2.2.4 weight 150
host1(config-router)#neighbor 10.2.2.4 route-map 1in
host1(config-router)#exit
host1(config-router)#neighbor 10.5.5.2 remote-as 32
host1(config-router)#neighbor 10.5.5.2 weight 50
host1(config-router)#neighbor 10.5.5.2 route-map 2 in
host1(config)#route-map 1 permit 1
host1(config-route-map)#match as-path 1
host1(config-route-map)#set weight 25
host1(config-route-map) #exit

host1(config)#ip as-path access-list 1 permit [ 32 837 ]
host1(config)#route-map 2 permit 1
host1(config-route-map)#match as-path 2
host1(config-route-map)#set weight 175
host1(config-route-map)#exit

host1(config)#ip as-path access-list 2 permit [ 74 ]

The result of this configuration is that router Chicago prefers routes learned through
router Boston (weight 150) over routes learned through router NY (weight 50), except
that:

« Router Chicago prefers routes learned via router NY that passed through AS 837 or AS
32 (weight 50) over the same routes learned via router Boston (weight 25 according
toroute map ).

« Router Chicago prefers routes originating in AS 74 learned via router NY that passed
through AS 837 and AS 32 (weight 175 according to route map 2) over the same routes
learned via router Boston (weight 150).

. Use to define an IP access list to permit or deny routes based on the prefix.

. Each access list is a set of permit or deny conditions for routes based on matching a
route's prefix.

« Azeroin the wildcard mask means that the corresponding bit in the address must be
exactly matched by the route. A one in the wildcard mask means that the corresponding
bit in the address does not have to be matched by the route.

. Use the neighbor distribute-list coommand to apply the access list to routes received
from or forwarded to a neighbor.

. Use the log keyword to log an Info event in the ipAccessList log whenever an access
list rule is matched.

. Example

hostl1(config)#access-list bronze permit ip host any 228.0.0.0 0.0.0.255
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. Usethe noversiontodelete an IP access list (no other options specified), the specified
entry in the access list, or the log for the specified access list or entry (by specifying
the log keyword).

. See access-list.

default-information originate

ip as-path access-list

ipv6 access-list

. Use to enable RIP, OSPF, or BGP to advertise a default route (0.0.0.0/0) that exists
in the IP routing table.

. If you specify the always option for OSPF, OSPF generates a default route, if it does
not exist in the IP routing table and advertises it.

. Use to generate a default route to an IS-IS domain.
. Example
host1(config-router)#default-information originate
. Use the no version to disable advertisement of the default route.

. See default-information originate.

. Use to define an AS-path access list to permit or deny routes based on the AS path.

. Each access list is a set of permit or deny conditions for routes based on matching a
route's AS path to a regular expression. If the regular expression matches the
representation of the AS path of the route as an ASCII string, the permit or deny
condition applies. The AS path does not contain the local AS number.

. The AS path allows substring matching. For example, the regular expression 20 matches
AS path = 20 and AS path =700 200 300, because 20 is a substring of each path. To
disable substring matching and constrain matching to only the specified attribute
string, place the underscore (_) metacharacter on both sides of the string; for example,

20_.

. Use the neighbor filter-list command to apply the AS-path access list. You can apply
access-list filters to inbound and outbound BGP routes. You can assign weights to
routes matching the AS-path access list.

. Example
hostl1(config)#ip as-path access-list 1 permit ~\(

. Use the no version to remove the AS-path access list; all entries that belong to this list
are removed.

. Seeip as-path access-list.

. Use to define an IPv6 access list to permit or deny routes based on the prefix.

. Each access list is a set of permit or deny conditions for routes based on matching a
route's prefix.

26
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neighbor distribute-list

neighbor filter-list

neighbor prefix-list

Use the neighbor distribute-list command to apply the access list to routes received
from or forwarded to a neighbor.

Use the log keyword to log an Info event in the ipAccessList log whenever an access
list rule is matched.

Example
host1(config)#ipv6 access-list bronze deny 1::1/16 any

Use the no version to delete an IPv6 access list (no other options specified), the
specified entry in the access list, or the log for the specified access list or entry (by
specifying the log keyword).

See ipvb access-list.

Use to filter routes to selected prefixes as specified in an access list. Distribute lists are
applied only to external peers.

Use the in keyword to apply the list to inbound routes (inbound policy). Use the out
keyword to apply the list to outbound routes (outbound policy).

Besides using distribute lists to filter BGP advertisements, you can do the following:

. Use AS-path filters with the ip as-path access-list and the neighbor filter-list
commands

. Use route map filters with the route-map and the neighbor route-map commands

Example
hostl:vri(config-router)#neighbor groupl distribute-list list1 in
Use the no version to disassociate the access list from a neighbor.

See neighbor distribute-list.

Use to assign an AS-path access list to matching inbound or outbound routes.

Use the in keyword to apply the list to inbound routes (inbound policy). Use the out
keyword to apply the list to outbound routes (outbound policy).

You can specify an optional weight value with the weight keyword to assign a relative
importance to incoming routes that match the AS-path access list.

Access list values can be in the range 0—65535.
Example
hostl:vri(config-router)#neighbor group?2 filter-list list2 out
Use the no version to disassociate the access list from a neighbor.

See neighbor filter-list.
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. Use to assign an inbound or outbound prefix list.

. If you specify a BGP peer group by using the peer-group-name argument, all the
members of the peer group inherit the characteristic configured with this command
unless it is overridden for a specific peer.

. Use the in keyword to assign the prefix list to incoming routes (inbound policy)

. Use the out keyword to assign the prefix list to outgoing routes (outbound policy); you
cannot configure a member of a peer group to override the inherited peer group
characteristic for outbound policy

. Example
host1(config-router)#neighbor 192.168.1.158 prefix-list seoul19 in
. Use the no version to remove the prefix list.

« See neighbor prefix-list.

neighbor prefix-tree
. Use to assign an inbound or outbound prefix tree.

. If you specify a BGP peer group by using the peer-group-name argument, all the
members of the peer group inherit the characteristic configured with this command
unless it is overridden for a specific peer.

. Use the in keyword to assign the prefix tree to incoming routes (inbound policy)

. Use the out keyword to assign the prefix tree to outgoing routes (outbound policy);
you cannot configure a member of a peer group to override the inherited peer group
characteristic for outbound policy

. Example
hostl1(config-router)#neighbor 192.168.1.158 prefix-tree newyork out
« Use the no version to remove the prefix tree.

« See neighbor prefix-tree.

redistribute
« Use to redistribute routes from one routing domain to another routing domain.
. Example

hostl1(config)#router bgp 100
host1(config-router)#neighbor 192.56.10.2 remote-as 200
host1(config-router)#redistribute static
hostl1(config-router)#exit

host1(config)#ip route 155.30.0.0 0.0.255.255

. Use the no version to end redistribution of information.

. See redistribute.
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Using Access Lists for PIM Join Filters

You can apply access lists to PIM sparse mode interfaces along with the ip pim join-filter
or ipv6 pim join-filter command to use the access lists as PIM sparse mode join filters.

To configure PIM join filters:

1. Create the various access list services you want to use with the PIM join filter
command.

host1(config)#! create bronze service

host1(config)#! - restrict SSM channels to 232.0.1/24 only
host1(config)#access-list bronze permit ip host any 228.0.0.0 0.0.0.255
host1(config)#access-list bronze permit ip host 1.1.1.1 232.0.1.0 0.0.0.255
host1(config)#access-list bronze permit ip host 2.2.2.2 232.0.1.0 0.0.0.255
host1(config)#

host1(config)#! create silver service

host1(config)#! - bronze service + new channels 232.0.2/24
host1(config)#access-list silver permit ip host any 228.0.0.0 0.0.0.255
host1(config)#access-list silver permit ip host 1.1.1.1232.0.1.0 0.0.0.255
host1(config)#access-list silver permit ip host 2.2.2.2 232.0.1.0 0.0.0.255
host1(config)#access-list silver permit ip host 1.1.1.1232.0.2.0 0.0.0.255
host1(config)#access-list silver permit ip host 2.2.2.2 232.0.2.0 0.0.0.255
host1(config)#

host1(config)#! create gold service

host1(config)#! - silver service + new channels 232.0.3/24
host1(config)#access-list gold permit ip host any 228.0.0.0 0.0.0.255
host1(config)#access-list gold permit ip host 1.1.1.1 232.0.1.0 0.0.0.255
host1(config)#access-list gold permit ip host 2.2.2.2 232.0.1.0 0.0.0.255
host1(config)#access-list gold permit ip host 1.1.1.1 232.0.2.0 0.0.0.255
host1(config)#access-list gold permitip host 2.2.2.2 232.0.2.0 0.0.0.255
host1(config)#access-list gold permit ip host 1.1.1.1 232.0.3.0 0.0.0.255
host1(config)#access-list gold permit ip host 2.2.2.2 232.0.3.0 0.0.0.255

For additional information about how to create access lists, see “Access Lists” on
page 20.

2. Enable IP multicast routing.
host1(config)#ip multicast-routing

3. Enable PIM source-specific multicast router.
host1(config)#ip pim ssm

4. |dentify the default PIM join filter.
host1(config)#ip pim join-filter bronze

5. Enable PIM sparse mode on a subinterface.

host1(config)#interface atm 3/0.101
host1(config-if)#ip address 101.0.0.1 255.255.255.255
host1(config-if)#ip pim sparse-mode

This interface (and any other PIM interface to which you do not specifically assign
an access list filter) uses the default (bronze) join filter.

6. Enable PIM sparse mode on another subinterface and assign the silver join filter.
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host1(config-if)#interface atm 3/0.102
host1(config-if)#ip address 102.0.0.1 255.255.255.255
host1(config-if)#ip pim sparse-mode
host1(config-if)#ip pim join-filter silver

7. Enable PIM sparse mode on another subinterface and assign the gold join filter.

host1(config-if)#interface atm 3/0.103
host1(config-if)#ip address 103.0.0.1 255.255.255.255
host1(config-if)#ip pim sparse-mode
host1(config-if)#ip pim join-filter gold

For information about the ip pim join-filter command, see Configuring PIM for IPv4
Multicast in JunoskE Multicast Routing Configuration Guide. For information about the ipv6
pim join-filter command, see Configuring PIM for IPv6 Multicast in JunoskE Multicast Routing
Configuration Guide.

Clearing Access List Counters

clear access-list

clear ipv6 access-list

Creating Table Maps

Use the clear access-list or clear ipv6 access-list commands to clear access list counters.

. Use to clear all access list counters or access list counters in the specified access list.
.« Examplel
hostl#clear access-list list1
. Example 2
hostl#clear ipv6 access-list list2
. Thereis no no version.
. See clear access-list.

. See clear ipv6 access-list.

For static routes and access routes, you can configure and apply a table map that filters
routes before an access list adds them to the routing table. For static routes, you can use
the ip static-route table-map or ipv6 static-route table-map command. For access
routes, you can use the ip access-route table-map or ipv6 access-route table-map
command.

Use these commands when triggering on the policy values listed in Table 3 on page 30.

Table 3: Match and Set Policy Values

Match Set
ip address metric
metric distance

30
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Table 3: Match and Set Policy Values (continued)

Match ‘ Set
distance tag
tag

Forexample, you can configure an access list and route map to filter, based on IP address,
any routes that appear in the routing table:

host1(config)#ip access-route table-map justiOnet
host1(config)#access-list permit10 permit 10.0.0.0 0.255.255.255
host1(config)#access-list permit10 deny any
host1(config)#route-map just10Onet
host1(config-route-map)#match ip address permit10

Using the same name for both the table map and the route map creates an association
specifying (in this case) that only IP addresses that match the access list criterion appear
in the routing table.

ip access-route table-map
ipv6 access-route table-map
. Use to filter access routes before an access list adds them to the routing table.
. Examplel
host1(config)#ip access-route table-map just1Onet
.« Example 2
host1(config)#ipv6 access-route table-map map2
. Use the no version to delete the table map.
. Seeip access-route table-map.

. Seeipv6 access-route table-map.

ip static-route table-map
ipv6 static-route table-map
. Use to filter static routes before adding them to the routing table.
.« Examplel
host1(config)#ip static-route table-map map3
. Example 2
host1(config)#ipv6 static-route table-map map4
. Use the no version to delete the table map.
. See ip static-route table-map.

. See ipv6 static-route table-map.

Copyright © 2010, Juniper Networks, Inc. 31



JunosE 11.2.x IP Services Configuration Guide

Using the Null Interface

You can use access control lists to filter undesired traffic. Another way to handle undesired
trafficis to send it to the null interface. The router automatically creates the null interface,
which is always up, cannot be deleted, and acts as a data sink. In other words, the null
interface cannot forward or receive traffic. However, the CLI does allow you to access
the null interface.

The E Series router creates the null interface by default; you do not have to manually
create it. You can direct traffic to the null interface by specifying the null O keywords
instead of a next-hop or destination address when you configure routes.

interface null
. Use to access the null interface.
. The null interface is a data sink; it does not accept or forward traffic.
. Although you can access the null interface, you cannot configure any values for it or
delete it.
. Example
hostl1(config)#interface null O
host1(config-if)#
« Thereis no no version.
. Seeinterface null.
ip route
. Use to configure a static route and redirect traffic from it to the null interface.
. Example
host1(config-if)#ip route 10.10.20.5 null O
. Use the no version to remove the static route.
. Seeiproute.
Prefix Lists
A prefix list is a sequential collection of permit and deny conditions that apply to IP or
IPv6 addresses. Like an access list, the router tests addresses one by one against the
conditionsin a prefix list. The first match determines whether the router accepts or rejects
the address. Because the router stops testing conditions after the first match, the order
of the conditions is critical. If no conditions match, the router rejects the address. An
empty prefix list results in an automatic permit of the tested address.
Unlike access lists, the prefix list specifies a base IP or IPv6 address and a length (the
number of bits applied to the base to determine the network prefix). The tested address
is matched against the prefix.
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Using a Prefix List

clear ip prefix-list

clear ipv6 prefix-list

ip prefix-list

ipv6 prefix-list

Use the ip prefix-list command to define an IP prefix list, or the ipv6 prefix-list command
to define an IPv6 prefix list. The prefix-list keyword with either the match { ip | ipv6 }
address or match { ip | ipv6 } next-hop commands enables you to add a clause to a
route map.

The following example creates a prefix list that permits routes with a prefix length up to
24 in the 151.0.0.0/8 network:

host1(config)#ip prefix-list abc permit 151.0.0.0/8 le 24

. Use to clear all hit counts in the prefix lists or the specified entry from the specified
prefix list. (The router increments the hit count by 1 each time an entry matches.)

. Example
hostl#clear ip prefix-list abc
« Thereis no no version.

. See clear ip prefix-list.

. Usetoclearall hit countsin the IPv6 prefix lists or the specified entry from the specified
prefix list. (The router increments the hit count by 1 each time an entry matches.)

. Example
hostl#clear ipv6 prefix-list abc
« Thereis no no version.

. See clear ipv6 prefix-list.

. Use to create a prefix list for route filtering and to specify a list entry—a deny or permit
clause for a network address—to the prefix list. Use to add entries to prefix lists.

. The prefix list name can be up to 32 characters long.

. Specify the position of each entry in the list with the seq (sequence) keyword. If you
do not specify a sequence number, the router uses the value of the last sequence
number plus 5.

. Use the ge and le keywords to specify a range of network prefixes. These keywords
have the following values:

. prefix length < ge <=32

. prefix length < le <=ge

. If you do not specify either the ge or le keyword, an exact match is expected.
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match ip address

match ipv6 address

match ip next-hop

match ipv6 next-hop

Example 1—IPv4; exact match required; the router permits only a route with a prefix
length of 8 and a network address of 151.0.0.0.

hostl1(config)#ip prefix-list abc permit 151.0.0.0/8

Example 2—IPv6; exact match required; the router permits only a route with a prefix
length of 8 and a network address of 1:0:0:0:0:0:0:5.

hostl1(config)#ipv6 prefix-list abc permit 1::5/8
Use the no version to remove the specified prefix list or the specified list entry.
See ip prefix-list.
See ipv6 prefix-list.

Use to specify an access list or use with the prefix-list or prefix-tree keyword to match
routes that have a destination network number address that is permitted by any
specified access list, prefix list, or prefix tree.

Example
hostl1(config-route-map)#match ip address prefix-list abc

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match ip address.

Use to match any route that has a destination network number address that is permitted
by the specified access list or prefix list.

Example
hostl1(config-route-map)#match ipv6 address prefix-list boston

Use the no version to delete all address match clauses from a route map unless you
specify an access list or prefix list, in which case only the list match is removed from
the route map.

See match ipv6 address.

Use with the prefix-list keyword to match routes that have a next-hop router address
passed by the specified access lists, prefix lists, or prefix trees.

Example
hostl1(config-route-map)#match ip next-hop prefix-list abc

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match ip next-hop.
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Prefix Trees

. Use to match any routes that have a next-hop router address passed by the specified
access list or prefix list.

. Example
host1(config-route-map)#match ipv6 next-hop prefix-list nextl

« Use the no version to delete all next-hop match clauses from a route map unless you
specify an access list or prefix list, in which case the router removes only the list match
from the route map.

. See match ipv6 next-hop.

Using a Prefix Tree

clear ip prefix-tree

A prefix tree is a nonseqguential collection of permit and deny conditions that apply to IP
addresses. Like a prefix list, the prefix tree specifies a base IP address and a length, the
number of bits applied to the base to determine the network prefix. The tested address
is matched against the prefix. The prefix tree also enables route summarization.

However, the prefix tree does not match addresses one by one in sequence against the
listed conditions. The router performs a binary search against the tree structure of the
entries. If the tested address is less than a particular entry, it branches one way to another
test pair; if it is greater than the entry, it branches the other way to another mutually
exclusive test pair. The router stops testing conditions when it finds the best match. If
no conditions match, the router rejects the address. An empty prefix tree results in an
automatic permit of the tested address.

The prefix tree provides a faster search method and matches the test address more
closely than either the access list or the prefix list.

Use the ip prefix-tree command to define an IP prefix tree. Use the prefix-tree keyword
with the match ip address or match ip next-hop commands to add a clause to a route
map. Use the match-set summary prefix-tree command to specify the prefix tree that
summarizes routes for a particular route map.

The following example creates a prefix tree that permits routes with a prefix length of
24 or larger in the 10.10.2.0/24 network:

host1(config)#ip prefix-tree xyz permit 10.10.2.0/24

. Use to clear all hit counts in the prefix trees or the specified entry from the specified
prefix tree. (The router increments the hit count by 1 each time an entry matches.)

. Example
hostl#clear ip prefix-tree xyz
. Thereis no no version.

. See clear ip prefix-tree.
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ip prefix-tree

match ip address

match ip next-hop

Use to create a prefix tree for best route filtering; specifies a tree entry—a deny or permit
clause for a network address.

The prefix tree name can be up to 32 characters long.
Example
host1(config)#ip prefix-tree boston42 permit 10.10.2.0/24
Use the no version to remove the specified prefix tree or the specified tree entry.

See ip prefix-tree.

Use with the prefix-tree keyword to match routes that have a destination network
number address that is permitted by the prefix tree.

Example
host1(config-route-map)#match ip address prefix-tree xyz

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match ip address.

Use with the prefix-tree keyword to match routes that have a next-hop router address
passed by the specified prefix tree.

Example
host1(config-route-map)#match ip next-hop prefix-tree xyz

Use the no version to delete the match clause from a route map or a specified value
from the match clause.

See match ip next-hop.

match-set summary prefix-tree

Use to specify the prefix tree that summarizes routes for a particular route map.

Use theip prefix-tree command to set the conditions of the prefix tree, including which
routes to summarize and how many bits of the network address to preserve.

Example
hostl1(config-route-map)#match-set summary prefix-tree dog3
Use the no version to disable use of the prefix tree by the route map.

See match-set summary prefix-tree.
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Community Lists

A communityis a logical group of prefixes that share some common attribute. Community
members can reside on different networks and in different autonomous systems. BGP
enables you to define the community to which a prefix belongs. A prefix can belong to
more than one community. The community attribute lists the communities to which a
prefix belongs.

You can use communities to simplify routing policies by configuring the routing information
that a BGP device can accept, prefer, or distribute to other neighbors according to
community membership. When a route is learned, advertised, or redistributed, a BGP
device can set, append, or modify the community of a route. When routes are aggregated,
the resulting BGP update contains a community attribute that contains all communities
from all of the aggregated routes (if the aggregate is an AS-set aggregate).

Several well-known communities are predefined. Table 4 on page 37 describes how a
BGP device handles a route based on the setting of its community attribute.

Table 4: Action Based on Well-Known Community Membership

Well-Known Community | BGP Device Action

no-export Does not advertise the route beyond the BGP confederation
boundary

no-advertise Does not advertise the route to any peers, IBGP, or EBGP

local-as (also known as Does not advertise the route to any external peers

no-export-subconfed)

internet Advertises this route to the Internet community; by default, all
prefixes are members of the Internet community

In addition to the well-known communities, you can define local-use communities, also
known as private communities or general communities. These communities serve as a
convenient way to categorize groups of routes to facilitate the use of routing policies.
The community attribute consists of four octets, but it is common practice to designate
communities in the AA:NN format. The autonomous system number (AA) comprises the
higher two octets, and the community number (NN) comprises the lower two octets.
Both are expressed as decimal numbers. For example, if a prefix in AS 23 belongs to
community 411, the attribute could be expressed as 23:411. Use the ip bgp-community
new-format command to specify that the show commands display communities in this
format. You can also use a regular expression to specify the community attribute.

Use the set community command in route maps to configure the community attributes.
You can add one or more communities to the attribute, or you can use the list keyword
to add a list of communities to the attribute. By default, the community attribute is not
sent to BGP peers. To send the community attribute to a neighbor, use the neighbor send
community command.
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A community list is a sequential collection of permit and deny conditions. Each condition
describes the community number to be matched. If you issued the ip bgp-community
new-format command, the community number is in AA:NN format; otherwise, it is in
decimal format (the hexadecimal octets converted to decimal).

The router tests the community attribute of a route against each condition ina community
list. The first match determines whether the router accepts (the route is permitted) or
rejects (theroute is denied) a route that has the specified community. Because the router
stops testing conditions after the first match, the order of the conditions is critical. If no
conditions match, the router rejects the route.

Consider the network structure shown in Figure 5 on page 38.

Figure 5: Community Lists
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Suppose you want router Albany to set metrics for routes that it forwards to router Boston
based on the communities to which the routes belong. You can create community lists
and filter the routes with a route map that matches on the community list. The following
example configures router Albany:

host1(config)#router bgp 293
host1(config-router)#neighbor 10.5.5.2 remote-as 32
host1(config-router)#neighbor 10.2.2.1 remote-as 451
host1(config-router)#neighbor 10.2.2.4 remote-as 17
host1(config-router)#neighbor 10.2.2.4 route-map commtrc out
host1(config-router)#exit

host1(config)#route-map commtrc permit 1
host1(config-route-map)#match community 1
host1(config-route-map)#set metric 20
host1(config-route-map)#exit
host1(config)#route-map commtrc permit 2
host1(config-route-map)#match community 2
host1(config-route-map)#set metric 75
host1(config-route-map) #exit
host1(config)#route-map commtrc permit 3
host1(config-route-map)#match community 3
host1(config-route-map)#set metric 85

38
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host1(config-route-map) #exit

host1(config)#ip community-list 1 permit 25
host1(config)#ip community-list 2 permit 62
host1(config)#ip community-list 3 permit internet

Community list 1 comprises routes with a community of 25; their metric is set to 20.
Community list 2 comprises routes with a community of 62; their metric is set to 75.
Community 3 catches all remaining routes by matching the Internet community; their
metric is set to 85.

ip bgp-community new-format

ip community-list

. Use to specify that communities must be displayed in AA:NN format, where AA is a
number that identifies the autonomous system and NN is a number that identifies the
community within the autonomous system.

. Example
hostl1(config)#ip bgp-community new-format
. Use the no version to restore the default display.

. Seeip bgp-community new-format.

. Use to create a community list for BGP and control access to it.
« The list name can be up to 32 characters long.

. Aroute can belong to any number of communities, so a community list can have many
entries comprising many communities.

« You can specify one or more community values when you create a community list. A
clause in a route map that includes a list that has more than one value matches only
aroute that has all of the values; that is, the multiple values are logical ANDed.

« You can specify community values with a number or a regular expression.
. Example

host1(config)#ip community-list 1 permit 100:2100:3100:4
host1(config)#route-map marengo permit 10
hostl1(config-route-map)#match community 1

A route matches this community list only if it belongs to at least all three communities
in community list 1: communities 100:2, 100:3, and 100:4.

. Use the no version to remove the specified community list, including all list entries.

. See ip community-list.

neighbor send-community

. Use to specify that a community attribute be sent to a BGP neighbor.

. If you specify a BGP peer group by using the peer-group-name argument, all the
members of the peer group inherit the characteristic configured with this command.

. Example
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set community

hostl:vri(config-router)#neighbor 192.3.4.5 send-community standard
. Use the no version to specify that common attributes not be sent to a BGP neighbor.

« See neighbor send-community.

. Use to set the community attribute in BGP updates.

« You can specify a community list number in the range 1-4294967295, or in the new
community format of AA:NN, or you can specify one of the following well-known
communities:

. local-as—Prevents advertisement outside the local AS

. no-advertise—Prevents advertisement to any peer
. no-export—Prevents advertisement beyond the BGP confederation boundary

. Alternatively, you can use the list keyword to specify the name of a community list
that you previously created with the ip community-list command.

. You can use this command with inbound, outbound, and redistribution route maps.
. Use the none keyword to remove the community attribute from a route.
. Example

hostl1(config)#route-map 1
hostl1(config-route-map)#set community no-advertise

. Use the no version to remove the set clause from a route map.

. See set community.

Extended Community Lists

ip extcommunity-list

The router supports the BGP extended community attribute defined in Internet draft BGP
Extended Communities Attribute— draft-ietf-idr-bgp-ext-communities-07.txt (February
2004 expiration). This attribute enables the definition of a type of IP extended community
and extended community list unrelated to the community list that uses regular
expressions.

NOTE: IETF drafts are valid for only six months from the date of issuance. They must
be considered as works in progress. For the latest drafts, please see the IETF Web site
at http://www.ietf.org.

BGP devices can use the extended community attribute to control routes much like they
use the community attribute to determine routes that they accept, reject, or redistribute.
A BGP device can append the extended community attribute to a route that does not
have the attribute before it advertises the route. For routes that do have the attribute,
BGP can modify the attribute.

40
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match extcommunity

set extcommunity

Use to create an extended community list for BGP and control access to it.

A route can belong to any number of communities, so an extended community list can
have many entries comprising many communities.

You can specify one or more community values when you create an extended
community list. A clause in a route map that includes a list that has more than one
value matches only a route that has all of the values; that is, the multiple values are
logical ANDed.

Use the rt keyword to specify a route target community, which consists of one or more
routers that can receive a set of routes advertised by BGP that carry the extended
community attribute.

Use the soo keyword to specify a site-of-origin community, which consists of one or
more routers that inject into BGP a set of routes that carry the extended community
attribute.

Example

hostl1(config)#ip extcommunity-list boston1 permit rt 100:2rt 100:3 rt 100:4
host1(config)#route-map marengo permit 10
host1(config-route-map)#match extcommunity boston1

A route matches this community list only if it belongs to at least all three communities
in extended community list boston1: communities 100:2, 100:3, and 100:4.

Use the no version to remove a single extended community list entry if you specify the
permit or deny keyword and a path expression. Otherwise, the router removes the
entire community list.

See ip extcommunity-list.

Use to match an extended community list in a route map.

You can specify one or more extended community list names in a match clause. If you
specify more than one extended community list, the lists are logically ORed.

Example
hostl1(config-route-map)#match extcommunity topekalO

Use the no version to remove the match clause from a route map or a specified value
from the match clause.

See match extcommunity.

Use to set the extended community attributes in a route map for BGP updates.

Use the rt keyword to specify a route target community, which consists of one or more
routers that can receive a set of routes advertised by BGP that carry the extended
community attribute.
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. Use the soo keyword to specify a site-of-origin community, which consists of one or
more routers that inject into BGP a set of routes that carry the extended community
attribute.

. You can specify both a route target community and a site-of-origin community at the
same time in a set clause without them overwriting each other.

. Example

host1(config)#route-map 1
host1(config-route-map)#set extcommunity rt 10.10.10.2:325

. Use the no version to remove the set clause from the route map.

. See set extcommunity.

show ip extcommunity-list

. Use to display information about a specific extended community list or all extended
community lists.

. Example

hostl#show ip extcommunity-list

IP Extended Community List dresdenl:
permit soo 10.10.10.10:15

IP Extended Community List bonn:
deny rt 12:12

. See show ip extcommunity-list.

Using Regular Expressions

AS-path Lists

Example

You can use regular expressions when you define AS-path access lists and community
lists to more easily filter routes. A regular expression uses special characters—often
referred to as metacharacters—to define a pattern that is compared with an input string.

For an AS-path access list, the input string is the AS path of the routes to which the list
is applied with the route-map or neighbor filter-list commands. If the AS path matches
the regular expression in the access list, the route matches the access list.

The following commands apply access list 1to routes inbound from BGP peer 10.5.5.2.
Access list 1Tuses aregular expression to deny routes that originate in autonomous system
32.

host1(config-router)#neighbor 10.5.5.2 remote-as 32
host1(config-router)#neighbor 10.5.5.2 filter-list 1in
host1(config-router)#exit

host1(config)#ip as-path access-list 1deny 32$
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Community Lists

Example

Community Numbers

Metacharacters

For a community list, the input string is the community attribute of the routes to which
the list is applied using a route-map command. If the community attribute matches the
regular expression in the community list, the route matches the community list.

The following commands apply route map 5 to routes forwarded to BGP peer 10.5.5.4.
Route map 5 uses a regular expression to match community numbers ending with 305,
setting the weight of matching routes to 150.

host1(config-router)#neighbor 10.5.5.4 remote-as 425
host1(config-router)#neighbor 10.5.5.4 route-map 5 out
host1(config-router)#exit

host1(config)#route-map 5 permit 10
host1(config-route-map)#match community 305$
host1(config-route-map)#set weight 150

When you use a regular expression to match a community number, use the appropriate
format for the community number in the community list. If you issue the ip bgp-community
new-format command, the community number has the format AA:NN where AA is a
number that identifies the autonomous system, and NN is a number that identifies the
community within the autonomous system. Otherwise, the community number is an
integer in the range 1-4294967295.

Each regular expression consists of one or more metacharacters and zero or more
complete or partial AS or community numbers. Table 5 on page 43 describes the
metacharacters supported for regular expression pattern-matching.

Table 5: Supported Regular Expression Metacharacters

Metacharacter | Description

. Matches the beginning of the input string.

Alternatively, when used as the first character within brackets—[~ ]—matches
any number except the ones specified within the brackets.

$ Matches the end of the input string.

Matches any single character, including white space.

* Matches zero or more sequences of the immediately previous character or
pattern.

+ Matches one or more sequences of the immediately previous character or
pattern.

? Matches zero or one sequence of the immediately previous character or pattern.
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Table 5: Supported Regular Expression Metacharacters (continued)

Metacharacter | Description

(@) Specifies patterns for multiple use when followed by one of the multiplier
metacharacters: asterisk (*), plus sign (+), or question mark (7).

[] Matches any enclosed character; specifies a range of single characters.

— (hyphen) Used within brackets to specify a range of AS or community numbers.

_ (underscore) Matchesa ~,a $,a comma, a space, a {, or a }. Placed on either side of a string

to specify a literal and disallow substring matching. Numerals enclosed by
underscores can be preceded or followed by any of the characters listed above.

| Matches characters on either side of the metacharacter; logical OR.

Using Metacharacters as Literal Tokens

You can remove the special meaning of a metacharacter by preceding it with a backslash
(\).Such a construction denotes that the metacharacter is not treated as a metacharacter
for that regular expression. It is simply a character or token with no special meaning, just
as a numeral has no special meaning. The backslash applies only to the character
immediately following it in the regular expression.

On an E Series router, you are likely to use the backslash only for the parentheses
characters, ( or ). BGP indicates a segment of an AS path that is of type AS-confed-set
or AS-confed-seq by enclosing that segment with parentheses.

Example The following AS-path access list uses a regular expression to match routes that have
an AS-path attribute that begins with any AS-confed-set or AS-confed-seaq:

host1(config)#ip as-path access-list 1 permit ~\(

The following AS-path access list uses a regular expression to match routes that have
an AS-path attribute that ends with any AS-confed-set or AS-confed-seq:

host1(config)#ip as-path access-list 1 permit \)$

The following AS-path access list uses a regular expression to match routes that have
an AS-path attribute that includes the specific AS-confed-set or AS-confed-seq, (100
200):

host1(config)#ip as-path access-list 1 permit \(100 200\)

Regular Expression Examples

Table 6 on page 45 lists some representative regular expressions that you might use in
an AS-path access list or community list, along with sample attribute values that match
or do not match the regular expression.
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Table 6: Sample Regular Expressions

Regular Matched AS-Path or Community
Expression Attribute Example
~12 Begins with 12 1223 4212 629
12124519
but not
58127
[M12] Includes any numeral except 1 or 2 4473 465 69
8
but not
11451912
249
305% Ends with 305 89 611305305
42305191305
6666:305
5 Includes any one character followed by 89 611 3533 252 12 998
the numeral 5 600:500
1.9 Includes a sequence of three characters, 179 352433 252129 48
where the first characterisnumeralland 2129 14600:2129
the third character is numeral 9 321:.94
£ Includes any character; matches all AS
paths and community lists
42% Includes a number that hasa numeral 4 67 42 51314
followed by zero ormore instancesofthe 33 252 422 483142
numeral 2 43397831422
1(37)* Includes a sequence that has a numeral 137 42 21137373729 4
1 followed by zero or more instances of 1
the pattern 37
but not
4373778
42+ Includes a number that hasanumeral 4 67 42 2133 252 422 48
immediately followed by one or more
instances of the numeral 2 but not
432978
1(37)+ Includes a sequence that has a numeral 137373729 44 3713778
1immediately followed by one or more 137 42 21
instances of the pattern 37
but not
43722121375
1456 881
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Table 6: Sample Regular Expressions (continued)

Regular Matched AS-Path or Community
Expression Attribute Example
427 Includes a number that hasanumeral 4 67 42 714 35978
followed by zero or only one instance of
the numeral 2 but not
3325242248
1(37)? Includes a sequence that has a numeral 137 42 2153 612 49
1 followed by zero or only one instance of 1
the pattern 37
but not
41373778
7.. Includes a sequence of three characters, 600 70010025 7771
where the first character is numeral 7
In the following examples, the
three characters are 7, space,
8:
307 800 6127 888 999
~7. Includes a number in the range 700 — 6127 723 999 700 100 600
799
but not
257771307 800
~7.% Consists only of a number in the range 723700
700 - 799
but not
257771307 800
6127 723 999700 100 600
[621] Includes any of the numerals 6, 2, or 1 60 4334 54592
200710
86 53
The regular expression [162]
has the same results.
[0-9] Includes any number in the range 0-9
“\(22 431\) (AS-path attribute only) Begins withthe (22 431) 102(22 431) 5576
AS-confed-set or AS-confed-seq (22
431) but not
43 (22 431) 522 43159
{4119} (AS-path attribute only) Includes the {4119} 5376 {41193} 17
AS-set or AS-seq {4119} 255 {4119}
but not
341194119532
101102 103105 Includes either sequence 101102 or 43101102 5103105 22
sequence 103105
but not
19102101102 103
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Table 6: Sample Regular Expressions (continued)

Regular Matched AS-Path or Community
Expression Attribute Example
_200_ Includes the number 200 (as opposed 33200422 487°200%
to the pattern consisting of numeral 2, ~200500%
numeral 0, numeral 0)
but not
Our implementation of regular 3320 422 48512005

expressions is not literal. Substring
matching is enabled by default.
Specifying 200 (no underscores) results
in a match on 200 and on 2005. The
underscore metacharacter disables
substring matching.

For information about using AS-path access lists, see “Access Lists” on page 20. For
information about using community lists, see “Community Lists” on page 37.

Managing the Routing Table

You can clear all routes from the IP routing table, and then enable the owning
protocols—BGP, OSPF, RIP—to reinstall the routes.

clear ip routes
. Use to clear all routing entries or a specified entry from the IP routing table.
. Example
hostl#clear ip routes
. Thereis no no version.

. Seeclearip routes.

ip refresh-route
. Usetoreinstall routes removed from the IP routing table by the clear ip route command.
. Example
host1#ip refresh-route
. Thereis no no version.

. See ip refresh-route.

Troubleshooting Routing Policy

You can turn on debugging for routing policy by issuing the log severity debug
ipRoutePolicy command from Global Configuration mode. You can specify different
levels of severity for ipRoutePolicy. For more information about using log commands for
troubleshooting, see Managing the System in JunosE System Basics Configuration Guide.
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Monitoring Routing Policy

You can monitor the following aspects of routing policy using show commands:

To Display

Access lists

Commands

show access-list
show ip as-path access-list
show ipv6 access-list

Community lists

show ip community-list

Policy lists

show ip match-policy-list

Prefix lists

show ip prefix-list

Prefix trees

show ip prefix-tree

Protocols

show ip protocols

Redistribution policies

show ip redistribute

Routes

show ip route

Route maps

show route-map

Interfaces and next hops

show ip route slot 5192.168.5.4

Static routes

show ip static

Traffic

show ip traffic

You can use the output filtering feature of the show command to include or exclude lines
of output based on a text string that you specify. For details, see Command Line Interface
in Junosk System Basics Configuration Guide.

show access-list

show ipv6 access-list

. Use to display information about access lists.

. The displayed information includes the instances of each access list.

. Use the detail keyword to display the automatically assigned element ID for each
access list entry. Only rules that you explicitly create have element IDs.

. Example1

hostl#show access-list
IP Access List 1:

permit ip host 172.31.192.217 any
permit ip 12.40.0.0 0.0.0.3 any
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deny ip any any
IP Access List 2:
permit ip 172.19.0.0 0.0.255.255 any
deny ip 0.0.0.0 255.255.255.255 any
IP Access List 10:
permit ip any any
IP Access List 11:
deny ip any any

.« Example 2

hostl#show access-list detail

IP Access List 1:
1: permit ip host 172.31.192.217 any
2: permit ip 12.40.0.0 0.0.0.3 any
deny ip any any

« See show access-list.

. See show ipv6 access-list.

show ip as-path-access-list

show ip community-list

. Use to display information about AS-path access lists.

. Example

hostl#show ip as-path-access-list

AS Path Access List 1:
permit _*

AS Path Access List 2:
deny .*

AS Path Access List 3:
permit _109_
deny .*

AS Path Access List 4:
permit _109%
deny .*

AS Path Access List 10:
deny _109%
permit ~108_
deny _*

. See show ip as-path-access-list.

« Use to display community list information.

. Display varies based on whether you issued the ip bgp community new-format
command.

. Example 1—If you did not issue the ip bgp community new-format command, the
display appears as follows:

hostl#show ip community-list
Community List 1:

permit 81200109

permit 81200110

permit 81200108
Community List 2:
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deny 81200109
permit 81200110
permit 81200108
Community List 4:
permit local-as
Community List 5:
permit no-advertise
Community List 6:
permit no-export
Community List 7:
permit internet

. Example 2—If you did issue the ip bgp community new-format command, the display
appears as follows:

hostl#show ip community-list
Community List 1:
permit 1239:1005
permit 1239:1006
permit 1239:1004
Community List 2:
deny 1239:1005
permit 1239:1006
permit 1239:1004
Community List 4:
permit local-as
Community List 5:
permit no-advertise
Community List 6:
permit no-export
Community List 7:
permit internet

« See show ip community-list.

show ip match-policy-list
. Use to display configured policy lists.

. Example

hostl#show ip match-policy-list
match-policy-list listl, permit
Match clauses:
match access-list addrListl
match distance 100

. See show ip match-policy-list.

show ip prefix-list
. Use to display information about the prefix lists currently configured on the router.
. Use the summary keyword to display abbreviated information about prefix lists.
.« Examplel

hostil#show ip prefix-list
Prefix-list with the last deletion/insertion: def
ip prefix-list name abc: 4 entries

seq 5 permit 192.168.0.0/16 le 24
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seq 10 permit 192.178.0.0/16 le 24
seq 15 deny 195.178.0.0/16 le 24
seq 20 deny 195.178.0.0/16 le 32

ip prefix-list name def: 1 entries
seq 5 deny 192.170.0.0/16

.« Example 2

hostl#show ip prefix-list summary
Total memory used for prefix-list: 310 bytes
Prefix-list with the last deletion/insertion: def
ip prefix-list name abc:

count: 4, range entries: 4, sequences: 5-20
ip prefix-list name def:

count: 1, range entries: 0, sequences: 5-5

. See show ip prefix-list.

show ip prefix-tree
. Use to display information about the prefix trees currently configured on the router.
. Use the summary keyword to display abbreviated information about prefix trees.

.« Examplel

hostl#show ip prefix-tree
Prefix-tree with the last deletion/insertion: t_abch
ip prefix-tree name t_abcl: 1 entries
permit 108.243.0.0/16
ip prefix-tree name t_abc2: 3 entries
permit 101.10.254.0/24
permit 102.10.248.0/21
permit 103.10.192.0/18
permit 108.109.0.0/16
permit 108.109.241.0/24
ip prefix-tree name t_abc3: 1 entries
deny 108.0.0.0/8

. Example 2

hostil#show ip prefix-tree summary
Total memory used for prefix-tree: 860 bytes
Prefix-tree with the last deletion/insertion: t_abch
ip prefix-tree name t_abcl:

count: 1
ip prefix-tree name t_abc2:

count: 5
ip prefix-tree name t_abc3:

count: 1

. See show ip prefix-tree.

show ip protocols

. Use to display detailed information about the protocols currently configured on the
router.

. Use the summary keyword to display only a list of the configured protocols.
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. For field descriptions, see the show commands for the individual routing protocols in
their respective Configuration Guide chapters.

. Example

hostl#show ip protocols
Routing Protocol is “ bgp 1”

Default local preference is 100
IGP synchronization is enabled
Always compare MED is disabled
Router flap damping is disabled
Administrative Distance: external 20 internal 200 local 200
Neighbor(s):
No neighbors are configured
Routing for Networks:

Routing Protocol is “ ospf 255” with Router ID 100.100.100.1
Distance is 110

Address Summarization:
None
Routing for Networks:

Routing Protocol is “ rip”
Router Administrative State: enable
System version RIP1: send = 1, receive = 1 or 2
Update interval: 30 seconds
Invalid after: 180 seconds
hold down time: 120 seconds
flushed interval: 300 seconds
Filter applied to outgoing route update is not set
Filter applied to incoming route update is not set
No global route map
Distance is 120
Interface Tx Rx  Auth

Routing for Networks:
10.2.1.0/255.255.255.0

. See show ip protocols.

show ip redistribute
. Use to display configured route redistribution policy.
. Field descriptions
- To—Protocol into which routes are distributed

. From—Protocol from which routes are distributed
. status—Redistribution status
. route map number—Number of the route map

. Example
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hostl#show ip redistribute
To ospf, From static is enabled with route map 4
To ospf, From connected is enabled with route map 3

. See show ip redistribute.

show ip route

. Use todisplay the current state of the routing table, including routes that are not used
for forwarding.

« You candisplay all routes, a specific route, all routes beginning with a specified address,
routes for a particular protocol (BGP, IS-IS, OSPF, or RIP), locally connected routes,
internal control routes, static routes, or summary counters for the routing table.

. Field descriptions

. Prefix—IP address prefix

. Length—Prefix length

. Type—Protocol type

. Next Hop—IP address of the next hop

. Dist—Distance metric for the route

. Met—Number of hops

. Intf—Interface type and interface specifier

« Examplel

hostl#show ip route
Protocol/Route type codes:

11- 1SIS level 1, 12- ISIS level2,

I- route type intra, IA- route type inter, E- route type external,
i- metric type internal, e- metric type external,

O0- OSPF, El1- external type 1, E2- external type2,

N1- NSSA external typel, N2- NSSA external type2

Prefix/Length  Type Next Hop Dist/Met Intf
172.16.2.0/24 Bgp 192.168.1.102 20/1 fastEthernet0/0
10.10.0.112/32  Static 192.168.1.1 171 fastEthernet0/0
10.1.1.0/24 Connect 10.1.1.1 071 atm3/0.100

. Example 2

hostl#show ip route static
Protocol/Route type codes:
11- 1SIS level 1, 12- 1ISIS level2,
1- route type intra, lA- route type inter, E- route type external,
i- metric type internal, e- metric type external,
0- OSPF, El1- external type 1, E2- external type2,
N1- NSSA external typel, N2- NSSA external type2

Prefix/Length Type Next Hop Dist/Met Intf

10.10.0.112/32  Static 192.168.1.1 171 fastEthernet0/0
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« Example 3

hostl#show ip route summary

Unicast routes:

8 total routes, 576 bytes in route entries
isis routes

rip routes

static routes

connected routes

bgp routes

ospf routes

other internal routes

access routes

internally created access host routes

OOMNOFRLRNWOO

Last route added/deleted: 2::4/128 by BGP
At MON FEB 04 2008 14:18:25 UTC

Unicast routes used only for Multicast RPF check:
total routes, 0 bytes in route entries
isis routes

rip routes

static routes

connected routes

bgp routes

ospf routes

other internal routes

access routes

internally created access host routes
mbgp routes

dvmrp routes

[eeNeoNeolNeNolNoNeolNoNolNeoNol

Last route added/deleted: null by Invalid
At MON FEB 04 2008 14:18:04 UTC

MPLS tunnel routes (not used for forwarding):
3 total routes, 216 bytes in route entries

1 bgp tunnel routes

1 Idp tunnel routes

1 rsvp tunnel routes

Last route added/deleted: 2::4/128 by BGP Tunnel
At MON FEB 04 2008 14:18:26 UTC

. See show ip route.

show ip route slot

. Use todisplay the interface and next hop for an IP address in the routing table of a line
module specified by the slot it occupies.

- slotNumber—Number of the slot that contains the line module for which the
information is displayed

. ipAddress—IP address to look up in the routing table
. Field descriptions

. |IP address—Address that is reachable through the interface
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show ip static

. Interface—Interface type and specifier associated with the IP address; displays “
Local Interface” if a special interface index is present in the routing table for special
IP addresses, such as broadcast addresses

. Next Hop—Next hop toreach the IP address; displays “ ---" if no next hop is associated
with the IP address

Example1

hostl#show ip route slot 6 10.10.0.231

IP address Interface Next Hop

10.10.0.231 fastEthernet 670 10.10.0.231
Example 2

hostil#show ip route slot 9 90.248.1.2

IP address Interface Next Hop

90.248.1.2 serial9/23:2 -—=
Example 3

hostl#show ip route slot 9 90.249.255.255
IP address Interface Next Hop

90.249.255.255 Local Interface -—

See show ip route slot.

Use to display the status of static routes in the routing table.
You can specify an optional IP mask that filters specific routes.
Field descriptions

. Prefix—IP address prefix

. Length—Prefix length

. Next Hop—IP address of the next hop

. Met—Number of hops

. Dist—Administrative distance or weight assigned to the route
. Tag—Tag value assigned to the route

. Intf—Interface type and interface specifier

Example
hostl#show ip static
Prefix/Length Next Hop: Met: Dist: Tag: Intf:
10.2.0.0/24 192.168.1.1 1 1 0 ethernet6/0
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10.2.1.0/24 192.168.1.1 1 1 1 ethernet6/0
172.31.1.48/32 172.18.2.2 1 1 0 atmb/1.1

. See show ip static.

show ip traffic

. Use to display statistics about IP traffic.

. Field descriptions

. |P Statistics Rcvd:

Router Id—Router ID number

total—Number of frames received

local destination—Frames with this router as their destination

hdr errors—Number of packets received that contain header errors

addr errors—Number of packets received that contain addressing errors
unkn proto—Number of packets received that contain unknown protocols

discards—Number of discarded packets

. |P Statistics Frags:

reassembled—Number of reassembled packets

reasm timed out—Number of reassembled packets that timed out
reasm reg—Number of requests for reassembly

reasm fails—Number of reassembly failures

frag ok—Number of fragmented packets reassembled successfully
frag fail—Number of fragmented packets reassembled unsuccessfully

frag creates—Number of packets created by fragmentation

. |P Statistics Sent:

forwarded—Number of packets forwarded

generated—Number of packets generated
out disc—Number of outbound packets discarded
no routes—Number of packets that could not be routed

routing discards—Number of packets that could not be routed that were discarded

. |P Statistics Route:
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routes in table—Number of routes in the routing table

timestamp req—Number of requests for a timestamp
timestamp rpy—Number of replies to timestamp requests
addr mask reg—Number of address mask requests

addr mask rpy—Number of address mask replies

. ICMP Statistics Revd:

total—Total number of ICMP packets received

errors—Number of error packets received

dst unreach—Number of packets received with destination unreachable
time exceed—Number of packets received with time-to-live exceeded
param probs—Number of packets received with parameter errors

src guench—Number of source quench packets received
redirects—Number of receive packet redirects received

echo req—Number of echo request (ping) packets received

echo rpy—Number of echo replies received

timestamp reg—Number of requests for a timestamp received
timestamp rpy—Number of replies of timestamp requests received
addr mask req—Number of mask requests received

addr mask rpy—Number of mask replies received

- ICMP Statistics Sent:

total—Total number of ICMP packets sent

errors—Number of error packets sent

dest unreach—Number of packets sent with destination unreachable
time excd—Number of packets sent with time-to-live exceeded
param prob—Number of packets sent with parameter errors

src guench—Number of source quench packets sent
redirects—Number of send packet redirects sent

echo reg—Number of echo request (ping) packets sent

echo rpy—Number of echo replies sent
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timestamp req—Number of requests for a timestamp sent
timestamp rpy—Number of replies to timestamp requests sent
addr mask reg—Number of address mask requests sent

addr mask rpy—Number of address mask replies sent

UDP Statistics Revd:

total—Total number of UDP packets received

checksum—Number of checksum error packets received

no port—Number of packets received for which no application listener was listening
on the destination port

UDP Statistics Sent:

total—Total number of UDP packets sent

errors—Number of error packets sent

TCP Global Statistics Connections:

attempted—Number of outgoing TCP connections attempted

accepted—Number of incoming TCP connections accepted
established—Number of TCP connections established
dropped—Number of TCP connections dropped

closed—Number of TCP connections closed

TCP Global Statistics Revd:

total pkts—Total number of TCP packets received

in-sequence pkts—Number of packets received in sequence
bytes—Number of bytes received

chksum err pkts—Number of checksum error packets received
authentication err pkts—Number of authentication error packets received
bad offset pkts—Number of packets received with bad offsets

short pkts—Number of short packets received

duplicate pkts—Number of duplicate packets received

out of order pkts—Number of packets received out of order

TCP Global Statistics Sent:
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. total pkts—Total number of TCP packets sent

. data pkts—Number of data packets sent

- bytes—Number of bytes sent

. retransmitted pkts—Number of packets retransmitted

. retransmitted bytes—Number of retransmitted bytes

- OSPF Statistics—Not supported for this version of the router
. IGMP Statistics—Not supported for this version of the router

. ARP Statistics—Not supported for this version of the router

. Example

hostl#show ip traffic
IP statistics: Router Id: 172.31.192.217
Rcvd: 97833 total, 171059 local destination
0 hdr errors, 0 addr errors
167 unkn proto, O discards
Frags: 4 reassembled, 30 reasm timed out, 8 reasm req
0 reasm fails, 145 frag ok, 0 frag fail
290 frag creates
Sent: 15 forwarded, 25144 generated, O out disc
0 no routes,0 routing discards
Route: 57680 routes in table
0 timestamp req, O timestamp rpy
0 addr mask req, O addr mask rpy

ICMP statistics:

Rcvd: 561 total, O errors, 15 dst unreach

0 time exceed, 0 param probs, O src quench

redirects, 0 echo req, 0 echo rpy
timestamp req, O timestamp rpy
addr mask req, O addr mask rpy
total, O errors, O dest unreach
time excd, O param prob, O src quench
redirects, 0 echo req, 0 echo rpy

Sent:

[eNeNeNeNeNel

UDP Statistics:
Rcvd: 93326 total, O checksum errors, 90610 no port
Sent: O total, O errors

TCP Global Statistics:

Connections: 7358 attempted, 4 accepted, 7362 established
0 dropped, 14718 closed

Rcvd: 75889 total pkts, 53591 in-sequence pkts, 3120283 bytes
0 chksum err pkts, O authentication err pkts, 0 bad offset
0 short pkts, O duplicate pkts, 0 out of order pkts

Sent: 82318 total pkts, 44381 data pkts, 656321 bytes
34 retransmitted pkts, 487 retransmitted bytes

OSPF Statistics:

IGMP Statistics:
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ARP Statistics:
. See show ip traffic.

show route-map
. Use to display the configured route maps.

. The displayed information includes the instances of each access list such as match
and set commands.

. Example

hostl(config)#route-map 1 permit 10
hostl(config-route-map)#match community 44
hostl(config-route-map)#set local-pref 400
hostl(config-route-map)#exit
hostl(config)#exit
hostl#show route-map 1
route-map 1, permit, sequence 10
Match clauses:
match community 44
Set clauses:
set local-pref 400

« See show route-map.
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Configuring NAT

Overview

This chapter describes how to configure Network Address Translation (NAT) on your
ERX router; it contains the following sections:

« Overview on page 61

« Platform Considerations on page 62

. References on page 62

« NAT Configurations on page 63

« Network and Address Terms on page 64

. Understanding Address Translation on page 65

« Address Assignment Methods on page 66

« Order of Operations on page 66

« PPTP and GRE Tunneling Through NAT on page 67

« Packet Discard Rules on page 68

. Before You Begin on page 68

. Configuring a NAT License on page 68

« Limiting Translation Entries on page 69

« Specifying Inside and Outside Interfaces on page 69
« Defining Static Address Translations on page 69

« Defining Dynamic Translations on page 71

« Clearing Dynamic Translations on page 76

« NAT Configuration Examples on page 76

« Tunnel Configuration Through NAT Examples on page 83
- GRE Flows Through NAT on page 84

« Monitoring NAT on page 84

The Internet faces the challenges of conserving IP address space while continuing to
provide scalability in routing. Network Address Translation (NAT) helps address these
challenges by allowing the conservation of registered IP addresses within private networks
and simplifying IP addressing management tasks through a form of transparent routing.
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NAT enables you to translate IP addresses between two address realms (for example,
between an intranet network that uses private, not publicly routable addresses and the
Internet, or between two overlapping, private networks). When incoming traffic is received,
the IP addresses are translated back for delivery within the private network.

Using NAT at the edge of your intranet provides the following advantages:

« Allows unregistered private addresses to connect to the Internet by translating those
addresses into globally registered IP addresses

« Increases network privacy by hiding internal IP addresses from external networks

Platform Considerations

For information about modules that support NAT on ERX14xx models, ERX7xx models,
and the ERX310 Broadband Services Router:

« See ERX Module Guide, Table 1, Module Combinations for detailed module specifications.

« See ERX Module Guide, Appendix A, Module Protocol Support for information about the
modules that support NAT.

NOTE: The E120 and E320 Broadband Services Routers do not support configuration
of NAT.

Module Requirements

References

To configure NAT on ERX7xx models, ERX14xx models, and the ERX310 router, you must
install a Service Module (SM). For information about installing modules in E Series
Broadband Services Routers, see the ERX Hardware Guide.

Unlike other line modules, SMs do not pair with corresponding I/0O modules that contain
ingress and egress ports. Instead, they receive data from and transmit data to other line
modules with access to ingress and egress ports on their own associated I/0 modules.

For a list of the modules that support NAT, see ERX Module Guide, Appendix A, Module
Protocol Support.

For more information about NAT, consult the following resources:

« RFC 2663-IP Network Address Translator (NAT) Terminology and Considerations
(August 1999)

« RFC 2694-DNS extensions to Network Address Translators (DNS_ALG) (September
1999)

« RFC 2993-Architecture Implications of NAT (November 2000)
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NAT Configurations

« RFC 3022-Traditional IP Network Address Translator (Traditional NAT) (January 2001)

« RFC 3027-Protocol Complications with the IP Network Address Translator (January
2007)

Traditional NAT

You can configure NAT in several different ways. Each of the following configuration
methods provides a solution for different configuration requirements:

« Traditional NAT
. Bidirectional NAT
« Twice NAT

Traditional NAT is the most common method of using address translation. Its primary
use is translating private addresses to legal addresses for use in an external network.
When configured for dynamic operation, hosts within a private network can initiate access
to the external (public) network, but external nodes on the outside network cannot initiate
access to the private network.

Addresses on the private network and public network must not overlap. Also, route
destination advertisements on the public network (for example, the Internet) can appear
within the inside network, but the NAT router does not propagate advertisements of local
routes that reference private addresses out to the public network.

There are two types of traditional NAT—basic NAT and NAPT.

Basic NAT

Basic NAT provides translation for IP addresses only (called a simple translation) and
places the mapping into a NAT table. In other words, for packets outbound from the
private network, the NAT router translates the source IP address and related fields (for
example, IP, TCP, UDP, and ICMP header checksums). For inbound packets, the NAT
router translates the destination IP address (and related checksums) for entries that it
finds in its translation table.

CAUTION: Although NAT is the simplest translation method, it is the least secure. By
not including port or external host information in the translation, basic NAT allows
access to any port of the private host by any external host.

NAPT

Network Address Port Translation (NAPT) extends the level of translation beyond that
of basic NAT; it modifies both the IP address and the transport identifier (for example,
the TCP or UDP port number, or the ICMP query identifier) and places the mapping into
the translation table (this entry is called an extended translation). This method can
translate the addresses and transport identifiers of many private hosts into a few external
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Bidirectional NAT

Twice NAT

addresses and transport identifiers, to make efficient use of globally registered IP
addresses.

Similar to basic NAT, for outbound packets NAPT translates the source IP address, source
transport identifier, and related checksum fields. For inbound packets NAPT translates
the destination IP address, destination transport identifier, and checksum fields.

Bidirectional (or two-way) NAT adds support to basic NAT for the Domain Name System
(DNS) so public hosts can initiate sessions into the private network, usually to reach
servers intended for public access.

When an outside host attempts to resolve the name of aninside host on a private network,
the NAT router intercepts the DNS reply and installs an address translation to allow the
outside host to reach the inside host by using a public address. When the outside host
initiates a connection with the inside host on the private network, the NAT router translates
that public destination address to the private address of the inside host and, on the return
path, replaces the source address with the advertised public address.

You might need to perform some additional configuration to allow public access from
the Internet to a DNS server that resides in the private domain. (See “Bidirectional NAT
Example” on page 78.)

The same address space requirements and routing restrictions apply to bidirectional
NAT that were described for traditional NAT. The difference between these two methods
is that the DNS exchange might create entries within the translation table.

In twice NAT, both the source and destination addresses are subject to translation as
packets traverse the NAT router in either direction. For example, you would use twice
NAT if you are connecting two networks in which all or some addresses in one network
overlap addresses in another network, whether the network is private or public.

Network and Address Terms

The NAT implementation defines an address realm as either inside or outside, with the
router that is running NAT acting as the defining boundary between the two realms.

From a NAT perspective, an inside network is the local portion of a network that uses
private, not publicly routable IP addresses that you want to translate. An outside network
is the public portion of a network that uses legitimate, publicly routable IP addresses to
which you want private hosts to connect.

The addresses that are translated by NAT between address realms are labeled as inside
or outside, and as local or global. When reading the terms in the following sections, keep
the following definitions in mind:

« The termsinside and outside refer to the host that the address is associated with.

« The terms local and global refer to the network on which the address appears.
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Inside Local Addresses

Theinside local address is a configured IP address that is assigned to a host on the inside
network. Addresses may be globally unique (not requiring translation), allocated from
the private address space defined in RFC 1918, or officially allocated to some other
organization.

Inside Global Addresses

The inside global address is the translated |P address of an inside host as seen by an
outside host and network. Addresses may be allocated from a globally unique address
space (often provided by the ISP, if the inside address is connected to the global Internet).

Outside Local Addresses

The outside local address is the translated |P address of an outside host as it appears to
the inside network. Addresses may be globally unique (not requiring translation), allocated
from the private address space defined in RFC 1918, or officially allocated to some other
organization.

Outside Global Addresses

The outside global address is the configured, publicly routable IP address assigned to a
host on the outside network.

Understanding Address Translation

Address translation can occur one of two ways: inside or outside source translation.

Inside Source Translation

Inside source translation is the most commonly used NAT configuration. When an inside
host sends a packet to the outside network, the NAT router translates the source
information (either the source address or the source address/port pair) and, in the inbound
direction, restores the original information (this time operating on the destination address
or address/port pair).

For outbound traffic, the NAT router translates the inside local address (or address/port)
into the inside global address (or address/port), either through a statically defined
translation or dynamically created translation. For inbound traffic, a translation must be
found to revert the inside global address (or address/port) into the inside local address
(or address/port), or the packet is not routed into the inside network.

0 NOTE: Dynamic inside source translations are established by outbound traffic.

You use inside source translation in traditional and bidirectional NAT configurations.

Outside Source Translation

Outside source translation is used in NAT configurations only when addresses of external
hosts might create a conflict on the private network. This complementary translation
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process is performed on the opposite addressing fields in the IP packet. When an outside
host sends a packet to the inside network, the NAT router translates the source
information (either the source address or the source address/port pair) and, in the
outbound direction, restores the original information (this time operating on the
destination address or address/port pair).

Forinbound traffic, the NAT router translates the outside global address (or address/port)
into the outside local address (or address/port), either through a statically defined
translation or dynamically created translation. For outbound traffic, a translation must
be found to revert the outside local address (or address/port) into the outside global
address (or address/port), or the packet is not routed into the outside network.

NOTE: Dynamic outside source translations are established by inbound traffic.

You use outside source translation along with inside source translation to configure twice
NAT.

Address Assignment Methods

Static Translations

NAT uses one of two methods to assign a translated IP address: static translation or
dynamic translation.

You enter static translations as direct configuration settings that remain in the translation
table until you remove them. You use static translations when you must initiate
connections from both the inside and outside interfaces, or when the translation is not
subject to change.

Dynamic Translations

Dynamic translations use access list rules, to determine whether to apply NAT to incoming
traffic, and NAT address pools, from which a NAT translation can obtain IP addresses.
You use dynamic translation when you want the NAT router to initiate and manage
address translation and session flows between address realms on demand.

Order of Operations

This section describes the order of operations for both inside-to-outside and
outside-to-inside translation.

Inside-to-Outside Translation

Inside-to-outside translation occurs in the following order:

1. Inside (privately addressed) traffic enters the router on an interface marked as inside.
2. Aroute lookup is performed.

3. If the next interface is marked as outside, the router sends the traffic to the server
module.
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4. The server module performs the appropriate translation.
5. Therouter forwards the packet to the appropriate egress line module.

6. Theline module sends the packet as outbound traffic using a globally unique source
address (inside source translation), destination address (outside source translation),
and ports (NAPT).

Outside-to-Inside Translation

Outside-to-inside translation occurs in the following order:

1. Traffic from the outside, public domain enters the router.

2. All traffic from an interface that is marked outside, whether or not it requires NAT, is
sent to the server module.

3. The server module searches for an associated NAT match.
4. If the server module:

. Finds a NAT match, and the destination interface is marked as inside, the server
module performs the appropriate translation and sends the packet to the
appropriate destination.

. Does not find a NAT match, and the destination interface is marked as inside, the
server module drops the packet.

« Does not find a NAT match, and the destination interface is not marked as inside,
the server module processes the packet normally for its destination.

PPTP and GRE Tunneling Through NAT

You can configure NAT traversal support for GRE flows using simple translations (Basic
NAT). Because PPTP uses an enhanced GRE encapsulation for the PPP payload,
configuring for GRE flows also supports NAT traversal for PPTP tunnels.

e NOTE: Neither port translation (NAPT) nor Firewall traversal for GRE packets is
supported for GRE flows.

When configured, the following types of translations are supported for GRE and PPTP
tunnels:

« Inside source static simple translations (inbound and outbound)

- Outside source static simple translations (inbound and outbound)

« Inside source dynamic simple translations (inbound and outbound)

. Outside source dynamic simple translations (inbound and outbound)

« Combinations of the preceding translations (for example, twice NAT)
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Packet Discard Rules

Before You Begin

For all supported types of traffic (TCP, UDP, ICMP, and GRE), NAT discards packets in
the following cases:

- When the translation table is full (that is, no more entries can be added).

« When the address pool is exhausted for outbound packets with inside source dynamic
translation.

-« When no match can be found for the destination addresses of inbound packets.

« When the address pool is exhausted for inbound packets with outside source dynamic
translation.

In addition, NAT discards GRE packets under the following conditions:

« When the GRE packets match an NAPT rule.

« When Firewall is functioning.

You can configure certain IP interfaces to participate in Network Address Translation.
This chapter discusses how to configure NAT to function for certain IP interfaces. For
information about general IP interface configuration, see Configuring IP in JunosE IP, IPv6,
and IGP Configuration Guide.

Configuring a NAT License

license nat

You must configure a NAT license before you can use any NAT commands on the ERX
router.

« Use to specify a NAT license.

. Purchase a NAT license to allow NAT configuration on the ERX router.

NOTE: Acquire the license from Juniper Networks Customer Services and Support or
from your Juniper Networks sales representative.

. Example
host1(config)#license nat license-value
. Use the no version to disable the license.

. See license nat.
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Limiting Translation Entries

You can configure the maximum number of dynamic translation entries that the
translation table contains in global configuration mode for a given virtual router.

ip nat translation max-entries

« Useto specify the maximum number of dynamic translation entries that the translation
table can contain in global configuration mode for the given virtual router.

. Example
host:VR1 (config-if) #ip nat translation max-entries 1000

« Use the no version to remove the configured limit and return the maximum number of
translation entries to the default, which is no enforced limit, as capacity allows.

. Seeip nat translation max-entries.

Specifying Inside and Outside Interfaces

ip nat

A

You must mark interfaces that participate in NAT translation as residing on the inside or
the outside network.

CAUTION: Only packets routed between an inside and an outside interface are subject
to translation.

You can unmark an interface by using the no version of this command.

. Use to mark an IP interface as participating in NAT translation.

. Use the keyword (inside or outside) to specify the side of the network on which the
interface resides.

. Example
host (config-if) # ip nat inside

. Use the no version to unmark the interface (the default) so that it does not participate
in NAT translation.

.« Seeipnat.

Defining Static Address Translations

Static address translation establishes a one-to-one mapping between a local and global
address or local and global address/port pair. When you specify a static address
translation or address/port pair translation, you issue commands to indicate how the
translation is applied, along with more specific variables that further define the type of
translation.
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A

CAUTION: Youmust markinterfaces that participate in NAT translation as on theinside
or the outside network. See “Specifying Inside and Outside Interfaces” on page 69 for
details.

Creating Static Inside Source Translations

ip nat inside source static

You use the ip nat inside source static command to create static translations from a
local IP address to a global IP address, and to untranslate the destination address when
a packet returns from the outside network to the inside network. When you configure
traditional NAT (both basic NAT and NAPT), you only need to use this command alone.
However, when you configure twice NAT, you must also use “ip nat outside source static”
onpage70.

The ip nat inside source static command creates a simple (IP address only) or extended
(IP address, port, and protocol) entry in the translation table that maps the two addresses.

. Use to create static translations for a source address (or address/port pair) when
routing a packet from the inside network to the outside network, and to untranslate
the destination address (or address/port pair) when a packet returns from the outside
network to the inside network.

. Astatic translation created with the ip nat inside source static command enables any
outside host to contact the inside host by using the inside global address of the inside
host. A static translation can be used by traffic that is initiated in either direction

. Example 1—Simple address translation
host (config) # ip nat inside source static 10.1.2.3171.69.68.10
. Example 2—Extended address/port translation
host (config) # ip nat inside source static tcp 10.1.2.315171.69.68.10 30

« Usethe no version to remove the static translation and purge the associated translations
from the translation table.

. Seeip nat inside source static.

Creating Static Outside Source Translations

Less commonly used, outside source translation enables you to set up translation between
two non-unique or not publicly routable networks (for example, two separate networks
that use overlapping IP address blocks).

ip nat outside source static

. Use to translate the source address when routing a packet from the outside network
to theinside network, and to untranslate the destination address when a packet travels
from the inside network to the outside network.

. Creates a simple (IP address only) or extended (IP address, protocol, and port) entry
in the translation table that maps the two addresses.
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. Astatic translation created with the ip nat outside source static command enables
any inside host to contact the outside host by using the outside local address of the
outside host. A static translation can be used by traffic that is initiated in either direction.

. Example 1—Simple address translation
host (config) # ip nat outside source static 171.69.68.10 10.1.2.3
. Example 2—Extended address/port translation
host (config) # ip nat outside source static tcp 171.69.68.10 56 10.1.2.3 24

. Usethe no version to remove the static translation and purge the associated translations
from the translation table.

. Seeip nat outside source static.

Defining Dynamic Translations

Dynamic translations use access list rules, to determine whether or not to apply NAT to
incoming traffic, and NAT address pools, from which a NAT translation can allocate IP
addresses. You use dynamic translation when you want the NAT router to initiate and
manage address translation and session flows between address realms on demand.

To configure dynamic translations:

- Define any access list rules that the NAT router uses to decide which packets need
translation.

. Define an address pool from which the NAT router obtains addresses.

. Define inside and outside source translation rules for the NAT router to create NAT
translations.

« Mark interfaces as inside or outside.

« (Optional) Modify any translation timeout values.

Creating Access List Rules

access-list

Before you create a dynamic translation, create the access list rules that you plan to
apply to the translation. For information about configuring access lists, see “Configuring
Routing Policy” on page 3.

The router evaluates multiple commands for the same access list in the order they were
created. An undefined access list implicitly contains a rule to permit any. A defined access
list implicitly ends with a rule to deny any.

NOTE: The access lists do not filter any packets; they determine whether the packet
requires translation.

You use the access-list command to create an access list.
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. Use to define an IP access list to permit or deny translation based on the addresses in
the packets.

. Each access list is a set of permit or deny conditions for routes that are candidates for
translation (that is, moving from the inside network to the outside network).

. Azerointhe wildcard mask means that the route must exactly match the corresponding
bit in the address. A one in the wildcard mask means that the route does not have to
match the corresponding bit in the address.

. Use the log keyword to log an Info event in the ipAccessList log whenever matching
an access list rule.

. Example
host1(config)#access-list bronze permit ip host any 228.0.0.0 0.0.0.255

. Use the no version to delete the access list (by not specifying any other options), the
specified entry in the access list, or the log for the specified access list or entry (by
specifying the log keyword).

. See access-list.

Defining Address Pools

Before you can configure dynamic translation, create an address pool. An address pool
is a group of IP addresses from which the NAT router obtains an address when dynamically
creating a new translation. You can create address pools with either a single range or
multiple, nonoverlapping ranges.

When you create a single range, you specify the starting and ending IP addresses for the
range in the root ip nat pool command. However, when you create multiple,
nonoverlapping ranges, you omit the optional starting and ending IP addresses in the
root ip nat pool command; this launches the IP NAT Pool Configuration
(config-ipnat-pool) mode.

The config-ipnat-pool mode uses an address command to specify a range of IP addresses.
You can repeat this command to create multiple, nonoverlapping ranges.

When you create or edit address pools, keep the following in mind:

. Starting and ending IP addresses for the specified range are inclusive and must reside
on the same subnet.

« Address ranges are verified against other ranges in the specified pool to exclude range
overlaps. Additional verification occurs when the pool is associated with a translation
rule and the router can determine whether the rule is inside or outside.

« You cannot change the network mask if configured ranges already exist.

. The network mask (or prefix length) is used to recognize host addresses that end in
either all zeros or all ones. These addresses are reserved as broadcast addresses and
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address

ip nat pool

are not allocated from an address pool, even if they are included in an address pool
range.

« You cannot remove an address pool if the pool is part of a translation rule or if any of
the ranges within the pool are still in use. You must issue the clear ip nat translation
command to clear any ranges before you can remove the pool to which they apply.

. Use to specify a range of IP addresses in config-ipnat-pool mode; you can repeat the
address command to create multiple ranges.

. Example
host (config-ipnat-pool)#address 171.69.40.110 171.69.40.115
. Use the no version to remove the range for the current address pool.

. See address.

. Use to create address pools.
. Example 1—Creating a single, continuous range

host (config) #ip nat pool singlerange 171.69.40.1171.69.40.100prefix-length 30
. Example 2—Creating multiple, discontinuous ranges

host (config) #ip nat pool multiplerange prefix-length 30
host (config-ipnat-pool)#address 171.69.40.110 171.69.40.112
host (config-ipnat-pool)#address 171.69.40.118 171.69.40.120
host (config-ipnat-pool)#exit

. Use the no version to remove the address range.

. Seeip nat pool.

Defining Dynamic Translation Rules

A

You can use the CLI to define dynamic translation rules for inside and outside sources.

CAUTION: You must mark interfaces that participate in NAT translation as on the inside
or the outside network. See “Specifying Inside and Outside Interfaces” on page 69 for
details.

You can create a dynamic translation rule to configure inside source or outside source
translation. If the NAT router cannot locate a matching entry in its translation database
for a given packet, it evaluates the access list of all applicable dynamic translation rules
(inside source translation rules for outbound packets and outside source translationrules
for inbound packets) against the packet. If an access list permits translation, the NAT
router tries to allocate an address from the associated address pool to install a new
translation.

When you create dynamic translation rules, keep the following in mind:
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ip nat inside source list

« You can associate a list with one pool at any given time. Associating a list with a different
pool replaces the previous association.

« The optional overload keyword for inside source translation specifies that the router
employ NAPT.

« You can configure dynamic NAPT forinside source translation only; you cannot configure
dynamic NAPT for outside source translation.

« When no match occurs for any dynamic translation rule, the NAT router does not
translate the packet.

« When an address pool is empty, the NAT router drops the packet.

« Access lists and pools do not have to exist when you are defining dynamic translation
rules; you may create them after you define the dynamic translations.

Creating Dynamic Inside Source Translation Rules

Use the ip nat inside source list command to create a dynamic inside source translation

rule. This command creates a translation rule that:

. Translates inside local source addresses to inside global addresses when packets from
the inside network are routed to the outside network

. Translates outside local source addresses to outside global addresses when packets
from the outside network are routed to the inside network.

. Usethe overload keyword to specify that the translation create NAPT entries (protocol,
port, and address) in the NAT table.

The no version of this command removes the dynamic translation rule, but does not
remove any previously created translations (resulting from the rule evaluation) from the
translation table. To remove active translations from the translation table, see “Clearing
Dynamic Translations” on page 76.

. Use to create dynamic translation rules that specify when to create a translation for
asource address whenrouting a packet from the inside network to the outside network.

. Example
host (config) #ip nat inside source list translation1 pool pooll

. Use the overload keyword to specify that the translation create extended entries
(protocol, port, and address) in the translation table for NAPT.

. Use the no version to remove the dynamic translation rule; this command does not
remove any dynamic translations from the translation table.

. See ip nat inside source list.

Creating Dynamic Outside Source Translation Rules

Use the ip nat outside source list command to create a dynamic outside source translation
rule. This command dynamically translates outside global source addresses to outside
local addresses when packets are routed from the outside network to the inside network
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ip nat outside source list

(and untranslates the destination address when a packet returns before a translation
table entry times out).

The no version of this command removes the dynamic translation rule, but does not
remove any previously created translations from the translation table. To remove active
translations from the translation table, see “Clearing Dynamic Translations” on page 76.

. Use to create dynamic translation rules that specify when to create a translation for
asource address when routing a packet from the outside network to the inside network.

. Example
host (config) # ip nat outside source list translation1 pool pooll

. Use the no version to remove the dynamic translation rule; this command does not
remove any dynamic translations from the translation table.

. Seeip nat outside source list.

Defining Translation Timeouts

ip nat translation

The router removes unused dynamic translations in the translation table. Use the ip nat
translation command to change or disable NAT translation timeouts.

You can set the aging time (in seconds) never) for any of the specified timers:

. timeout—Dynamic simple translations (not for overloaded translations); default is
86400 seconds (24 hours).

« dns-timeout—DNS-created protocol translations; default is 120 seconds. These dynamic
translations are installed by the DNS but not yet used; as soon as the translation is
used, the router applies the timeout value mentioned above.

« udp-timeout—UDP protocol extended translations; default is 300 seconds (5 minutes).

. tcp-timeout—TCP protocol extended translations; default is 86400 seconds (24
hours).

« finrst-timeout—TCP connections terminated with reset (RST) or bidirectional finished
(FIN) flags; default is 120 seconds. This timeout applies only to TCP extended
translations. The timer removes unused, closed TCP translations, which allows for
retransmissions.

. icmp-timeout—ICMP protocol extended translations; default is 300 seconds (5
minutes).

« gre-timeout—Aging time for GRE protocol translations; default value is 300 seconds
(5 minutes)

All timeouts for this command support a maximum value of 2147483 seconds (about 25
days).

The no version of this command resets the timer to its default value.
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. Use to change translation timeouts for existing and newly created translations in the
translation table.

« All timeouts for this command support a maximum value of 2147483 seconds (about
25 days).

. Example
host1 (config) # ip nat translation timeout 23200
. Use the no version to reset the timer to its default value.

. Seeip nat translation.

Clearing Dynamic Translations

clear ip nat translation

Use the clear ip nat translation command to clear dynamic translations from the NAT
translation table. You can remove all dynamic translations from the translation table or
restrict the removal of translation entries based on the protocol, address, or port values.

. Use to clear dynamic translations from the NAT translation table.

. Use an asterisk (*) in the clear ip nat translation version of this command to clear all
dynamic translations from the translation table.

. Use an asterisk (*) in the clear ip nat translation { gre | icmp | tcp | udp } inside
insideGloballpAddress * insidelLocallpAddress * version of this command to match
any global or local port and remove inside source extended GRE, ICMP, TCP, or UDP
translations for the specified global IP address and local IP address.

. Example 1—Clear all dynamic translations

host1 #clear ip nat translation*
. Example 2—Clear a specific port translation

host1 #clear ip nat translation tcp inside 171.69.68.10 10.1.2.3 55
- Thereis no no version.

. See clear ip nat translation.

NAT Configuration Examples

NAPT Example

This section contains NAT configuration examples for a single virtual router configuration
and NAT translation between two virtual routers.

Figure 6 on page 77 illustrates a NAPT configuration for a private network with two inside
subnetworks, a field office, and a corporate office.

Both offices use private addresses. The corporate office has a dual T-3 link and a public
FTP server that has a global address (that is, it does not need translation).

76

Copyright © 2010, Juniper Networks, Inc.



Chapter 2: Configuring NAT

Figure 6: NAPT Example

Field office
10.10.1.0/24

outside

inside

Corporate HQ

10.10.2.0/24 Address pool:
192.32.6.4 — 192.32.6.7
\Q Access list:
permit 10.10.1.0 0.0.0.255
FTP server permit 10.10.2.0 0.0.0.255 g
190.22.8.18 Static translations: &
- 190.22.8.18:21 —» 190.22.8.18 :21 S

The address pool consists of three addresses (the number of addresses is small, because
NAPT is used). Addresses matching the private address spaces of the corporate and
field subnetworks are translated to global addresses from the pool through NAPT.

To configure this example:

1. Enter the correct virtual router context.
host1(config)#virtual-router blue
2. Mark the inside interfaces.
a. Mark the field office:

hostl:blue(config)#interface serial 2/1:1/1
hostl:blue(config-interface)#ip nat inside
hostl:blue(config-interface)#exit

b. Mark the two corporate T-3 links:

hostl:blue(config)#interface serial 1/1
hostl:blue(config-interface)#ip nat inside
hostl:blue(config-interface)#exit
hostl:blue(config)#interface serial 1/2
hostl:blue(config-interface)#ip nat inside
hostl:blue(config-interface)#exit

3.  Mark the outside interface.

hostl:blue(config)#interface gigabitEthernet 3/0.1
hostl:blue(config-interface)#ip nat outside
hostl:blue(config-interface)#exit

4. Create a static nil-translation for the FTP server on the corporate network.
hostl:blue(config)#ip nat inside source static tcp 190.22.8.18 21190.22.8.18 21
5. Create the address pool for dynamic translations.
hostl:blue(config)#ip nat pool corpxyz 192.32.6.4 192.32.6.7 prefix-length 24
6. Create the access list for addresses eligible for dynamic translation.

hostl:blue(config)#access-list justcorp permit 10.10.1.0 0.0.0.255
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hostl:blue(config)#access-list justcorp permit 10.10.2.0 0.0.0.255

7. Create the NAPT dynamic translation rule.

hostl:blue(config)#ip nat inside source list justcorp pool corpxyz overload

8. Configure a default route to the outside interface.

hostl:blue(config)#ip route 0.0.0.0 0.0.0.0 gigabitEthernet 3/0.1

9. Configure a null route for the inside global addresses to prevent routing loops when

no matching translation exists.

hostl:blue(config)#ip route 192.32.6.0 255.255.255.248 null O

e NOTE: Null route applies to 192.32.6.0—-192.32.6.3, which do not exist in the address

pool

All hosts that use private addresses in both the field office and the corporate office must
have their addresses translated to one of the three addresses in the pool. Because this
example uses NAPT, the interface can use only one pool address, depending on the
number of inside hosts attempting to access the outside at any given time.

Bidirectional NAT Example

Figure 7 on page 78 illustrates how outside hosts can initiate conversations with inside

hosts through the use of a DNS server that resides on the inside network.

The inside realm uses basic NAT. The inside network uses a mix of private subnetwork

address space (192.168.22/24) and registered public addresses.

Figure 7: Bidirectional NAT Example
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192.168.22.0/24
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\Q Address pool:
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192.168.22.2 Access list:
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To configure this example:

1. Enter the correct virtual router context.
host1(config)#virtual-router blue
2. Mark the inside interface.

hostl:blue(config)#interface serial 1/1:1/1
hostl:blue(config-interface)#ip nat inside
hostl:blue(config-interface)#exit
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i

Twice NAT Example

3.  Mark the outside interface.

hostl:blue(config)#interface gigabitEthernet 3/0.1
hostl:blue(config-interface)#ip nat outside
hostl:blue(config-interface)#exit

4. Create the translation for the DNS.
hostl:blue(config)#ip nat inside source static 192.168.22.2192.32.6.1
5. Create the address pool for dynamic translations.
hostl:blue(config)#ip nat pool entA192 192.32.6.2 192.32.6.63 prefix-length 24

6. Create the access list for addresses eligible for dynamic translation (that is, private
addresses).

hostl:blue(config)#access-list entA permit 192.168.22.0 0.0.0.255
7. Create the dynamic translation rule.
hostl:blue(config)#ip nat inside source list entA pool entA192
8. Configure a default route to the outside interface.
hostl:blue(config)#ip route 0.0.0.0 0.0.0.0 gigabitEthernet 3/0.1

9. Configure a null route for the inside global addresses, to prevent routing loops when
no matching translation exists.

hostl:blue(config)#ip route 192.32.6.0 255.255.255.192 null O

NOTE: Null route applies to 192.32.6.0 and 192.32.6.1, which do not exist in the address
pool.

Twice NAT is often useful when the inside network is using a nonprivate address space
(unregistered usage of global address space) and you want it to connect to the public
network. Inside local addresses need to be translated to legal global addresses. Legal
addresses from the outside that overlap those used on the inside network need to be
translated to unused and recognizable addresses in the inside network. Both inside source
and outside source translations must be configured on the NAT router.

Figure 8 on page 80 illustrates how the inside network is using the unregistered global
address space of 15.12.0.0/16. Outside hosts whose addresses overlap with this
subnetwork that want to access the inside network need their global addresses translated.
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Figure 8: Twice NAT Example

Enterprise A

15.12.0.0/16 outside

inside

Outbound address pool:
12.220.1.0 — 12.220.255.255
Outbound access list:

permit 15.12.0.0 0.255.255
Inbound address pool:
10.1.32.1 — 10.1.32.255
Inbound access list:

15.12.0.0 0.0.255.255

To configure this example:

1. Enter the correct virtual router context.
host1(config)#virtual-router blue
2. Mark the inside interface.

hostl:blue(config)#interface fast-ethernet 6/1
hostl:blue(config-interface)#ip nat inside
hostl:blue(config-interface)#exit

3.  Mark the outside Interface.

hostl:blue(config)#interface atm 3/0.20
hostl:blue(config-interface)#ip nat outside
hostl:blue(config-interface)#exit

4. Create the address pool for inside source translations.

Public network

9013231

hostl:blue(config)#ip nat pool entAoutpool 12.220.1.0 12.220.255.255 prefix-length

16

0 NOTE: This pool is purposely smaller than the size of the company network because
not all private hosts are likely to access the public network at the same time.

5. Create the access list for addresses eligible for dynamic translation.

hostl:blue(config)#access-list entAout permit 15.12.0.0 0.0.255.255

6. Create the dynamic translation rule for outbound traffic.

hostl:blue(config)#ip nat inside source list entAout pool entAoutpool

7. Create the address pool for outside source translations.

Using an address range of 10.1.32.0/8 prevents any overlap with the private network

(15.12.0.0716).

hostl:blue(config)#ip nat pool entAinpool 10.1.32.110.1.32.255 prefix-length 16

0 NOTE: This pool is purposely small, allowing for only a few connections.
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8. Configure the access list for global addresses that overlap with inside addresses.
hostl:blue(config)#access-list entAin permit 15.12.0.0 0.0.255.255

9. Create the dynamic translation rule for inbound traffic.
hostl:blue(config)#ip nat outside source list entAin pool entAinpool

10. Create one of the following:

« Aroute to the outside interface for inside hosts to access outside hosts that have
overlapping addresses.

hostl:blue(config)#ip route 10.1.32.0 255.255.255.0 atm 3/0.1

0 NOTE: Aninside host cannot directly access hosts on the outside network that use
addresses that overlap with the inside subnetwork. However, by using outside source
translation and DNS name resolution, the NAT router can install translations so inside
hosts can access these outside hosts by using nonoverlapping addresses.

. Adefault route to the outside interface.
hostl:blue(config)#ip route 0.0.0.0 0.0.0.0 atm 3/0.1
1. Configure a null route for the inside global addresses to prevent routing loops when
no matching translation exists.

hostl:blue(config)#ip route 12.220.1.0 255.255.0.0 null O

Cross-VRF Example

In MPLS VPN configurations, you might want to offer public Internet access to VPN
subscribers. MPLS VPNs are enabled through the use of VRFs. If a VPN is using a private
or overlapping address space, you can use NAT to enable access to the public network
because the NAT implementation is both VR and VRF aware. Figure 9 on page 81
illustrates how the subscriber interface feature of the router is used in conjunction with
NAT to connect the VPNs to the public network.

Figure 9: Cross-VRF Example
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Access List:
permit 10.16.5.0 0.0.0.255

VRF11is the local (this PE) representation of the MPLS VPN and connects enterpriseA
to the VPN. Enterprise A communicates to VRFs in other PE devices (the rest of the VPN)
through RFC2547bis (MPLS VPNs). VRI1, of which the VRF is administratively a member,
represents the public network. The interface to EnterpriseA is marked as an inside
interface. The normal steps for configuring inside source translation are applied. A

Copyright © 2010, Juniper Networks, Inc. 81



JunosE 11.2.x IP Services Configuration Guide

subscriber interface is created off the uplink to the core network and anchored in the
VRF. A DA-based demultiplexer matching the inside global address range is configured
on the subscriber interface. The subscriber interface is marked as an outside interface.

To configure this example:

1. Enter the correct virtual routing and forwarding instance.
host1(config)#virtual-router vrl:vrfil
2. Mark the inside interfaces.

hostl:vri:vrfl1(config) #interface fast-ethernet 6/1
hostl:vri:vrfl11 (config-interface) #ip nat inside
hostl:vrl:vrfll (config-interface)#exit

3. Set the primary interface to DA-type demultiplexer (for subsequent shared
interfaces).

hostl:vri(config) #interface atm 12/0.101
hostl:vri(config-interface)#ip demux-type da-prefix
hostl:vri(config-interface)#exit

4. Create the address pool for dynamic translations.

hostl:vri(config)#virtual-router vrl:vrfll
hostl:vri:vrfl1(config) #ip nat pool entApool 128.13.44.0 128.13.44.255 prefix-length
24

5. Create the access list for addresses eligible for dynamic translation.
hostl:vri:vrfl1(config)#access-list entA permit 10.16.5.0 0.0.0.255
6. Create the dynamic translation rule.
hostl:vrl:vrfl1(config)#ip nat inside source list entA pool entApool
7. Create the subscriber interface off the uplink.

hostl:vrl:vrfl1(config) #interface ip vrflivrl
hostl:vri:vrfl1(config-interface ) #ip share-interface atm 12/0.101
hostl:vri:vrfl1(config-interface)#ip unnumbered loopback 1

8. Configure a group of destination prefixes with which the device can communicate
on the public network.

hostl:vri:vrfl1(config-interface ) #ip destination-prefix 128.13.44.0 255.255.255.0
9. Mark the subscriber interface as outside.

hostl:vri:vrfl1(config-interface)#ip nat outside
hostl:vri:vrfl1(config-interface) #exit

10. Point the default route to the shared interface.
hostl1:vrl:vrfll1(config)#ip route 0.0.0.0 0.0.0.0 ip vrfllvrl
1. Install a null route to avoid routing loops to the inside global address.

hostl:vri:vrfl1(config)#ip route 128.13.44.0 255.255.255.0 null O

82 Copyright © 2010, Juniper Networks, Inc.



Chapter 2: Configuring NAT

Tunnel Configuration Through NAT Examples

PPTP uses enhanced GRE encapsulation for PPP payloads. After the PPTP tunnel setup
process, PPP packets are exchanged using GRE encapsulation. It is critical that a NAT
device that resides between PPTP client and PPTP server allow GRE flows.

This section contains NAT configuration examples for both inside and outside PPTP
tunnel setup through NAT.

Clients on an Inside Network

In this example, a subscriber on the inside network is initiating PPTP tunnels to a PPTP
server located in the outside network. The PPTP connection to the server traverses an
E Series router that has NAT enabled.

Figure 10: PPTP Tunnels on an Inside Network
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The router has installed an inside source static simple translation in its translation table
as follows:

Inside Local Address Inside Global Address

13.1.2.3 20.0.0.1

The PPTP client initiates its tunnels to the server at 11.11.11.1. The E Series router translates
the SA frominside local 13.1.2.3 to inside global SA 20.0.0.1. Because GRE traffic can pass
through NAT, all matching PPTP control packets are translated and forwarded to the
destination.

Clients on an Outside Network

In this example, an outside subscriber initiates PPTP tunnels to a PPTP server located
in the service provider network. The PPTP connection to the server traverses an E Series
router that has NAT enabled.
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Figure 11: PPTP Tunnels on an Outside Network
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The router has installed an inside source static simple translation in its translation table
as follows:

Inside Local Address Inside Global Address

11.11.111 20.0.0.1

The PPTP client initiates its tunnels to the inside global address 20.0.0.1. The E Series
router translates packets destined for address 20.0.0.1 and forwards them to the inside
local address of 11.11.11.1. Because GRE traffic can pass through NAT, all matching PPTP
control packets are translated and forwarded to the destination.

GRE Flows Through NAT

Monitoring NAT

Because PPTP requires the use of GRE flows, the examples in the previous section also
work for any GRE traffic flows that traverse NAT.

GRE flows can terminate at an E Series router if NAT is or is not enabled. When the router
receives locally terminating inbound GRE packets, the router transmits the packets to
the tunnel server module for GRE processing. If the packets require translating, they are
again sent through the tunnel server module.

NOTE: Only inner IP headers are translated for terminating GRE flows; outer IP headers
are never translated.

For outbound GRE packets, the process works in reverse. If the packets require translation,
the router transmits the packets to the tunnel server module for translation. If the packets
are destined for a GRE tunnel, they are again sent through the tunnel server module where
an outer header is prepended to the packet and the packet is then sent to the appropriate
GRE tunnel.

This section explains how to view NAT license information, NAT statistics, NAT translation
entries, NAT address pool information, and NAT inside and outside rule settings.

Displaying the NAT License Key

The show license nat command displays the NAT license key.

84
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show license nat

. Use to display the NAT license key configured on the router.

. Example

hostl#show license nat
Nat license is nat_license

. See show license.

Displaying Translation Statistics

The show ip nat statistics command displays internal statistics that apply to NAT
operation.

show ip nat statistics

. Use to display internal NAT statistics.

. Field descriptions

Last dynamic allocation failure—Completion level of any dynamic allocation failures;
the number of times the router attempted dynamic allocation but reached the
dynamic allocation entry limit

Current static translation entries
- Inside Source Simple—Number of inside source simple static translations

. Outside Source Simple—Number of outside source simple static translations
. Inside Source Extended—Number of inside source extended static translations

. Outside Source Extended—Number of outside source extended static translations

Dynamic Translation Type—Type of dynamic translation (inside source simple,
outside source simple, inside source extended )

Current—Current number of dynamic translations of the associated translation type
Peak—Peak number of dynamic translations of the associated translation type

Accumulated—Accumulated number of dynamic translations of the associated type;
this value reflects the accumulation of dynamic translations since the last router
reboot operation

Failed—Total number of installation attempts that failed for an associated translation
type
Forwarding statistics for packets received on inside or outside interfaces

. forwarded directly—Number of packets forwarded directly (that is, without the
need of translation)

. forwarded through translator—Number of packets forwarded through the NAT
translator
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. discarded—Number of packets discarded immediately upon receipt

. discarded by translator—Number of packets discarded by the NAT translator when
no matching translation could be located

. Example

hostl#show ip nat statistics
NAT database statistics for virtual router vrl:

Last dynamic allocation failure: normal, successful completion
Dynamic entry limit was reached 10318 times

Current static translation entries:

Inside Source Simple: 10
Outside Source Simple: 3
Inside Source Extended: 8
Outside Source Extended: 12
Dynamic
Translation Type Current Peak Accumulated Failed
Inside Source Simple 69999 69999 69999 12568
Outside Source Simple 4518 4518 4518 25
Inside Source Extended 70000 70000 70000 568
Fully Extended 26855 26855 26855 2565

Forwarding statistics for virtual router vrl:

Packets received on inside interface and

forwarded directly 8
forwarded through translator 111763104
discarded 2
discarded by translator 28524565

Bytes received on inside interface and
forwarded directly 544
forwarded through translator 5141098074

Packets received on outside interface and

forwarded directly 7
forwarded through translator 1031624
discarded 3
discarded by translator 578961

Bytes received on outside interface and
forwarded directly 476
forwarded through translator 47454704

. See show ip nat statistics.

Displaying Translation Entries

The show ip nat translations command displays current translations that reside in the
translation table.
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Simple translation entries appear with inside/outside and local/global address
information. Extended entries appear with added protocol and port numbers (or query

IDs).

Using verbose mode additionally provides the time since creation and time since last use
for each translation entry.

show ip nat translations

. Use to display current translations that reside in the NAT translation table.

. Field descriptions

. Prot—Protocol (TCP, UDP, ICMP, or GRE) for this translation entry; this field appears
only for extended table entries

. Inside local—Inside local IP address for this translation entry; this field also provides
the port number, separated by a colon ( : ) for extended entries

- Inside global—Inside global IP address for this translation entry; this field also provides
the port number, separated by a colon ( : ) for extended entries

. Outside global—Outside global IP address for this translation entry; this field also
provides the port number, separated by a colon ( : ) for extended entries

. Outside local—Outside local IP address for this translation entry; this field also
provides the port number, separated by a colon ( : ) for extended entries

. Time since creation—Amount of time elapsed since the translation entry appeared
in the translation table

. Time since last use—Amount of time elapsed since the translation entry was used

« Examplel

hostl# show ip nat translations

Prot Inside local Inside global
GRE 13.1.2.1:* 20.0.0.1:*
1CMP 13.1.2.2:4 20.0.0.2:4
TCP 13.1.2.3:20 20.0.0.3:50

Outside global

Outside

local

0 NOTE: Because they are not NAPT translations, port numbers for GRE translations
appear as asterisks (*).

. Example 2
hostl# show ip nat translations verbose
Time Time
Inside Inside Outside Outside since since
Prot local global global local creation last use
20.0.0.3 30.0.0.3 - -——= 00:04:50 00:00:01
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21.0.0.3 30.208.0.3 --- -—= 00:02:12
21.0.0.4 30.208.0.4 --- -—= 00:02:12

-—= -—- 50.0.0.3 70.0.0.3 00:03:24
-—= -—= 51.0.0.3 70.208.0.3 00:01:44

-—= -—= 51.0.0.4 70.208.0.4 00:01:44

UubP --- -—- 50.50.0.3:8 70.50.0.3:8 00:03:10
7 108

UDP 22.0.0.4:63 30.224.0.3: --- -—= 00:02:12

4097
UDP 22.0.0.3:63 30.224.0.3: --- —_— 00:02:12
4096
TCP  ——- -—- 50.50.0.3:8 70.50.0.3:8 00:03:10
0 008
UDP 20.50.0.3:87 30.50.0.3:8 --- -—= 00:03:35
108

. See show ip nat translations.

Displaying Address Pool Information

00:00:01

00:00:01

Never
00:00:01

00:00:01
Never

00:00:01

00:00:01

Never

Never

The show ip nat pool command displays NAT address pool information. The command
output displays configuration (mask and address ranges) of all address pools, unless

you supply a specific pool name.

show ip nat pool
« Use to display NAT address pool information.
. Field descriptions
. pool—Name of the address pool

. netmask—Network prefix associated with the NAT address pool
. prefix length—Prefix length associated with the NAT address pool
. range—Address ranges used by this NAT address pool

. Examplel

hostl#show ip nat pool

pool: pooll netmask: 255.255.255.0 prefix length: 24
range: 3.3.3.1 to 3.3.3.255
range: 4.4.4.1 to 4.4.4.32

pool: pool2 netmask: 255.255.255.0 prefix length: 24
range: 1.1.1.1 to 1.1.1.24
range: 2.2.2.1 to 2.2.2.55

.« Example 2
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hostl#show ip nat pool pooll

pool: pooll netmask: 255.255.255.0 prefix length: 24
range: 3.3.3.1 to 3.3.3.255
range: 4.4.4.1 to 4.4.4.32

. See show ip nat pool.

Displaying Inside and Outside Rule Settings

show ip nat inside rule

show ip nat outside rule

The show ip nat inside rule and show ip nat outside rule commands display access list
and pool usage for all dynamic translation rules configured for the virtual router. If you
do not specify an access list, the output displays address pool associations for each of
the access lists for either inside or outside translationrules in the virtual router. Specifying
an access list filters the output to display only the address pool associated with the
specified list.

. Use todisplay NAT access list and pool usage information for inside source translation
rules.

. Field descriptions
. access list name—Name of the access list

- pool name—Name of the address pool
. rule type—Type of rule assigned

. Example

hostl#show ip nat inside rule

access list name: listl pool name: poolA rule type: inside source
access list name: list2 pool name: poolB rule type: inside source
access list name: list3 pool name: poolC rule type: inside source overload

. See show ip nat inside rule.

. Usetodisplay NAT access list and pool usage information for outside source translation
rules.

. Field descriptions
. access list name—Name of the access list

. pool name—Name of the address pool
- rule type—Type of rule assigned

. Example

hostl#show ip nat outside rule
access list name: list4 pool name: poolD rule type: outside source

. See show ip nat outside rule.
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Configuring J-Flow Statistics

Overview

This chapter describes how to configure J-Flow statistics on your ERX router; it contains
the following sections:

« Overview on page 91

. Platform Considerations on page 94

. Before You Configure J-Flow Statistics on page 94

. Configuring Flow-Based Statistics Collection on page 94

« Monitoring J-Flow Statistics on page 101

Interface Sampling

The JunosE J-Flow feature provides a method by which you can collect IP traffic flow
statistics on your routing devices. J-Flow does not require any special protocol for
connection setup. It also does not require any external changes to networked traffic,
packets, or any other devices in the network. In other words, J-Flow is transparent to the
existing network, including end stations and application software and network devices
such as LAN switches.

The JunosE implementation of J-Flow allows you to export data to the UDP port of a
remote workstation for data collection and further processing. In addition, the ability to
enable J-Flow on an individual virtual router, interface, or subinterface allows you to
collect network statistics for specific locations within your network.

For any given IP interface, enabling J-Flow causes packets from the input stream to be
sampled at a globally configured rate. For each packet sampled, the main flow cache is
examined to see if there is an existing entry. If no entry exists, J-Flow creates a new entry
and records attributes of the flow. If the packet matches an existing entry, J-Flow updates
the existing flow.

In general, the system samples packets that it can forward. In other words, the system
does not sample packets that it discards. As sampling occurs, the system records flow
characteristics as they would appear for a packet that the virtual router transmits. This
means, for example, that if a packet uses the address of an output interface or next-hop
value altered by a policy setting, the system records the altered value in the flow record.

Copyright © 2010, Juniper Networks, Inc. 91



JunosE 11.2.x IP Services Configuration Guide

Aggregation Caches

Flow Collection

Data from flow cache entries is summarized to build aggregated views or aggregation
caches. Aggregation caches are created and maintained along with the main cache.
Aggregation caches have their own history area where the aging aggregation cache
records are collected. Aggregation caches have a set of configuration parameters: number
of entries, active and inactive time out, and export destination.

Types of aggregation caches include:
. AS-Aggregates flow data based on source and destination AS, and ingress and egress
interface values.

. Destination Prefix-Aggregates flow data based on the destination address, mask,
destination AS, and egress interface.

. Prefix-Aggregates flow data based on source prefix, destination prefix, source mask,
destination mask, source AS, destination AS, ingress interface, and egress interface.

« Protocol Port-Aggregates flow data based on protocol, source port, and destination
port.

. Source Prefix-Aggregates flow data based on source address, source mask, source
AS, and ingress interface.

Aggregation caches contain a subset of the fields collected in the raw flow data. For
example, TCP flags, Next Hop Address, and ToS values are not maintained in any of the
aggregation caches. Unlike the main cache, aggregation caches are not enabled by
default.

The JunosE J-Flow functionality allows statistics collection at the VR/VRF level. This
means that each virtual router (VR)/VPN routing and forwarding (VRF) table has its own
main cache for statistics gathering.

Although you can export flow statistics only at the VR level, VRF data is rolled up for each
VR. The reason for supporting export flow at the VR level is that existing export formats
cannot discriminate between VRs and VRFs. However, even though export formats do
not allow for segregation, the Junosk CLI commands do. Segregating each collection by
VR removes any ambiguity and aliasing that may occur with overlapping address spaces
(as may occur in virtual private network [VPN] configurations).

Main Flow Cache Contents

The following 7-tuple distinguishes an entry in the flow cache for a VR:
« Source IP address (SA)

« Destination IP address (DA)

« Source port number (SP)

« Destination port number (DP)

« Layer 3 protocol type

92
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- Type of service (ToS byte) or Differentiated Services code point (DSCP)
« Input interface

Cache Flow Export

Using UDP as the transport method, the ERX router can export the content of the flow
cache as the system removes the entries. You can specify one export destination for
each VR.

Each export packet contains a header and flow records. The version 5 header contains
the following fields:

« Version-Format version
« Count-Number of records in this packet
« SysUpTime-System up time value when this packet was built

« Unix Timestamp-Number of seconds and nanoseconds since 0000 UTC 1970
(Coordinated Universal Time)

« Sequence Number-Number of total records sent on this export stream

. Engine type-Type of switching engine (line module or route processor)

0 NOTE: The J-Flow setting for Engine type is always RP=0.

« Engine ID-SRP slot number

If, for any reason, the virtual router is unable to export records to the collector, the unsent
records are discarded. However, the virtual router continues to increase the sequence
number by one as if it sent the records. Discrepancies between the sequence number
and sent records can assist in recognizing discontinuities at the collector end.

Aging Flows

After the virtual router creates a flow in the cache, the flow is removed at the expiration
of either the active or the inactive timer.

In sampled environments, methods for detecting the end of a flow can be unreliable. The
active timer places a hard limit on how long a flow may last before the virtual router
closes it and gathers the necessary statistics. If the flow is still active when the active
timer expires, the virtual router creates a new flow entry to replace the closed flow.

The inactive timer removes flows if they do not contain any data traffic for a specified
period of time.

Operation with NAT

When functioning with Network Address Translation (NAT), J-Flow sampling occurs
before NAT applies any translation.
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Operation with High Availability

When high availability is enabled, the following occurs in the event of a switchover:

« Any flows that are collected but not exported off of the router are lost.
« Flow history is lost.

. Counters are reset to zero.

After the standby SRP becomes active, and all other applications indicate that they have
recovered, sampling and flow-collecting resume.

Platform Considerations

Forinformation about modules that support J-Flow statistics on ERX14xx models, ERX7xx
models, and the ERX310 Broadband Services Router:

« See ERX Module Guide, Table 1, Module Combinations for detailed module specifications.

« See ERX Module Guide, Appendix A, Module Protocol Support for information about the
modules that support NAT.

For information about modules that support J-Flow on the E120 and E320 Broadband
Services Routers:

« See E120 and E320 Module Guide, Table 1, Modules and IOAs for detailed module
specifications.

« See E120 and E320 Module Guide, Appendix A, IOA Protocol Support for information
about the modules that support J-Flow.

Before You Configure J-Flow Statistics

Before you configure J-Flow statistics, be sure you have created IP interfaces from which
J-Flow can extract traffic flow information. For information about configuring IP interfaces,
see Configuring IP in JunosE IP, IPv6, and IGP Configuration Guide.

Configuring Flow-Based Statistics Collection

To configure J-Flow on a virtual router:

1. Enable J-Flow statistics.

2. Enable J-Flow statistics on the desired interfaces.

3. (Optional) Define the sampling interval at which you want to collect statistics.
4. (Optional) Customize the size of the main flow cache.

5. (Optional) Define flow cache aging timers.

6. (Optional) Specify to where you want to export J-Flow statistics.

94
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Enabling Flow-Based Statistics

ip flow statistics

Use the ip flow statistics command to explicitly enable J-Flow.

NOTE: Issuing any configuration-level commands implicitly enables J-Flow.

. Use to enable J-Flow.
. Example
host1(config)#ip flow statistics
. Use the no version to disable J-Flow on the virtual router.

. Seeip flow statistics.

Enabling Flow-Based Statistics on an Interface

Use the ip route-cache flow sampled command to enable J-Flow statistics on an
interface. You can also use this command to configure an IP profile that is applied to
dynamically created IP interfaces. This feature provides J-flow capability on all
dynamically created IP interfaces, including those used for MPLS-to-IP forwarding
scenarios.

NOTE: Issuing an interface-level flow command does not enable J-Flow on the virtual
router. To enable J-Flow, issue the ip flow statistics command.

ip route-cache flow sampled

. Use to enable J-Flow on an interface. or in an IP profile for dynamically created IP
interfaces.

. Examples
host1(config-if)#ip route-cache flow sampled
or
host1(config-profile) #ip route-cache flow sampled
. Use the no version to disable J-Flow statistics on the interface.

. See ip route-cache flow sampled.

Defining a Sampling Interval

Use the ip flow-sampling-mode packet-interval command to define the packet-sampling
interval for the virtual router. The sampling interval specifies the rate at which the virtual
router samples J-Flow information. This rate is used for all interfaces that have J-Flow
enabled. After you enable J-Flow on an interface, the virtual router samples one packet
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at the specified packet interval. You can specify anintervalin therange 1-4,000,000,000
packets.

When you use the ip flow-sampling-mode packet-interval command to define the
packet-sampling interval for Gigabit Ethernet interfaces configured on the ES2 10G LM
(line module) with either the ES2-S1GE-8 I0A orthe ES2-S2 10GE PR IOA on E120 routers
and E320 routers, the J-Flow application makes the following internal adjustments to
achieve better performance onthe ES210G LM, regardless of the packet-sampling interval
that you configure:

« J-Flow adjusts the maximum sampling interval to 8,388,608, which is the decimal
equivalent of Ox800000.

. J-Flow changes the packet-sampling value to the closest integer that is a power of
two and that is less than or equal to the configured value.

For performance reasons, J-Flow applies these adjustments to the sampling interval only
for the interfaces configured on the ES2 10G LM on the virtual router. The configured
sampling interval does not change for interfaces not configured on the ES2 10G LM on
the virtual router.

When the data rate increases on a given interface, J-Flow packet sampling might not be
able to maintain the configured sampling rate and might drop the intended sampled
packets. If this occurs, you can address the issue by reducing the sampling rate.

NOTE: For all modules except the ES2 10G LM on the E120 router and the E320 router,
packet sampling occurs individually for each processor. Because the router distributes
packets over multiple processors, sampling occurs when each processor reaches the
specified packet interval.

Even though each flow is sampled, the flow sample is not necessarily cached because
of system constraints.

ip flow-sampling-mode packet-interval

. Use to define the J-Flow packet-sampling interval.

. Specify a packet-sampling interval in the range 1-4000000000 packets; the default
value is 4000000000.

. Specifying an interval less than 10 sets a very high sampling rate that can severely
degrade performance. The lower the packet-sampling interval you configure, the faster
the sampling rate.

. Forinformation about the effects of using the ip flow-sampling-mode packet-interval
command for the ES2 10G LM with either the ES2-S1 GE-8 IOA or the ES2-S2 10GE PR
IOA on E120 routers and E320 routers, see “Defining a Sampling Interval” on page 95.

. Example—Samples 1 out of 50 packets from the line module on which the interface
resides

hostl1(config)#ip flow-sampling-mode packet-interval 50
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Copyright © 2010, Juniper Networks, Inc.



Chapter 3: Configuring J-Flow Statistics

Setting Cache Size

ip flow-cache entries

« Use the no version to return the sampling interval to its default value, 4 billion.

. Seeip flow-sampling-mode packet-interval.

Use the ip flow-cache entries command to limit the number of main flow cache entries
for the virtual router (as collected across all line modules that are running J-Flow). After
the cache size exceeds the flow-cache entry limit, the least recently used flow is removed.

The possible flow-cache range is 1,024 — 524,288 entries. The default value is 65,536
entries.

. Use to limit J-Flow main flow cache entries.
. Example
hostl1(config)#ip flow-cache entries 80000
. Use the no version to return the cache size to its default value, 65535.

. Seeip flow-cache entries.

Defining Aging Timers

After the virtual router creates a flow in the cache, the virtual router can remove the flow
at the expiration of either the active or the inactive timer.

Specifying the Activity Timer

Use the ip flow-cache timeout active command to specify a value for the activity timer.
The activity timer measures the amount of time that the virtual router has been recording
a datagram for a given flow. When this timer expires, the virtual router exports the flow
cache entry from the cache and removes the entry. This process prevents active flows
from remaining in the flow cache, and allows collected data to appear in a timely manner.
The possible range for the activity timer value is 1 — 60 minutes. The default value is 30
minutes.

ip flow-cache timeout active

. Use to define the activity timer, in minutes.
. Example
hostl1(config)#ip flow-cache timeout active 50
. Use the no version to return the activity timer to its default value (30 minutes).

. Seeip flow-cache timeout.

Specifying the Inactivity Timer

Use the ip flow-cache timeout inactive command to specify a value for the inactivity
timer. The inactivity timer measures the length of time expired since the virtual router
recorded the last datagram for a given flow. When this timer expires, the virtual router
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exports the flow cache entry from the cache and removes it. When, at a later time, another
datagram begins that uses the same flow characteristics, the virtual router allocates a
new flow cache entry, and the inactivity timer begins again. The possible range for the
inactivity timer value is 10 — 600 seconds. The default value is 15 seconds.

ip flow-cache timeout inactive

. Use to define the inactivity timer, in seconds.
. Example
host1(config)#ip flow-cache timeout inactive 90
« Use the no version to return the inactivity timer to its default value (15 seconds).

. Seeip flow-cache timeout.

Specifying Flow Export

ip flow-export

Use the ip flow-export command to specify the location to which you want to export
the J-Flow datagrams.

. Use to specify the location to which you want to export J-Flow datagrams or specify
an alternate source address for outbound export J-Flow datagrams.

. Example 1-Specifies the destination address for J-Flow datagrams
hostl1(config)#ip flow-export 192.168.2.73 2055 version 5 peer-as

. Example 2-Specifies the source address for outbound export J-Flow datagrams
host1(config)#ip flow-export source fastEthernet 5/0

. Use the no version to remove the export setting.

. Seeip flow-export.

Configuring Aggregation Flow Caches

Aggregation caches are disabled by default. Exporting flow records from the router does
not occur while it is in the disabled state. When the configuration for an aggregation
cache is changed from enabled to disabled state, all flow records from that cache are
removed and flow collection stops.

For Prefix, Destination Prefix, and Source Prefix aggregation caches, you can specify a
minimum source and destination mask size to affect the granularity of the IP address
space captured in the aggregation cache. The commands to configure the minimum
mask size for the source and destination address are issued in Flow Cache Configuration
mode and are specific to each aggregation cache:

host1(config-flow-cache)#mask source minimum value
host1(config-flow-cache)#mask destination minimum value
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cache entries

The value (a number in the range 1-32) specifies the size of the minimum mask. The no
version restores the default minimum mask size, which is 0. A mask of size N has the N
most significant bits set in the corresponding bit mask.

You cannot configure a minimum mask size for aggregation caches that do not retain an
|P address in their aggregation scheme (like the AS aggregation cache). You can configure
the Prefix aggregation cache for both source and destination minimum mask size. You
can configure only the source minimum mask size for the Source Prefix aggregation
cache. You can configure only the destination minimum mask size for the Destination
Prefix aggregation cache.

The peer/origin information configured with the export command for the man V5 cache
is used to display the AS number of the AS aggregation cache for both the source and
destination AS. If no (default) configuration is present, zero appears in the AS numbers
for both V5 export and V8 export and in the show commands for the V8 AS aggregation
cache.

Establish an aggregation cache:

1. Enter Flow Cache Configuration mode for the AS aggregation cache.
host1(config)#ip flow-aggregation cache as

2. Configure the number of entries (1024—524288) in the aggregation cache; the no
version sets the number of entries back to its default value of 4096 (flow-data may
be lost if the previous setting is larger than the default).

host1(config-flow-cache)#cache entries entryNumber
3. Set the active (1-60) and inactive (10-600) aging timers.

host1(config-flow-cache)#cache timeout active active-tmo
host1(config-flow-cache)#cache timeout inactive inactive-tmo

4. Configure an export destination for the aggregation cache; the no version removes
the destination.

host1(config-flow-cache)#export destination { hostname | ip address }
udp-port-number

5. Setthe source IP address for datagrams containing information from this cache: the
no version removes the explicit setting of the source address.

host1(config-flow-cache)#export source interfacetype interface
6. Enable the aggregation cache.
host1(config-flow-cache)#enabled

The aggregation cache starts accumulating information from the flow cache; the
no version stops the accumulation of information from the flow cache, but does not
suspend the operation of the flow cache.

. Use to set the number of entries in the aggregation cache.

. Example
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cache timeout

enabled

export destination

export source

ip flow-aggregation cache

host1(config-flow-cache)#cache entries 524288
Use the no version to reset the number of entries to the default value 4096.

See cache entries.

Use to set the active and inactive timers.
Example

host1(config-flow-cache)#cache timeout active 50
Use the no version to reset the default value.

See cache timeout.

Use to enable the aggregation cache to accumulate information form the flow cache.
Example

host1(config-flow-cache)#enabled
Use the no version to stop the information flow from the flow cache.

See enabled.

Use to configure an export destination for the aggregation cache.
Example

host1(config-flow-cache)#export destination myhost udp-port
Use the no version to remove the destination.

See export destination.

Use to configure an export source for the aggregation cache.
Example

host1(config-flow-cache)#export source interface infl
Use the no version to remove the destination.

See export source.

Use to create an aggregation cache.
Example
hostl1(config)#ip flow-aggregation cache
Use the no version to remove the aggregation cache and its configuration.

See ip flow-aggregation cache.
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mask destination

« Use to set the minimum mask size for the destination address for the prefix and
destination prefix aggregation caches.

. Example
host1(config-flow-cache)#mask destination 128
. Use the no version to restore the default mask size, which is O.

. See mask destination.

mask source

. Use to set the minimum mask size for the source address for the prefix and source
prefix aggregation caches.

. Example
host1(config-flow-cache)#mask source 60
. Use the no version to restore the default mask size, which is O.

. See mask source.

Monitoring J-Flow Statistics

This section shows how to clear J-Flow statistics and use the show commands to view
J-Flow settings and statistical results.

Clearing J-Flow Statistics

Use the clear ip flow stats command to clear all entries from all flow caches on the
virtual router.

clear ip flow stats
. Use to clear entries from all flow caches on the VR/VRF.
. Example
hostl1(config)#clear ip flow stats
. Thereis no no version.

. See clear ip flow stats.

J-Flow show Commands

You can monitor the following aspects of J-Flow statistics by using the following

commands:
To Display ‘ Command
Main cache flow operational statistics show ip cache flow
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- Dlsplay

J-Flow sampling state show ip flow sampling

J-Flow export state and export statistics show ip flow export

You can use the output filtering feature of the show command to include or exclude lines
of output based on a text string that you specify. See Command Line Interface in Junosk
System Basics Configuration Guide, for details.

show ip cache flow
. Use todisplay IP flow cache operational statistics.
. Field descriptions
- Main Cache
- Max Entries-Maximum number of entries allowed in the main cache

. Activity Timeout-Activity timer value
- Inactivity Timeout-Inactivity timer value
. Size-Distribution of IP packets by size
. Percent-Percent distribution of different-sized IP packets
. Protocol - Port-Protocol of the sample and port destination for that sample
- Total Flows-Total number of flows
. Flows/Sec-Number of flows per second
. Packets/Flow-Number of packets per flow
. Bytes/Packet-Number of bytes per packet
. Packets/Sec—Number of packets per second
. Src. Addr—Source address of sampled packets
. Src. Intf—Source interface of sampled packets
. Dst. Addr—Destination address of sampled packets
. Dst. Intf—Destination interface of sampled packets

. Summary
. Total Flows Processed—Total number of flows processed

. Total Packets—Total number of packets sampled

. Total Bytes—Total number of bytes received

. Example 1—Brief output
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hostl#

show ip cache flow active brief
29140 packets sampled.

Distribution of IP packets by size.

Size Percent

1 - 32 0.000

64 0.000

96 0.000

128 0.000

160 0.000

192 0.000

224 0.000

256 0.000

288 0.000

320 0.000

352 0.000

384 0.000

416 0.000

448 0.000

480 0.000

512 0.000

544 0.000

576 0.000

1024 96.791

1536 3.209

2048 0.000

2560 0.000

3072 0.000

3584 0.000

4096 0.000

4608 0.000

Total Flows Packets Bytes Packets
Protocol-Port Flows /Sec /Flow /Packet /Sec
TCP—telnet 1 0.000 118.000 1014.000 0.000
UDP—whois++ 1 0.008 935.000 1026.000 7.664
—————————————————— Summary ----—--———————————————

Total Flows Processed: 2
Total Packets 1053
Total Bytes 1078962

. Example 2—Detailed output

0 NOTE: The output format for this command was modified slightly to fit within the
confines of this document.

hostl# show ip cache flow active detail
Main Cache

Max Entries: 65536

Activity Timeout: 60 mins.

Inactivity Timeout: 600 secs.

Cache Enabled

32012 packets sampled.

Distribution of IP packets by size.
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Size Percent

1- 32 0.000

64 0.000

96 0.000

128 0.000

160 0.000

192 0.000

224 0.000

256 0.000

288 0.000

320 0.000

352 0.000

384 0.000

416 0.000

448 0.000

480 0.000

512 0.000

544 0.000

576 0.000

1024 96.789

1536 3.211

2048 0.000

2560 0.000

3072 0.000

3584 0.000

4096 0.000

4608 0.000

Src.Addr Src.Intf Dst.Addr Dst. Intf Protocol Port

10.20.30.41 258 GigE4/0 12.0.0.2 GigE2/0 TCP-telnet
10.20.30.41 63 GE4/0 50.60.70.88 UDP-whois++

—————————————————— summary ----—--—-———————————————
Total Flows Processed: 2

Total Packets 1086

Total Bytes 1113540

. Example 3—History output

hostl# show ip cache flow history
35604 packets sampled.
Distribution of IP packets by size.

Size Percent
1- 32 0.000
64 0.000

96 0.000

128 0.000
160 0.000
192 0.000
224 0.000
256 0.000
288 0.000
320 0.000
352 0.000
384 0.000
416 0.000
448 0.000
480 0.000

Packets Bytes Packets
/Flow /Packet /Sec
58.000 1014.000 0.000
1028.000 1026.000 7.672
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512 0.000
544 0.000
576 0.000
1024 96.784
1536 3.216
2048 0.000
2560 0.000
3072 0.000
3584 0.000
4096 0.000
4608 0.000
Total Flows Packets Bytes Packets
Protocol Port Flows /Sec /Flow /Pkt /Sec
TCP-telnet 216 1.450 159.264  1014.000 230.879
—————————————————— summary -—--—-——-———————————————

Total Flows Processed: 216
Total Packets 34401
Total Bytes 34882614

. See show ip cache flow.

show ip cache flow aggregation

. Use to display IP flow cache operational statistics for an aggregation cache.

. Field descriptions

Aggregation Cache
. AS—AS aggregation cache

. Destination-prefix—Destination-prefix aggregation cache
. Prefix—Prefix aggregation cache

. Protocol-port—Protocol-port aggregation cache
- Source-prefix—Source-prefix aggregation cache
Total Flows—Total number of flows
Flows/Sec—Number of flows per second
Packets/Flow—Number of packets per flow
Bytes/Packet—Number of bytes per packet
Packets/Sec—Number of packets per second

Src. Addr—Source address of sampled packets
Src. Intf—Source interface of sampled packets

Dst. Addr—Destination address of sampled packets
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. Dst. Intf—Destination interface of sampled packets

- Summary
. Total Flows Processed—Total number of flows processed

. Total Packets—Total number of packets sampled

. Total Bytes—Total number of bytes received

. See show ip cache flow aggregation.

Example—Aggregation cache flow output

hostl#show ip cache flow aggregation as active brief
29140 packets sampled.

Total Packets Bytes Packets
Src.AS Dst.AS Flows /Flow /Pkt /Sec
400 100 0.000 118.000 1014.000 0.000
100 400 0.008 935.000 1026.000 7.664

—————————————————— summary ---—-—-—-——————————————
Total Flows Processed: 2

Total Packets 1053

Total Bytes 1078962

show ip flow export
. Use to display configuration values for IP flow cache export.
. Example
hostil#show ip flow export
Flow export is enabled using version 5 format.
Exporting to 10.0.0.2 port 9898 using source ip interface
GigabitEthernet5/0/0.
. See show ip flow.
show ip flow sampling

. Use to display configuration values for IP flow cache sampling.

. Example

hostl#show ip flow sampling

Flow sampling is enabled

"Packet Interval®™ sampling mode is configured.
1 out of every 1000 packets is being sampled.

. See show ip flow.
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Configuring BFD

This chapter describes how to configure bidirectional forwarding detection (BFD) on
your E Series router; it contains the following sections:

. Bidirectional Forwarding Detection Overview on page 107
. BFD Platform Considerations on page 110

« BFD References on page 110

« Configuring a BFD License on page 110

« BFD Version Support on page 111

« Configuring BFD on page 112

« Managing BFD Adaptive Timer Intervals on page 112

« Clearing BFD Sessions on page 113

« Monitoring BFD on page 114

Bidirectional Forwarding Detection Overview

Fast failure detection is a high priority feature for any network element. Some media, like
Ethernet, do not provide remote end failure. Networks must often rely oninternal gateway
protocol (IGP) hello messages to detect any failure and, in some cases (for example,
static routes), even these hello messages are not used.

IGP hellos have their own limitations—it often takes one second or more to detect a
remote end failure and processing IGP hello messages takes precious processing time.
BFD overcomes IGP detection time and processing limitations in detecting any data path
failures.

When configured for protocols like OSPF and IS-IS, BFD employs rapid, periodic, and
inexpensive hello messages to detect path activity. You can also configure BFD to function
with static routes, combining with the BFD poll bit to detect path activity.

When configured for various protocols like OSPF and IS-1S, BFD employs rapid, periodic
and inexpensive hello messages to detect path activity. You can also configure BFD to
function with static routes, combining with the BFD poll bit to detect path activity.

You can also configure a BFD session with a BGP neighbor or peer group to determine
relatively quickly whether the neighbor or peer group is reachable. For information about
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How BFD Works

configuring BFD for EBGP routes, see Configuring BGP Routing in JunoskE BGP and MPLS
Configuration Guide.

In a BFD-configured network, when a client launches a BFD session with a peer, BFD
begins sending slow, periodic BFD control packets that contain the interval values that
you specified when you configured the BFD peers. This is known as the initialization state
and BFD does not generate any up or down notifications in this state.

When another BFD interface acknowledges the BFD control packets, the session moves
into an up state and begins to more rapidly send periodic control packets.

If a data path failure occurs and BFD does not receive a control packet within the
configured amount of time, the data path is declared down and BFD notifies the BFD
client. The BFD client can then perform the necessary actions to reroute traffic. This
process can be different for different BFD clients. All BFD-configured IGP clients (like
|S-1S, OSPF, PIM, and RIP) launch BFD sessions when they detect neighbors through their
own hello protocols. However, a static BFD client launches a BFD session when it detects
that its next hop is resolved.

The BFD Admin Down state is used to bring down a BFD session administratively, to
protect client applications from BFD configuration removal, license issues, and clearing
of BFD sessions. When BFD enters the Admin Down state, BFD notifies the new state to
its peer for a failure detection time and after the time expires, the client stops transmitting
packets. For the Admin Down state to work, the peer, which receives the Admin Down
state notification, must have the capability to distinguish between administratively down
state and real link down. A BFD session moves to the Admin Down state under the
following conditions:

« When a BFD configuration is removed for the last client tied to a BFD session, BFD
moves to the Admin Down state and communicates the change to the peer to enable
the client protocols to handle this in a seamless manner without going down.

« When a BFD license is removed on the client, it moves to the Admin Down state and
communicates the change to the remote system to enable the client protocols to
handle this in a seamless manner without going down.

« When the clear bfd session command is executed, the BFD sessions move to the
Admin Down state before restarting the BFD sessions so that the client applications
are not impacted.

Negotiation of the BFD Liveness Detection Interval

When you issue the appropriate bfd-liveness-detection command on an IS-IS, OSPF,
RIP, or PIM interface, BFD liveness detection is established with all of its BFD-enabled
peers. When an update is received from a peer—if BFD is enabled and if the session is
not already present—the local peer attempts to create a BFD session to the remote peer.

Each pair of peers negotiates acceptable transmit and receive intervals for BFD packets.
These values can be different on each peer.

108
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The negotiated transmit interval for a peer is the interval between the BFD packets that
it sends to its peers. The receive interval for a peer is the minimum time that it requires
between packets sent fromits peer; the receive interval is not negotiated between peers.

Todetermine the transmitinterval, each peer compares its configured minimum transmit
interval with its peer's minimum receive interval. The larger of the two numbersis accepted
as the transmit interval for that peer.

Consider the following example. Router A and Router B are peers, with the following BFD
liveness detection values configured.

Configured Transmit | Configured Receive

Interval (ms) Interval (ms)
A 400 500
B 450 450

. ForRouter A, the negotiated transmit interval is the greater of its transmit interval (400
ms) and the Router B receive interval (450 ms), or 450 ms.

. ForRouter B, the negotiated transmit interval is the greater of its transmit interval (450
ms) and the Router A receive interval (500 ms), or 500 ms.

The liveness detection interval is the period a peer waits for a BFD packet from its peer
before declaring the BFD session to be down. The detection interval is determined
independently by each peer and can be different for each. The detection interval for the
local peer is calculated as the remote peer's negotiated transmit interval times the
detection multiplier value configured on the remote peer.

Negotiated

Transmit Interval Detection Liveness Detection
Router | (ms) Multiplier Interval (ms)
A 450 2 1500
B 500 3 900

« ForRouter A, the detection interval is Router B's negotiated transmit interval times the
Router B detection multiplier: 500 ms x 3 = 1500 ms.

« For Router B, the detection interval is Router A's negotiated transmit interval times the
Router A detection multiplier: 450 ms x 2 = 900 ms.

If Router A fails to receive a BFD packet from Router B within 1500 milliseconds, Router
A declares the BFD session to be down. Similarly, if Router B fails to receive a BFD packet
from Router A within 900 milliseconds, Router B declares the BFD session to be down.
In either case, all routes learned from the failed peer are purged immediately.
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NOTE: Before the router can use any bfd-liveness-detection command, you must
specify a BFD license key. To view an already configured license, use the show license
bfd command.

NOTE: During a stateful SRP switchover, the BFD transmit interval is set to 1000 ms
with a detection multiplier of 3. These values result in a liveness detection interval of
3000 ms. This longer interval helps prevent a BFD timeout during the switchover. BFD
negotiates the interval with the remote peer before applying the temporary change.
The BFD timers revert back to the configured values after 15 minutes (the maximum
duration for graceful restart completion).

BFD Platform Considerations

BFD References

For information about modules that support BFD on the ERX7xx models, ERX14xx models,
and the ERX310 Broadband Services Router:

- See ERX Module Guide, Table 1, Module Combinations for detailed module specifications.
« See ERX Module Guide, Appendix A, Module Protocol Support for information about the
modules that support BFD.

For information about modules that support BFD on the E120 and E320 Broadband
Services Routers:

. See F120 and E320 Module Guide, Table 1, Modules and IOAs for detailed module
specifications.

« See E120 and E320 Module Guide, Appendix A, IOA Protocol Support for information
about the modules that support BFD.

The ES2 4G LM supports faster transmission and failure detection. On this module, the
configurable BFD timer range for each routing protocol is extended from a minimum of
100 msto 10 ms.

For information about BFD, see the following:

« BFD for IPv4 and IPv6 (Single Hop)—draft-ietf-bfd-v4v6-1hop-00.txt (January 2005
expiration)

« Bidirectional Forwarding Detection—draft-ietf-bfd-base-00.txt. (January 2005
expiration)

Configuring a BFD License

You must configure a BFD license before the router configuration can use any BFD
commands.

1o
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license bfd

« Use to specify a BFD license.

. Purchase a BFD license to allow BFD configuration on the E Series router.

o NOTE: Acquire the BFD license from Juniper Networks Customer Service or your Juniper

Networks sales representative.

. Example

hostl1(config)#license bfd license-value

. Use the no version to disable the license.

« See license bfd.

BFD Version Support

The JunosE Software supports both BFD Version O and BFD Version 1. When establishing
a BFD neighbor session, the E Series router attempts to establish version O or version 1

sessions based on the capability of the BFD neighbor. Table 7 on page 111 indicates how
the routers establish sessions based on BFD version support:

Table 7: Determining BFD Versions

E Series Routers
Running JunosE
7.2.x (and later)

E Series Routers
Running Software
Versions Earlier than
JunosE 7.2.x

BFD Version
Support

Version O and Version
1

Version O Only

E Series RoutersRunning  Version O and
JunosE 7.2.x (and later) ~ Version1
and Other Routers

Result = Version 1

Result = Version O

E Series Routers Running  Version O Only
Software Versions

Earlier than JunosE 7.2.x

and Other Routers

Result = Version O

Result = Version O

Other Routers Version 10nly

Result = Version 1

No session
(version mismatch)

0 NOTE: You cannot configure the Junosk Software to send BFD Version O or BFD Version
1 packets. The Junosk Software determines the BFD version through auto-negotiation.
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Configuring BFD

You configure BFD on routing protocols that use BFD for fast failure detection. BFD does
not require any stand-alone configuration; it works in conjunction with the application
that it is supporting. Applications on which you configure BFD pass configuration
information to BFD when they need fast failure detection.

BFD works with a wide variety of routing protocols. The JunosE Software currently supports
only a few of these protocols. All BFD supported clients provide the ability to configure
session parameters for each interface. Refer to the following table for added configuration
information:

Configuration Topic ’ See

EBGP Chapter Configuring BGP Routing in JunosE BGP and MPLS Configuration
Guide

IPv4 static routes Chapter Configuring IP in JunosE IP, IPv6, and IGP Configuration Guide

IS-1S Chapter Configuring IS-IS in JunosE IP, IPv6, and IGP Configuration Guide

OSPF Chapter Configuring OSPF in JunosE IP, IPv6, and IGP Configuration
Guide

OSPFv3 Chapter Configuring OSPF in JunosE IP, IPv6, and IGP Configuration
Guide

PIM Chapter Configuring PIM for IPv4 Multicast in JunosE IP, IPv6, and IGP
Configuration Guide and chapter Configuring PIM for IPv6 Multicast in
JunosE Multicast Routing Configuration Guide

RIP Chapter Configuring RIP in JunosE IP, IPv6, and IGP Configuration Guide

RSVP-TE Chapter Configuring MPLS in Junosk BGP and MPLS Configuration Guide

Managing BFD Adaptive Timer Intervals

The bfd adapt command enables timer intervals to adapt for all BFD sessions on all
virtual routers on the router.

Enabling BFD adaptive timers avoids BFD session flaps that might occur because of
misconfiguration or other errors. When enabled, BFD attempts to adapt timer intervals
on the router by making them less restrictive and increasing the survival chances for the
session.

NOTE: Enabling BFD adaptive timers targets only rapidly flapping events and not
genuine BFD down events. If BFD down events occur in intervals longer than 5 seconds,
the session does not attempt to adapt.

12
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bfd adapt

Disabling BFD adaptive timers does not affect current adaptive timer intervals for sessions.
Disabling adaptive timers prohibits BFD from further adapting timer intervals for existing

sessions or for new sessions.

To reset adapted intervals for all BFD sessions on the router, use the clear bfd
adapted-intervals command.

. Use to enable all BFD sessions to adapt timer intervals on all virtual routers on the

router.
. Example
hostl1(config)#bfd adapt

. Use the no version to disable subsequent BFD sessions from adapting timer intervals
without resetting any already adapted intervals.

. See bfd adapt.

clear bfd adapted-intervals

. Use to reset adapted timer intervals for all BFD sessions on the router.
. Does not disable the state of the BFD adaptive timer interval feature.
. Example

host1#clear bfd adapted-intervals
. Thereis no no version.

. See clear bfd adapted-intervals.

Clearing BFD Sessions

clear bfd session

You can use the clear bfd session or clear ipv6 bfd session commands to clear one or
more BFD sessions for IPv4 or IPv6 (respectively).

. Use torestart all IPv4 BFD sessions or a specified IPv4 BFD session.

. Use the address keyword to indicate the IPv4 address of the destination to which the
session has been established.

. Use the discriminator keyword to clear the BFD session associated with the unique
system-wide identifier.

.« Examplel
host1#clear bfd session
. Example 2
hostl#clear bfd session address 10.10.5.24

.« Example 3
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clear ipv6 bfd session

Monitoring BFD

hostl#clear bfd session discriminator 4
« Thereis no no version.

« See clear bfd session.

NOTE: When the clear bfd session command is executed, the BFD sessions move to
the Admin Down state before restarting the BFD sessions so that the client applications
are not impacted.

. Use torestart all IPv6 BFD sessions or a specified IPv6 BFD session.

. Use the address keyword to indicate the IPv6 address of the destination to which the
session has been established.

« Examplel

hostl#clear ipv6 bfd session
« Example 2

hostl#clear ipv6 bfd session address 1::4
. Thereis no no version.

. See clear ipv6 bfd session.

System Event Logs

This section lists the system event logs associated with the BFD protocol and describes
the show commands you can use to view BFD-related information.

To troubleshoot and monitor BFD, use the following system event logs:

« bfdGeneral

« bfdSession

. bfdEvents

« bgpConnections
- isisBfdEvents

. ospfEvents

« ospfv3General

- ripBfdLog

For more information about using event logs, see the JunosE System Event Logsing
Reference Guide.

N4
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Viewing BFD Information

show license bfd

show bfd session

You can monitor the following aspects of BFD by using the following show commands:

To Display Command

BFD session information show bfd session

BFD license key information show license bfd

You can use the output filtering feature of the show command to include or exclude lines
of output based on a text string that you specify. See Command Line Interface in Junosk
System Basics Configuration Guide, for details.

Use to display the bfd license key configured on the router.

Example

hostl#show license bfd
BFD license is bfd_license

See show license.

Use to display BFD protocol session information.

Use the address keyword to specify an IPv4 or IPv6 session that you want to view.
Use the detail keyword to view more detailed information about the BFD session.
Field descriptions

Address—IP address of the remote interface with which the session is established.
In unnumbered cases, the remote interface provides its reference IP address.

State—State of the BFD session, Up, Down, or AdminDown

Interface—Interface on which the BFD session has been established

Detect/Detection Time—Time (in seconds) taken to declare the remote interface
down when no packets are received from that interface

Local discriminator—Value used to identify the session at the local end

Remote discriminator—Value used to identify the session at the remote end

Session up time—Amount of time the session has been operational since the last
session down event in days:hours:minutes:seconds format.

Up/Down count—Number of times up/down transitions have occurred on the session

Adaptivity—Number of times this session has adaptedits intervals, or that additional
adaptivity is disabled for this BFD session on the router
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Local

. min tx interval—Minimum transmit interval (in seconds) configured on the session
at the local end

. min rx interval—Minimum receive interval (in seconds) configured on the session
at the local end

. multiplier—Multiplier configured on the session at the local end

(Adapted)

. min tx interval—Minimum transmit interval (in seconds) to which the session is
adapted at the local end

. min rx interval—Minimum receive interval (in seconds) to which the session is
adapted at the local end

. multiplier—Multiplier to which the session is adapted at the local end

Remote

. min tx interval—Minimum transmit interval (in seconds) configured on the session
at the remote end

. min rx interval—Minimum receive interval (in seconds) configured on the session
at the remote end

. multiplier—Multiplier configured on the session at the remote end

Up/Down count—Number of up/down transitions that have occurred on the session
Local diagnostic—Reason at the local end for the last session down event
Remote diagnostic—Reason at the remote end for the last session down event

Remote heard/Remote not heard—Whether the local end is receiving packets from
the remote end

hears us/doesn't hear us—Whether the remote end is receiving packets from the
local end

Min async interval—Minimum interval (in seconds) between packets sent whenin
asynchronous mode

min slow interval—Minimumi interval (in seconds) between packets when the remote
end is first being detected

Echo mode—State of echo mode (enabled or disabled; active or inactive)

Client—Name of the client
. desired tx—Minimum transmit interval (in seconds) requested by the client

. required rk—Minimum required receive interval (in seconds) specified by the client

. multiplier—Multiplier requested by the client

16
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. TXFC-assisted?—Whether component in forwarding controller is acting to speed
transmission times, yes or no; forwarding controller assist available only for ES2
4G LM

. Detection FC-assisted?—Whether component in forwarding controller is acting
to speed fast failure detection times, yes or no; forwarding controller assist available

only for ES2 4G LM
. Examplel
hostl#show bfd session
Address State Interface Detect Interval Mx
Time
172.16.1.2 Up FastEthernetl/4 0.900 0.300 3
172.16.1.1 Up FastEthernetl/5 0.900 0.300 3
172.16.1.3 AdminDown FastEthernetl/2 0.900 0.300 3

« Example 2—IPv4 version

hostl#show bfd session detail

Address: 172.16.1.2
State UP on Interface FastEthernetl/4
Detection Time0.900, version VO
Local discriminator 3, Remote discriminator 1
Session up time 00:00:01:04, Up/Down count 1, Adapted 3 times
Local: min tx interval 0.3, min rx interval 0.3, multiplier 1
(Adapted) min tx interval 0.6, min rx interval 0, multiplier 3
Remote: min tx interval 0.3, min rx interval 0.3, multiplier 3
Local diagnostic: None, Remote diagnostic: None
Remote heard, hears us
Min async interval 0.3, min slow interval 0.3
Echo mode disabled/inactive

2 Clients:
Client OSPFv2, desired tx: 0.3, required rx: 0.3, multiplier 3
Client ISIS, desired tx: 0.3, required rx: 0.3, multiplier 3
TX FC-assisted? Yes, Detection FC-assisted? Yes

. Example 3—IPv6 version

hostl#show bfd session detail

Address fe80:1234::abcd
State UP on Interface FastEthernetl/3
Detection Time0.900, version vl
Local discriminator 3, Remote discriminator 1
Session up time 00:00:01:04, Up/Down count 1, Adaptivity disabled
Local: min tx interval 0.3, min rx interval 0.3, multiplier 3
(Adapted) min tx interval 0, min rx interval O, multiplier 4
Remote: min tx interval 0.3, min rx interval 0.3, multiplier 3
Local diagnostic: None, Remote diagnostic: None
Remote heard, hears us
Min async interval 0.3, min slow interval 0.3
Echo mode disabled/inactive

1 Client:
Client OSPFv3, desired tx: 0.3, required rx: 0.3, multiplier 3

. See show bfd session.
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CHAPTERS

Configuring IPSec

This chapter describes Internet Protocol Security (IPSec) capabilities of the ERX routers.
It contains the following sections:

« Overview on page 119

« Platform Considerations on page 121

» References on page 121

« |PSec Concepts on page 122

« |IKE Overview on page 134

« Configuration Tasks on page 138

« Configuration Examples on page 152

« Monitoring IPSec on page 160

Overview

The IP security functionality covered in this chapter includes the following major areas:

. Encapsulating protocols, including authentication (AH) and Encapsulating Security
Payload (ESP), to provide security on specified packets

. Thelnternet Security Association and Key Management Protocol/Internet Key Exchange
(ISAKMP/IKE) protocol suite to provide automatic negotiation of security associations,
including session keys

IPSec Terms and Acronyms

Table 8 on page 119 describes terms and abbreviations that are used in this discussion
of IPSec.

Table 8: IPSec Terms and Abbreviations

Term or

Abbreviation Description

3DES Triple DES encryption/decryption algorithm
AH Authentication header. Provides authentication of the sender and of data
integrity.
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Table 8: IPSec Terms and Abbreviations (continued)

Term or

Abbreviation Description

CA Certificate authority

DES Data Encryption Standard encryption algorithm

DPD Dead peer detection, which enables router to detect when commmunication to
remote peer has been disconnected. Also known as IKE keepalive.

DSS Digital Signature Standard authentication algorithm

ESP Encapsulating Security Payload, which provides data integrity, data
confidentiality and, optionally, sender's authentication

FQDN Fully qualified domain name, which consists of the hostname and domain
name for a specific system

HMAC Hashed Message Authentication Code

IKE Internet Key Exchange

IKE endpoint IP address of the entity that is one of two endpoints in an IKE/ISAKMP SA.

Inbound traffic

In the context of a secure interface, already secured traffic arriving on that
interface (identified based on its SPI). This traffic is cleared and checked
against the security parameters set for that interface.

IPSec Internet Protocol Security

IPSec endpoint IP address of the entity that is one of two endpoints in an IPSec SA

ISAKMP Internet Security Association and Key Management Protocol

ISAKMP SA Security associations used to secure control channels between security
gateways. These are negotiated via IKE phase 1.

MDx Message Digest hash algorithm

Nonce A random value used to detect and protect against replay attacks

Outbound In the context of a secure interface, the clear traffic forwarded to the interface

traffic (either by policy or by routing) that is typically secured according to security
parameters set for that interface.

PFS Perfect forward secrecy

RSA Rivest-Shamir-Adleman encryption algorithm
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Table 8: IPSec Terms and Abbreviations (continued)

Term or
Abbreviation

SA

Description

Security association. The set of security parameters that dictate how IPSec
processes a packet, including encapsulation protocol and session keys. A single
secure tunnel uses multiple SAs.

Secure tunnel

A virtual connection between two security gateways used to exchange data
packets in a secure way. A secure tunnel is made up of a local SA and a remote
SA, where both are negotiated in the context of an ISAKMP SA.

SHA Secure Hash Algorithm
SPI Security parameter index
VPN Virtual private network

Platform Considerations

References

For information about modules that support IPSec on ERX14xx models, ERX7xx models,
and the ERX310 Broadband Services Router:

« See ERX Module Guide, Table 1, Module Combinations for detailed module specifications.

« See ERX Module Guide, Appendix A, Module Protocol Support for information about the
modules that support IPSec.

NOTE: E120 and E320 Broadband Services Routers do not support configuration of

|PSec.

For information about IPSec, see the following RFCs:

« RFC 768—User Datagram Protocol (August 1980)

« RFC 2401—Security Architecture for the Internet Protocol (November 1998)

« RFC 2402—IP Authentication Header (November 1998)

« RFC 2403—The Use of HMAC-MD5-96 within ESP and AH (November 1998)

« RFC 2404—The Use of HMAC-SHA-1-96 within ESP and AH (November 1998)

« RFC 2405—The ESP DES-CBC Cipher Algorithm With Explicit IV (November 1998)

« RFC 2406—IP Encapsulating Security Payload (ESP) (November 1998)

. RFC 2407—The Internet IP Security Domain of Interpretation for ISAKMP (November

1998)
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« RFC 2408—Internet Security Association and Key Management Protocol (ISAKMP)
(November 1998)

« RFC 2409—The Internet Key Exchange (IKE) (November 1998)
« RFC 2410—The NULL Encryption Algorithm and Its Use With IPSec (November 1998)

« RFC 3706—A Traffic-Based Method of Detecting Dead Internet Key Exchange (IKE)
Peers (February 2004)

For information about using digital certificates, see “Configuring Digital Certificates” on
page 205.

Secure IP Interfaces

This section provides an overview of IPSec concepts.
|PSec provides security to IP flows through the use of authentication and encryption.

« Authentication verifies that data is not altered during transmission and ensures that
users are communicating with the individual or organization that they believe they are
communicating with.

« Encryption makes data confidential by making it unreadable to everyone except the
sender and intended recipient.

|PSec comprises two encapsulation protocols:

. Encapsulating Security Payload (ESP) provides confidentiality and authentication
functions to every data packet.

. Authentication header (AH) provides authentication to every data packet.
Both protocols are defined with two modes of operation:

« Tunnel mode completely encapsulates the original packet within another IP header.

« Transport mode keeps the original header and does not add the extra IP header.

Secure IP interfaces are virtual IP interfaces that you can configure to provide
confidentiality and authentication services for the data flowing through such interfaces.
The software provides these services using mechanisms created by the suite of IPSec
standards established by the IETF.

Secure IP interfaces connect the router to any other endpoint through the routed network
and allow much of the same functionality as other IP interfaces. Traffic can reach a secure
IP interface via routing or policy routing.

« Asecure tunnel is a layer 2 entity. It is a point-to-point connection that is mapped on
top of other IP interfaces. Secure tunnels carry only IP traffic.

. AsecurelPinterfaceis alayer 3 entity; that is, an IP interface mapped on top of a secure
tunnel that inherits all security associated with it.
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Secure IP interfaces are a logical representation of a secure connection between two
security endpoints, one of whichis the local system. The remote endpoint can be another
security gateway or a host.

RFC 2401 Compliance

RFC 2401 states that a security policy database (SPD) must exist for each physical
interface in the router, and an administrator must configure these SPDs to determine
which traffic must be IPSec-protected, not IPSec-protected, or denied. The ERX router
does not support a systemwide SPD. Instead, the router takes advantage of routing
policies that are applied to physical interfaces to describe which traffic to forward to a
single IPSec tunnel, which traffic to discard, and so on. The router also applies IPSec
selectors to traffic going into or coming out of a secure tunnel so that unwanted traffic
is not allowed inside the tunnel. Supported selectors include IP addresses, subnets, and
|P address ranges. An implementation that strictly follows RFC 2401 requires a separate
|PSec tunnel for each SPD entry.

IPSec Protocol Stack

Figure 12 on page 123 shows the protocol stack on a client, an IPSec gateway, and a server.
In the figure, HTTP and TCP are examples of higher-level protocols involved in the
end-to-end communication; other end-to-end communication protocols are also
supported. The layers where the data can be encrypted are shown in gray.

Figure 12: IPSec Tunneling Stack
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Figure 13 on page 124 shows the packet encapsulation for IPSec tunneling.
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Figure 13: IPSec Tunneling Packet Encapsulation
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Security Parameters

Secure IP interfaces allow tunneled traffic to be secured in many ways. For that, secure
interfaces are associated with security parameters that are enforced for traffic that goes
through these interfaces. Table 9 on page 124 briefly describes all the parameters used
for a secure IP interface.

Table 9: Security Parameters Used on Secure IP Interfaces

Security Parameter | Description

Manual or signaled

A secure IP interface, which can be either manual or signaled.

« You can configure manual interfaces manually on both local and
remote security gateways.

« Signaled interfaces can dynamically set up connections between
security gateways using ISAKMP/IKE.

Operational VR

Operational parameters for the secure IP interface, including the virtual
router context to which this interface belongs and the network prefix
reachable through the interface.

Transport VR

Transport network characteristics for the tunnel, including its virtual router
context and source and destination IP addresses.

Perfect forward
secrecy (PFS)

A key-generation approach that guarantees that every newly generated
session key is not in any way related to the previous keys. PFS ensures
that a compromised session key does not compromise previous and
subsequent keys.

Lifetime

A limit on time and traffic volume allowed over the interface before an
SA needs to be renegotiated.

Inbound and
outbound SAs

The actual session-related parameters used by both security gateways
to secure the traffic between them. You can manually define the SA for
manual secure IP tunnels or the SA can dynamically negotiate for signaled
tunnels.

Two sets of SA parameters exist; one for inbound traffic and another for
outbound traffic.

Transform set

The set of security parameters, including protocols and algorithms, that
is considered adequate to provide a required security level to the traffic
flowing through an interface.

Figure 14 on page 125 shows the relationships of the various security parameters to the
IPSec security interface. The following sections discuss each parameter in detail.
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Figure14:IPSec Security Parameters in Relation to the Secure IP Interface
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Manual Versus Signaled Interfaces

The router supports both manual and signaled interfaces:

« Manual interfaces use a preconfigured set of SA parameters to secure traffic flowing
through a secure IP interface. If SA parameters do not use a preconfigured, manual
secure interface, the interface drops all traffic it receives. The router keeps statistics
for dropped traffic. Both peer security gateways must contain a manually provisioned
manual secure IP tunnel.

. Signaled interfaces negotiate an SA on demand with the remote security gateway.
Theremote security gateway must also support SA negotiation; otherwise the gateway
drops traffic. Again, the router keeps statistics for dropped traffic.

The router supports SA negotiation within an IKE SA by means of the ISAKMP and IKE
protocols. Only one IKE SA is maintained between a set of local and remote IKE
endpoints. That means that if an IKE SA already exists between the two endpoints, it
is reused.

Secure IP interface parameters can be required, optional, or not applicable, depending
on whether the interface is manual or signaled. Table 10 on page 126 presents how the
other security parameters fit with manual and signaled interfaces.
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Table 10: Security Parameters per IPSec Policy Type

Security Parameter Manual Signaled
Operational VR Required Required
Transport VR Required Required
Perfect forward secrecy Optional Optional
Lifetime Optional Optional
Inbound and outbound SAs Required Not applicable
Transform set Required Required

Operational Virtual Router

The operational VR for a secure IP tunnel is the VR in which a secure IP tunnel exists.

The IP address and mask associated with a secure IP interface exist only within the
operational VR under which the interface is declared. The VR defines the network prefix,
which is reachable through the logical IP interface.

A secure IP tunnel is always a member of one and only one operational VR. Therefore,
the operational VR attributes are mandatory for any secure tunnel. These attributes
include:

« |P address and mask

« Virtual router on which the secure IP interface exists

Transport Virtual Router

The transport VR for a secure IP tunnel is the VR in which both of the secure tunnel
endpoints, the source and destination, are routable addresses. Normally, the transport
VR is the default ISP routing infrastructure on top of which VPNs are provisioned.

The IPSec Service module (ISM) is a security gateway and, as such, is one of the endpoints
for secure tunnels. The tunnel endpoints are the tunnel source and the tunnel destination
IP addresses. For IKE signaled IPSec tunnels, you can use the fully gualified domain name
(FODN) instead of the IP address to identify the tunnel endpoints. You typically use this
feature to identify the tunnel destination endpoint in DSL and broadband environments.
See “Transport VR Definitions with an FODN” on page 127 in this section.

« The tunnel source IP address must be one of the local IP addresses configured on the
router.

« The tunnel destination address must be a routable IP address within the transport VR
routing tables.

The transport VR information is required, although its explicit configuration is not. If
omitted, the transport VR is assumed to be the same as the operational VR. However,
the tunnel source and destination are mandatory elements.
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Transport VR Definition

The transport VR definition includes:

« Transport virtual router name—Name of the transport virtual router. If not explicitly
configured, the operational VR is assumed.

« Tunnel source endpoint—IP address or FODN used as the tunnel source endpoint on
thisend of the tunnel. In the case of signaled tunnels, the router monitors and transmits
on port 500 of this address for IKE negotiations. The tunnel source endpoint must be
a configured IP address or FODN on the transport VR, or the router indicates an error.
See “Transport VR Definitions with an FODN” on page 127 for information about using
an FODN rather than an IP address.

. Tunnel destination endpoint—IP address or FQDN associated with the termination or
initiation point of the secure IP tunnel. This address must be routable within the context
of the transport VR. Each secure IP tunnel can have a different remote IP address.

Transport VR Definitions with an FQDN

For signaled IPSec tunnels, you can use an FODN instead of the IP address to specify
tunnel endpoints. You typically use this feature to identify the tunnel destination in
broadband and DSL environments in which the destination does not have a fixed IP
address. The remote device uses the FOQDN to establish and authenticate the IPSec
connection, and then uses the actual IP address for rekeying and filtering operations.

The ERX router FODN feature supports both preshared keys and digital certificates. If it
uses preshared keys, the router must use IKE aggressive mode to support FODNSs.

An identity string can include an optional user@ specification that precedes the FODN.
The entire string can be a maximum of 80 characters. For example, both of the following
are supported:

branch245.customer77.isp.net
user4919@branch245.customer77.isp.net

With preshared key authentication, and when using the user@fqdn format, the router
searches for the key based on the entire identity string. If the router cannot find that string,
the router strips off the user@ part and performs a second search based on the FODN
part of the string.

With digital certificates, the two sides of the tunnel must use the same identity format,
with or without the user@ specification; no stripping operation and no second search
occurs.

0 NOTE: The E Series router does not support FQDN-to-IP address resolution by DNS.

Perfect Forward Secrecy

PFS is an optional feature that causes every newly refreshed key to be completely
unrelated to the previous key. PFS provides added security, but requires extra processing
for a new Diffie-Hellmann key exchange on every key refresh.
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If PFS is enabled, the router mandates PFS during SA negotiation. The remote security
gateway must accept PFS to successfully negotiate the SA. However, if PFS is disabled,
PFS might still be negotiated if the remote security gateway requests PFS.

PFS supports three Diffie-Hellmann prime modulus groups:

- Group 1—A 768-bit Diffie-Hellmann prime modulus group
« Group 2—A 1024-bit Diffie-Hellmann prime modulus group
« Group 5—A 1536-bit Diffie-Hellmann prime modulus group

SA negotiation favors the highest request. For example, if group 2 is requested locally,
the remote security gateway must support group 2 for the SA negotiation to be successful.
If group Tis requested locally, either groups 1or 2 can be accepted, depending on requests
from the remote security gateway.

Lifetime

You can set a lifetime for user SAs and IKE SAs. For information about setting the IKE SA
lifetime, see “Lifetime” on page 137.

For signaled IPSec interfaces, both the inbound and outbound SA must be assigned a
lifetime. The lifetime parameter controls the duration for which the SA is valid. When a
user SA is established, both a timer and a traffic volume counter are set. When either
counter reaches the limit specified by the SA lifetime, a new SA is negotiated and the
expired SA is deleted. The renegotiations refresh several SA parameters, including keys.

Note the following about how the lifetime parameters work:

. Toavoid delays in the data flow, a new user SA is actually renegotiated before the
expiration. If the SA expires in the middle of processing a packet, the router finishes
processing that packet.

« The actual user SA lifetime may not equal the value configured in the router.

« There are both global and tunnel-specific lifetime parameters. If there is no
tunnel-specific lifetime configured, the router uses the global lifetime. The global
lifetime parameters have the following default settings:

- 8 hours for the time-based lifetime

- 100 MB for the traffic-based lifetime

« Lifetime parameters are valid only for user SAs established via IKE. Manually configured
user SAs ignore this parameter.

You can set a lifetime for all SAs on a specific tunnel, and you can set a global lifetime.

. To set the tunnel lifetime, use the tunnel lifetime command.

. To set the global (default) lifetime, use the ipsec lifetime commmand.
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Inbound and Outbound SAs

SA parameters are the actual session parameters used to secure a specific data flow
associated with a specific secure IP interface. How SA parameters are set depends on
how the IP interfaces are secured:

« Formanual secure IP interfaces, the system administrator sets SA parameters. Manually
setting SA parameters allows provisioning of IP security to destinations that do not
support SA negotiation via IKE.

. For signaled secure IP interfaces, the two security gateway peers negotiate SA
parameters; the system administrator is not allowed to set any of the parameters. In
fact, for some of these parameters, such as session keys, the system administrator is
not even granted read access.

Similarly to IPSec SAs, SA parameters are unidirectional. Therefore, for a two-way data
flow, two SAs need to be established—one for inbound traffic and another for outbound
traffic. For each direction, SA parameters must be set for each transform associated with
a secure |IP interface. Therefore, two sets of SA parameters exist for each secure IP
interface, one being the inbound SA parameters and the other the outbound SA
parameters.

The following parameters form each set of SA parameters:

. SPI—The SPlis a unique identifier that is applied to the SA when securing a flow. An
SPlis unique for a given destination IP address and protocol tuple. The destination IP
address is either the remote secure IP interface endpoint for the outbound direction
or the local secure IP interface endpoint for the inbound direction.

. Encapsulation—The encapsulation options include both an encapsulating protocol
and an encapsulating mode. The protocol can be either ESP or AH. The mode is tunnel
mode.

« Transforms—The allowed transforms for given SA parameters depend on the
encapsulation protocol. See “Transform Sets” on page 129 for more information.

« Keys—The session key is used for the respective SA transform. The key length depends
on the SA transform to which it applies, and is as follows:

- DES—8 bytes
- 3DES—24 bytes

- MD5—16 bytes

- SHA—20 bytes

Transform Sets

Transform sets are composed of security parameters that provide a required security
level to a particular data flow. Transform sets are used during user SA negotiation to find
common agreement between the local and the remote security gateway on how to
protect that specific data flow.
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A transform set includes encapsulation protocols and transforms; for example,
encryption/decryption/authentication algorithms. These parameters are grouped to
specify the acceptable protection for a given data flow. Many transform sets are
supported, since different traffic requires distinct security levels.

A secure IP tunnel is associated with one transform set. Multiple secure IP tunnels can
refer to the same transform set.

Changing existing transform sets affects only future user SA negotiations. User SAs that
are already established remain valid and do not use the changed transform set until they
are renegotiated.

For manually configured secure IP tunnels, the associated transform set must contain a
single transform option.

Encapsulation Protocols

Both the AH and ESP protocols are supported. See supported transforms in Table 11 on
page 130.

« AH provides authentication.

« ESP provides data confidentiality and antireplay functions. ESP can also provide data
authentication; although, in this implementation, ESP does not cover the outer IP
header.

Encapsulation Modes

IPSec supports two encapsulation modes—tunnel mode and transport mode. Tunnel
mode creates a second |IP header in the packet and uses both the local and remote
security gateway addresses as source and destination IP addresses. Also, tunnel mode
allows an IP interface to be created and stacked right above it.

Transport mode does not add a second IP header and does not allow an IP interface to
be created and stacked right above it. Instead, transport mode allows other tunneling
applications, such as an L2TP tunnel, to be created and stacked on top of an IPSec
transport mode connection. See “Securing L2TP and IP Tunnels with IPSec” on page 275
for a description of L2TP transport mode.

Supported Transforms
Table 11 on page 130 describes the supported transforms.

Table 11: Supported Transforms

Transform Description

AH-MD5 IPSec performs AH protocol encapsulation using the MD5 hash function with
HMAC message authentication.

AH-SHA IPSec performs AH protocol encapsulation using the SHA-1hash function with
HMAC message authentication. SHA-1is considered stronger than MD5.

ESP-MD5 IPSec performs ESP protocol encapsulation using the MD5 hash function with
HMAC message authentication.
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Table 11: Supported Transforms (continued)

Transform Description

ESP-SHA IPSec performs ESP protocol encapsulation using the SHA-1 hash function
with HMAC message authentication. SHA-1is considered stronger than MD5.

ESP-DES IPSec performs ESP protocol encapsulation using the DES encryption
algorithm. DES uses a 56-bit symmetric key and is considered a weak
(breakable) encryption algorithm.

ESP-3DES IPSec performs ESP protocol encapsulation using the 3DES encryption

algorithm. 3DES uses a 168-bit symmetric encryption key and is widely
accepted as a strong encryption algorithm. Export control issues apply to
products that ship from the USA with 3DES.

ESP-DES-MD5 Combination of ESP-MD5 and ESP-DES transforms.

ESP-DES-SHA Combination of ESP-SHA and ESP-DES transforms.

ESP-3DES-MD5  Combination of ESP-MD5 and ESP-3DES transforms.

ESP-3DES-SHA  Combination of ESP-SHA and ESP-3DES transforms.

Table 12 on page 131 lists the security functions achieved with the supported transforms,
and provides a view of which combinations can be used, depending on security
requirements.

Table 12: Supported Security Transform Combinations

Security Type Supported Transform Combinations
Data authentication only AH-HMAC-MD5
AH-HMAC-SHA

ESP-HMAC-MD5

ESP-HMAC-SHA

Data confidentiality only ESP-DES
ESP-3DES

Data authentication and confidentiality ESP-DES-MD5
ESP-DES-SHA

ESP-3DES-MD5

ESP-3DES-SHA

The ISM does not support both the ESP and AH encapsulation modes concurrently on
the same secure tunnel.
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Negotiating Transforms

Inside a transform set, IPSec transforms are numbered in a priority sequence.

« During negotiation as an initiator of the user SA, the router uses transform number one
first. If the remote system does not agree on the transform, the router then tries number
two, and so on. If both end systems do not agree on a transform, the user SA fails and
the secure IP tunnel is not established.

« During negotiation as a responder, the router compares the proposed transform from
the remote end against each transform in the transform set. If there is no match, the
router provides a negative answer to the remote end, which can either try another
transform or give up. If no match is found, the secure IP tunnel is not established.

Other Security Features

The following sections briefly describe other supported security features for the ERX
routers. These features include the following:

« “IP Security Policies” on page 132
“ESP Processing” on page 132

« “AH Processing” on page 132
This section also provides a pointer to the IPSec system maximumes.

IP Security Policies

The ERX router does not support a systemwide SPD. Instead, the router takes advantage
of routing to forward traffic to and from a secure tunnel. The router still applies IPSec
selectors to traffic going into or coming out of a secure tunnel so that unwanted traffic
is not allowed inside the tunnel. Supported selectors include IP addresses, subnets, and
|P address ranges.

ESP Processing

The router supports both the encryption and authentication functions of ESP
encapsulation as defined in RFC 2406. Specifically, the router supports:

« DES and 3DES encryption algorithms

« The HMAC-SHA and HMAC-MD5 authentication algorithms
« ESP security options on a per-tunnel (per-SA) basis

« Tunnel mode

AH Processing

The router supports AH encapsulation as defined in RFC 2402. Specifically, the router
supports:

« HMAC-SHA and HMAC-MD5 authentication algorithms
. AH authentication options on a per-tunnel (per-SA) basis

« Tunnel mode

132
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IPSec Maximums Supported

See JunosE Release Notes, Appendix A, System Maximums corresponding to your software
release for information about maximum values.

DPD and IPSec Tunnel Failover

Dead peer detection (DPD) is a keepalive mechanism that enables the E Series router
to detect when the connection between the router and a remote IPSec peer has been
lost. DPD enables the router to reclaim resources and to optionally redirect traffic to an
alternate failover destination. If DPD is not enabled, the traffic continues to be sent to
the unavailable destination.

When a disconnected state is detected between the E Series router and an IPSec peer,
the router:

. Tears down the IPSec connection and displays the interface's state as down in output
for the show ipsec tunnel detail command

« Clears all SAs that were established between the two endpoints
. Stops forwarding packets to the unavailable destination
. Generates SNMP traps

« Allows routing protocols running on the IP interfaces on top of the failed IPSec tunnel
to switch to alternate paths

. (Optional) Redirects traffic to an alternate tunnel destination

Unlike other keepalive and heartbeat schemes, which require that peers frequently
exchange Hello packets with each other at regular predetermined intervals, DPD uses
two techniques to verify connectivity on an as-needed basis. In the first method, the
router sends DPD inquiries to the remote peer when traffic has been sent to the peerin
the last 30 seconds but no traffic has been received from the peer in the last 60 seconds.
In the second method, DPD uses an idle timer. If there has been no traffic between the
router and the peer for 2.5 minutes, DPD sends an inquiry to the remote end to verify that
the peer is still reachable.

e NOTE: Notall IPSec connections need to verify connectivity between peers. Forexample,
the ERX router does not use DPD to check secure remote access connections based on
L2TP over IPSec, which have their own keepalive mechanism. However, the router does

reply to a request from a remote peer in this type of connection.

Tunnel Failover

The ERX router provides a failover mechanism for IPSec tunnels that works in concert
with both DPD and with IKE SA negotiation. The tunnel failover feature provides an
alternate tunnel destination when DPD detects that the current destinationis unreachable
or when IKE SA set up is unsuccessful. During failover, the IPSec tunnel switches to the
alternate destination and establishes IPSec SAs with the new peer. To configure tunnel
failover, you specify the tunnel destination backup endpoint.
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IKE Overview

Tunnel failover is a two-way process. If the router detects that the remote peer is
unreachabile, it switches to sending traffic to the backup destination. Likewise, if the
router is sending traffic to the backup destination when the connection is terminated,
the router switches to sending the traffic to the original remote peer.

NOTE: Even without tunnel failover configured, DPD still provides many benefits, such
as indicating that the destination interface is down, ensuring that the router stops
sending packets to the unreachable destination, and generating SNMP traps.

The IKE suite of protocols allows a pair of security gateways to:

« Dynamically establish a secure tunnel over which the security gateways can exchange
tunnel and key information.

. Set up user-level tunnels or SAs, including tunnel attribute negotiations and key
management. These tunnels can also be refreshed and terminated on top of the same
secure channel.

IKE is based on the Oakley and Skeme key determination protocols and the ISAKMP
framework for key exchange and security association establishment. IKE provides:

« Automatic key refreshing on configurable timeout
« Support for public key infrastructure (PKI) authentication systems

. Antireplay defense

IKE is layered on UDP and uses UDP port 500 to exchange IKE information between the
security gateways. Therefore, UDP port 500 packets must be permitted on any IP interface
involved in connecting a security gateway peer.

The following sections expand on the IKE functionality available for the router.

Main Mode and Aggressive Mode

|IKE phase 1 negotiations are used to establish IKE SAs. These SAs protect the IKE phase
2 negotiations. IKE uses one of two modes for phase 1 negotiations: main mode or
aggressive mode. The choice of main or aggressive mode is a matter of tradeoffs. Some
of the characteristics of the two modes are:

« Main mode
- Protects the identities of the peers during negotiations and is therefore more secure.

- Enables greater proposal flexibility than aggressive mode.

- Is more time consuming than aggressive mode because more messages are
exchanged between peers. (Six messages are exchanged in main mode.)

. Aggressive mode
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- Exposes identities of the peers to eavesdropping, making it less secure than main
mode.

- |s faster than main mode because fewer messages are exchanged between peers.
(Three messages are exchanged in aggressive mode.)

- Enables support for fully qualified domain names (FODNs) when the router uses
preshared keys.

The next section describes aggressive mode in more detail.

Aggressive Mode Negotiations

During aggressive mode phase 1 negotiations, the E Series router behaves as follows:

- When the router is the initiator, the router searches all policy rules to find those that
allow aggressive mode. The router then selects the rule with the highest priority and
uses the rule to initiate phase 1 negotiations. If there are no policy rules with aggressive
mode allowed, the router selects the highest-priority rule that allows main mode.

- When the router is the responder, the negotiation depends on what the initiator
proposes, as well as what is configured in the policy rules.

Table 13 on page 135 outlines the possible combinations of initiator proposals and policy
rules. As indicated, allowing aggressive mode in a policy rule allows negotiation to take
place no matter what the initiator requests.

Table 13: Initiator Proposals and Policy Rules

Aggressive Mode Initiator Requests | Initiator Requests Responder Policy

Setting (First Time) (GEIGYER)) Rule

Accepted Main mode Follows First Time Aggressive or Main modes
(follows initiator)

Requested Aggressive mode Follows First Time Aggressive or Main modes
(follows initiator)

Required Aggressive mode Aggressive Mode Aggressive mode

None Main mode Main Mode Main mode

The router responds to phase 1 negotiations with the highest-priority policy rule that
matches the initiator. A match means that all parameters, including the exchange type,
match.

IKE Policies

An IKE policy defines a combination of security parameters to be used during the IKE SA
negotiation. IKE policies are configured on both security gateway peers, and there must
be at least one policy on the local peer that matches a policy on the remote peer. Failing
that, the two peers are not able to successfully negotiate the IKE SA, and no data flow
is possible.
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IKE policies are global to the router. Every ISM on a router uses the same set of policies
when negotiating IKE SAs. The agreed-on IKE SA between the local system and a remote
security gateway may vary, because it depends on the IKE policies used by each remote
peer. However, the initial set of IKE policies the router uses is always the same and
independent of which peer the router is negotiating with.

During negotiation, the router might skip IKE policies that require parameters that are
not configured for the remote security gateway with which the IKE SA is being negotiated.

You can define up to ten IKE policies, with each policy having a different combination of
security parameters. A default IKE policy that contains default values for every policy
parameter is available. This policy is used only when IKE policies are not configured and
IKE is required.

The following sections describe each of the parameters contained in an IKE policy.

Priority
Priority allows better (more secure) policies to be given preference during the negotiation
process. However, every IKE policy is considered secure enough to secure the IKE SA flow.

During IKE negotiation, all policies are scanned, one at a time, starting from the
highest-priority policy and ending with the lowest-priority policy. The first policy that the
peer security gateway accepts is used for that IKE session. This procedure is repeated
for every IKE session that needs to be established.

Encryption

A specific encryption transform can be applied to an IKE policy. The supported encryption
algorithms are:

. DES

« 3DES

Hash Function

A specific hash function can be applied to an IKE policy. The supported ones are:

.« MD5

« SHA-1

IKE also uses an authentication algorithm during IKE exchanges. This authentication
algorithm is automatically set to the HMAC version of the specified hash algorithm.

Therefore, you cannot have the hash function set to MD5 and the authentication algorithm
set to HMAC-SHA.

Authentication Mode

As part of the IKE protocol, one security gateway needs to authenticate the other security
gateway to make sure that the IKE SA is established with the intended party. The ERX
router supports two authentication methods:

. Digital certificates (using RSA algorithms)
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For digital certificate authentication, an initiator signs message interchange data using
his private key, and a responder uses the initiator's public key to verify the signature.
Typically, the public key is exchanged via messages containing an X.509v3 certificate.
This certificate provides a level of assurance that a peer's identity (as represented in
the certificate) is associated with a particular public key.

For more information, see “Configuring Digital Certificates” on page 205.
. Preshared keys

With preshared key authentication mode, the same secret string (similar to a password)
must be configured on both security gateways before the gateways can authenticate
each other. It is not advisable to share a preshared key among multiple pairs of security
gateways, because it reduces the key's security level.

The router allows preshared keys to be up to 256 ASCII alphanumeric characters.

Diffie-Hellman Group

An IKE policy must specify which Diffie-Hellmann group is used during the symmetrical
key generation phase of IKE. The following Diffie-Hellmann groups are supported:

« Group1(768-bit)
« Group 2 (1024-bit)
« Group 5 (1536-bit)

Lifetime

Like a user SA, an IKE SA does not last indefinitely. Therefore, the router allows you to
specify a lifetime parameter for an IKE policy. The timer for the lifetime parameter begins
when the IKE SA is established using IKE.

IKE SA Negotiation

As the initiator of an IKE SA, the router sends its IKE policies to the remote peer. If the
peer has an IKE policy that matches the encryption, hash, authentication method, and
Diffie-Hellmann group settings, the peer returns the matching policy. The peers use the
lesser lifetime setting as the IKE SA lifetime. If no match is found, the IKE SA fails, and a
log alarm is generated.

As the responder of an IKE negotiation, the router receives all IKE policies from a remote
security gateway. The router then scans its own list of IKE policies to determine whether
a match exists, starting from the highest priority. If it finds a match, that policy is
successfully negotiated. Again, the lifetime is negotiated to the lesser of the two lifetimes,
and failures are logged.

Generating Private and Public Key Pairs

When any of the public key methods for authenticating remote security gateways is used,
the system must have at least one valid pair of public or private keys. Therefore, the
system provides a facility by which it can generate public and private key pairs for itself.

The private key is used only by the system itself. It is never exchanged with any other
nodes. When generated, the private key is securely stored internally to the systemin
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nonvolatile memory. Access to the private key is never given, not even to a system
administrator or to a network management system.

The public key is used in either of the following scenarios:

« A network administration system or system administrator can retrieve it so that it can
be entered into remote security gateways with which the system needs to establish
an IKE SA.

« It can be given to CAs so that they can properly sign it. From there, the public key is
distributed to remote security gateways that can handle a PKI.

The public/private key pair as provided by the system supports the RSA standard (512,
1024, or 2048 bits).

The public/private key pair is a global system attribute, regardless of how many ISMs
exist in the system. Only one set of keys is available at any given time.

Configuration Tasks

This section explains the steps to configure an IPSec license and IPSec parameters,
create an IPSec tunnel, and define an ISAKMP/IKE policy. The next section contains
configuration examples.

Configuring an IPSec License

license ipsec-tunnels

By default, and with no IPSec tunnel license, you can configure up to 10 IPSec tunnels
on an ERX router. However, you can purchase licenses that support the following IPSec
tunnel maximumes:

- 1000
. 2000
« 4000
. 8000
- 16000
« 32000

The number of additional tunnels is independent of the number of ISMs installed in the
router. However, the router chassis enforces the following tunnel limits:

« SRP10G-10,000
« SRP 40G -20,000
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« Use to specify an IPSec tunnel license.

o NOTE: Acquire the license from Juniper Networks Customer Services and Support or
from your Juniper Networks sales representative.

. Example

hostl1(config)#license ipsec-tunnels license string

. Use the no version to disable the license.

. See license ipsec-tunnels.

Configuring IPSec Parameters

To configure IPSec:

1.

ipsec key manual pre-share

For each endpoint, create a transform set that provides the desired encryption and
authentication.

host1(config)#ipsec transform-set customerAprotection esp-3des-hmac-sha
host1(config)#ipsec transform-set customerBprotection ah-hmac-md>5

Add a preshared key that the routers use to authenticate each other.

host1(config)#ipsec key manual pre-share 5.2.0.1
host1(config-manual-key)#key customerASecret

After you enter a preshared key, the router encrypts the key and displays it in masked
form to increase the security of the key. If you need to reenter the key, you can enter
it in its masked form using this command.

To see the masked form of the key:

hostl#show config
ipsec key manual pre-share 10.10.1.1
masked-key “ AAAAGAAAAACAAAACTd+SAsaVQ6Qeopt2rJOP6LDg+0hX5cMO”

To enter the masked key:

host1(config-manual-key)#masked-key
AAAAGAAAAACAAAACTd+SAsaVQ6Qeopt2rJlOP6LDg+0hX5cMO

Define the local endpoint used for ISAKMP/IKE negotiations for all IPSec tunnels in
the router.

host1(config)#ipsec local-endpoint 10.10.1.1 transport-virtual-router vr#8
(Optional) Set the global (default) lifetime for all SAs on the router.
host1(config)#ipsec lifetime kilobytes 42000000
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ipsec lifetime

ipsec local-endpoint

Use to specify that a peer use a preshared key for authentication during the tunnel
establishment phase, and to display the prompt that lets you enter the preshared key.
To enter a key, use the key command.

Specify the peer by using its IP address or fully qualified domain name (FODN).
. FODNs are supported only for signaled tunnels.

- The router must be in aggressive mode to use FODNs with preshared keys.
. Theidentity string can include an optional user@ specification preceding the FQODN.

You must enter this command in the virtual router context where the IP address of the
peer is defined.

Example 1—using an IP Address

host1(config)#ipsec key manual pre-share ip address 10.10.1.1
hostl1(config-manual-key)#

Example 2—using an FQDN

hostl1(config)#ipsec key manual pre-share identity branch245.customer77.isp.net
host1(config-manual-key)#

Example 3—using an FQDN with user@ specification

host1(config)#ipsec key manual pre-share identity
user4919@branch245.customer77.isp.net
host1(config-manual-key)#

Use the no version to delete a manually configured key from the router.

See ipsec key manual pre-share.

Use to set the global (default) lifetime in seconds or volume of traffic in kilobytes. The
IPSec lifetime applies to tunnels that do not have a tunnel lifetime defined. When either
limit is reached, the SA is renegotiated.

To set a lifetime for all SAs on a tunnel, use the tunnel lifetime command.
To set a lifetime for a specific SA, use “lifetime” on page 151.
Example 1
hostl1(config)#ipsec lifetime kilobytes 42000000
Example 2
hostl1(config)#ipsec lifetime seconds 8600

Use the no version to restore the default values of 4294967295 kilobytes and 28800
seconds (8 hours).

See ipsec lifetime.
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ipsec transform-set

key

masked-key

Use to define a default local endpoint for ISAKMP/IKE negotiations and all IPSec
tunnels for a transport virtual router.

You must specify the IP address used as the local endpoint and the transport virtual
router on which the IP address is defined.

Example
hostl1(config)#ipsec local-endpoint 10.10.1.1 transport-virtual-router VR#8

Use the no version to delete a local endpoint. You cannot remove an endpoint if a
tunnel is referencing the endpoint.

See ipsec local-endpoint.

Use to create a transform set. Each transform in a set provides a different combination
of data authentication and confidentiality.

Transform sets used for manually configured tunnels can have one transform.

Transform sets used for signaled tunnels can have up to six transforms. The actual
transform used on the tunnel is negotiated with the peer. Transforms are numbered
in a priority sequence in the order in which you enter them.

To display the names of the transforms that you can use in a transform set, issue the
ipsec transform-set transformSetName ? command.

Example
host1(config)#ipsec transform-set espSet esp-3des-hmac-md5 esp-3des-null-auth

Use the no version to delete a transform set. You cannot remove a transform set if a
tunnel is referencing the transform set.

See ipsec transform-set.

Use to enter a manual preshared key.

Preshared keys can have up to 256 ASCII alphanumeric characters. To include spaces
in the key, enclose the key in quotation marks.

Example 1

hostl(config-manual-key)#key djSfe23owi8er49fdsa
Example 2

host1(config-manual-key)#key “ my key with spaces”

There is no no version. To delete a key, use the no version of the ipsec key manual
command.

See key.
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Use to enter the preshared key in masked form.

For security purposes, the router displays the key only in masked form. If you delete
the key or reboot the router to factory defaults, you can use this command to reenter
the key in its masked form so that the key is not visible while you enter it.

To see the masked key, use the show config command.

Example

hostl#show config

ipsec key manual pre-share 10.10.1.1

masked-key “ AAAAGAAAAACAAAACTd+SAsaVQ6Qeopt2rlOP6LDg+0hX5cMO”

hostl#configure terminal

host1(config)#ipsec key manual pre-share 10.10.1.1

hostl1(config-manual-key)#masked-key
AAAAGAAAAACAAAACTd+SAsaVQ6Qeopt2rJOP6LDg+0hX5cMO

. There is no no version. To delete a key, use the no version of the ipsec key manual
command.

. See masked-key.

Creating an IPSec Tunnel

To create an IPSec tunnel:

Enter virtual router mode. Specify the VR that contains the source and destination
addresses assigned to the tunnel interface.

host1(config)#virtual-router vrA
hostl:vrA(config)#

Create an IPSec tunnel, and specify the transport VR.

hostl:vrA(config)#interface tunnel ipsec:Aottawa2boston transport-virtual-router
default
hostl:vrA(config-if)#

Specify the IP address of this tunnel interface.
hostl:vrA(config-if)#ip address 10.3.0.0 255.255.0.0
Specify the transform set that ISAKMP uses for SA negotiations.
hostl:vrA(config-if)#tunnel transform-set customerAprotection
Configure the local endpoint of the tunnel.
hostl:vrA(config-if)#tunnel local-identity subnet 10.1.0.0 255.255.0.0
Configure the peer endpoint of the tunnel.
hostl:vrA(config-if)#tunnel peer-identity subnet 10.3.0.0 255.255.0.0
Specify an existing interface address that the tunnel uses as its source address.
hostl:vrA(config-if)#tunnel source 5.1.0.1
Specify the address or identity of the tunnel destination endpoint.

hostl:vrA(config-if)#tunnel destination identity branch245.customer77.isp.net
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hostl:vrA(config-if) #exit

0 NOTE: FQDNSs are used when tunnel destination endpoints do not have a fixed address,
as in cable and DSL environments.

9. Formanual tunnels, specify the algorithm sets and the session key used for inbound
SAs and for outbound SAs.

hostl:vrA(config-if)#tunnel session-key-inbound esp-des-hmac-md5
a7bd567917bd5679 bd5678a7bd567917bd567917bd567678

hostl:vrA(config-if)#tunnel session-key-outbound esp-3des-hmac-md5 421
567917bd567917bd567917bd545a17bd567917bd56784a7b
fda183bef567917bd567917bd567917b

10. (Optional) Configure PFS on this tunnel.
hostl:vrA(config-if)#tunnel pfs group 5

1. (Optional) Set the tunnel type to signaled or manual. The default is signaled.
hostl:vrA(config-if)#tunnel signaling isakmp

12. (Optional) Set the renegotiation time of the SAs in use by this tunnel.
host1(config-if)#tunnel lifetime seconds 48000 kilobytes 249000

13. (Optional) Set the MTU size for the tunnel.
host1(config-if)#tunnel mtu 2240

interface tunnel
. Use to create or configure an IPSec tunnel interface.

. Use the transport-virtual-router keyword to establish the tunnel on a virtual router
other than the current virtual router context.

. Example

host1(config)#interface tunnel ipsec:jak transport-virtual-router tvrO41
host1(config-if)#

. Use the no version to remove the tunnel.

. Seeinterface tunnel.

tunnel destination
. Use to set the address or identity of the remote tunnel endpoint.

. Forsignaled IPSec tunnels in cable or DSL environments, use the FODN to identify
the remote tunnel endpoint, which does not have a fixed IP address.

. Theidentity string can include an optional user@ specification preceding the FODN.

. Examplel
host1(config-if)#tunnel destination 10.10.11.12

« Example 2
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tunnel lifetime

tunnel local-identity

tunnel mtu

host1(config-if)#tunnel destination identity branch245.customer77.isp.net
Example 3

host1(config-if)#tunnel destination identity user4919@branch245.customer77.isp.net
Use the no version to remove the address.

See tunnel destination.

Use to set the renegotiation time of the SAs in use by this tunnel.

To configure the lifetime in number of seconds, use the seconds keyword to specify
the lifetime in the range 1800-864000.The default value is 28800 seconds.

To configure the lifetime in amount of traffic, use the kilobytes keyword to specify the
lifetime in the range 102400—-4294967295. The default is an unlimited volume.

If you include the seconds keyword as the first keyword on the command line, you can
also include the kilobytes keyword on the same line.

Before either the volume of traffic or number of seconds limit is reached, the SA is
renegotiated, which ensures that the tunnel does not go down during renegotiation.

Example
host1(config-if)#tunnel lifetime seconds 48000 kilobytes 249000

Use the no version to restore the default lifetime (28800 seconds) and an unlimited
volume.

See tunnel lifetime.

Use to configure the local identity (selector) of the tunnel. Specify the identity using
one of the following keywords:

. address—Specifies an |IP address as the local identity

. subnet—Specifies a subnet as the local identity
. range—Specifies a range of IP addresses as the local identity

Example 1
host1(config-if)#tunnel local-identity range 10.10.1.110.10.2.1
Example 2
host1(config-if)#tunnel local-identity subnet 10.10.1.1 255.255.255.0
Use the no version to restore the default identity, which is subnet 0.0.0.00.0.0.0

See tunnel local-identity.

Use to set the MTU size for the tunnel.

Example
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tunnel peer-identity

tunnel pfs group

tunnel session-key-inbound

host1(config-if)#tunnel mtu 2240
Use the no version to restore the default MTU (1440).

See tunnel mtu.

Use to configure the peer identity (selector) that ISAKMP uses. Specify the identity
using one of the following keywords:

. address—Specifies an IP address as the peer identity

. subnet—Specifies a subnet as the peer identity
. range—Specifies a range of IP addresses as the peer identity

Example 1

host1(config-if)#tunnel peer-identity range 10.10.1.110.10.2.2
Example 2

hostl1(config-if)#tunnel peer-identity subnet 130.10.1.1 255.255.255.0
Use the no version to remove the peer identity.

See tunnel peer-identity.

Use to configure perfect forward secrecy (PFS) on this tunnel.
Assign a Diffie-Hellman prime modulus group using one of the following keywords:
. 1—768-bit group
. 2—1024-bit group
. 5—1536-bit group
Example
host1(config-if)#tunnel pfs group 5
Use the no version to remove PFS from this tunnel.

See tunnel pfs group.

Use to manually configure the authentication or encryption algorithm sets and session
keys for inbound SAs on a tunnel. You can enter this command only on tunnels that
have tunnel signaling set to manual.

Use the online Help to see a list of available algorithm sets.
Each key is an arbitrary hexadecimal string. If the algorithm set includes:
. DES, create an 8-byte key using 16 hexadecimal characters

- 3DES, create a 24-byte key using 48 hexadecimal characters
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. MDD5, create a 16-byte key using 32 hexadecimal characters
- SHA, create a 20-byte key using 40 hexadecimal characters

. Example

host1(config-if) #tunnel session-key-inbound esp-des-hmac-md5 a7bd567917bd5679
bd5678a7bd567917bd567917bd567678

« Use the no version to remove inbound session keys from a tunnel.

. See tunnel session-key-inbound.

tunnel session-key-outbound

. Use to manually configure the authentication or encryption algorithm sets, SPI, and
session keys for outbound SAs on a tunnel. You can enter this command only on tunnels
that have tunnel signaling set to manual.

. Use the online Help to see a list of available algorithm sets.

« The SPlis a number in the range 256-4294967295 that identifies an SA.

. Each key is an arbitrary hexadecimal string. If the algorithm set includes:
- DES, create an 8-byte key using 16 hexadecimal characters

. 3DES, create a 24-byte key using 48 hexadecimal characters
. MDD5, create a 16-byte key using 32 hexadecimal characters
- SHA, create a 20-byte key using 40 hexadecimal characters

. Example

host1(config-if) #tunnel session-key-outbound esp-3des-hmac-md5 421
567917bd567917bd567917bd545a17bd567917bd56784a7b
fda183bef567917bd567917bd567917b

. Use the no version to remove outbound session keys from a tunnel.

. See tunnel session-key-outbound.

tunnel signaling
. Use to set the tunnel type to signaled (ISAKMP) or manual. Specify a keyword:
. isakmp—Specifies to use ISAKMP/IKE to negotiate SAs and to establish keys

. manvual—Specifies that security parameters and keys are configured manually

. Example
host1(config-if)#tunnel signaling manual
. Use the no version to restore the default value, isakmp.

. See tunnel signaling.

tunnel source
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tunnel transform-set

. Use to specify an existing interface address that serves as the tunnel's source address.

. Forsignaled IPSec tunnels in cable or DSL environments, you can optionally use an
FODN to identify the tunnel endpoint.

. Example
host1(config-if)#tunnel source 10.10.2.8
. Use the no version to remove the tunnel source.

. See tunnel source.

« Use to specify the transform set that ISAKMP uses during SA negotiations on this
tunnel. You create transform sets using “ipsec transform-set” on page 141.

. Example
hostl1(config-if)#tunnel transform-set espSet
« Use the no version to remove the transform set from a tunnel.

« See tunnel transform-set.

Configuring DPD and IPSec Tunnel Failover

ipsec option dpd

You can use the ipsec option dpd command to enable dead peer detection (DPD) on
the router. DPD is also known as IKE keepalive. If an IPSec tunnel destination backup is
configured, the router redirects traffic to the alternate destination when DPD detects a
disconnection between the E Series router and the regular tunnel destination. See “tunnel
destination backup” on page 148 .

To enable DPD and create an alternate IPSec tunnel destination for failover:

1. Enable DPD on the router.
host1(config)#ipsec option dpd

2. Entervirtual router mode. Specify the VR that contains the source and destination
addresses assigned to the tunnel interface (that is, the transport virtual router
context).

host1(config)#virtual-router vrA
hostl:vrA(config)#

3. Create an IPSec tunnel, and specify the transport VR.

hostl:vrA(config)#interface tunnel ipsec:Aottawa2boston transport-virtual-router
default
hostl:vrA(config-if)#

4.  Specify the address or identity of the tunnel destination backup endpoint.

hostl:vrA(config-if)#tunnel destination backup identity
branch500.customer77.isp.net
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. Use to enable dead peer detection (DPD) on the router. DPD is also known as IKE
keepalive.

« You configure DPD on a per-virtual router basis.
. Both peers must support DPD.
. Example
host1(config)#ipsec option dpd
. Use the no version to restore the default, which disables DPD.

. Seeipsec option dpd.

tunnel destination backup

. Use to specify the address or identity of the remote IPSec tunnel endpoint that is a
backup tunnel destination. When DPD detects a disconnection between the E Series
router and the regular IPSec tunnel destination, the router redirects traffic to the tunnel
destination backup, and vice versa.

. You can use either the IP address or fully qualified domain name (FODN) to identify
the backup IPSec tunnel, however you must use the same type of identity that is used
to specify the regular tunnel destination.

. Forsignaled IPSec tunnels in cable or DSL environments, use the FODN to identify
the tunnel destination backup, which does not have a fixed IP address.

. The identity string can include an optional user@ specification preceding the FODN
(this is also known as a user FODN).

NOTE: If you use a FQDN to specify the IPSec tunnel destination backup, the tunnel is
not initiated by the ERX router. However, the router does respond to negotiations for
this backup tunnel.

. Examples

host1(config-if)#tunnel destination backup 10.10.11.15

host1(config-if)#tunnel destination backup identity branch245.customer88.isp.net

host1(config-if)#tunnel destination backup identity
user4925@branch245.customer88.isp.net

. Use the no version to restore the default in which the regular tunnel destination is also
the backup tunnel destination.

« See tunnel destination backup.

Defining an IKE Policy

IKE policies define parameters that the router uses during IKE phase 1 negotiation.
To create an IKE policy:

host1(config)#ipsec ike-policy-rule 3
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aggressive-mode

authentication

host1(config-ike-policy)#

You can then set the following parameters, or use the default settings:

. Allow aggressive mode negotiation.

host1(config-ike-policy)#aggressive-mode

Specify the authentication method.
host1(config-ike-policy)#authentication pre-share

Specify the encryption algorithm.
host1(config-ike-policy)#encryption 3des

Assign a Diffie-Hellman group.
host1(config-ike-policy)#group 5

Set the hash algorithm.
host1(config-ike-policy)#hash md5

Specify the lifetime of IKE SAs created using this policy.
host1(config-ike-policy)#lifetime 360

Use to enable aggressive mode negotiation for the tunnel.

If you specify aggressive mode negotiation, the tunnel proposes aggressive mode to

the peer in connections that the policy initiates.

If the peer initiates a negotiation, the tunnel accepts the negotiation if the mode

matches this policy.

Use the accepted keyword to accept aggressive mode when proposed by peers

Use the requested keyword to request aggressive mode when negotiating with peers

Use the required keyword to only request and accept aggressive mode when negotiating

with peers.
Example
host1(config-ike-policy)#aggressive-mode accepted
Use the no version to set the negotiation mode to main mode.

See aggressive-mode.

Use to specify the authentication method the router uses in the IKE policy: preshared

keys or RSA signature.
Example
host1(config-ike-policy)#authentication pre-share
Use the no version to restore the default, preshared keys.

See authentication.
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encryption

group

hash

ipsec ike-policy-rule

ipsec isakmp-policy-rule

. Use to specify one of the following encryption algorithms to use in the IKE policy:
. 3des—168-bit 3DES-CBC
. des—56-bit DES-CBC

. Example
host1(config-ike-policy)#encryption 3des

. Use the no version to restore the default encryption algorithm, 3DES.

« See encryption.

. Use to assign a Diffie-Hellman group to the IKE policy. Specify:
. 1—768-bit group
. 2—1024-bit group
. 5—1536-bit group
. Example
host1(config-ike-policy)#group 5
. Use the no version to restore the default.

. See group.

. Use to set the hash algorithm for the IKE policy:
. md5—MD5 (HMAC variant)
. sha—SHA-1 (HMAC variant)
. Example
host1(config-ike-policy)#hash md5
. Use the no version to restore the default, sha.

. See hash.

NOTE: The command replaces the ipsec isakmp-policy-rule command, which may be
removed completely in a future release.

150

Copyright © 2010, Juniper Networks, Inc.



Chapter 5: Configuring IPSec

lifetime

Refreshing SAs

ipsec clear sa

« Use to define an IKE policy.

. When you enter the command, you include a number that identifies the policy and
assigns a priority to the policy. You can number policies in the range 1-10000, with 1
having the highest priority.

. You can add up to 10 IKE policies per router.
. Example

host1(config)#ipsec ike-policy-rule 3
host1(config-ike-policy)#

. Use the no version to remove policies. If you do not include a priority number with the
no version, all policies are removed.

. Seeipsec ike-policy-rule.

. Seeipsec isakmp-policy-rule.

. Use to specify the lifetime of IKE SAs.
. Therangeis 60-86400 seconds.
hostl1(config-ike-policy)#lifetime 360
. Use the no version to reset the SA lifetime to the default, 28800 seconds.

. See lifetime.

To refresh ISAKMP/IKE or IPSec SAs:

host1(config)#ipsec clear sa tunnel ipsec:Aottawa2boca phase 2

. Use to refresh ISAKMF/IKE or IPSec SAs.

. Toreinitialize all SAs, use the all keyword.

. Toreinitialize SAs on a specific tunnel, use the tunnel keyword.

. Toreinitialize SAs on tunnels that are in a specific state, use the state keyword.

. To specify the type of SA to be reinitialized, ISAKMF/IKE or IPSEC, use the phase
keyword.

. Example
host1(config)#ipsec clear sa all phase 2
. Thereis no no version.

. Seeipsec clear sa.
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Enabling Notification of Invalid Cookies

The IKE protocol enables peers to exchange informational messages. The payload of
these messages can be a notify type or a delete type. These messages are expected to
be protected (encrypted) by the keys negotiated by the peers when they establish a
security association as a result of the IKE phase 1 exchange.

If a responder peer does not recognize the initiator-responder cookie pair, it can send an
invalid cookie notification message to the initiator. The responder might fail to recognize
the cookie pair because it has lost the cookie, or because it deleted the cookie and then
the peer lost the delete notification. Upon receipt of the invalid cookie notification, the
initiator peer can delete the phase 1 state.

The ability to send the invalid cookie message is disabled by default. You can issue the
ipsec option tx-invalid-cookie command to enable the feature on a per-transport-VR
basis.

Even when you configure this feature, the E Series router does not respond when it receives
an invalid cookie notification. These notifications are unprotected by a phase 1 key
exchange and therefore are subject to denial-of-service (DOS) attacks. Instead, the

E Series router can determine when a phase 1 relationship has gone stale by timeouts or
use of dead peer detection (DPD). For this reason, this feature is useful only when the

E Series router is a responding peer for non—E Series devices that cannot detect when
the phase 1relationship goes stale.

ipsec option tx-invalid-cookie

. Use to enable the router to send an invalid cookie notification to an IKE peer when the
router does not recognize the initiator-responder cookie pair.

. Example
hostl1(config)#ipsec option tx-invalid-cookie

. Use the no version to restore the default, disabling the ability to send an invalid cookie
notification.

. See ipsec option tx-invalid-cookie.

Configuration Examples

Configuration Notes

This section contains examples of two IPSec applications. The first example shows a
customer who replaces a leased line network with an IPSec network that allows the
company to connect its corporate locations over the Internet. The second example
provides leased line replacement to two customers who use address schemes in the
same range.

Both the local and remote identities shown in these examples serve two purposes:

« They identify multiple IPSec tunnels between the same endpoints.
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« They filter traffic going into and coming out of the tunnels so that it is within the
specified range. If the configuration requires that only one IPSec tunnel exists between
two endpoints and no traffic filtering is required, you can omit the tunnel local-identity
and tunnel peer-identity commands.

Example1

In Figure 15 on page 153 customer A is using Frame Relay to connect its corporate offices
in three cities: Boston, Ottawa, and Boca.

Figure 15: Customer A's Corporate Frame Relay Network
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Customer A hires ISP-X to provide a leased line replacement over an IP infrastructure
using IPSec. ISP-X can offer a replacement for long-haul Frame Relay links by creating
IPSec tunnels to carry customer A's traffic securely between the sites over the public or
ISP-provided IP network. This alternative costs only a fraction of the price of the Frame
Relay links. Figure 16 on page 153 shows the connectivity scheme.

Figure 16: ISP-X Uses ERX Routers to Connect Corporate Offices over the

Internet
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To configure the connections as shown in Figure 16 on page 153:

1. Oneach ERX router, create a protection suite that provides 3DES encryption with
SHA-1 authentication on every packet.

erx1(config)#ipsec transform-set customerAprotection esp-3des-hmac-sha
erx2(config)#ipsec transform-set customerAprotection esp-3des-hmac-sha
erx3(config)#ipsec transform-set customerAprotection esp-3des-hmac-sha
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2. OneachERXrouter, create preshared keys for the three routers to use to authenticate
each other:

erx1(config)#ipsec key manual pre-share 100.2.0.1
erx1(config-manual-key)#key customerASecret
erxl(config-manual-key)#exit

erx1(config)#ipsec key manual pre-share 100.3.0.1
erxl(config-manual-key)#key customerASecret
erx1(config-manual-key)#exit

erx2(config)#ipsec key manual pre-share 100.1.0.1
erx2(config-manual-key)#key customerASecret
erx2(config-manual-key)#exit

erx2(config)#ipsec key manual pre-share 100.3.0.1
erx2(config-manual-key)#key customerASecret
erx2(config-manual-key)#exit

erx3(config)#ipsec key manual pre-share 100.1.0.1
erx3(config-manual-key)#exit
erx3(config-manual-key)#key customerASecret
erx3(config)#ipsec key manual pre-share 100.2.0.1
erx3(config-manual-key)#key customerASecret
erx3(config-manual-key)#exit

3.  Onerxlcreate two IPSec tunnels, one to carry customer A's traffic between Ottawa
and Boston and another to carry the traffic between Ottawa and Boca:

Tunnel 1

erxl(config)#interface tunnel ipsec:Aottawa2boston
erx1(config-if)#tunnel transform-set customerAprotection
erx1(config-if)#tunnel local-identity subnet 200.1.0.0 255.255.0.0
erx1(config-if)#tunnel peer-identity subnet 200.3.0.0 255.255.0.0
erx1(config-if)#tunnel source 100.1.0.1

erx1(config-if)#tunnel destination 100.3.0.1

erx1(config-if)#ip address 200.3.0.0 255.255.0.0
erx1(config-if)#exit

Tunnel 2:

erx1(config)#interface tunnel ipsec:Aottawa2boca
erx1(config-if)#tunnel transform-set customerAprotection
erx1(config-if)#tunnel local-identity subnet 200.1.0.0 255.255.0.0
erx1(config-if)#tunnel peer-identity subnet 200.2.0.0 255.255.0.0
erx1(config-if)#tunnel source 100.1.0.1

erx1(config-if)#tunnel destination 100.2.0.1

erx1(config-if)#ip address 200.2.0.0 255.255.0.0
erx1(config-if ) #exit

4. Onerx2 create two IPSec tunnels, one to carry customer A's traffic between Boca
and Ottawa and another to carry the traffic between Boca and Boston:

Tunnel 1

erx2(config)#interface tunnel ipsec:Aboca2ottawa
erx2(config-if)#tunnel transform-set customerAprotection
erx2(config-if)#tunnel local-identity subnet 200.2.0.0 255.255.0.0
erx2(config-if)#tunnel peer-identity subnet 200.1.0.0 255.255.0.0
erx2(config-if)#tunnel source 100.2.0.1

erx2(config-if)#tunnel destination 100.1.0.1
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erx2(config-if)#ip address 200.1.0.0 255.255.0.0
erx2(config-if) #exit

Tunnel 2:

erx2(config)#interface tunnel ipsec:Aboca2boston
erx2(config-if)#tunnel transform-set customerAprotection
erx2(config-if)#tunnel local-identity subnet 200.2.0.0 255.255.0.0
erx2(config-if)#tunnel peer-identity subnet 200.3.0.0 255.255.0.0
erx2(config-if)#tunnel source 100.2.0.1

erx2(config-if)#tunnel destination 100.3.0.1

erx2(config-if)#ip address 200.3.0.0 255.255.0.0
erx2(config-if)#exit

5. Finally, on erx3 create two IPSec tunnels, one to carry customer A's traffic between
Boston and Ottawa and another to carry the traffic between Boston and Boca:

Tunnel 1:

erx3(config)#interface tunnel ipsec:Aboston2ottawa
erx3(config-if)#tunnel transform-set customerAprotection
erx3(config-if)#tunnel local-identity subnet 200.3.0.0 255.255.0.0
erx3(config-if)#tunnel peer-identity subnet 200.1.0.0 255.255.0.0
erx3(config-if)#tunnel source 100.3.0.1

erx3(config-if)#tunnel destination 100.1.0.1

erx3(config-if)#ip address 200.1.0.0 255.255.0.0
erx3(config-if) #exit

Tunnel 2:

erx3(config)#interface tunnel ipsec:Aboston2boca
erx3(config-if)#tunnel transform-set customerAprotection
erx3(config-if)#tunnel local-identity subnet 200.3.0.0 255.255.0.0
erx3(config-if)#tunnel peer-identity subnet 200.2.0.0 255.255.0.0
erx3(config-if)#tunnel source 100.3.0.1

erx3(config-if)#tunnel destination 100.2.0.1

erx3(config-if)#ip address 200.2.0.0 255.255.0.0
erx3(config-if) #exit

The configuration is complete. Now customer A traffic between different cities flows
through the public, or untrusted, IP network inside a tunnel, where each packet is encrypted
and authenticated. Of course, this example shows the basic secure encapsulation of
customer traffic over the untrusted IP network. You can add features such as key
refreshing.

Example2 Example 2, shownin Figure 17 on page 156, enhances the previous example by having the
same ISP-X providing leased line replacement to two customers who use address
schemes in the same range. There are two ways to solve scenarios in which different
customers use similar IP address schemes:

. One solution is to have different transport virtual routers—a configuration similar to
example 1, except that a different VR domain is possible.

« Another solution, as described in this example, simply duplicates the endpoints for the
transport VR. This example assumes that the transport VR is the default VR.
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Figure 17: Connecting Customers Who Use Similar Address Schemes
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To configure the connections as shown in Figure 17 on page 156:

1. Oneach ERX router, create a protection suite that provides customer A with 3DES
encryption and SHA-1 authentication, and customer B with AH authentication using
MD5.

erx1(config)#ipsec transform-set customerAprotection esp-3des-hmac-sha
erx1(config)#ipsec transform-set customerBprotection ah-hmac-md5
erx2(config)#ipsec transform-set customerAprotection esp-3des-hmac-sha
erx2(config)#ipsec transform-set customerBprotection ah-hmac-md5
erx3(config)#ipsec transform-set customerAprotection esp-3des-hmac-sha
erx3(config)#ipsec transform-set customerBprotection ah-hmac-md5

2. Oneach ERX router, create a protection suite for the three routers to use to
authenticate each other:

erx1(config)#ipsec key manual pre-share 5.2.0.1
erx1(config-manual-key)#key customerASecret
erx1(config-manual-key)#exit
erx1(config)#ipsec key manual pre-share 5.3.0.1
erx1(config-manual-key)#key customerASecret
erx1(config-manual-key)#exit
erx1(config)#ipsec key manual pre-share 5.2.0.2
erx1(config-manual-key)#key customerBSecret
erx1(config-manual-key)#exit
erx1(config)#ipsec key manual pre-share 5.3.0.2
erx1(config-manual-key)#key customerBSecret
erx1(config-manual-key)#exit
erx2(config)#ipsec key manual pre-share 5.1.0.1
erx2(config-manual-key)#key customerASecret
erx2(config-manual-key)#exit
erx2(config)#ipsec key manual pre-share 5.3.0.1
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erx2(config-manual-key)#key customerASecret
erx2(config-manual-key)#exit
erx2(config)#ipsec key manual pre-share 5.1.0.2
erx2(config-manual-key)#key customerBSecret
erx2(config-manual-key)#exit
erx2(config)#ipsec key manual pre-share 5.3.0.2
erx2(config-manual-key)#key customerBSecret
erx2(config-manual-key)#exit
erx3(config)#ipsec key manual pre-share 5.1.0.1
erx3(config-manual-key)#key customerASecret
erx3(config-manual-key)#exit
erx3(config)#ipsec key manual pre-share 5.2.0.1
erx3(config-manual-key)#key customerASecret
erx3(config-manual-key)#exit
erx3(config)#ipsec key manual pre-share 5.1.0.2
erx3(config-manual-key)#key customerBSecret
erx3(config-manual-key)#exit
erx3(config)#ipsec key manual pre-share 5.2.0.2
erx3(config-manual-key)#key customerBSecret
erx3(config-manual-key)#exit

3. Onerxl, create two IPSec tunnels, one to carry customer A's traffic and another to
carry customer B's traffic. You must create each pair of tunnels in the virtual routers
where the IP interfaces reaching those customers are defined. Create the endpoints
for the tunnels in the ISP default virtual router.

Virtual router A:

erx1(config)#virtual-router vrA
erxl:vrA(config)#

Tunnel from Ottawa to Boston on virtual router A:

erxl:vrA(config)#interface tunnel ipsec:Aottawa2boston transport-virtual-router
default

erxl:vrA(config-if)#tunnel transform-set customerAprotection

erxl:vrA(config-if)#tunnel local-identity subnet 10.1.0.0 255.255.0.0

erxl:vrA(config-if)#tunnel peer-identity subnet 10.3.0.0 255.255.0.0

erxl:vrA(config-if)#tunnel source 5.1.0.1

erxl:vrA(config-if)#tunnel destination 5.3.0.1

erxl:vrA(config-if)#ip address 10.3.0.0 255.255.0.0

erxl:vrA(config-if) #exit

Tunnel from Ottawa to Boca on virtual router A:

erxl:vrA(config)#interface tunnel ipsec:Aottawa2boca transport-virtual-router
default

erxl:vrA(config-if) #tunnel transform-set customerAprotection

erxl:vrA(config-if) #tunnel local-identity subnet 10.1.0.0 255.255.0.0

erxl:vrA(config-if)#tunnel peer-identity subnet 10.2.0.0 255.255.0.0

erxl:vrA(config-if)#tunnel source 5.1.0.1

erxl:vrA(config-if) #tunnel destination 5.2.0.1

erxl:vrA(config-if)#ip address 10.2.0.0 255.255.0.0

erxl:vrA(config-if) #exit

Virtual router B:

erx1(config)#virtual-router vrB
erxl:vrB(config)#

Copyright © 2010, Juniper Networks, Inc. 157



JunosE 11.2.x IP Services Configuration Guide

Tunnel from Ottawa to Boston on virtual router B:

erxl:vrB(config)#interface tunnel ipsec:Bottawa2boston transport-virtual-router
default

erxl:vrB(config-if)#tunnel transform-set customerBprotection

erxl:vrB(config-if)#tunnel local-identity subnet 10.1.0.0 255.255.0.0

erxl:vrB(config-if)#tunnel peer-identity subnet 10.3.0.0 255.255.0.0

erxl:vrB(config-if)#tunnel source 5.1.0.2

erxl:vrB(config-if)#tunnel destination 5.3.0.2

erxl:vrB(config-if)#ip address 10.3.0.0 255.255.0.0

erxl:vrB(config-if) #exit

Tunnel from Ottawa to Boca on virtual router B:

erxl:vrB(config)#interface tunnel ipsec:Bottawa2boca transport-virtual-router
default

erxl:vrB(config-if)#tunnel transform-set customerBprotection

erxl:vrB(config-if)#tunnel local-identity subnet 10.1.0.0 255.255.0.0

erxl:vrB(config-if)#tunnel peer-identity subnet 10.2.0.0 255.255.0.0

erxl:vrB(config-if)#tunnel source 5.1.0.2

erxl:vrB(config-if)#tunnel destination 5.2.0.2

erxl:vrB(config-if)#ip address 10.2.0.0 255.255.0.0

erxl:vrB(config-if) #exit

4. Onerx2, create two IPSec tunnels, one to carry customer A's traffic and another to
carry customer B's traffic. You must create each pair of tunnels in the virtual routers
where the IP interfaces reaching those customers are defined. Create the endpoints
for the tunnels in the ISP default virtual router.

Virtual router A:

erx2(config)#virtual-router vrA
erx2:vrA(config)#

Tunnel from Boca to Ottawa on virtual router A:

erx2:vrA(config)#interface tunnel ipsec:Aboca2ottawa transport-virtual-router
default

erx2:vrA(config-if)#tunnel transform-set customerAprotection

erx2:vrA(config-if)#tunnel local-identity subnet 10.2.0.0 255.255.0.0

erx2:vrA(config-if)#tunnel peer-identity subnet 10.1.0.0 255.255.0.0

erx2:vrA(config-if)#tunnel source 5.2.0.1

erx2:vrA(config-if)#tunnel destination 5.1.0.1

erx2:vrA(config-if)#ip address 10.1.0.0 255.255.0.0

erx2:vrA(config-if)#exit

Tunnel from Boca to Boston on virtual router A:

erx2:vrA(config)#interface tunnel ipsec:Aboca2boston transport-virtual-router
default

erx2:vrA(config-if)#tunnel transform-set customerAprotection

erx2:vrA(config-if)#tunnel local-identity subnet 10.2.0.0 255.255.0.0

erx2:vrA(config-if)#tunnel peer-identity subnet 10.3.0.0 255.255.0.0

erx2:vrA(config-if)#tunnel source 5.2.0.1

erx2:vrA(config-if)#tunnel destination 5.3.0.1

erx2:vrA(config-if)#ip address 10.3.0.0 255.255.0.0

erx2:vrA(config-if)#exit

Virtual router B:
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erx2(config)#virtual-router vrB
erx2:vrB(config)#

Tunnel from Boca to Ottawa on virtual router B:

erx2:vrB(config)#interface tunnel ipsec:Bboca2ottawa transport-virtual-router
default

erx2:vrB(config-if)#tunnel transform-set customerBprotection

erx2:vrB(config-if)#tunnel local-identity subnet 10.2.0.0 255.255.0.0

erx2:vrB(config-if)#tunnel peer-identity subnet 10.1.0.0 255.255.0.0

erx2:vrB(config-if)#tunnel source 5.2.0.2

erx2:vrB(config-if)#tunnel destination 5.1.0.2

erx2:vrB(config-if)#ip address 10.1.0.0 255.255.0.0

erx2:vrB(config-if)#exit

Tunnel from Boca to Boston on virtual router B:

erx2:vrB(config) #interface tunnel ipsec:Bboca2boston transport-virtual-router
default

erx2:vrB(config-if) #tunnel transform-set customerBprotection

erx2:vrB(config-if)#tunnel local-identity subnet 10.2.0.0 255.255.0.0

erx2:vrB(config-if)#tunnel peer-identity subnet 10.3.0.0 255.255.0.0

erx2:vrB(config-if)#tunnel source 5.2.0.2

erx2:vrB(config-if)#tunnel destination 5.3.0.2

erx2:vrB(config-if)#ip address 10.3.0.0 255.255.0.0

erx2:vrB(config-if) #exit

5. Last, onerx3, create two IPSec tunnels, one to carry customer A's traffic and another
to carry customer B's traffic.

Virtual router A:

erx3(config)#virtual-router vrA
erx3:vrA(config)#

Tunnel from Boston to Ottawa on virtual router A:

erx3:vrA(config)#interface tunnel ipsec:Aboston2ottawa transport-virtual-router
default

erx3:vrA(config-if)#tunnel transform-set customerAprotection

erx3:vrA(config-if)#tunnel local-identity subnet 10.3.0.0 255.255.0.0

erx3:vrA(config-if) #tunnel peer-identity subnet 10.1.0.0 255.255.0.0

erx3:vrA(config-if)#tunnel source 5.3.0.1

erx3:vrA(config-if)#tunnel destination 5.1.0.1

erx3:vrA(config-if)#ip address 10.1.0.0 255.255.0.0

erx3:vrA(config-if) #exit

Tunnel from Boston to Boca on virtual router A:

erx3:vrA(config)#interface tunnel ipsec:Aboston2boca transport-virtual-router
default

erx3:vrA(config-if)#tunnel transform-set customerAprotection

erx3:vrA(config-if)#tunnel local-identity subnet 10.3.0.0 255.255.0.0

erx3:vrA(config-if)#tunnel peer-identity subnet 10.2.0.0 255.255.0.0

erx3:vrA(config-if)#tunnel source 5.3.0.1

erx3:vrA(config-if)#tunnel destination 5.2.0.1

erx3:vrA(config-if)#ip address 10.1.0.0 255.255.0.0

erx3:vrA(config-if) #exit

Virtual router B:
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erx3(config)#virtual-router vrB
erx3:vrB(config)#

Tunnel from Boston to Ottawa on virtual router B:

erx3:vrB(config)#interface tunnel ipsec:Bboston2ottawa transport-virtual-router
default

erx3:vrB(config-if)#tunnel transform-set customerBprotection

erx3:vrB(config-if)#tunnel local-identity subnet 10.3.0.0 255.255.0.0

erx3:vrB(config-if) #tunnel peer-identity subnet 10.1.0.0 255.255.0.0

erx3:vrB(config-if)#tunnel source 5.3.0.1

erx3:vrB(config-if)#tunnel destination 5.1.0.1

erx3:vrB(config-if)#ip address 10.1.0.0 255.255.0.0

erx3:vrB(config-if) #exit

Tunnel from Boston to Boca on virtual router B:

erx3:vrB(config) #interface tunnel ipsec:Bboston2boca transport-virtual-router
default

erx3:vrB(config-if)#tunnel transform-set customerBprotection

erx3:vrB(config-if)#tunnel local-identity subnet 10.3.0.0 255.255.0.0

erx3:vrB(config-if)#tunnel peer-identity subnet 10.2.0.0 255.255.0.0

erx3:vrB(config-if)#tunnel source 5.3.0.1

erx3:vrB(config-if)#tunnel destination 5.2.0.1

erx3:vrB(config-if)#ip address 10.2.0.0 255.255.0.0

erx3:vrB(config-if) #exit

The configuration is complete. Customer A's traffic and customer B's traffic can flow
through the public, or untrusted, IP network inside a tunnel, where each packet is encrypted
and authenticated.

System Event Logs

show Commands

show ipsec ike-policy-rule

show ike policy-rule

This section contains information about troubleshooting and monitoring IPSec.

To troubleshoot and monitor IPSec, use the following system event logs:

. auditlpsec—Lower layers of IKE SA negotiations
. ikepki—Upper layers of IKE SA negotiations

« stTunnel—Secure tunnel interface

For more information about using event logs, see the JunosE System Event Logging
Reference Guide.

To view your IPSec configuration and to monitor IPSec tunnels and statistics, use the
following show commands.
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o NOTE: The show ipsec ike-policy-rule command replaces the show ipsec
isakmp-policy-rule command, which may be removed completely in a future release.

. Use to display the configuration of IKE phase 1 policy rules.

. Field descriptions

Protection suite priority—Priority number assigned to the policy rule

encryption algorithm—Encryption algorithm used in the IKE policy: des, 3des
hash algorithm—Hash algorithm used in the IKE policy: SHA, MD5

authentication method—Authentication method used in the IKE policy: RSA signature,
preshared keys

Diffie-Hellman group—Size of the Diffie-Hellman group: 768-bit, 1024-bit, 1536-bit
lifetime—Lifetime of SAs created with this policy: 60 to 86400 seconds

aggressive mode—Allowed or not allowed

. Example

hostl#show ipsec ike-policy-rule
IKE Policy Rules:

Protection suite priority: 5

encryption algorithm :3DES Triple Data Encryption Standard(168 bit
keys)

hash algorithm :SHA Secure Hash Standard

authentication method:RSA Signatures

Diffie-Hellman group :5 (1536 bit)

lifetime 17200 seconds

aggressive mode :Not Allowed

Protection suite priority: 6

encryption algorithm :3DES Triple Data Encryption Standard(168 bit
keys)

hash algorithm :SHA Secure Hash Standard

authentication method:Pre Shared Keys

Diffie-Hellman group :2 (1024 bit)

lifetime 128800 seconds

aggressive mode :Not Allowed

. See show ipsec ike-policy-rule.

« See show ike policy-rule.

show ipsec ike-sa

show ike sa
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0 NOTE: The show ipsec ike-sa command replaces the show ike sa command, which
may be removed completely in a future release.

. Use todisplay IKE phase 1 SAs running on the router.

. Field descriptions

. Local:Port—Local IP address and UDP port number of phase 1 negotiation

. Remote:Port—Remote IP address and UDP port number of phase 1 negotiation

Time(Sec)—Time remaining in phase 1 lifetime, in seconds

State—Current state of the phase 1 negotiation. Corresponds to the messaging state
in the main mode and aggressive mode negotiations. Possible states are:

AM_SA_|—Initiator has sent initial aggressive mode SA payload and key exchange
to the responder

AM_SA_R—Responder has sent aggressive mode SA payload and key exchange
to the initiator

AM_FINAL_|—Initiator has finished aggressive mode negotiation
AM_DONE_R—Responder has finished aggressive mode negotiation
MM_SA_|—Initiator has sent initial main mode SA payload to the responder
MM_SA_R—Responder has sent a response to the initial main mode SA
MM_KE_l—Initiator has sent initial main mode key exchange to the responder
MM_KE_R—Responder has sent a response to the key exchange
MM_FINAL_I—Initiator has sent the final packet in the main mode negotiation
MM_FINAL_R—Responder has finished main mode negotiation
MM_DONE_|—Initiator has finished main mode negotiation

DONE—Phase 1SA negotiationis complete, as evidenced by receipt of some phase
2 messages

Local Cookie—Unique identifier (SPI) for the local phase 1 IKE SA

. Remote Cookie—Unique identifier (SPI) for the remote phase 1 IKE SA

. Example

hostl# show ipsec ike-sa
IKE Phase 1 SA"s:

Local :Port Remote:Port Time(Sec) State Local Cookie Remote Cookie

195.0.0.100:500 195.0.0.200:500 1551 DONE 0x90ee723e6cb0c016 O0xF7d3651e93d56431
195.0.0.100:500 195.0.0.200:500 1552 DONE 0x821bccf8ldcedbb0 0x35152bdb7a9c734e
195.0.1.100:500 195.0.1.200:500 1687 DONE 0x1b4fbcebe36d1bl6 Oxed742166a305a6a0
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195.0.1.100:500 195.0.1.200:500 1687 DONE Oxacf3acd1b3555b6a 0x0af9edbc95622869
195.0.2.100:500 195.0.2.200:500 1688 DONE 0x3153379b32d8c936 0x17f5d77f9badc3cF
195.0.2.100:500 195.0.2.200:500 1688 DONE 0x6573dcbc9bf31fae 0x7af8b4d13078b463
195.0.3.100:500 195.0.3.200:500 1685 DONE Oxdc7df648fcac375a 0x0346752d2881d5c5
195.0.3.100:500 195.0.3.200:500 1685 DONE 0xe776e9ffb6678635 0x8de857af1c681874
195.0.4.100:500 195.0.4.200:500 1690 DONE 0x16410d890500e94e 0xbd47831b55e81c27
« See show ipsec ike-sa.
. See show ike sa.
show ipsec lifetime

. Use to display the configured IPSec default lifetime.

. Example

hostl#show ipsec lifetime
Default lifetime in seconds is "7200".
Default lifetime in kilobytes is "4294967295".

. See show ipsec lifetime.

show ipsec local-endpoint
. Use to display the address and transport virtual router of local endpoints.

. Todisplay the local endpoint of a specific transport virtual router, include the virtual
router name.

. Example

hostil#show ipsec local-endpoint transport-virtual-router default
Local endpoint for transport-virtual-router default is "0.0.0.0".

. See show ipsec local-endpoint.

show ipsec option

. Use to display the status, enabled or disabled, of IPSec options configured on the
current virtual router. Information is displayed for the following options:

. Dead peer detection (DPD)

- Network Address Translation Traversal (NAT-T). For information about configuring
and monitoring NAT-T on L2TP/IPSec tunnels, see “Securing L2TP and IP Tunnels
with IPSec” on page 275.

. Transmission of invalid cookie notification in ISAKMP messages to peers

. Example

hostl:vrA#show ipsec option

IPsec options:

Dead Peer Detection: disabled
NAT Traversal : enabled
TX Invalid Cookie : disabled

. See show ipsec option.
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show ipsec transform-set

show ipsec tunnel detail

Use to display transform sets configured on the router.

To display a specific transform set, include the transform set name.

Field descriptions

. Transform-set—Displays the transforms in the transform set

Example 1

hostl#show ipsec transform-set
Transform-set: Highest security = {esp-3des-hmac-sha }.
Transform-set: transform-esp-3des-hmac-sha = {esp-3des-hmac-sha }.

Example 2

hostl#show ipsec transform-set transform-esp-3des-hmac-sha
Transform-set: transform-esp-3des-hmac-sha = {esp-3des-hmac-sha}.

See show ipsec transform-set.

Use to display the running configuration and statistics for each tunnel.

Field descriptions

. IPSEC tunnel—Name and state of tunnel for which information is displayed

. Tunnel operational configuration—Configuration running on the tunnel

Tunnel type—Manual, signaled

Tunnel mtu—MTU size of the tunnel

Tunnel localEndpoint—IP address of local tunnel endpoint
Tunnel remoteEndpoint—IP address of remote tunnel endpoint
Tunnel source—IP address or FODN of tunnel source

Tunnel destination—IP address or FQDN of tunnel destination
Tunnel backup destination—Alternate tunnel destination

Tunnel transport virtual router—Name of transport virtual router over which tunnel
runs

Tunnel transform set—Tunnel transform set in use on this tunnel
Tunnel local identity—IP address of local endpoint identity that ISAKMP uses
Tunnel peer identity—IP address of peer endpoint identity that ISAKMP uses

Tunnel outbound spi/SA—SPI and SA in use on traffic sent to the tunnel (manual
tunnels only)
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Tunnel inbound spi/SA—SPI and SA in use on traffic received from the tunnel
(manual tunnels only)

Tunnel lifetime seconds—Configured time-based lifetime in seconds
Tunnel lifetime kilobytes—Configured traffic-based lifetime in kilobytes

Tunnel pfs—PFS group in use on the tunnel: O (PFSisnotinuse),1(768-bit group),
2 (1024-bit group), 5 (1536-bit group)

Tunnel administrative state—Up, Down

. Tunnel Operational Attributes—Displays statistics related to the tunnel lifetime

inbound/outboundSpi/SA—SPIlin use on traffic received from or sent to the tunnel

inbound/outboundSa—SA in use on traffic received from or sent to the tunnel
inbound/outbound lifetime allowed—Negotiated time-based lifetime in seconds

inbound/outbound lifetime remaining—Number of seconds remaining before
time-based lifetime expires

inbound/outbound traffic allowed—Negotiated traffic-based lifetime in kilobytes

inbound/outbound traffic remaining—Number of additional kilobytes that tunnel
can send or receive before traffic-based lifetime expires

. Tunnel Statistics—Displays statistics on traffic received on and sent from this tunnel

InUserPackets—Number of user packets received

InUserOctets—Number of octets received from user packets
InAccPackets—Number of encapsulated packets received
InAccOctets—Number of octets received in encapsulated packets
InAuthErrors—Number of authentication errors received
InReplayErrors—Number of replay errors in received traffic
InPolicyErrors—Number of policy errors in received traffic

InOtherRxErrors—Number of packets received that have errors other than those
listed above

InDecryptErrors—Number of decryption errors in received traffic

InPadErrors—Number of packets received that had invalid values after the packet
was decrypted

OutUserPackets—Number of user packets sent

OutUserOctets—Number of octets sent in user packets
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OutAccPackets—Number of encapsulated packets sent

OutAccOctets—Number of octets sent in encapsulated packets

OutPolicyErrors—Number of packets arriving at tunnel for encapsulation that do

not meet specified tunnel identifier (selector)

OutOtherTxErrors—Number of outbound packets that have errors other than those

listed above

. Example

hostl#show ipsec tunnel detail
IPSEC tunnel r200000 is Up
Tunnel configuration:
Tunnel type is signaled
Tunnel mtu is 1440
Tunnel local endpoint is 195.0.0.200
Tunnel remote endpoint is 195.0.0.100
Tunnel source is 195.0.0.200
Tunnel destination is 195.0.0.100
Tunnel backup destination is 0.0.0.0
Tunnel transport virtual router is r
Tunnel transform set is perf
Tunnel local identity is ipAddress: 4.0.0.100
Tunnel peer identity is ipAddress: 3.0.0.100
Tunnel lifetime seconds is 7200
Tunnel lifetime kilobytes is 1024000
Tunnel pfs is group 5
Tunnel administrative state is Up

Tunnel Operational Attributes:
inboundSpi = 0x17270202, inboundSa = esp-3des-hmac-sha
inbound lifetime: allowed 7200s, remaining 7100s
inbound traffic: allowed 1024000KB, remaining 1023997KB

outboundSpi = 0x283b0201, outboundSa = esp-3des-hmac-sha

outbound lifetime: allowed 7200s, remaining 7100s

outbound traffic: allowed 1024000KB, remaining 1023997KB

Tunnel Statistics:

InUserPackets 15
InUserOctets 1920
InAccPackets 15
InAccOctets 2760
InAuthErrors 0
InReplayErrors 0
InPolicyErrors 0
InOtherRxErrors 0
InDecryptErrors 0
InPadErrors 0
OutUserPackets 15
OutUserOctets 1920
OutAccPackets 15
OutAccOctets 2760
OutPolicyErrors 0
OutOtherTxErrors 0

. See show ipsec tunnel.
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show ipsec tunnel summary

. Use to display a summary of all tunnels configured on the router.

. Field descriptions

Total number of ipsec interface—Number of tunnels configured on the router

Administrative status—Number of tunnels with an administrative status of enabled
and disabled

Operational status—Number of tunnels with an operational status of up, down, lower
layer down, not present

. Example

hostl#show ipsec tunnel summary
Total number of ipsec interface is 40

Administrative status enabled disabled
40 0
Operational status up down lower-down not-present
40 0 0 0

. See show ipsec tunnel.

show ipsec tunnel virtual-router

show license ipsec-tunnels

Use to display the status of tunnels configured on a virtual router.

To display only tunnels that are in a specific state, use the state keyword.
To display tunnels that are using a particular IP address, use the ip keyword.
Field descriptions

. For a description of fields, see the show ipsec tunnel detail command.

Example

hostl#show ipsec tunnel virtual-router default ip 10.255.1.13
IPSEC tunnel s011e3dO is up
IPSEC tunnel s0l1e3dl is up
IPSEC tunnel s012e3d0 is up
IPSEC tunnel s012e3dl is up
IPSEC tunnel s013e3d0 is up
IPSEC tunnel s014e3d0 is up
IPSEC tunnel s014e3dl is up
IPSEC tunnel s015e3d0 is up

See show ipsec tunnel.

Use todisplay the IPSec license key configured on the router and the number of tunnels
allowed on the router.

Example

Copyright © 2010, Juniper Networks, Inc.

167



JunosE 11.2.x IP Services Configuration Guide

hostl#show license ipsec-tunnels
ipsec-tunnels license is "glk23b23eb2j* which allows 5000 tunnels with 1
IPsec card and 7500 tunnels with 2 or more IPsec cards.

. See show license.
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Configuring Dynamic IPSec Subscribers

This chapter describes how to securely terminate IPSec remote access subscribers. These
subscribers can reside on different VPNs and the router can support many VPNs
simultaneously. It contains the following sections:

« Overview on page 169

« Platform Considerations on page 172

. References on page 173

« Creating an IPSec Tunnel Profile on page 173

« Configuring IPSec Tunnel Profiles on page 174

« Defining IKE Policy Rules for IPSec Tunnels on page 180

« Monitoring IPSec Tunnel Profiles on page 181

Overview

You can use the E Series router to terminate users on multiple VPNs (that is, a private
intranet where users can log in and access private servers). For the E Series router, VPNs
appear as VRs or VRFs. Users that connect to the VPN terminate on the associated VR
or VRF. The router contains a link between the VR or VRF and the private intranet
containing the resources. This link can be a direct connection, or a tunnel (IPSec, IP-in-IP,
GRE, or MPLS). Once establishing a connection, the router can pass traffic between the
VPN and connected users.

The E Series router already supports termination of secure remote access subscribers
using L2TP and IPSec. In this model, IPSec uses transport mode to “ protect” PPP
subscribers that use L2TP tunnels as described in RFC 3193. However, because they are
handled by the PPP and L2TP application, IPSec has no direct information about the
subscribers. By terminating dynamic IPSec subscribers, the IPSec protocol manages the
subscribers completely.

Dynamic Connection Setup

Dynamic secure remote access subscribers initiate connections to the E Series router by
establishing an IPSec phase 1 security association (SA; also known as an IKE SA or P1)
with the router.
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After establishing a security association, the subscriber is instantiated in the IPSec
software. Following this instantiation, the router initiates the extended authentication
(Xauth) protocol exchange to invoke the user to enter a username and password. The
router uses existing authentication, authorization, and accounting (AAA) functionality
to authenticate the user data.

After granting access, the router instantiates an IP interface for the new subscriber as
well as an access route for the IP address assigned to the subscriber on the terminating
virtual router. The subscriber also obtains IP interface data (IP address, subnetwork mask,
primary and secondary DNS address, primary and secondary WINS address, and so on)
during a configuration exchange.

Once instantiated, an access router created, and the client successfully set with interface
data parameters, the router can terminate the Xauth exchange and enable the IPSec
layer and phase 2 SAs (IPSec SAs or P2s) can begin. Following these exchanges, the full
data path is ready and subscribers can exchange packets with the VR on which they
terminate.

Dynamic Connection Teardown
The following events can trigger the teardown of a dynamic IPSec subscriber connection:

« All phase 1and phase 2 SA deleted by a remote peer and no rekeying activity occurs
for one minute

« Administrative logout

« |PSec card terminating the user becoming unavailable (for example, the card is
reloading, disabled, or disconnected)

. Dead peer detection (DPD) reporting the phase 1 SA is unreachable

. Authentication, authorization, and accounting session or idle timeout values expire

Dynamic IPSec Subscriber Recognition

The E Series router expects to receive the Xauth vendor ID from the remote peer for
dynamic interface instantiation. The expected Xauth vendor ID is Ox09002689DFD6B712.

e NOTE: The E Series router does not initiate connections to new subscribers. Acceptable
vendor IDs are global to the router and not user-configurable.

Phase 2 SAs intended for static tunnels and those intended for dynamic subscribers do
not share the same phase 1 SA. This means that dynamic phase 1 SAs are only used to
negotiate dynamic phase 2 SAs. Conversely, phase 1 SAs that are not recognized as
dynamic are used only to negotiate phase 2 SA static tunnels.

Licensing Requirements
Each dynamic IPSec subscribers requires the use of two licenses:

. One B-RAS license
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« One IPSec license
If either license is unavailable, the router denies access to the subscriber.

Inherited Subscriber Functionality

Dynamic IPSec subscribers inherit much of the built-in AAA subscriber management
functionality. This functionality includes the following:

« AAAA subscriber management commands

« DNS (primary and secondary)

« WINS (primary and secondary)

« Session timeout

« Accounting features (interval, duplication, immediate update, broadcasting, Acct-stop)
« Duplicate address checking

. |P address pools

« Per virtual-router subscriber limit

« Policies

« Packet mirroring

For additional information on AAA functionality, see JunosE Broadband Access
Configuration Guide.

Using IPSec Tunnel Profiles

IPSec tunnel profiles serve the following purposes in the configuration of dynamic IPSec
subscribers:

« Controlling which connecting user, based on the IKE identification, belongs to a given
profile. Profile settings falling in this category include the following:

- |IKE identities from peers that can use this profile. These identities include IP
addresses, domain names, and E-mail addresses. In addition, distinguished names
that use X.509 certificates are permitted.

- The router IKE identity.

« Terminating extraneous security and IP profile settings that exist after a subscriber is
mapped to an IPSec tunnel. These settings include the following:

- Maximum number of subscribers that this profile can terminate

- AAA domain suffix intended for the username (helping to bridge users from a given
IPSec tunnel profile to an AAA domain map)

- Phase 2 SA selectors for use in phase 2 SA exchanges

- |P profiles intended for users logging in using this profile (helping to bridge users from
a given IPSec tunnel profile to an IP profile)
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- Reachable networks on the VPN (allowing for split tunneling when supported by the
client software)

- Security parameters intended to protect user traffic (including IPSec encapsulating
protocol, encryption algorithms, authentication algorithms, lifetime parameters,
perfect forward secrecy, and DH group for key derivation)

. Setting the IP address the router monitors for remote subscribers.

New subscribers are mapped only to IPSec tunnel profiles after the initial IKE SA is
established. Like IPSec tunnels, IKE policy rules are required to control IKE SA acceptance
and denial.

Relocating Tunnel Interfaces

User Authentication

Unlike static IPSec tunnels interfaces, dynamic IPSec subscribers do not relocate if the
IPSec server card becomes unavailable. If the IPSec server card becomes unavailable,
all dynamic subscribers that are logged in and located on that server card are logged out
and must log back in to connect.

For IPSec subscribers, user authentication occurs in two phases. The first phase is an
IPSec-level authentication (phase 1 or IKE authentication). Sometimes referred to as “
machine” authentication, because the user PC is authenticated, the first authentication
phase verifies private or preshared keys that reside on the PC. These keys are not easily
moved from one PC to another and do not require user entry each time authentication
is performed.

Depending on the IKE phase 1 exchange, restrictions on the authentication type or the
access network setup might exist. To avoid any usage problems, keep the following in
mind:

« If you are configuring a VPN where users perform preshared key IPSec authentication
and use the IKE main mode exchange for phase 1, you must setup the access network
such that the VPN has an exclusive local IP address.

« If you want to share a single server address on the access network for more than one
VPN, you must either set the clients to use IKE aggressive mode or use a public and
private key pair for authentication. This authentication type includes X.509v3
certificates).

After the IPSec-level authentication takes place, a user authentication occurs. Often
considered a legacy form of authentication, the user authentication (like RADIUS) typically
requires the user to enter information in the form of a username and password.

Platform Considerations

For information about modules that support dynamic IPSec subscribers on the ERX7xx
models, ERX14xx models, and the ERX310 Broadband Services Router:

. See IPSec Service support in ERX Module Guide, Table 1, Module Combinations for
detailed module specifications.
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References

« See |PSec Service support in ERX Module Guide, Appendix A, Module Protocol Support
for information about the modules that support IPSec service.

For more information about dynamic IPSec subscribers, consult the following resources:
« The ISAKMP Configuration Method—draft-dukes-ike-mode-cfg-02.txt (March 2002
expiration)

« Extended Authentication within IKE (XAUTH)—draft-beaulieu-ike-xauth-02.txt (April
2002 expiration

. Extended Authentication within ISAKMP/Oakley
(XAUTH)—draft-ietf-ipsec-isakmp-xauth-06.txt (May 2000 expiration)

NOTE: IETF drafts are valid for only 6 months from the date of issuance. They must be
considered as works in progress. Please refer to the IETF Web site at http://www.ietf.org
for the latest drafts.

For additional configuration information, see:

« “Configuring IPSec” on page 119

“Configuring Digital Certificates” on page 205

« “Configuring IP Tunnels” on page 237

« JunosE Broadband Access Configuration Guide

Creating an IPSec Tunnel Profile

ipsec tunnel profile

To create an IPSec tunnel profile, use the ipsec tunnel profile command. This command

creates a tunnel profile of the name you specify and accesses the IPSec Tunnel Profile

configuration mode (config-ipsec-tunnel-profile).

. Use to create or configure a tunnel profile for IPSec and accesses the IPSec Tunnel

Profile configuration mode (config-ipsec-tunnel-profile). To create a new profile, you
must specify a profile name.

. Use the optional virtual-router keyword to specify the name of the virtual router on

which you want to create the profile (if you do not specify a virtual router name, the
profile is created on the context virtual router)

. Example

hostl(config)#ipsec tunnel profile tunnell
host1(config-ipsec-tunnel-profile)#

. Use the no version to delete the tunnel profile.

. Seeipsec tunnel profile.
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Configuring IPSec Tunnel Profiles

This sections explains how to configure the parameters that exist in the IPSec tunnel
profile configuration mode.

Limiting Interface Instantiations on Each Profile

max-interfaces

To define the maximum number of interfaces that the IPSec tunnel profile can instantiate,
use the max-interfaces command. Once the profile reaches the maximum number of
interfaces, the profile rejects any new interface instantiations and generates a
warning-level log. The default value (using the no version of the command) specifies
unlimited interface instantiation on a given profile.

. Use to define the maximum number of interfaces that the IPSec tunnel profile can
instantiate.

. Example
host1(config-ipsec-tunnel-profile)#max-interfaces 500

« Use the no version to return the maximum value to unlimited, indicating no limit to the
number of interfaces that can be instantiated on this profile.

. See max-interfaces.

Specifying IKE Settings

ike local-identity

This section describes how to define the IKE local identity and IKE peer identity values.

Setting the IKE Local Identity

To set the IKE local identity (phase 1identity) used for IKE security association
negotiations, use the ike local-identity command.

NOTE: The authentication algorithm for an IKE SA is associated with its identity. You
must ensure that the client and server are set accordingly to successfully establish IKE
security associations.

. Use to set the IKE local identity used for IKE security association (SA) negotiations.
. Example

host1(config-ipsec-tunnel-profile)#ike local-identity domain-name domain1l
. Use the no version to remove the specified IKE local identity.

. See ike local-identity.
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Setting the IKE Peer Identity

To set the IKE peer identity values, use the ike peer-identity command. You can set the

profile to accept logins from users that present one of the following:

« AnasniDN as an IKE identity type (an ASN.1-encoded distinguished name) and the

user-provided IKE identity contains the substring configured for the profile.

« AuserFODN or FODN as an IKE identity type and the domain name portion of the IKE

identity matches the domain name setting for this profile. An empty string (default)
means that IKE identity types of userFODN and FQDN are not allowed for logins on
this profile.

The IKE identity type of userFODN also carries a domain name. Users presenting this
identity must also pass any restrictions set for the peer domain name for this profile
before they are able to login.

- AnIP address as an IKE identity type and the IP address resides within the specified

network. The default of 0.0.0.0/0 allows any peer IP address to this profile.

« AuserFQDN as an IKE identity type and the username portion of the IKE identity matches

the username setting for this profile. An empty string (default) means that an IKE
identity type of userFQDN is not allowed for logins on this profile.

NOTE: You can also use the wildcard (*) for the username and domain name or as the
first or last character in the username or domain name string.

ike peer-identity distinguished-name

ike peer-identity domain-name

ike peer-identity ip address

ike peer-identity username

. Use to set the IKE peer identity used for IKE security association (SA) negotiations.
. Example
hostl(config-ipsec-tunnel-profile)#ike peer-identity domain-name domain2
. Use the no version to remove the specified IKE peer identity.
. See ike peer-identity distinguished-name.
. See ike peer-identity domain-name.
. See ike peer-identity ip address.

. See ike peer-identity username.

Appending a Domain Suffix to a Username

The VPN to which a user is to be terminated is sometimes known from the IKE identities
attached to the user. However, to assist in connecting users to the correct AAA domain
for authentication, you can use the domain-suffix command to append a domain suffix
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domain-suffix

to the username. Using the default, no domain suffix, passes usernames transparently
to AAA.

Use to specify a domain suffix that you want to append to any usernames received on
this profile.

Example
host1(config-ipsec-tunnel-profile) #domain-suffix domain2

Use the no version to restore the default value, no domain suffix, and usernames are
passed transparently to AAA.

See domain-suffix.

Overriding IPSec Local and Peer Identities for SA Negotiations

local ip identity

peer ip identity

You can use the local ip identity and peer ip identity commands to override the local
and peer identities used for SA negotiations (respectively).

Use to override the local identity (phase 2 identity) used for IPSec security association
negotiations. For IPSec negotiations to succeed, the local and peer identities at one
end of the tunnel must match the peer and local identities at the other end
(respectively).

Example
host1(config-ipsec-tunnel-profile)#local ip identity range 10.30.11.110.30.11.50

Use the no version to restore the default value, the internal IP address allocated for
the subscriber.

See local ip identity.

Use to override the peer identity (phase 2 identity) used for IPSec security association
negotiations. For IPSec negotiations to succeed, the local and peer identities at one
end of the tunnel must match the peer and local identities at the other end
(respectively).

Example
host1(config-ipsec-tunnel-profile)#peer ip identity address 10.227.1.2

Use the no version to restore the default value, the internal IP address allocated for
the subscriber.

See peer ip identity.

Specifying an IP Profile for IP Interface Instantiations

The ip profile command specifies the IP profile that is passed from the IPSec layer to
the IP layer upon request for upper layer instantiation.
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ip profile

. Use to specify the IP profile that the IPSec layer passes on to the IP layer upon request
for upper-layer instantiation.

. Example
host1(config-ipsec-tunnel-profile)#ip profile ipProfilel
. Use the no version to remove the association with this profile.

. Seeip profile.

Defining the Server IP Address

local ip address

i

The local ip address command defines the specified local IP address as the server
address. The router monitors UDP port 500 for incoming login requests (that is, IKE SA
negotiations) from users.

NOTE: This address is typically made public to all users trying to connect to a VPN on
this router.

This command enables you to optionally set a global preshared key for the specified
server address. When using global preshared keys, keep the following in mind:

. Global preshared keys enable a group of users to share a single authentication key,
simplifying the administrative job of setting up keys for multiple users.

« Specific keys for individual users have higher priority than global keys. If both individual
and global keys are configured, the individual that also has a specific key must use that
key or authentication fails.

« More than one profile can specify the same local endpoint and virtual router. Because
the last value set overrides the other, we recommend that you avoid this type of
configuration.

. Use to specify the given local IP address as a server address.
. Example
host1(config-ipsec-tunnel-profile)#local ip address 192.2.52.12

. Use the no version to stop the router from monitoring UDP port 500 for user requests
and remove any preshared key associations with the local IP address.

. See local ip address.

Specifying Local Networks

The local ip network command enables you to specify local, reachable networks through
the IPSec tunnel. This type of “ split tunneling” enables a remote station to separate VPN
traffic from Internet traffic. For example a client connecting to a corporate Intranet could
use split-tunneling to send all traffic destined to 10.0.0.0/8 through the secure tunnel
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local ip network

and reach the VPN. Other traffic (for example, Web browsing) would travel directly to
the Internet through the local service provider without passing through the tunnel.

NOTE: Split tunneling functions only when supported by the client software. It is up to
the client to modify its routing table with the network information for split tunneling to
occur

. Usetospecify networks that are reachable through the IPSec tunnel. You can configure
up to 16 networks for this method of “ split-tunneling.”

. Example
host1(config-ipsec-tunnel-profile)#local ip network 10.0.0.0 255.255.255.252
. Use the no version to remove the specified network from the reachabile list.

. See local ip network.

Defining IPSec Security Association Lifetime Parameters

lifetime

The lifetime command defines the IPSec SA lifetime parameters the tunnel profile can
use for IPSec SA negotiations. These parameters include the phase 2 lifetime as a range
in seconds or traffic volume.

. Use to specify the IPSec lifetime parameters used on IPSec SA lifetime negotiations.
. Example
host1(config-ipsec-tunnel-profile)#lifetime seconds 5000 25000

. Use the no version to return the lifetime to its default value, 28800 seconds (8 hours)
and no traffic volume limit.

. See lifetime.

Defining User Reauthentication Protocol Values

The extended-authentication command specifies the extended user authentication
protocol for use during the extended user authentication protocol exchange.

The re-authenticate keyword enables the reauthentication option (a subsequent
authentication procedure). When this option is enabled, rekeying of IKE SAs uses the
initial authentication protocol to reauthenticate the user. When this option is disabled,
authentication is only performed at the first IKE SA establishment. Subsequent IKE SAs
rekey operations inherit the initial authentication and do not reauthenticate users.

NOTE: For maximum security, enable reauthentication.

The skip-peer-config keyword disables the router from configuring peer IP characteristics.
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extended-authentication

. Use to specify the extended user authentication protocol for use during the extended

user authentication protocol exchange. This command can also enable or disable the
reauthentication option (a subsequent authentication procedure).

. The re-authenticate keyword enables the reauthentication option (a subseguent

authentication procedure).

. The skip-peer-config keyword disables the router from configuring peer IP

characteristics.

. Example

host1(config-ipsec-tunnel-profile) #extended-authentication chap

. Use the no version to reset the extended authentication to the default protocol, pap.

. See extended-authentication.

Specifying IPSec Security Association Transforms

transform

The transform command specifies the IPSec transforms that IPSec SA negotiations can

use for this profile. The router accepts the first transform proposed by a client that
matches one of the transforms specified by this command. During an IPSec SA exchange
with a client, the router proposes all transforms specified by this command and one is
accepted by the client.

NOTE: You can specify up to six transform algorithms for this profile.

For additional information about transforms and transform sets, see “Configuring IPSec”
on page 119.

. Use to specify the eligible transforms for this profile for IPSec security association
negotiations.

. Example
host1(config-ipsec-tunnel-profile)#transform ah-hmac-md>5
. Use the no version to reset the transform to the default, esp-3des-shal.

. See transform.

Specifying IPSec Security Association PFS and DH Group Parameters

The pfs group command specifies the IPSec SA perfect forward secrecy (PFS) option
and Diffie-Hellman prime modulus group that IPSec SA negotiations can use for this
profile.
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pfs group

NOTE: When the client initiates the IPSec negotiation, the router can accept
Diffie-Hellman prime modulus groups that are higher than those configured.

For additional information about PFS, see “Configuring IPSec” on page 119.

. Usetoconfigure perfect forward secrecy for connections created with this IPSec tunnel
configuration profile by assigning a Diffie-Hellman prime modulus group.

. Example
host1(config-ipsec-tunnel-profile)#pfs group 5
. Use the no version to remove PFS from the profile.

« See pfs group.

Defining the Tunnel MTU

tunnel mtu

The tunnel mtu command configures the maximum transmission unit size for the tunnel.

« Use to configure the maximum transmission unit size for the tunnel.

. Example
host1(config-ipsec-tunnel-profile)#tunnel mtu 3000
. Use the no version to restores the default value, an MTU size of 1400 bytes.

« See tunnel mtu.

Defining IKE Policy Rules for IPSec Tunnels

This section describes enhancements to some IKE policy rule commands to support
dynamic IPSec subscribers.

Specifying a Virtual Router for an IKE Policy Rule

The ip address virtual-router command enables an IKE policy rule to limit its scope to
a specific local IP address on a specific virtual router. When enabled, this limitation
ensures that this policy rule is evaluated for IKE security association evaluations for only
the specified IP address and virtual router.

When initiating and responding to an IKE SA exchange, the router evaluates the possible
policy rules as follows:

« If an IP-address-specific IKE policy rule refers to the local IP address and virtual router
for this exchange, the router evaluates this policy rule before any
non-IP-address-specific IKE policy rules. If more than one IP-address-specific IKE policy
rule exists, the router evaluates the policy rule with the lowest priority number first and
then evaluates the policy rule with the next highest priority number and so on.
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ip address virtual-router

« If no IP-address-specific IKE policy rule refers to the local IP address and virtual router
for this exchange, the router evaluates all non-IP-address-specific IKE policy rules in
the normal IKE policy rule evaluation order.

You can define an IKE policy rule without specifying an IP address or virtual router (the
default). When not specifically configured, the IKE policy rule remains valid for any local
|P address on any virtual router residing on the router.

. Use to limit the scope of the IKE policy rule to the specified local IP address on the
specified virtual router. This limitation ensures that this policy rule is evaluated for IKE
security association evaluations for only the specified IP address and virtual router.

. Example
host1(config-ike-policy)#ip address virtual-router VR1
. Use the no version to remove the IP address and virtual router limitation.

. Seeip address virtual-router.

Defining Aggressive Mode for an IKE Policy Rule

aggressive-mode

The aggressive-mode command enables aggressive mode negotiation for the tunnel.
For additional information about aggressive mode and how it works, see “Main Mode
and Aggressive Mode” on page 134.

. Use to enable aggressive mode negotiation for the tunnel.

. If you specify aggressive mode negotiation, the tunnel proposes aggressive mode to
the peer in connections that the policy initiates.

. If the peer initiates a negotiation, the tunnel accepts the negotiation if the mode
matches this policy.

. Use the accepted keyword to accept aggressive mode when proposed by peers
. Use the requested keyword to request aggressive mode when negotiating with peers

. Usetherequired keyword to only request and accept aggressive mode when negotiating
with peers.

. Example
host1(config-ike-policy)#aggressive-mode accepted
. Use the no version to set the negotiation mode to main mode.

. See aggressive-mode.

Monitoring IPSec Tunnel Profiles

This section contains information about troubleshooting and monitoring dynamic IPSec
subscribers.
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System Event Logs

show Commands

show ipsec tunnel profile

To troubleshoot and monitor dynamic IPSec subscribers, use the following system event

« ipsecldDb—IPsec ID database
« ipsecXcfgSM—IPsec Xauth/ModeCfg state machine

« ipsecP1Throttler—Ongoing Phase 1 negotiations

For more information about using event logs, see the JunosE System Event Logging
Reference Guide.

To display user information for dynamic IPSec tunnel profiles or subscribers, use the
following show commands.

Use to display information about all existing IPSec tunnel profiles or a specified tunnel

Use the detail keyword to display detailed information about the tunnel profile.

Example 1

hostl#show ipsec tunnel profile
IPsec tunnel profile ipsec-spg is active with no subscriber
1 IPsec tunnel profile found

Example 2

hostil#show ipsec tunnel profile detail ipsec-spg
IPsec tunnel profile ipsec-spg is active with no subscriber

Extended-authentication: pap, no re-authentication

Peer IP characteristics configuration: enabled

Virtual router: default

Local IP address: 10.227.5.31

Local IKE identity: 10.227.5.31

Peer IKE identity: IP network: not allowed
username: *
domain-name: spg.juniper._net
DN: not allowed

Maximum subscribers: no limit

Domain suffix: @spg

IP profile: ip-spg

Local IPsec identity: subnet 0.0.0.0 0.0.0.0, proto 0, port O

Peer IPsec identity: invalid identity

Lifetime: between 1800 and 7200 seconds, and between 100000 and 500000

KB

Reachable networks: none

PFS not configured

Transforms:, tunnel-esp-3des-shal

Subscribers rejected due to maximum subscribers limit: O

Completed sessions: 43, totaling 4873 seconds, statistics:

ipsec stats:

outbound:
outboundUserPacketsReceived = 88
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outboundUserOctetsReceived = 74544
outboundAccPacketsReceived = 88
outboundAccOctetsReceived = 79168
outboundOtherTxErrors = 0
outboundPolicyErrors = 0

inbound:

inboundUserPacketsReceived = 88
inboundUserOctetsReceived = 74880
inboundAccPacketsReceived = 88
inboundAccOctetsReceived = 79488

inboundAuthenticationErrors= 0
inboundReplayErrors = 0
inboundPolicyErrors = 0
inboundOtherRxErrors = 0
inboundDecryptErrors = 0
inboundPadErrors = 0

. See show ipsec tunnel profile.

show subscribers
. Use to display the active subscribers on the router.
. Field descriptions
- User Name—Name of the subscriber

. Type—Type of subscriber: atm, ip, ipsec, ppp, tnl (tunnel), tst (test)

. Addr | Endpt—IP or IPv6 address and source of the address: 12tp, local, dhcp, radius,
user. For local, dhcp, radius, and user endpoints, the address is that of the user. When
the endpoint is [2tp, the address is that of the LNS.

- Virtual Router—Name of the virtual router context

. Interface—Interface specifier over which the subscriber is connected

. Login Time—Date, in YY/MM/DD format, and time the subscriber logged in
. Circuit Id—User's circuit ID value specified by PPPoE

. Remote Id—User's remote ID value specified by PPPoE

. Example

hostl#show subscribers
Subscriber List

Virtual

User Name Type Addr]Endpt Router
xcfgUserl@vpnl ipsec 10.227.5.106/local vpnl

User Name Interface
xcfgUserl@vpnl FastEthernet 5/2.4

User Name Login Time Circuit Id
xcfgUserl@vpnl 06/05/12 10:58:42 0.4.1.10.fe.25.3b.0

User Name Remote Id

Copyright © 2010, Juniper Networks, Inc. 183



JunosE 11.2.x IP Services Configuration Guide

xcfgUserl@vpnl (800) 555-1212

. See show subscribers.
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Configuring ANCP

Overview

This chapter describes how to configure Access Node Control Protocol (ANCP), also
known as Layer 2 Control (L2C), for IP multicast on an E Series router; it contains the
following sections:

« Overview on page 185

« Platform Considerations on page 187

. References on page 188

« Configuring ANCP on page 188

« Configuring ANCP Interfaces on page 189

« Configuring ANCP Neighbors on page 190

« Configuring Topology Discovery on page 192

« Configuring ANCP for QoS Adaptive Mode on page 192

. Triggering ANCP Line Configuration on page 193

. Adjusting the Data Rate Reported by ANCP for DSL Lines on page 194

« Configuring Transactional Multicast for IGMP on page 194

« Triggering ANCP OAM on page 197

« Monitoring ANCP on page 197

Access Node Control Protocol (ANCP), also known as Layer 2 Control (L2C), is based
on a subset of the General Switch Management Protocol (GSMP), as defined in the
GSMPv3 Base Specification (draft-ietf-gsmp-v3-base-spec-06.txt). GSMP is a general
purpose protocol used to control a label switch.

GSMP enables a controller to establish and release connections across the switch, add
and delete leaves on a multicast connection, manage switch ports, request configuration
information, request and delete reservation of switch resources, and request statistics.
It also enables the switch to inform the controller of asynchronous events such as a link
going down.

Deploying value-added services across digital subscriber line (DSL) access networks
requires special attention to quality of service (QoS) and service control. This control
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depends on tighter coordination between network elements in the broadband access
network while not causing added burden to the operations support system (OSS) layer.

ANCP is an extension to GSMPv3 that functions as a control plane between a
service-oriented layer 3 edge device (the Broadband Remote Access Server) and a layer
2 access node. In this role, ANCP performs QoS-related, service-related, and
subscriber-related operations. These operations include the following:

. Dynamic discovery of the access topology and enabling an authentication server to
retrieve this information

« Subscriber and service data retrieval from the OSS by the Broadband Remote Access
Server (B-RAS) and sending that information to the access node to simplify service
management (referred to as line configuration)

« An optimized, layer 2 multicast (IGMP) replication
« On-demand access-line testing (ANCP Operation, Administration, and Maintenance)
JunosE Software supports the use of RADIUS attributes to monitor ANCP-related

information, such as upstream and downstream data rates. For information about using
RADIUS attributes see JunosE Broadband Access Configuration Guide.

Access Topology Discovery

Line Configuration

i

Many queuing or scheduling mechanisms must avoid congestion within the access
network while contending with multiple flows and distinct QoS requirements. These
mechanisms require that B-RAS devices obtain information about the access network
topology, the links within that network, and their rates.

Operations support systems cannot enforce the consistency of this gathered information
in a reliable and scalable way. ANCP discovery enables the automated discovery of the
access network topology, resolving this problem.

Following access topology discovery, the B-RAS can query a subscriber management
OSS component (for example, a RADIUS server) to retrieve subscriber authorization
data. This type of query is typically managed by the B-RAS, but in some cases (for
example, DSL-related enforcement) it can be useful to push service information to the
access node for local enforcement of the corresponding subscriber line. Using the line
configuration feature provides a more flexible way to achieve this on-demand service.

NOTE: JunosE Software supports only a CLI version of this feature.

Transactional Multicast

|P multicasting in access networks often involves an access server replicating the same
multicast stream to multiple subscribers. This type of replication wastes access bandwidth
when multiple subscribers access network services using the same access node. The
amount of multicast replication is based on the number of subscribers, rather than the
number of access nodes.

186

Copyright © 2010, Juniper Networks, Inc.



Chapter 7: Configuring ANCP

OAM

The access node sending a single copy of the multicast stream to a specific access node
is a more efficient use of the bandwidth. Using this method, the access node performs
the multicast replication for subscribers that reside beyond the access node.

ANCP transactional multicast enables the E Series router to set up a multicast replication
state in the access node. In Asynchronous Transfer Mode (ATM) access networks, the
B-RAS can use the ANCP to set up point-to-multipoint cross-connects in the access
nodes.

A simple solution based on ANCP provides B-RAS with an access-line test capability.
When enabled through the CLI, the B-RAS uses an ANCP message to trigger the
access-node to perform a loopback test on the local loop (between the access node
and the CPE). The access node reports the results of the test by means of another ANCP
message.

Retrieval of DSL Line Rate Parameters

Therouter retrieves the DSL line rate parameters from ANCP and reports this information
to the SRC software with the corresponding COPS messages. If the router cannot retrieve
the DSL line rate parameters from ANCP, it retrieves the DSL information in the following
ways:

« From AAA layer—For PPP interfaces, the router retrieves the DSL line rate parameters
from the AAA layer and reports this information to the SRC software.

« From DHCP options—For DHCP external server and DHCP local serverin equal-access
mode, the router retrieves the DSL line rate parameters from DHCP options and reports
this information to the SRC software. For more information about retrieval of DSL line
rate parameters fromm DHCP options, see DHCP Overview Information.

Learning the Partition ID from an Access Node

ANCP running on the network access server can learn the partition ID from an access
node and use this partition ID to communicate with the access node. This learning option
of the ANCP in the virtual router enables the network access server to learn the partition
IDs from all the access nodes. This learned partition ID can be used to send messages
to establish adjacency.

Platform Considerations

Configuring ANCP is supported on all E Series Broadband Services Routers.
For information about the modules supported on E Series routers:

« Seethe ERX Module Guide for modules supported on ERX7xx models, ERX14xx models,
and the ERX310 Broadband Services Router.

« See the E120 and E320 Module Guide for modules supported on the E120 and E320
Broadband Services Routers.
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References

For more information about ANCP, see the following resources:

« GSMP extensions for layer2 control (L2C) Topology Discovery and Line
Configuration—draft-wadhwa-gsmp-l2control-configuration-00.txt (July 2006
expiration)

« IGMP-based Multicast Forwarding (“ IGMP Proxying”
)—draft-ietf-magma-igmp-proxy-00.txt (May 2002 expiration)

« GSMPv3 Base Specification—draft-ietf-gsmp-v3-base-spec-06.txt (March 2006
expiration)

Configuring ANCP

ANCP uses several global-level configuration commands to enable ANCP to function on
the router.

Creating a Listening TCP Socket for ANCP

Use the l2cip listen command to create a listening TCP socket for ANCP. ANCP monitors
port 6068 for ANCP TCP connection requests.

[2cip listen
. Use to create a listening TCP socket in the current virtual router context.
. Example
hostl1(config)#l2c ip listen

. Use the no version to remove the listening TCP socket and stop any new sessions from
being established. The no version does not terminate any existing GSMP sessions.

. Seel2cip listen.

Accessing L2C Configuration Mode for ANCP

Use the 12c command to launch the L2C Configuration (config-12¢c) mode for ANCP. In
this mode, you can define session timeout values and access the L2C Neighbor
Configuration mode to configure an ANCP neighbor.

[2¢c
. Use to launch the L2C Configuration (config-12c) mode for ANCP.
. Example

host1(config)#l2c
hostl(config-12c)#

. Use the no version to remove all ANCP configurations.

. Seel2c.
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Defining the ANCP Session Timeout

session-timeout

In L2C Configuration (config-12c) mode, you can use the session-timeout command to
specify the ANCP session timeout value. The timer range is 1-25 seconds with a default
value of 25 seconds.

. Use to define the ANCP session timeout value (in seconds).
. Example
hostl1(config-12c)#session-timeout 10
. Use the no version to revert the session timeout to its default setting, 25 seconds.

. See session-timeout.

Learning the Access Node Partition ID

wait-for-gsmp-syn

gsmp-syn-timeout

In L2C Configuration (config-12c) mode, you can use the wait-for-gsmp-syn command
to enable the learning option. This learning option in the virtual router enables network
access server to learn the partition ID from all the access nodes.

. Use to enable the learning option in ANCP.
. Example

(config-12c)# wait-for-gsmp-syn
. Use the no version to disable the learning option in ANCP.
|f the access node does not send the GSMP_SYN message after initiating the TCP session,
the connection is lost because the session timer expires. To avoid this, you can use the
gsmp-syn-timeout command to specify the timeout value in L2C Configuration

(config-12c) mode. The timer value cannot be more than the ANCP session timeout value
with a default value of 60 seconds.

. Use to define the TCP session timeout value (in seconds).
. Example
(config-12c)# gsmp-syn-timeout 10

. Use the no version to revert the session timeout to its default setting, 60 seconds.

Configuring ANCP Interfaces

[2c end-user-id

ANCP uses several interface-level configuration commands. These commands provide
the ability to define GSMP input and output labels associated with the interface and
specify the number of branches the ANCP end user can support.
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. Use to create the GSMP output label associated with the interface. In addition to the
label, this command also specifies the access node using the neighbor keyword.

. Example
host1(config-if)#12c end-user-id out_subscriber_port_6 neighbor ACCESS_NODE_1
. Use the no version to remove the output label association.

. Seel2c end-user-id.

[2c max-branches
« Use to specify the maximum number of branches the ANCP end user can have.

. Example
hostl1(config-if)#12c max-branches 5

« Use the no version to return the maximum number of branches to its default value,
unlimited branches.

« See l2c max-branches.

[2c peer-attachment-id
. Use to create the GSMP input label associated with the interface.
. Example
host1(config-if)#12c peer-attachment-id in_multicast_port_5
. Use the no version to remove the input label association.

. See |2c peer-attachment-id.

Configuring ANCP Neighbors

From the L2C Configuration mode (config-12c), you can access the L2C Neighbor
Configuration mode, from which you can create and manage ANCP neighbors.

Accessing L2C Neighbor Configuration Mode for ANCP

Use the neighbor command to create an ANCP neighbor and access the L2C Neighbor
Configuration (config-12c-neighbor) mode.

neighbor

. Use to create an ANCP neighbor and access the L2C Neighbor Configuration
(config-12c-neighbor) mode.

. Example

host1(config-12c)#neighbor ACCESS-NODE-1
host1(config-12c-neighbor)#

. Use the no version to remove a specific ANCP neighbor configuration or, by omitting
the neighbor name, all ANCP neighbor configurations.

. See neighbor.
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Defining an ANCP Neighbor

max-branches

The L2C Neighbor Configuration mode enables you to define an ANCP neighbor by
specifying a neighbor ID and the maximum number of branches that the neighbor can
have.

. Use to specify the ANCP neighbor ID in the L2C Neighbor Configuration
(config-12c-neighbor) mode.

. Example

host1(config-12c)#neighbor
host1(config-12c-neighbor)#id 1234.5678.9123

. Use the no version to remove the neighbor ID.

. Seeid.

. Use to specify the maximum number of branches the ANCP neighbor can have.
. Example
host1(config-12c-neighbor)#max-branches 50

. Use the no version to return the maximum number of branches to its default value,
unlimited branches.

. See max-branches.

Limiting Discovery Table Entries

You use the max-discovery-table-entries command to specify the maximum number
of discovery table entries that a neighbor can have.

Using this command to change the maximum number of entries when an already greater
number of current entries exists in the discovery table does not remove any existing
entries. Instead, future entries are prevented. For example, if the current table contains
5000 entries, and you specify a maximum of 4000 entries, the software does not remove
any existing entries from the table. The software prevents any new entries until the
number of table entries falls below the specified maximum.

max-discovery-table-entries

. Use to specify the maximum number of discovery table entries a neighbor can have in
the range 1-64000 entries.

. Example
host1(l2c-neighbor)#max-discovery-table-entries 4000

. Use the no version to return the maximum number of discovery table entries to its
default value, 10,000 entries.

. See max-discovery-table-entries.
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Clearing ANCP Neighbors

clear [2c neighbor

You can clear an existing ANCP neighbor using the clear [2c command.

. Use toreset a specific GSMP neighbor session.
. Example

hostl#clear [2c neighbor ACCESS_NODE_]1
. Thereis no no version.

. See clear |2c neighbor.

Configuring Topology Discovery

discovery-mode

You use the discovery-mode command to enable the dynamic discovery of access
topology. When ANCP discovery is enabled, an authentication server (like RADIUS)
retrieves upstream and downstream access loop information from the configured access
node.

For information about configuring RADIUS, see JunosE Broadband Access Configuration
Guide.

. Use to enable ANCP discovery for a neighbor.

. Example
host1(l2c-neighbor)#discovery-mode

. Use the no version to disable discovery mode.

« See discovery-mode.

Configuring ANCP for QoS Adaptive Mode

The system can QoS adjust VLAN and ATM VC downstream rates received from ANCP
when you enable QoS adaptive mode by issuing the qos-adaptive-mode command.

When QoS adaptive mode is enabled, ANCP dynamically creates QoS parameterinstances
associated with the QoS downstream rate application. ANCP also determines the value
the system uses when recalculating the QoS shaping rate. The values of the parameter
instances track the bandwidth of the local loop that is communicated by ANCP.

Issuing the clear l2c neighbor command removes all QoS parameter instances associated
with the neighbor, including those associated with the QoS downstream rate and QoS
cell mode applications.
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clear [2c discovery-table

qos-adaptive-mode

Similarly, issuing the clear |12c discovery-table command without specifying an entry

removes all QoS parameter instances associated with the neighbor. Specifying an entry
in the table removes the QoS parameter instance associated with that entry.

After clearing ANCP entries or neighbor sessions, the system recreates the QoS parameter

instances when QoS adaptive mode is enabled and ANCP learns the rates again.

For more information about the QoS downstream rate application and QoS parameters,

see QoS Downstream Rate Application Overview.

. Usetoclearall entries or a specified entry from the topology discovery table associated

with the neighbor.

. Example

hostl#clear |2c discovery-table neighbor ACCESS_NODE_1

. Thereis no no version.

. See clear [2c discovery-table.

. Use to enable the QoS adaptive mode for ANCP.

. QoS adaptive mode enables the system to shape VLAN and ATM VC downstream
rates received from ANCP by dynamically creating QoS parameter instances associated
with the ANCP (L2C) downstream application.

. Example
hostl1(config-12c)#qos-adaptive-mode
. Use the no version to disable QoS adaptive mode for the system.

. See gos-adaptive-mode.

Triggering ANCP Line Configuration

[2c line-configuration

Use the |2c line-configuration command to trigger line configuration to the access node.
Issuing this command sends a GSMP port management message to the access node.
This message enables the B-RAS to configure a service profile name on an access loop.

NOTE: Before issuing the |2c line-configuration command, a profile must already be
configured locally on the access node.

. Use to trigger a GSMP port management message to the access node. This message
enables the B-RAS to configure a service profile name on an access loop.

. Example

host1#l2c line-configuration interface atm 2/0.11 profilel
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« Thereis no no version.

« See |2c line-configuration.

Adjusting the Data Rate Reported by ANCP for DSL Lines

When a DSLAM calculates the data rate, it ignores additional headers on the DSL line.
When ANCP reports the upstream data rate (L2C Type 4 Sub-type 129) or the downstream
data rate (L2C Type 4 Sub-type 130), it includes the headers in its calculation and
therefore reports a slightly higher value. This discrepancy causes the QoS shaping rate
to be slightly higher than the actual rate.

You can use the adjustment-factor command to set a percentage value ANCP applies
to the data rate to generate a more accurate value that is reported to AAA whenever
AAA requests the data rate from ANCP.

ANCP does not report the calculated data rate to RADIUS or to L2TP.

adjustment-factor

. Use to configure a QoS adjustment factor that is applied to the upstream data rate
and downstream data rate reported by ANCP for a DSL type. The adjustment factor
is used to generate an accurate QoS shaping rate.

. The factor is applied for all subscribers that use the specified DSL line type
. Example

hostl1(config-12c)#adjustment-factor adsl1 45
host1(config-12c)#adjustment-factor adsl2 55
hostl(config-12c)#adjustment-factor adsl2+ 67
host1(config-12c)#adjustment-factor vdsl 91
host1(config-l12c)#adjustment-factor vdsl2 55
host1(config-12c)#adjustment-factor sds 12

. Use the no version to restore the default condition, wherein no adjustment factor is
applied to the ANCP-reported value. This command has the same effect as applying
an adjustment factor of 100 to a DSL line type.

. See adjustment-factor.

Configuring Transactional Multicast for IGMP

By using ANCP, IGMP is no longer terminated or proxied at the access node. Instead,
IGMP passes through the access node transparently. B-RAS terminates both the data
PVC and IGMP. After any user permission verification, B-RAS may instruct the access
node (using GSMP) to establish a multicast branch for the subscriber port.

ANCP works with a special IGMP session to collect OIF mapping events in a scalable
manner. For additional information about configuring IGMP and about OIF mapping, see
Configuring IGMP in JunosE Multicast Routing Configuration Guide.

194 Copyright © 2010, Juniper Networks, Inc.



Chapter 7: Configuring ANCP

Creating an IGMP Session for ANCP

Use the 12c ip oif command to create an IGMP session for ANCP. This session enables
ANCP to listen to OIF mappings and, in turn, convey cross connect events to the
appropriate ANCP neighbor (access node).

[2c ip oif
. Use to create an IGMP session at the virtual router within the context.
. Example
hostl1(config)#l2c ip oif
. Use the no version to remove the IGMP session.

. Seel2cipoaif.

ANCP IGMP Configuration Example

In the following example (Figure 18 on page 195), two subscribers access individual
multicast channels through cross connections (branches) that occur on the access node.

Figure 18: Using ANCP with an Access Node
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To configure the example, use the following general procedures:

o NOTE: This example provides general information for configuring ANCP mapping. For
detailed information about creating OIF maps, see “Configuring Transactional Multicast
for IGMP” on page 194.

1. Configure an OIF map for the access node that maps each multicast group to an
outgoing interface.

2. Define ANCP parameters.
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3. Enable ANCP to listen to OIF mapping events from IGMP in this virtual router.
4, Create a listening TCP socket in the virtual router (TCP port 6068).

5. Define ANCP neighbor parameters.

0 NOTE: The ID is a 48 bit quantity that identifies the ANCP neighbor.

6. Configure the ANCP multicast labels (input labels) on the corresponding outgoing
interfaces.

7. Configure the ANCP output labels, the neighbor information on the subscriber
interfaces, and apply the OIF map.

When Subscriber A requests to join 232.1.1.1, ANCP transmits an add branch message
with the corresponding input and output labels that cross-connect
port 3 and port 6 on Access Node 1.

Complete Configuration Example

The following example contains the commands used to configure ANCP. You can
customize and use this example in your own network.

You can copy the text into a text editor and modify it (removing all prompts and changing
values) for immediate use or save the modified example as a script (.scr) file. Script files
allow you to execute commands as though they were entered at the terminal. For
information about creating and executing script files, see Command Line Interface in
JunosE System Basics Configuration Guide.

IConfigure an OIF map

host1(config)#ip igmp oif-map OIFMAP atm 2/0.101232.1.1.110.1.1.1

host1(config)#ip igmp oif-map OIFMAP atm 2/0.102 232.1.1.210.1.1.2

IDefine ANCP parameters

host1(config)#l2c

host1(config-12c)#session-timeout 15

IEnable ANCP to listen to OIF mapping events from IGMP in this virtual router

host1(config)#l2c ip oif

ICreate a listening TCP socket in the virtual router

host1(config)#12c ip listen

IDefine ANCP neighbor parameters.

host1(config-12c)#neighbor ACCESS_NODE_1

host1(config-l2c-neighbor)#id 09af.15bc.3156

IConfigure ANCP multicast labels on the corresponding outgoing interfaces

host1(config)#interface atm 2/0.101

host1(config-interface)#ip igmp version passive

host1(config-interface)#l2c peer-attachment-id “ in_multicast_port_3”

host1(config)#interface atm 2/0.102

host1(config-interface)#ip igmp version passive

host1(config-interface)#l2c peer-attachment-id “ in_multicast_port_5”

IConfigure ANCP output labels, neighbor information, and apply OIF map

host1(config)#interface atm 2/0.11

host1(config-interface)#ip igmp apply-oif-map OIFMAP

host1(config-interface)#l2c end-user-id “ out_subscriber_port_6” neighbor
ACCESS_NODE_1
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host1(config)#interface atm 2/0.12

host1(config-interface)#ip igmp apply-oif-map OIFMAP

host1(config-interface)#l2c end-user-id “ out_subscriber_port_7” neighbor
ACCESS_NODE_1

Triggering ANCP OAM

[2c oam

Monitoring ANCP

The l2c oam command provides an access-line test and rudimentary fault isolation
capability for the B-RAS. Issuing this command triggers the access node to perform a
loopback test on the local-loop (between the access-node and the CPE). The B-RAS
generates a GSMP port management message to the neighbor specifying the access line
identifier on the access node and OAM test characteristics desired by the B-RAS (for
example, the number of cells/message to generate and the timeout period). The access
node responds with the result of the triggered loopback test by means of a GSMP port
management message. For example, when using an ATM-based local-loop, the ANCP
operation can trigger the access node to generate ATM (F4/F5) loopback cells on the
local loop.

. Use to trigger the access node to run a local loopback test on the specified interface.
. Field descriptions
. Reguest status—Status of the OAM request (succeeded or failure)
. Response code—Code that returned with the OAM response
. DEFAULT RESPONSE—Response string (if any) that was included in the OAM
response
.« Examplel

host1#l2c oam interface atm 4/1.103
request succeeded

0x503: DSL line status showtime.
DEFAULT RESPONSE

. Example 2

host1#l2c oam neighbor accessnode_1002 end-user-id enduser_1002
request succeeded

0x503 : DSL line status showtime.

DEFAULT RESPONSE

. Thereis no no version.

« Seel2c oam.

show adjustment-factor

You can display ANCP information with the following commands.
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Use to display the configured values for the adjustment factor applied to the upstream
data rate and downstream data rate reported by ANCP for each DSL type. The
adjustment factor is used to generate an accurate QoS shaping rate.

Field descriptions

. L2C QoS Adjustment Rates—List of all DSL types and the corresponding adjustment
factor for each

. ADSL1—Adjustment factor for the ADSL1DSL type

. ADSL2—Adjustment factor for the ADSL2 DSL type

. ADSL2+—Adjustment factor for the ADSL2+ DSL type
. VDSL—Adjustment factor for the VDSL DSL type

. VDSL2—Adjustment factor for the VDSL2 DSL type

. SDS—Adjustment factor for the SDS DSL type

Example 1—Displays the adjustment factor for each DSL type

hostl#show adjustment-factor
L2C QoS Adjustment Rates:

ADSL1: 45
ADSL2: 55
ADSL2+: 100
VDSL: 100
VDSL2: 55
SDS: 100

Example 2—Displays the adjustment factor for a specific DSL type verification criteria

hostl#show adjustment-factor vdsl2
VDSL2:11

See show adjustment-factor.

show [2¢c
. Use to display information about the ANCP configuration on the router.
. Field descriptions
. Current timeout—Configured session timeout (in seconds)
. Qos adaptive mode—Whether QoS adaptive mode is enabled (true) or disabled
(false)
. Wait-for-gsmp-syn—Whether learning is enabled or disabled
. gsmp-syn-timeout—Configured TCP session timeout (in seconds)
. Example
hostl#show I12c
L2C:
Current session timeout: 25 seconds
Qos adaptive mode: false
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show [2c discovery-table

Wait-for-gsmp-syn: Enable
gsmp-syn-timeout: 18 seconds

Use to display ANCP discovery table entries.

Use the optional delta keyword to display baseline statistics.
Field descriptions

- Neighbor—Neighbor name

. Access-Loop-ld—Access loop identifier

. Down/Upstream (kbps)—Downstream and upstream rates, in Kbps

. State—State of the access loop, UP or DOWN

. Actual-Data-Rate-Upstream—Actual upstream data rate, in Kbps

. Actual-Data-Rate-Downstream—Actual downstream data rate, in Kbps

. Attainable-Data-Rate-Upstream—Attainable upstream data rate for this line, in
Kbps

. Attainable-Data-Rate-Downstream—Attainable downstream data rate for this line,
in Kbps

. Line-State—State of the access loop (SHOWTIME or IDLE)
. Dsl-Type—Type of DSL

. Total Line Attributes—Total number of line attributes reported

Example 1
hostl# show 12c discovery-table brief
Neighbor Access-Loop-1d Down/UpStream(kbps) State
ACCESSNODE_10 Accessnode_10 atm 2/2:0.0 8064/1184 uP
ACCESSNODE_10  Accessnode_10 atm 2/32:0.0 8064/1184 (0]
ACCESSNODE_10 Accessnode_10 atm 2/33:0.0 8064/1184 DOWN
ACCESSNODE_10 Accessnode_10 atm 2/34:0.0 8064/1184 DOWN

. Example 2—Topology discovery table for a particular end-user-id

hostl#
show 12c discovery-table end-user-id "Accessnode_10 atm
2/3:0.0"Access-Loop-1d: Dslam_10 atm 2/3:0.0 UP

Neighbor: ACCESSNODE_10
Actual-Data-Rate-Upstream: 1152(kbps)
Actual-Data-Rate-Downstream: 8064 (kbps)
Attainable-Data-Rate-Upstream: 1176(kbps)
Attainable-Data-Rate-Downstream: 9376(kbps)
Line-State: 1(SHOWTIME)

Dsl-Type: O(Invalid transmission type)
Total Line Attributes: 6
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show [2c label

. Example 3—Topology discovery table for a particular neighbor

hostl# show 12c discovery-table neighbor *"Accessnode_ 10"

Access-Loop-1d: Dslam_10 atm 10/5:0.0 DOWN
Neighbor: DSLAM_10
Line-State: 2(IDLE)
Dsl-Type: O(Invalid transmission type)
Total Line Attributes: 2

Access-Loop-1d: Dslam_10 atm 10/6:0.0 DOWN
Neighbor: DSLAM_10
Line-State: 2(IDLE)
Dsl-Type: O(Invalid transmission type)
Total Line Attributes: 2

Access-Loop-1d: Dslam_10 atm 10/7:0.0 DOWN
Neighbor: DSLAM_10
Line-State: 2(IDLE)
Dsl-Type: O(Invalid transmission type)
Total Line Attributes: 2

Access-Loop-1d: Dslam_10 atm 2/0:0.0 up
Neighbor: DSLAM_10
Actual-Data-Rate-Upstream: 1184(kbps)
Actual-Data-Rate-Downstream: 8064 (kbps)
Attainable-Data-Rate-Upstream: 1184(kbps)
Attainable-Data-Rate-Downstream: 9408(kbps)
Line-State: 1(SHOWTIME)
Dsl-Type: O(Invalid transmission type)
Total Line Attributes: 6

« See show |2c discovery-table.

. Use to display information about known ANCP labels on the router.
. Use the neighbor-input keyword to display labels for input ports.
. Use the neighbor-output keyword to display labels for output ports.
« Use the brief keyword to show limited information.
. Field descriptions

. Interface—Interface on which ANCP is configured

. End-User-ld—Qutput label associated with the interface
- Neighbor—Neighbor associated with the interface

. Max-Branches—Maximum number of branches to which the ANCP interface can
subscribe

. Peer-Attach-ld—Input label associated with the interface

.« Examplel

hostl# show I12c label

Interface: ATM2/0.300
End-User-1d: Accessnode_10 atm2/2:0.0
Neighbor: accessnode _1002
Max-Branches: 5

Interface: ATM2/0.301

200

Copyright © 2010, Juniper Networks, Inc.



Chapter 7: Configuring ANCP

End-User-1d: Accessnode_10 atm2/3:0.0
Neighbor: accessnode_1002
Max-Branches: 5

Interface: ATM2/0.302
End-User-1d: Accessnode_10 atm2/4:0.0
Neighbor: accessnode _1002
Max-Branches: 5

Interface: ATM2/0.303
End-User-1d: Accessnode_10 atm2/5:0.0
Neighbor: accessnode _1004
Max-Branches: 5

Interface: ATM2/0.304
End-User-1d: Accessnode_10 atm2/6:0.0
Neighbor: accessnode _1004
Max-Branches: 5

.« Example 2

hostl# show 12c label brief

Interface End-User-1d Neighbor
ATM4/0.300 Accessnode_10 atm2/2:0.0 accessnode_1002
ATM4/0.301 Accessnode_10 atm2/3:0.0 accessnode_1002
ATM4/0.302 Accessnode_10 atm2/4:0.0 accessnode_1002
ATM4/0.303 Accessnode_10 atm2/5:0.0 accessnode_1004
ATM4/0.304 Accessnode_10 atm2/6:0.0 accessnode_1004
Interface Peer-Attach-1Id
ATM4/0.11 Accessnode_10 atm3/2:0.10
ATM4/0.12 Accessnode_10 atm3/3:0.10
ATM4/0.13 Accessnode_10 atm3/4:0.10
ATM4/0.14 Accessnode_10 atm3/5:0.10

.« Example 3
hostl# show 12c label neighbor-input brief
Interface Peer-Attach-1d
ATM4/0.11 Accessnode_10 atm3/2:0.10
ATM4/0.12 Accessnode_10 atm3/3:0.10
ATM4/0.13 Accessnode_10 atm3/4:0.10
ATM4/0.14 Accessnode_10 atm3/5:0.10

. See show |2c label.

show [2c neighbor

. Usetodisplay information about all known ANCP neighbors or specified ANCP neighbors
on the router along with their configurations.

« Use the brief keyword to display limited information.
. Use the summary keyword to display the number of active neighbors.
. Field descriptions

Neighbor Name—Name associated with the neighbor

Neighbor |d—ID associated with the neighbor

- Maximum Branches—Maximum number of branches this neighbor can have
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. Topology Discovery—Whether topology discovery is enabled (true) or disabled
(false)

. Maximum Discovery Entries—Maximum number of discovery table entries allowed
. Ip address—IP address of the neighbor

. TCP port—TCP port associated with this neighbor

- Connection Time—Date and time at which this neighbor was connected

. Add Branches Sent—Number of add branch messages sent to this neighbor

. Delete Branches Sent—Number of delete branch messages sent to this neighbor

. Line-configurations—Number of line configurations sent to this neighbor

. OAM Loopback Requests Sent—Number of OAM loopback requests sent to this
neighbor

. OAM Loopback Responses Received—Number of OAM loopback responses received
from this neighbor

. Protocol State—Protocol state of this neighbor
- Number of configured neighbors—Number of configured ANCP neighbors

. Number of Neighbors in GSMP_ESTAB state—Number of ANCP neighbors that are
in an established GSMP state

- Number of neighbors in GSMP_EMPTY state—Number of ANCP neighbors that are
in an unestablished GSMP state

. Examplel

hostl#show 12c neighbor name accessnode_1002
Neighbor Name: accessnode_1002
Neighbor 1d: Oabc.0Oabc.1002
Maximum Branches: 10
Topology Discovery: true
Maximum Discovery Entries: 10000
Ip address: 1.1.1.2
TCP port: 1025
Connection Time: 03/02/2006 11:06:16
Add Branches Sent: 0
Delete Branches Sent: 0
Line-configurations: 0
OAM Loopback Requests Sent: O
OAM Loopback Responses Received: 0
Protocol State: GSMP_ESTAB

. Example 2
hostl#show 12c neighbor brief
Name Mac Address Remote Address Protocol State
accessnodel Oabc.0abc.0abc null EMPTY
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show [2c statistics

Example 3

hostl(config)#show 12c neighbor summary

L2C:
Number of configured Neighbors: 1
Number of Neighbors in GSMP_ESTAB state: 1
Number of neighbors in GSMP_EMPTY state: O

See show |2¢ neighbor.

Use to display information about the ANCP statistics.
Field descriptions
. Current session timeout—Configured session timeout (in seconds)

. Discovery—State of topology discovery (Enabled or Disabled)

. Number of configured routers—Number of ANCP configured routers

- Number of neighbors—Number of ANCP neighbors

- Number of active neighbors—Number of active ANCP neighbors

. Number of end-user-ids—Number of ANCP end user IDs (output labels)

- Number of peer-attachment-ids—Number of ANCP peer attachment IDs (input
labels)

. Number of add-branches—Number of ANCP branches added
- Number of delete-branches—Number of ANCP branches deleted

Example

hostl#show 12c statistics

L2C:

Current session timeout: 25 seconds
Discovery: Enabled
Number of configured routers: 1
Number of neigbhors: 5
Number of active neighbors: 1
Number of end-user-ids: 25
Number of peer-attachment-ids: 39
Number of add-branches: 0
Number of delete-branches: 0

. See show |2c statistics.
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Configuring Digital Certificates

This chapter describes how to configure digital certificates; it contains the following
sections:

« Overview on page 205

« Platform Considerations on page 206

. References on page 206

- IKE Authentication with Digital Certificates on page 207

« |IKE Authentication Using Public Keys Without Digital Certificates on page 212
. Configuring Digital Certificates Using the Offline Method on page 213

« Configuring Digital Certificates Using the Online Method on page 219

- Configuring Peer Public Keys Without Digital Certificates on page 224

« Monitoring Digital Certificates and Public Keys on page 228

Overview

You can use digital certificates in place of preshared keys for IKE negotiations. For more
information about IKE, see “IKE Overview” on page 134 in “Configuring IPSec” on page 119.

Digital Certificate Terms and Acronyms

Table 14 on page 205 describes terms and abbreviations that are used in this discussion
of digital certificates.

Table 14: Digital Certificate Terms and Acronyms

Term or

Abbreviation Description

3DES Triple DES encryption/decryption algorithm

Baseb64 Method used to encode certificate requests and certificates before they are

sent to or from the CA

CA Certificate authority; an organization that creates digital certificates

Certificate Binds a person or entity to a public key using a digital signature
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Table 14: Digital Certificate Terms and Acronyms (continued)

Term or
Abbreviation

Description

CRL Certificate revocation list; a list of certificates that a CA has revoked

ESP Encapsulating Security Payload; provides data integrity, data confidentiality
and, optionally, sender's authentication

IKE Internet Key Exchange

PKCS Public-Key Cryptography Standards; a series of standards established by RSA
Laboratories

PKCS10 PKCS #10; describes a syntax for certification requests

Root CA CA that signs the certificates of subordinate CAs

Root certificate

Self-signed public key certificate for a root CA; root certificates are used to
verify other certificates

RSA Rivest-Shamir-Adleman encryption algorithm

SA Security association; the set of security parameters that dictate how IPSec
processes a packet, including encapsulation protocol and session keys. A
single secure tunnel uses multiple SAs.

SCEP Simple certificate enrollment protocol; used to submit requests and to

download certificates and CRLs

Platform Considerations

References

Digital certificates are supported on all ERX routers that support configuration of IPSec.

For information about modules that support IPSec on ERX14xx models, ERX7xx models,
and the ERX310 Broadband Services Router:

« See ERX Module Guide, Table 1, Module Combinations for detailed module specifications.

« See ERX Module Guide, Appendix A, Module Protocol Support for information about the
modules that support IPSec.

NOTE: The E120 and E320 Broadband Services Routers do not support configuration
of IPSec and digital certificates.

For information about digital certificates, see the following references:
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« RFC 2409—The Internet Key Exchange (IKE) (November 1998)

« RFC 2459—Internet X.509 Public Key Infrastructure Certificate and CRL Profile (January
1999)

« RFC2986—PKCS #10: Certification Request Syntax Specification Version 1.7 (November
2000)

« RFC 3280—Internet X.509 Public Key Infrastructure Certificate and Certificate
Revocation List (CRL) Profile (April 2002)

« RFC 3447—Public-Key Cryptography Standards (PKCS) #1: RSA Cryptography
Specifications Version 2.1 (February 2003)

For more information about IPSec and IKE, see “Configuring IPSec” on page 119.

IKE Authentication with Digital Certificates

As part of the IKE protocol, one security gateway needs to authenticate another security
gateway to make sure that IKE SAs are established with the intended party. The router
supports two authentication methods:

. Digital certificates (using RSA algorithms)

For digital certificate authentication, an initiator signs message interchange data using
his private key, and a responder uses the initiator's public key to verify the signature.
Typically, the public key is exchanged via messages containing an X.509v3 certificate.
This certificate provides a level of assurance that a peer's identity—as represented in
the certificate—is associated with a particular public key. E Series Broadband Services
Routers provide both an offline (manual) and an online (automatic) process when
using digital certificates.

« Preshared keys

With preshared key authentication, the same secret must be configured on both security
gateways before the gateways can authenticate each other.

The following sections provide information about digital certificates. For information
about using preshared keys, see “IKE Overview” on page 134.

You can also use public keys for RSA authentication without having to obtain a digital
certificate. For details, see “IKE Authentication Using Public Keys Without Digital
Certificates” on page 212.

Signature Authentication

The following are key steps for using public key cryptography to authenticate a peer.
These steps are described in more detail in the following sections.

1.  Generating a private/public key pair

Before the router can place a digital signature on messages, it requires a private key
to sign, and requires a public key so that message receivers can verify the signature.

2. Obtaining a root CA certificate
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The router requires at least one root CA certificate to send to IKE peers and also to
verify that a peer's certificate is genuine.

3. Obtaining a public key certificate

The router requires at least one public key certificate, which binds the router identity
to its public key. The CA verifies the identity represented on the certificate and then
signs the certificate. The router sends the certificate to IKE peers during negotiations
to advertise the router public key.

4. Authenticating the peer

As part of IKE negotiations, the router receives its peer's digital signature in a message
exchange. The router must verify the digital signature by using the peer's public key.
The public key is contained in the peer's certificate, which often is received during
the IKE negotiation. To ensure that the peer certificate is valid, the router verifies its
digital signature by using the CA public key contained in the root CA certificate. The
router andits IKE peer require at least one common trusted root CA for authentication
to work.

Generally, only Step 4 is required each time a phase 1 negotiation happens. The first three
steps are required only if keys are compromised or router certificates require renewal.

Generating Public/Private Key Pairs

The ERX router needs at least one valid pair of public/private keys whenever it uses any
of the public key methods for authenticating an IKE peer. The ERX router can generate
its own public/private key pairs. The public/private key pair supports the RSA standard
(1024 or 2048 bits).

The private key is used only by the ERX router. It is never exchanged with any other nodes.
It is used to place a digital signature on IKE authentication messages. When generated,
it is securely stored internally to the ERX router in nonvolatile storage (NVS). Access to
the private key is never allowed, not even to a system administrator or a network
management system. Private key storage includes protection mechanisms to prevent
improper private key usage, including encryption with 3DES using a unique internally
generated key. The key is also tied to SRP-specific data to prevent swapping flash disks
between routers.

The public key is used in the generation of the router certificate request, which is sent to
a CA. Based on the certificate request, the CA generates a public key certificate for the
E Series router.

The router public/private key pair is a global system attribute. It does not matter how
many IPSec Service modules (ISMs) exist in the router; only one set of keys is available
at any given moment. The private/public key pair applies across all virtual routers and is
persistent across reloads and booting to factory defaults.

Obtaining a Root CA Certificate

The ERX router enables the use of either a manual or automatic method to download
the root CA's self-signed certificate. The standards supported for obtaining root CAs are
X.509v3, baseb4, and basic-encoding-rules (BER)—encoded certificates.
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In the manual method, an operator obtains the root CA certificate, typically through a
Web browser, and copies the certificate file to the E Series router so that the router can
use it as part of IKE negotiations.

In the automatic method, the router uses SCEP and HTTP to authenticate with the CA
and retrieve the certificate. The requested root CA certificate is automatically downloaded
to the router.

e NOTE: You cannot view certificate files by their filenames if the files were created by
online enrollment. However, the certificate information will appear in the output for
show commands.

Obtaining a Public Key Certificate

After the public key is generated, the router must obtain a public key certificate from a
CA, a process called certificate enrollment. The procedure to obtain public keys depends
on whether the offline or online digital certificate process is being used.

The standards supported for certificate enrollment are PKCS #10 certificate requests,
PKCS #7 responses, and X.509v3 certificates. For manual enrollment, certificates are
encoded in base64 (MIME) so that the files are easily transferred through cut-and-paste
operations and e-mail.

Offline Certificate Enrollment

Offline certificate enrollment works as follows:

1. Anoperator generates a certificate request by supplying identity information.

2. TheERXrouter creates a certificate request file and makes it available to the operator.

3. The operator supplies the certificate request file to a CA for approval, typically by
copying and pasting the file to a Web page.

4.  The CA approves the request and generates a certificate.

5. The operator copies the certificate file onto the ERX router so that it can be used for
IKE negotiations.

Online Certificate Enrollment

Online certificate enrollment works as follows:

0 NOTE: The ERX router must have aroot CA certificate for the specified CA before online
certificate enrollment.
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« The router uses SCEP and HTTP to enroll with the specified CA and retrieve the
certificate that the router uses in IKE negotiations.

Authenticating the Peer

Verifying CRLs

The ERX router validates X.509v3 certificates from the peer by confirming that the ID
payload passed in IKE matches the identifiers in the peer certificate. The router also
verifies that the signature is correct, based on the root CA public key.

The ERX router also validates the certificate based on its time window, so correct UTC
time on the router is essential. In addition to the certificate checks, the router confirms
that message data received from the peer has the correct signature based on the peer's
public key as found in its certificate. After the IKE authentication is done, quick-mode
negotiation of SAs can proceed.

You can control how the router handles CRLs during negotiation of IKE phase 1signature
authentication. Both the offline and online digital certificate processes enable you to
verify CRLs.

To verify CRLs in the offline certificate process, you must copy CRL files that are published
by CAs to the ERX router. Using the ipsec crl command, you can control how the router
handles CRLs during negotiation of IKE phase 1 signature authentication.

In the online certificate method you use the crl command to control CRL verification. The
router uses HT TP to support CRL verification when the CRL distribution point that appears
in the certificate has an http://name Uniform Resource Indicator (URI) format.

The ipsec crl and crl commands have three possible settings:

« Ignored—Allows negotiations to succeed even if a CRL is invalid or the peer's certificate
appears in the CRL; this is the most lenient setting.

. Optional—If the router finds a valid CRL, the router uses it.

. Required—Requires a valid CRL, and the certificates belonging to the E Series router
or the peer must not appear in the CRL; this is the strictest setting.

Based on the CRL setting, you can expect the phase 1IKE negotiations to succeed or fail
depending on the following conditions:

. CRL OK—The certificate revocation list is present for the CA and valid (not expired).
« CRL expired—The CRL is present on the ERX router but is expired.

« Missing CRL—There is no CRL on the router for the CA.

« Peer Cert revoked—The CRL contains the peer certificate.

« ERX Cert revoked—The CRL contains the E Series router's certificate.

Table 15 on page 211 presents how the CRL setting affects the outcome of IKE phase 1
negotiations. It lists common problem conditions such as ERX Cert revoked.
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Table 15: Outcome of IKE Phase 1 Negotiations

CRL Setting
Condition Ignored Optional Required
CRL OK Succeed Succeed Succeed
CRL expired Succeed Succeed Fail
Missing CRL Succeed Succeed Fail
Peer Cert revoked Succeed Fail Fail
ERX Cert revoked Succeed Fail Fail

File Extensions

Table 16 on page 211 describes the file extensions that the ERX routers use for digital
certificates that are created by the offline process.

During the online digital certificate process, the certificate files are kept in NVS in hidden
areas and are not visible to users (the files do not appear when you enter a dir shell
command). Use the show commands to display information for the online certificate
files. The router's private keys are similarly hidden from users.

Table 16: File Extensions (Offline Configuration)

File Extension Description

.crg Used for certificate request files that are generated on the ERX router and taken
to CAs for obtaining a certificate.

.cer Used for public certificate files. The public certificates for root CAs and the
router public certificates are copied to the ERX router. They are automatically
recognized as belonging to the ERX router or CA by certificate subject name
andissuer name (in a CA they are the same). The ERX router supports multiple
CAs.

crl Used for certificate revocation lists that are obtained offline from CAs and
copied to the ERX router. CRLs indicate which certificates from a particular CA
are revoked.

Certificate Chains

In a basic CA model, there is a single CA from which the ERX router obtains the root CA
certificates and the router's public key certificates. The E Series router also supports CA
hierarchies, which consist of a top-level root CA and one or more sub-CAs (also called
issuing CAs).

In a CA hierarchy, the router obtains its public key certificates and the CA certificate from
a sub-CA. The sub-CA's certificate is signed by the root CA.
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This process creates a certificate chain of trust in which the E Series router must verify
all certificates in the chain until the router reaches a trusted CA, such as the root CA. For
example, if the router receives traffic from a peer with a certificate signed by a sub-CA,
the router first verifies the sub-CA's signature on the peer's certificate, then verifies the
sub-CA's certificate, which is signed by the trusted root CA.

The ERX router supports CA hierarchies consisting of the root CA and one level of sub-CAs.
When using a CA hierarchy, the router authenticates and enrolls for its public certificate
with the sub-CA. When you use the show ipsec ike-certificates command, the root CA
and sub-CA certificates are listed as CA certificates, and the router's public certificates
are signed by the sub-CA.

IKE Authentication Using Public Keys Without Digital Certificates

Configuration Tasks

Public Key Format

During IKE negotiations, peers exchange public keys to authenticate each other's identity
and to ensure that IKE SAs are established with the intended party. Typically, public keys
are exchanged in messages containing an X.509v3 digital certificate.

As an alternative to setting up digital certificates, you can configure and exchange public
keys for IKE peers and use these keys for RSA signature authentication without having
to obtain a digital certificate. This method offers the simplicity and convenience of using
preshared key authentication without its inherent security risks.

With this method, you no longer need a digital certificate to do the following:

« Associate the router with its own public key
. Enable a remote peer to display the router's public key

. Learn the remote peer's public key

To set up public keys and peer public keys without obtaining a digital certificate, you use
router commands to perform the following tasks:

« Display the router's public key by using the show ipsec key mypubkey rsa command.
You can use the output from this command to provide information to the remote peer
about the public key configured on the router. The remote peer can then enter the
router's public key on its own system.

« Manually enter the public key for the remote peer with which you want to establish
IKE SAs by using the ipsec key pubkey-chain rsa and key-string commands.

. Display the remote peer's public key by using the show ipsec key pubkey-chain rsa
command.

Forinstructions on setting up peer public keys without a digital certificate, see “Configuring
Peer Public Keys Without Digital Certificates” on page 224 .

RSA encryption and authentication require the use of a public key on both the ERX router
and on the remote peer with which the router seeks to establish IKE SAs.
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The length of the public key can be 1024 bits or 2048 bits, and the format conforms to
the RSA standard defined in RFC 3447—Public-Key Cryptography Standards (PKCS) #1:
RSA Cryptography Specifications Version 2.1 (February 2003).

The public key consists of three components:

« Abstract Syntax Notation 1 (ASN.1) header information
« RSA public key modulus

« RSA public key exponent

In the following example of a 1024-bit public key, the first portion of the key (shown in
bold typeface) represents the ASN.1 header information. The second portion of the key
(shown in regular typeface) represents the RSA public key modulus. The third portion of
the key (shown in bold typeface) represents the RSA public key exponent.

30819F30 0OD0O6092A 864886F7 0D010101 05000381 8D003081 89028181 00OA7E43C
3E2D399F 34EF6E16 F84464A9 8A145997 CC7F34C8 3DFF8216 57780FE9 D5CE2717
86239050 7A331044 EBA90120 EC13A78D C1B24285 333A9193 D94A59C8 492D8CB9
A46403A4 37461E00 768CF45C 580211AC 72793764 51E3AB3C F9AG665E 562E3681
F120405E 30235690 6FC093AA EBOFE956 51C38EE1 54D81E40 7687C387 07020301
0001

For more information about the format of an RSA public key and about ASN.1 syntax,
see RFC 3447—Public-Key Cryptography Standards (PKCS) #1: RSA Cryptography
Specifications Version 2.1 (February 2003).

Configuring Digital Certificates Using the Offline Method

To use the offline method to set up digital certificates on the router:

1.  Generate RSA key pairs.

host1(config)#ipsec key generate rsa 2048
Please Wait......ccovrrrenenenssnenesesesesessnnns

IPsec Generate Keys complete
2. Inyour IKE policy, set the authentication method to RSA signatures.

host1(config)#ipsec ike-policy-rule 1
host1(config-ike-policy)#authentication rsa-sig
host1(config-ike-policy)#exit

host1(config)#

e NOTE: For more information about setting up IKE policies, see “Defining an IKE Policy”
on page 148 in “Configuring IPSec” on page 119.

3. Enter IPSec Identity Configuration mode.

host1(config)#ipsec identity
host1(config-ipsec-identity)#

4. Specify the information that the router uses to generate a certificate request.

a. Specify a country name.
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authentication

common-name

country

host1(config-ipsec-identity)#country CA
b. Specify acommon name.

host1(config-ipsec-identity)#common-name Jim

c. Specify adomain name.

host1(config-ipsec-identity) #domain-name myerx.kanata.junipernetworks.com

d. Specify an organization.

host1(config-ipsec-identity)#organization juniperNetworks
host1(config-ipsec-identity) #exit
host1(config)#

Generate a certificate request using certificate parameters from the IPSec identity
configuration.

host1(config)#ipsec certificate-request generate rsa myrequest.crq

After the certificate request is generated, you need to copy the file from the router
and send it to the CA. Typically, you copy the file and paste it to a CA's Web page.

When you receive the certificate from the CA, copy the certificate to the router, and
then inform the router that the new certificate exists.

host1(config)#ipsec certificate-database refresh

(Optional) Set the sensitivity of how the router handles CRLs.
host1(config)#ipsec crlignored

(Optional) To delete RSA key pairs, use the ipsec key zeroize command.

host1(config)#ipsec key zeroize rsa

Use to specify the authentication method that the router uses. For digital certificates,
the method is set to RSA signature.

Example
host1(config-ike-policy)#authentication rsa-sig
Use the no version to restore the default, preshared keys.

See authentication.

Use to specify a common name used to generate certificate requests.
Example

hostl(config-ipsec-identity)#common-name Jim
Use the no version to remove the common name.

See common-name.
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domain-name

ike crl

i

« Use to specify a country name used to generate certificate requests.
. Example

host1(config-ipsec-identity)#country CA
. Use the no version to remove the country name.

. See country.

« Use to specify the domain name that the router uses in IKE authentication messages
and to generate certificate requests.

. The domain name is used in the SubjectAlternative DNS certificate extensions and as
an FQDN (fully qualified domain name) ID payload for IKE negotiations.

. Example
host1(config-ipsec-identity) #domain-name myerx.kanata.junipernetworks.com
. Use the no version to remove the domain name.

. See domain-name.

« Use to control how the router handles CRLs during negotiation of IKE phase 1signature
authentication. Specify one of the following keywords:

. ignored—Allows negotiations to succeed even if a CRL is invalid or the peer's
certificate appears in the CRL; this is the most lenient setting

. optional—If the router finds a valid CRL, it uses it; this is the default setting

. required—Requires a valid CRL; either the certificates that belong to the E Series
router or the peer must not appear in the CRL; this is the strictest setting

. Example
host1(config)#ike crlignored

. Use the no version to return the CRL setting to the default, optional.

NOTE: Thiscommand has beenreplaced by “ipsec crl” on page 216 and may be removed
completely in a future release.

. Seeikecrl.

ipsec certificate-database refresh
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. Usetoinform the ERX router that a public key certificate has been copied to the router.
The router then verifies public certificates found on its disk against its private key and
prepares the certificates for use.

0 NOTE: On reload, the router scans all certificate files and determines which files are

router public certificates and which are root CA certificates.

. Example
host1(config)#ipsec certificate-database refresh
. Thereis no no version.

. See ipsec certificate-database refresh.

ipsec certificate-request generate

ipsec crl

. Use to cause the router to generate a certificate request using certificate parameters
from the IPSec identity configuration.

. Include a name for the certificate request file. The file name must have a .crq extension.

. After the router generates the certificate, use offline methods to send the certificate
request file to the CA.

. Example
host1(config)#ipsec certificate-request generate rsa myrequest.crq
« Thereis no no version.

. Seeipsec certificate-request generate.

« Use to control how the router handles CRLs during negotiation of IKE phase 1signature
authentication. Specify one of the following keywords:

. ignored—Allows negotiations to succeed even if a CRL is invalid or the peer's
certificate appears in the CRL; this is the most lenient setting

. optional—If the router finds a valid CRL, it uses it; this is the default setting

. required—Requires a valid CRL; either the certificates that belong to the E Series
router or the peer must not appear in the CRL; this is the strictest setting

. Example
hostl(config)#ipsec crlignored

. Use the no version to return the CRL setting to the default, optional.
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ipsec identity

ipsec ike-policy-rule

ipsec isakmp-policy-rule

NOTE: Thiscommand replaces “ike crl” on page 215, which may be removed completely
in a future release.

. Seeipseccrl.

. Use to enter IPSec Identity Configuration mode in which you can specify information

that the router uses in certificate requests and during negotiations with its peers.

. Example

hostl1(config)#ipsec identity
hostl1(config-ipsec-identity)#

. Use the no version to remove the identity configuration.

. Seeipsec identity.

. Use to define an ISAKMP/IKE policy.

« When you enter the command, you include a number that identifies the policy and

assigns a priority to the policy. You can number policies in the range 1-10000, with 1
having the highest priority.

. Example

hostl1(config)#ipsec ike-policy-rule 3
host1(config-ike-policy)#

. Use the no version to remove policies. If you do not include a priority number with the
no version, all policies are removed.

NOTE: This command replaces “ipsec isakmp-policy-rule” on page 217, which may be
removed completely in a future release.

. Seeipsec ike-policy-rule.

« Use to define an ISAKMP/IKE policy.

. When you enter the command, you include a number that identifies the policy and
assigns a priority to the policy. You can number policies in the range 1-10000, with 1
having the highest priority.

. Example

hostl1(config)#ipsec isakmp-policy-rule 3
host1(config-ike-policy)#
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. Use the no version to remove policies. If you do not include a priority number with the
no version, all policies are removed.

NOTE: Thiscommand has beenreplaced by “ipsec ike-policy-rule” on page 217 and may
be removed completely in a future release.

. See ipsec isakmp-policy-rule.

ipsec key generate
. Use to generate RSA key pairs. Include a length of either 1024 or 2048 bits. The
generated keys can be used only after the CA issues a certificate for them.
. Example
host1(config)#ipsec key generate rsa 2048
Please Wait........covninnensnnssnssnesnnes
IPsec Generate Keys complete
. There is no no version. To remove a key pair, use the ipsec key zeroize command.
. Seeipsec key generate.
ipsec key zeroize
. Use to delete RSA key pairs. Include one of the following keywords:
. rsa—Removes the RSA key pair from the router
. pre-share—Removes all preshared keys from the router
- all—Removes all keys within the VR context from the router
. Example
hostl1(config)#ipsec key zeroize rsa
. Thereis no no version.
. See ipsec key zeroize.
organization
. Use to specify the organization used in the Subject Name field of certificates.
. Example
host1(config-ipsec-identity)#organization juniperNetworks
. Use the no version to remove the organization name.
. See organization.
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Configuring Digital Certificates Using the Online Method

To use the online configuration method to set up digital certificates on the router:

1.  Generate the RSA key pair.

host1(config)#ipsec key generate rsa 2048
Please Walit......ccocorrerreneesnnesesesesesennns

IPsec Generate Keys complete
2. Inyour IKE policy, set the authentication method to RSA signatures.

host1(config)#ipsec ike-policy-rule 1
host1(config-ike-policy)#authentication rsa-sig
host1(config-ike-policy)#exit

e NOTE: For moreinformation about setting up IKE policies, see “Defining an IKE Policy”
on page 148 in “Configuring IPSec” on page 119.

3. Enter IPSec CA Identity Configuration mode, and specify the name of the certificate
authority.

host1(config)#ipsec ca identity trustedcal
host1(config-ca-identity)#

4. Specify the name of the CA issuer.
host1(config-ca-identity)#issuer-identifier BetaSecurityCorp

5.  Specify the URL of the SCEP server from which the CA certificates and the router's
public certificates is retrieved.

host1(config-ca-identity)#enrollment url http://192.168.99.105/scepurl

6. (Optional) Set the sensitivity of how the router handles CRLs.
host1(config-ca-identity)#crl ignored

7. (Optional) Specify the wait period between certificate request retries.
host1(config-ca-identity)#enrollment retry-period 5

8. (Optional) Specify the absolute time limit on enrollment.
host1(config-ca-identity)#enrollment retry-limit 60

9. (Optional) Specify the URL of your network's HTTP proxy server.

host1(config-ca-identity)#root proxy url http://192.168.5.45
host1(config-ca-identity)#exit

10. Retrieve the CA certificate.
host1(config)#ipsec ca authenticate trustedcal

1. Enroll with the CA and retrieve the router's certificate from the CA.
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authentication

crl

enrollment retry-limit

enrollment retry-period

host1(config)#ipsec ca enroll trustedcal My498pWd

12. (Optional) To delete RSA key pairs, use the ipsec key zeroize command.

. Use to specify the authentication method that the router uses. For digital certificates,
the method is set to RSA signature.

. Example
host1(config-ike-policy)#authentication rsa-sig
. Use the no version to restore the default, preshared keys.

. See authentication.

. Use to control how the router handles certificate revocation lists (CRLs) during
negotiation of online IKE phase 1signature authentication. Specify one of the following
keywords:

. ignored—Allows negotiations to succeed even if a CRL is invalid or the peer's
certificate appears in the CRL; this is the most lenient setting

. optional—If the router finds a valid CRL, it uses it; this is the default setting

. required—Requires a valid CRL; either the certificates that belong to the E Series
router or the peer must not appear in the CRL; this is the strictest setting

. Example
host1(config-ca-identity)#crl ignored
. Use the no version to return the CRL setting to the default, optional.

. Seecrl.

« Usetoset the time period during which the router continues to send a certificate request
to the CA. You can specify a time period in the range 0—480 minutes, with O specifying
an infinite time period.

. Example
host1(config-ca-identity)#enrollment retry-limit 200
. Use the no version to restore the default of 60 minutes.

. See enrollment retry-limit.

. Use to set the number of minutes that the router waits after receiving no response
before resending a certificate request to the CA. You can specify a wait period in the
range 0—60 minutes.

. Example
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enrollment url

ipsec ca authenticate

ipsec ca enroll

host1(config-ca-identity)#enrollment retry-period 40
Use the no version to restore the default, 1 minute.

See enrollment retry-period.

Use to specify the URL of the SCEP server, in the format http://server_ipaddress. You
can then use the ipsec ca authentication command to retrieve CA certificates from
the SCEP server, and the ipsec ca enroll command to retrieve the router's public key
certificates from the server.

Example
hostl1(config-ca-identity)#enrollment url http://192.168.99.105/scepurl
Use the no version to delete the enrollment URL specification.

See enrollment url.

Use to retrieve the specified CA's certificate. If authentication is successful, the
fingerprint is sent, and an ikeEnrollment message is logged at severity info.

The CA must be previously declared by the ipsec ca identity command.
Example

hostl1(config)#ipsec ca authenticate trustedcal

hostl1(config)#INFO 10/18/2003 03:45:16 ikeEnrollment (): Received CA certificate for
ca:trustedcal

INFO 10/18/2003 03:45:16 ikeEnrollment (): Received CA certificate for ca:trustedcal
fingerprint:28:19:ba:76:d8:e0:bb:22:60:cd:b9:2d:dc:b8:58:01

hostl1(config)#

Use the no ipsec ca identity command for the specified CA, or boot the router using
the factory defaults to remove the CA certificate that was generated during the online
configuration.

There is no no version.

See ipsec ca authenticate.

Use to enroll with the specified CA and to retrieve the router's public key certificate
during online digital certificate configuration. If enrollment is successful, the CA sends
the certificate to the router and logs an ikeEnrollment message is logged at severity
info.

Use the password option, if required by the CA, to access the CA and enable enrollment.
The CA must be previously declared by the ipsec ca identity command.
Example

host1(config)#ipsec ca enroll trustedcal My498pWd
host1(config)#INFO 10/18/2003 03:49:33 ikeEnrollment (): Received erx certificate for
ca:trustedcal

Copyright © 2010, Juniper Networks, Inc. 221



JunosE 11.2.x IP Services Configuration Guide

ipsec ca identity

ipsec ike-policy-rule

i

ipsec isakmp-policy-rule

host1(config)#

. Use the noipsec ca identity command for the specified CA or boot the router using
the factory defaults to remove the router's public certificate that was generated during
the online configuration.

« Thereis no no version.

. Seeipsec ca enroll.

. Use to specify the CA that the ERX router uses for online certificate requests and to
enter IPSec Identity Configuration mode.

. InIPSec Identity Configuration mode you specify information that the router uses in
certificate requests and during negotiations with its peers.

. Example

hostl1(config)#ipsec ca identity trustedcal
host1(config-ipsec-identity)#

. Use the no version to remove the identity configuration.

. Seeipsec ca identity.

« Use to define an ISAKMP/IKE policy.

. When you enter the command, you include a number that identifies the policy and
assigns a priority to the policy. You can number policies in the range 1-10000, with 1
having the highest priority.

. Example

host1(config)#ipsec ike-policy-rule 3
host1(config-ike-policy)#

. Use the no version to remove policies. If you do not include a priority number with the
no version, all policies are removed.

NOTE: This command replaces “ipsec isakmp-policy-rule” on page 217, which may be
removed completely in a future release.

« Seeipsec ike-policy-rule.

. Use to define an ISAKMP/IKE policy.

« When you enter the command, you include a number that identifies the policy and
assigns a priority to the policy. You can number policies in the range 1-10000, with 1
having the highest priority.

. Example

222

Copyright © 2010, Juniper Networks, Inc.



Chapter 8: Configuring Digital Certificates

i

ipsec key generate

ipsec key zeroize

issuer-identifier

host1(config)#ipsec isakmp-policy-rule 3
host1(config-ike-policy)#

. Use the no version to remove policies. If you do not include a priority number with the
no version, all policies are removed.

NOTE: Thiscommand has beenreplaced by “ipsec ike-policy-rule” on page 217 and may
be removed completely in a future release.

. See ipsec isakmp-policy-rule.

. Use to generate RSA key pairs. Include a length of either 1024 or 2048 bits. The
generated keys can be used only after the CA issues a certificate for them.

. Example

hostl1(config)#ipsec key generate rsa 2048
Please Walt.......oocceeeerereeeereeseeceseeeessennens

IPsec Generate Keys complete
. There is no no version. To remove a key pair, use the ipsec key zeroize command.

. Seeipsec key generate.

. Use to delete RSA key pairs. Include one of the following keywords:
. rsa—Removes the RSA key pair from the router

. pre-share—Removes all preshared keys from the router
. all—Removes all keys within the VR context from the router

. Example
hostl1(config)#ipsec key zeroize rsa
« Thereis no no version.

. Seeipsec key zeroize.

« Use to specify the name of the CA issuer for online digital certificate configuration. The
identifier and the enrollment URL specified by the enrollment url command are used
together to create the CA authentication requests.

. Example
host1(config-ca-identity)#issuer-identifier BetaSecurityCorp
. Use the no version to remove the name from the configuration.

. Seeissuer-identifier.
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root proxy url

« Use to specify an HTTP proxy server that can submit HTTP requests on the E Series
router's behalf to retrieve the root CA certificate. Use this command if your network
has an HTTP proxy server installed between the E Series router and the Internet. Use
the format http://server_ipaddress to specify the URL of the proxy server.

. Example
host1(config-ca-identity)#root proxy url http://192.168.5.45
. Use the no version to remove the root proxy URL from the configuration.

. See root proxy url.

Configuring Peer Public Keys Without Digital Certificates

During IKE negotiations, peers exchange public keys to authenticate each other's identity
and to ensure that IKE SAs are established with the intended party. Typically, public keys
are exchanged in messages containing an X.509v3 digital certificate. As an alternative,
however, you can configure and exchange peer public keys and use them for RSA
authentication without having to obtain a digital certificate.

To configure and exchange peer public keys without obtaining a digital certificate:

1. Generate the RSA key pair on the router.

host1(config)#ipsec key generate rsa 1024
Please wait...
IPsec Generate Keys complete

2. Inyour IKE policy, set the authentication method to RSA signature.

host1(config)#ipsec ike-policy-rule 1
host1(config-ike-policy)#authentication rsa-sig
host1(config-ike-policy)#exit
host1(config)#exit

e NOTE: For more information about setting up IKE policies, see “Defining an IKE Policy”
on page 148 in “Configuring IPSec” on page 119.

3. Display the router's public key.

hostl#show ipsec key mypubkey rsa

3081930 0d06092a 864886F7 0d010101 05000381 8d003081 89028181 00daaab65
8082ac0a ec42e552 10e3489b 37463ed8 9bfa2541 f46a7b30 0e908749 5b652ae5
ae604e9a 81bc3268 270e7f68 69ffFd2a8 be268afa 92849fd0 4e8c96be 3eddflc2
12d9fe7a 68e8507c 99b59fF3 bb0c3942 b0a90c76 3ae3acbb 4a777037 31527eal
23693bdc €5393c6f 2ef3e7e7 bbla308e d42celad a095273e d718384c dd020301
0001

For information about the format of an RSA public key, see “Public Key Format” on
page 212.

4. Use the output from the show ipsec key mypubkey rsa command to provide
information to the remote peer about the public key configured on the E Series router.
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Providing this information enables the remote peer to enter the router's public key
on its own system.

The show ipsec key mypubkey rsa command enables you to display the contents
of the router's public key without having to obtain a digital certificate.

5. Obtain the public key from the remote peer.

For example, you might receive an e-mail message from the remote peer containing
the public key information.

6. Configure the public key for the remote IKE peer.

a.

(o4

authentication

Access IPSec Peer Public Key Configuration mode.

You must identify the remote peer associated with the public key by specifying
the remote peer's IP address, fully qualified domain name (FODN), or FODN
preceded by an optional user@ specification. For example, the following
command enables you to enter the peer public key for the remote peeridentified

by IP address 192.168.15.5.

host1(config)#ipsec key pubkey-chain rsa address 192.168.15.5
host1(config-peer-public-key)#

Enter the peer public key that you obtained in Step 5.

host1(config-peer-public-key)#key-string "

Enter remainder of text message. End with the character '"'.

30820122 300d0609 2a864886
00effc6F d91lcbf23 5de66454
09e7d130 da924040 Oceb797c
748d30F4 478252ed 29bf3ede
4aach05b 255F17ca faf884ca
35f88b53 1bf4f07c b168e47b
Ob64ca82 3a53f69b 357a7d41
8c3ac8d4 d9c8baac dcO06dac
5ald65eb e4b832ba adc26c63
01020301 0001"

70d0101
420db27a
ddc0df10
a6657cc8
0402022
b7143181
f512da37
8c09ce37
1996fe37

01050003
Obacfc92
dabeb3fc
cfaflde4d
5ad6f446
5bad4586
71901b14
44a5d124
e797ecff

8201000
63a54e60
al7145ff
e7dc2473
e0f3fble
0abb7b03
08212648
b69fec24
6e2acdd6

(Optional) Verify the peer public key configuration.

hostl#show ipsec key pubkey-chain rsa address

30820122 300d0609 2a864886
00effc6f d91lcbf23 5de66454
09e7d130 da924040 Oceb797c
748d30F4 478252ed 29bf3ede
4aacb05b 255F17ca faf884ca
35f88b53 1bf4f07c b168e47b
Ob64ca82 3a53f69b 357a7d41
8c3ac8d4 d9c8baac dcO06dac
5ald65eb e4b832ba adc26c63
01020301 0001

70d0101
420db27a
ddc0df10
a6657cc8
0402022
b7143181
512da37
8c09ce37
1996fe37

01050003
Obacfc92
dabeb3fc
cfaflde4d
5ad6t446
5bad4586
71901b14
44a5d124
e797ecftf

3082010a
587c3elc
6e7FF977
33231286
d48bbc00
6dba9668
277f6d38
df0fc3a8
098lef2c

192.168.15.5

8201000
63a54e60
al7145ff
e7dc2473
e0f3fble
0abb7b03
08212648
b69fec24
6e2acdd6

3082010a
587c3elc
6e7fF977
33231286
d48bbc00
6dba9668
277f6d38
df0fc3a8
098lef2c

02820101
951be4e8
68ac0698
Oecfbl15b
5d4fe9b6
b45e3714
6bc34164
98e6efc8
3dd2f506

02820101
951be4e8
68ac0698
Oecfbl5b
5d4fe9b6
b45e3714
6bc34164
98e6efc8
3dd2f506
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ipsec ike-policy-rule

ipsec key generate

ipsec key pubkey-chain rsa

Use to specify in the ISAKMP/IKE policy that the router uses the RSA signature
authentication method for IKE negotiations.

Example
host1(config-ike-policy)#authentication rsa-sig
Use the no version to restore the default authentication method, preshared keys.

See authentication.

Use to access IPSec IKE Policy Configuration mode to define an ISAKMF/IKE policy.

Forinformation about how to use this command, see “ipsec ike-policy-rule” on page 217

Example

host1(config)#ipsec ike-policy-rule 2
host1(config-ike-policy)#

Use the no version to remove policies. If you do not include a priority number with the
no version, all policies are removed.

See ipsec ike-policy-rule.

Use to generate a 1024-bit or 2048-bit RSA key pair.
Example

hostl1(config)#ipsec key generate rsa 2048
Please Walt......ccorrneesessnenesesesssenenees

IPsec Generate Keys complete
There is no no version. To remove a key pair, use the ipsec key zeroize coommand.

See ipsec key generate.

Use to access IPSec Peer Public Key Configuration mode to configure the public key
for a remote peer with which you want to establish IKE SAs.

The ipsec key pubkey-chain rsa command enables you to manually enter the public
key data for the remote peer without having to obtain a digital certificate.

To specify the IP address of the remote peer associated with the public key, use the
address keyword followed by the IP address, in 32-bit dotted decimal format.

To specify the identity of the remote peer associated with the public key, use the name
keyword followed by either:

. The fully gualified domain name (FQDN)

. The FODN preceded by an optional user@ specification; this is also referred to as
user FODN format

226
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key-string

The FODN and user FQDN identifiers are case-sensitive.

To ensure that the public key is associated with the correct remote peer, the router
requires an exact match for the identifier string. For example, a public key for user FODN
mjones@sales.company_abc.com does not match a public key for FODN
sales.company_abc.com.

From IPSec Peer Public Key Configuration mode, use the key-string commmand to enter
the peer public key data. For information about how to use this command, see
“key-string” on page 227.

Example 1—Enables you to configure the public key for a remote peer with IP address
192.168.50.10

host1(config)#ipsec key pubkey-chain rsa address 192.168.50.10
host1(config-peer-public-key)#

Example 2—Enables you to configure the public key for a remote peer with the FODN
sales.company_xyz.com

hostl1(config)#ipsec key pubkey-chain rsa name sales.company_xyz.com
host1(config-peer-public-key)#

Example 3—Enables you to configure the public key for a remote peer with the FODN

tsmith@sales.company_xyz.com

host1(config)#ipsec key pubkey-chain rsa name tsmith@sales.company_xyz.com
host1(config-peer-public-key)#

Use the no version to remove the peer public key from the router.

See ipsec key pubkey-chain rsa.

Use to manually enter a 1024-bit or 2048-bit public key for a remote peer with which
you want to establish IKE SAs.

The key string represents the public key hexadecimal data that includes the ASN.1
object identifier and sequence tags for RSA encryption.

Enter an alphanumeric key string with a maximum of 1999 characters.

You must use the same character (for example, “ or x) at the beginning and end of the
string to delimit the key string. The delimiter character is case-sensitive and must not
occur anywhere else in the key string.

For information about the format of an RSA public key, see “Public Key Format” on
page 212.

Example 1—Configures the public key for a remote peer with IP address 192.168.50.10,
using “ (double quotation marks) as the key string delimiter character

hostl1(config)#ipsec key pubkey-chain rsa address 192.168.50.10
host1(config-peer-public-key) #key-string "
Enter remainder of text message. End with the character '".

30819130 0d06092a 864886F7 0d010101 05000381 8d003081 89028181 00d3a447

0b997844 213dedae 13a2c09b f74051cd d404al87 c5e86867 d525cb6e 571a44f2
92bac7e8 bb282857 fb20357c d94ec241 b651596c 350dd770 6853526b c95e60cl
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52ec06ce 094882a7 4a7275a6 aflb738f 29d1124d 21e49b2a 3bOb7f2f fe31fOcc
178ddbfe a587a7a9 83aa0601 e86e7de4 3ca78f60 89a758bT 4cl247ba cb020301

0001"

. Example 2—Configures the public key for a remote peer with the FQDN
sales.company_xyz.com, using ' (single quotation mark) as the key string delimiter

character

host1(config)#ipsec key pubkey-chain rsa name sales.company_xyz.com
host1(config-peer-public-key)#key-string '
Enter remainder of text message. End with the character '"'.

30820122 300d0609
00c03cc6 Obad55ea
bfefba5b 7a8f0ac2
d6376467 0d5dlal6
5704eabe 0e34776¢
2422fb53 23d49dbb
9787ce37 2601bdf9
27ad6396 7a491d74
ddea66c7 cf637598
1f020301 0001*

. Example 3—Configures the public key for a remote peer with the user FODN

2a864886
b4f8a01f
6e2b223b
d630c173
7d243b8b
f7fd3140
1434b174
3b8379ea
9cdb5087

70d0101
5cf69de5
11e3c316
3ed93434
fcb03c75
a7f245ee
4fd21cf2
be502979
0480af29

01050003
f03185e2
a30f7fb0
e690f355
965c12f4
b629690
48e10f58
8F0270b2
b9cl74ab

8201000
1338b5ch
7bd2ab8a
00128ffb
d68c6e63
9356a29c
9ac89df1
60632474
1b1d033F

3082010a
fa8418c3
a614bb3d
c36e72fa
33e0207c
bl149451a
56e360b1
fadc5f18
67641a8c

02820101
6cbela77
2fce97bf
46eaed9a
a985ffff
691a2531
66Fb0b3f
fOca6f7a
5918ddce

tsmith@sales.company_xyz.com, using lowercase x as the key string delimiter character

hostl1(config)#ipsec key pubkey-chain rsa name tsmith@sales.company_xyz.com
host1(config-peer-public-key)#key-string x
Enter remainder of text message. End with the character 'x'.

30819130 0d06092a
8694a505 0b92433e
fla3c94f c4373f9b
cb69c8bb dbb44433
29b475c6 ad7305ed
0001x

8648867 0d010101 05000381 8d003081 89028181 00bccl06
4c27441e 3adB8955d 5628e2ea 5ee34b0c 6f82c4fd 8d5b7b51
70395011 79b4c2fb 639a075b 3d66185F 9cc6eddl 6dF51F74
alfaac45 10f52be8 d7f2c8cd ad5172a6 e7fl4blc bbad4037b
7¢c460779 351560c6 344ccdla 35935ea3 da5de228 bd020301

. Thereisnono version. Use the no version of the ipsec key pubkey-chain rsa command
to remove the peer public key from the router.

« See key-string.

Monitoring Digital Certificates and Public Keys

show ipsec ca identity

Use the following show commands to display information about IKE certificates, IKE
configurations, CRLs, public keys, and peer public keys.

. Use to display information about IKE CA identities used by the router for online digital
certificate configuration. You can display information for a specific CA or for all CAs

configured on the router.

. Field descriptions
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. CA—Certificate authority that the router uses to generate certificate requests

. enrollment url—URL of the SCEP server where the router sends certificate requests
. issuer id—Name of the CA issuer providing the digital certificates

. retry period—Number of minutes that the router waits after receiving no response
from the CA before resending a certificate request

. retry limit—Number of minutes during which the router continues to send a certificate
request to the CA

. crl setting—Setting that controls how the router checks the certificate revocation
lists

. proxy url—HTTP proxy server used to retrieve the root CA certificate, if any

. Example
hostl#show ipsec ca identity mysecurecal

CA: mysecurecal parameters:

enrollment url:http://192.168.10.124/scepurl
issuer id :BetaSecurityCorp

retry period :1

retry limit 160

crl setting soptional

proxy url

. See show ipsec ca identity.

show ipsec certificates

show ike certificates

o NOTE: The show ike certificates command has been replaced by the show ipsec
certificates command and may be removed completely in a future release.

. Usetodisplay the IKE certificates and CRLs on the router. Specify the type of certificate
you want to display:

. all—All certificates configured on the router

. crl—Certificate revocation lists

. peer—Peer certificates

. public-certs—Public certificates
- root-cas—Root CA certificates

. Use the hex-format keyword to display certificate data, such as serial numbers, in
hexadecimal format. Doing so allows easier comparison with CAs, such as Microsoft,
that display certificates in hexadecimal format.
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. Field descriptions
. Caidentity—Certificate authority that the router uses to generate certificate requests

. SubjectName—Distinguished name for the certificate

- IssuerName—Qrganization that signed and issued the certificate

. SerialNumber—Unique serial number assigned to the certificate by the CA
. SignatureAlgorithm—Algorithm used for the digital signature

- Validity—Beginning and ending period during which the certificate is valid
. PublicKeylnfo—Information about the public key

. Extensions—Fields that provide additional information for the certificate

. Fingerprints—Unique hash of the certificate, which can be used to verify that the
certificate is valid

. Examplel
hostl#show ipsec certificates public-certs
—————————— Public Certificates: ---————-—-—-

Ca ldentity:[trustedcal]Certificate =
SubjectName = <C=us, O=junipernetworks, CN=jim>
IssuerName = <C=CA, ST=ON, L=Kanata, O=BetaSecurityCorp, OU=VT Group,
CN=VT Root CA>
SerialNumber= 84483276204047383658902
SignatureAlgorithm = rsa-pkcsl-shal
Validity =
NotBefore = 2003 Oct 21st, 16:14:42 GMT
NotAfter = 2004 Oct 21st, 16:24:42 GMT
PublicKeylnfo =
PublicKey =
Algorithm name (SSH) :
Modulus n (1024 bits)

f-modn{sign{rsa-pkcsl-md5}}

13409127965307061503054050053800642488356537668078160605242622661311625
19876607806686846822070359658649546374128540876213416858514288030584124
05896520823533525098960335493944208019747261524241389345208872551265097

58542773588125824612424422877870700028956172284401073039192457619002485
5366053321117704284702619
Exponent e ( 17 bits) :
65537
Extensions =
Available = authority key identifier, subject key identifier, key
usage,
subject alternative name, authority information access, CRL
distribution
points
SubjectAlternativeNames =
Following names detected =
DNS (domain name server name)
Viewing specific name types =
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DNS = hostl.kanata.junipernetworks.com
KeyUsage = DigitalSignature
CRLDistributionPoints =
% Entry 1
Ful IName =
Following names detected =
URI (uniform resource indicator)
Viewing specific name types =
URI = http://vtscal/CertEnrol1/VTS%20Root%20CA.crl
% Entry 2
Ful IName =
Following names detected =
URI (uniform resource indicator)
Viewing specific name types =
No names of type IP, DNS, URI, EMAIL, RID, UPN or DN detected.
AuthorityKeylID =
KeylID =
15:0a:17:4d:36:b6:49:96:Fa:d5:be:df:51:3e:e4:90:51:a2:c0:95
AuthorityCertificatelssuer =
Following names detected =
DN (directory name)
Viewing specific name types =
No names of type IP, DNS, URI, EMAIL, RID, UPN or DN detected.
AuthorityCertificateSerialNumber =
79592882508437425959858112994892506178
SubjectKeylID =
Keyld =
78:e0:3e:17:24:65:2d:4b:01:d4:91:F9:66:c7:67:26:06:74:6c:5C
AuthoritylnfoAccess =
AccessMethod = 1.3.6.1.5.5.7.48.2
AccesslLocation =
Following names detected =
URI (uniform resource indicator)
Viewing specific name types =
No names of type IP, DNS, URI, EMAIL, RID, UPN or DN detected.
AccessMethod = 1.3.6.1.5.5.7.48.2
AccesslLocation =
Following names detected =
URI (uniform resource indicator)
Viewing specific name types =
No names of type IP, DNS, URI, EMAIL, RID, UPN or DN detected.
Fingerprints =
MD5 = c4:c9:22:b6:19:07:4e:4f:ee:81:7a:9f:cb:f9:1f:7e
SHA-1 = 58:ba:fb:0d:68:61:42:2a:52:7e:19:82:77:a4:55:4c:25:8c:c5:60

.« Example 2

hostl# show ipsec certificates root-cas
—————————— Root CAs: -————————-
Ca ldentity:[trustedcal]Certificate =
SubjectName = <C=CA, ST=ON, L=Kanata, O=Juniper Networks, OU=VTS Group,
CN=VTS Root CA>
IssuerName = <C=CA, ST=ON, L=Kanata, O=BetaSecurityCorp, OU=VT Group,
CN=VT Root CA>
SerialNumber= 79592882508437425959858112994892506178
SignatureAlgorithm = rsa-pkcsl-shal
Certificate seems to be self-signed.
* Signature verification success.
Validity =
NotBefore = 2003 Mar 26th, 15:50:53 GMT
NotAfter = 2006 Mar 26th, 15:59:59 GMT
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PublicKeylnfo =
PublicKey =
Algorithm name (SSH) : if-modn{sign{rsa-pkcsl-md5}}
Modulus n (1024 bits) :

14424807498766001201060433525671934401816213246866823722650117007030500
12414152472800629737773845549310833804653975288246486381759003010224672
53370575541853958272072875412915858260834056069053966369912244336288229

09443381900005615652631560044304863856421739848326865877661787314144447
8276502323232108941157077
Exponent e ( 17 bits) :
65537
Extensions =
Available = subject key identifier, key usage, basic
constraints(critical),
CRL distribution points, unknown
KeyUsage = DigitalSignature NonRepudiation KeyCertSign CRLSign

BasicConstraints =

cA = TRUE
[criticall
CRLDistributionPoints =
% Entry 1

FulIName =

Following names detected =

URI (uniform resource indicator)

Viewing specific name types =

URI = http://vtscal/CertEnrol 1/VTS%20Ro0t%20CA.crl

% Entry 2

Ful IName =

Following names detected =

URI (uniform resource indicator)

Viewing specific name types =

No names of type IP, DNS, URI, EMAIL, RID, UPN or DN detected.
SubjectKeyID =

Keyld =
15:0a:17:4d:36:b6:49:96:Fa:d5:be:df:51:3e:e4:90:51:a2:c0:95
Unknown 1.3.6.1.4.1.311.21.1 =

02:01:00 -
Fingerprints =

MD5 = 8c:56:fb:a6:bd:ab:13:67:e6:13:09:c1:d0:de:1f:24

SHA-1 = 22:3d:84:6d:d4:5F:18:87:ae:2c:15:7d:2a:94:20:ffF:c6:12:Ffb:6F

. See show ike certificates.

. See show ipsec certificates.

show ipsec identity

show ike identity

0 NOTE: The show ike identity command has been replaced by the show ipsec identity
command and may be removed completely in a future release.
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. Use to display the IKE identity configuration.
. Field descriptions

. Domain Name—Domain name the router uses in IKE authentication messages and
to generate certificate requests

. Common Name—Common name used to generate certificates
. Organization—Name of the organization used in the Subject Name field of certificates
. Country—Country used to generate certificates
. Example
hostl#show ipsec identity
lke identity:
Domain Name :myerx.kanata.junipernetworks.com
Common Name :-jim

Organization:junipernetworks
Country tca

. See show ipsec identity.

. See show ike identity.

show ipsec ike-configuration

show ike configuration

0 NOTE: The show ike configuration command has been replaced by the show ipsec
ike-configuration command and may be removed completely in a future release.

. Use to display a summary of the IKE configuration.
. Field descriptions

. lke identity—Information from your IKE identify configuration that the router uses to
generate certificate requests

. CRL Check—Setting of the CRL check: optional, required, ignored

. Example

hostl#show ipsec ike-configuration

lIke configuration:

Ike identity:
Domain Name :treverxsys2.juniper.net
Common Name :Sys2 ERX
Organization:Juniper Networks
Country :CA

CRL Check:optional

. See show ipsec ike-configuration.

. See show ike configuration.
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show ipsec key mypubkey rsa

. Use to display the 1024-bit or 2048-bit RSA public key configured on the router.

. The public key is generated as part of a public/private key pair used to perform RSA
authentication during ISAKMP/IKE SA negotiations.

. For information about the format of an RSA public key, see “Public Key Format” on
page 212.

. Example

hostl#show ipsec key mypubkey rsa

3081930 0d06092a 864886f7 0d010101 05000381 8d003081 89028181 009cfbde
alécf72c 49fbd3cl 10d5d9d4 8balS5ecO 9adcbl9e 18d488f8 e0370c51 2d10e751
ddd81be4 dfc78aad 9deb797f b2c51172 18967cfb el8f6efa 69285fef 10337527
78cabbbc 907abb9e 44b12713 ab70cbOe a86d9c6c 80c99bdl e2bf6b70 91222295
616a88bb cc479el5 be04f3a5 a6160645 844598c3 314b66af 3a8b7602 ed020301
0001

. See show ipsec key mypubkey rsa.

show ipsec key pubkey-chain rsa

. Use to display a 1024-bit or 2048-bit ISAKMP/IKE public key that a remote peer uses
for RSA authentication.

. Todisplay a brief summary of the remote peers for which public keys are configured
on the router, use the summary keyword.

. Todisplay the public key for a remote peer with a specific IP address, use the address
keyword followed by the IP address, in 32-bit dotted decimal format.

. Todisplay the public key for a remote peer with a specific identity, use the name
keyword followed by either:

. The fully gualified domain name (FQDN)

. The FODN preceded by an optional user@ specification; this is also referred to as
user FODN format

. The FQDN and user FQDN identifiers are case-sensitive and must exactly match the
identifier specified in the ipsec key pubkey-chain rsa command. For example, a public
key for user FODN mjones@sales.company_abc.com does not match a public key for
FODN sales.company_abc.com.

. Forinformation about the format of an RSA public key, see “Public Key Format” on
page 212.

. Field descriptions

. Remote Peer—IP address, FODN, or user FODN identifier of the remote peer for which
the peer public key can be used

- Key Type—Type of remote peer identifier: ip address (if IP address is specified) or
identity (if FODN or user FODN is specified)

. Example 1—Displays a summary of the remote peers for which peer public keys are
configured
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hostl#show ipsec key pubkey-chain

192.168.3

Remote Peer

2.3

grp003.cust535.isp.net

tsmith@grp003.cust535.isp.net

rsa summary

Key Type

. Example 2—Displays the peer public key for a remote peer with the specified IP address

hostl#show ipsec key pubkey-chain rsa address

30819130 0d06092a 864886F7
84laa03a fadfda9f bf8be05c
8bf08491 5c96e72d 28471al2
5fdfbe58 a52008db 9a11f867
3f04def0 a3cf5d89 b62dfeae

0001

0d010101
d2fe3596
T0735Ff4
d38d0483
5990641b

05000381
abc3e265
04d76adl
ed4abd53c
370bb113

192.168.32.3

8d003081
0b86b99a
3a80f10c
89a4dc3c
73105ba7

89028181
dfob4907
23dcadda
985ea450
585a41fc

0082065F
29c7a737
b68ce8ec
17748c4
3b020301

. Example 3—Displays the peer public key for a remote peer with the specified FODN
identifier

hostl#show ipsec key pubkey-chain rsa name grp003.cust535.isp.net

30820122 300d0609 2a864886 f70d0101 01050003 82010Ff00 3082010a 02820101

00c03cc6
bfefba5b
d6376467
5704eabe
2422fb53
9787ce37
27ad6396
ddea66c¢c7
1020301

Obad55ea
7a8f0ac2
0d5d1al6
0e34776¢
23d49dbb
2601bdf9
7a491d74
cf637598
0001

b4f8a01f
6e2b223b
d630c173
7d243b8b
f7fd3140
1434b174
3b8379ea
9cdb5087

5cf69de5
11e3c316
3ed93434
fcb03c75
a7f245ee
4fd21cf2
be502979
0480af29

f03185e2
a30f7fb0
e690f355
965c12f4
b¥629690
48e10f58
8F0270b2
b9cl74ab

1338b5ch
7bd2ab8a
00128ffb
d68c6e63
9356a29c
9ac89df1
60632474
1b1d033F

fa8418c3
a614bb3d
c36e72fa
33e0207c
bl149451a
56e360b1
fadc5f18
67641a8c

6cbela77
2fce97bf
46eaed9a
a985ffff
691a2531
66Fb0b3f
fOca6f7a
5918ddce

. Example 4—Displays the peer public key for a remote peer with the specified user
FQDN identifier

hostl#show ipsec key pubkey-chain rsa name tsmith@grp003.cust535.isp.net

3081930 0d06092a 864886F7 0d010101 05000381 8d003081 89028181 00bccl06
8694a505 0b92433e 4c27441le 3ad8955d 5628e2ea 5ee34b0c 6F82c4fd 8d5b7b51
fla3c94f c4373f9b 70395011 79b4c2fb 639a075b 3d66185F 9cc6ecddl 6dF51F74
cb69c8bb dbb44433 alfaac45 10f52be8 d7f2c8cd ad5172a6 e7fldblc bbad4037b
29b475c6 ad7305ed 7c460779 351560c6 344ccdla 35935ea3 da5de228 bd020301

0001

. See show ipsec key pubkey-chain rsa.
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CHAPTER9

Configuring IP Tunnels

Overview

IP tunnels provide a way of transporting datagrams between routers separated by
networks that do not support all the protocols that those routers support. This chapter
describes how to configure IP tunnels on E Series routers; it contains the following sections:
« Overview on page 237

« Platform Considerations on page 238

« References on page 239

« Configuration Tasks on page 240

« Monitoring IP Tunnels on page 244

GRE Tunnels

E Series routers support static IP tunnels. An IP tunnel is a virtual point-to-point connection
between two routers. See Figure 19 on page 237. To establish an IP tunnel, you specify a
tunnel type and name, and then configure an interface on each router to act as an endpoint
for the tunnel.

Figure 19: IP Tunneling

| IR

Destination

ar

go13121

E Series routers support the following types of IP tunnels:

« Generic Routing Encapsulation (GRE) tunnels

« Distance Vector Multicast Routing Protocol (DVMRP) tunnels, also known as IP-in-IP
tunnels

GRE encapsulates IP packets to enable data transmission through an IP tunnel. The
resulting encapsulated packet contains a GRE header and a delivery header. Consequently,
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DVMRP Tunnels

the packet requires more processing than an IP packet, and GRE can be slower than
native routing protocols.

GRE tunnels can be secured with IPSec. See “Securing L2TP and IP Tunnels with IPSec”
on page 275.

DVMRP tunnels allow the exchange of IP multicast traffic between routers separated
by networks that do not support multicast routing. For information about DVMRP, see
Configuring IPv4 Multicast in JunosE Multicast Routing Configuration Guide.

DVMRP tunnels can be secured with IPSec. See “Securing L2TP and IP Tunnels with
IPSec” on page 275.

Platform Considerations

For information about modules that support IP tunnels on the ERX7xx models, ERX14xx
models, and the ERX310 Broadband Services Router:

« See ERX Module Guide, Table 1, Module Combinations for detailed module specifications.
« See ERX Module Guide, Appendix A, Module Protocol Support for information about the
modules that support IP tunnels.

Forinformation about modules that support IP tunnels on the E120 and E320 Broadband
Services Routers:

. See F120 and E320 Module Guide, Table 1, Modules and IOAs for detailed module
specifications.

« See E120 and E320 Module Guide, Appendix A, IOA Protocol Support for information
about the modules that support IP tunnels.

Module Requirements

The supported modules for creating IP tunnels depends on the type of E Series router
that you have.

ERX7xx Models, ERX14xx Models, and the ERX310 Router

To create IP tunnels on an ERX7xx model, ERX14xx model, or an ERX310 router, you must
install a Service line module (SM) or a module that supports the use of shared
tunnel-server ports. For information about installing modules in the ERX routers, see the
ERX Hardware Guide.

SMs provide dedicated tunnel-server ports that are always configured on the module.
Unlike other line modules, SMs do not pair with corresponding I/0O modules that contain
ingress and egress ports. Instead, they receive data from and transmit data to other line
modules with access to ingress and egress ports on their own associated I/0 modules.
However, you must assign interfaces on other line modules or loopback interfaces to act
as source endpoints for the tunnel.
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You can also create IP tunnels on router modules that support shared tunnel-server
ports. You can configure (provision) a shared tunnel-server port to use a portion of the
module's bandwidth to provide tunnel services. For a list of the modules that support
shared tunnel-server ports, see the ERX Module Guide.

Forinformation about configuring tunnel services on dedicated and shared tunnel-server
ports, see Managing Tunnel Service and IPSec Service Interfaces in Junosk Physical Layer
Configuration Guide.

All line modules forward traffic to IP tunnels. For information about which line modules
accept traffic for IP tunnels, see the ERX Module Guide.

E120 Router and E320 Router

To create IP tunnels on an E120 router or an E320 router, you must install an ES2 4G line
module (LM) oran ES2 10G ADV LM with an ES2-51 Service I/0 adapter (I0OA), or an IOA
that supports the use of shared tunnel-server ports. For information about installing
modules in these routers, see the E120 and E320 Hardware Guide.

The combination of an ES2 4G LM or an ES2 10G ADV LM with an ES2-S1 Service IOA
provides a dedicated tunnel-server port that is always configured on the IOA. Unlike SMs,
the ES2 4G LM and the ES2 10G ADV LM require the ES2-51 Service IOA to condition it
to receive and transmit data to other line modules. The ES2-S1 Service IOA also does
not have ingress or egress ports.

You can also create IP tunnels on IOAs that support shared tunnel-server ports. You can
configure (provision) a shared tunnel-server port to use a portion of the bandwidth of
the IOA to provide tunnel services. For a list of the IOAs that support shared tunnel-server
ports, see the £120 and E320 Module Guide.

All line modules forward traffic to tunnels. For information about the IOAs that accept
traffic for tunnels, see the E120 and E320 Module Guide.

Redundancy and Tunnel Distribution

References

For information about the redundancy and tunnel distribution mechanisms supported
for SMs, the ES2-S1 Service IOA, and shared tunnel-server ports, see Tunnel Service
Interface Considerations in JunoskE Physical Layer Configuration Guide.

For more information about IP tunnels, see the following documents:

. RFC791—Internet Protocol DARPA Internet Program Protocol Specification (September
1981)

« RFC1700—Assigned Numbers (October 1994)

« RFC1701—Generic Routing Encapsulation (October 1994)

« RFC 1702—Generic Routing Encapsulation over IPv4 Networks (October 1994)
« RFC 2003—IP Encapsulation within IP (October 1996)

« RFC 2784—Generic Routing Encapsulation (GRE) (March 2000)
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Configuration Tasks

interface tunnel

To configure an IP tunnel:

1.  Create or select a physical or loopback interface.

This interface acts as an anchor for the source of the tunnel.
2. Assign an IP address to the physical or loopback interface.
3. Create a tunnelinterface.
4. Set the source address for the tunnel.
5. Set the destination address for the tunnel.
6. (Optional) Enable error checking across a GRE tunnel.

7. Set the maximum transmission unit (MTU) size for the tunnel.

NOTE: On SM interfaces, issue only the commands listed below. Do not configure
protocols such as Multilink PPP or Multilink Frame Relay on SM interfaces.

. Use to create an IP tunnel interface.
. Specify the type and name of the tunnel you want to create.

« You can use the transport-virtual-router keyword to establish the tunnel on a virtual
router other than the current virtual router.

. Example
host1(config)#interface tunnel dvmrp:boston-tunnel-1transport-virtual-router boston

. Use the no version to remove the tunnel.

NOTE: When you delete a virtual router that has been configured as a transport virtual
router for a DVMRP tunnel, the show configuration output displays No Router for the
transport virtual router. To remove the DVMRP tunnel interface, simply omit any
reference to the transport virtual router. For example, to delete interface tunnel
dvmrp:boston-tunnel-1transport-virtual-router No Router from the configuration,
issue the command, no interface tunnel dvmrp:boston-tunnel-1.

. Seeinterface tunnel.

tunnel checksum
. Use to enable checksum computation across a GRE tunnel.
« Checksum computation is not supported for DVMRP tunnels.
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tunnel destination

tunnel mtu

tunnel source

Selecting this feature causes the E Series router to drop corrupted packets it receives
on the tunnel interface.

Example

host1(config)#interface tunnel gre:tunnel2
host1(config-if)#tunnel checksum

Use the no version to disable the checksum option.

See tunnel checksum.

Use to configure the remote end of the tunnel.

Specify either the IP address of an interface on the remote router or the hostname of
the remote router.

. The IP address is the address for the destination interface.

. The hostname is the name of the destination interface.

Example 1

hostl1(config)#interface tunnel dvmrp:tunnel2
host1(config-if)#tunnel destination 192.13.7.1

Example 2

hostl1(config)#interface tunnel dvmrp:tunnel2
host1(config-if)#tunnel destination remoteHost

Use the no version to remove the destination of a tunnel.

See tunnel destination.

Use to set the MTU for the tunnel.
Specify a value in the range 1024-10240 bytes.
Example
host1(config-if)#tunnel mtu 7500
Use the no version to restore the default, 10240 bytes.

See tunnel mtu.

Use to configure the source of the tunnel.

Specify either the primary IP address or the type and specifier of an interface.
Do not specify an unnumbered interface.

Example 1—Primary IP address

host1(config)#interface tunnel dvmrp:boston-tunnel-1
host1(config-if)#tunnel source 192.10.2.1
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« Example 2—ATM interface on an ERX7xx model, ERX14xx model, or the ERX310 router
that uses the slot/port format

hostl1(config)#interface tunnel dvmrp:boston-tunnel-1
host1(config-if)#tunnel source atm 5/0.12

. Example 3—ATM interface on an E320 router that uses the slot/adapter/port format

host1(config)#interface tunnel dvmrp:boston-tunnel-1
host1(config-if)#tunnel source atm 5/1/0.12

. Use the no version to remove the source of a tunnel.

. See tunnel source.

Configuration Example

i

In this example, two GRE tunnel interfaces are configured on different virtual routers of
an E Series router. The source of the first tunnel interface matches the destination of the
second tunnel interface and vice versa.

NOTE: This example contains an ATM interface configuration for an ERX7xx model,
ERX14xx model, or ERX310 router that uses the slot/port format.

1. Configure a virtual router called boston that supports one end of the tunnel.
hostl#virtual-router boston

2. Configure a physical or loopback interface for the end of the tunnel on virtual router
boston.

The IP address of this interface appears in the header of tunneled frames and is used
for forwarding traffic.

hostl:boston#interface atm 12/0.5
hostl:boston(config-if)#ip address 10.5.5.5 255.255.255.0

3. Configure the tunnel interface on virtual router boston.
a. Create the tunnel interface.
hostl:boston(config)#interface tunnel gre:ChicagoTunnel
b. Configure the source and destination points of the tunnel interface.

hostl:boston(config-if)#tunnel source 10.5.5.5
hostl:boston(config-if) #tunnel destination 10.6.6.6

c. Setthe MTU for the tunnel.
hostl:boston(config-if) #tunnel mtu 8000
d. Configure the IP address of the tunnel interface.

hostl:boston(config-if)#ip address 10.7.7.7 255.255.255.0

4, Configure a virtual router called chicago that supports the other end of the tunnel.

host1(config)#virtual-router chicago
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5. Configure a physical or loopback interface for the end of the tunnel on virtual router
chicago.

hostl:chicago(config)#interface atm 12/1.5
hostl:chicago(config-if)#ip address 10.6.6.6 255.255.255.0

6. Configure the tunnel interface on virtual router chicago.
a. Create the tunnel interface.

The name of the tunnel interface can differ from the tunnel interface configured
in Step 3.

hostl:chicago(config-if)#interface tunnel gre:BostonTunnel
b. Configure the source and destination points of the tunnel interface.

The destination of this tunnel interface matches the source of the tunnelinterface
configured in Step 3 and vice versa.

hostl:chicago(config-if)#tunnel source 10.6.6.6
hostl:chicago(config-if)#tunnel destination 10.5.5.5

c. Setthe MTU for the tunnel.
The MTU must match the MTU configured in Step 3.

hostl:chicago(config-if)#tunnel mtu 8000

d. Configure the IP address of the tunnel interface.

hostl:chicago(config-if)#ip address 10.9.9.9 255.255.255.0

Configuring IP Tunnels to Forward IP Frames

When a line module receives IP frames destined for a tunnel, the module forwards the
frames to a tunnel-service module. Tunnel-service modules include SMs and modules
that support the use of shared tunnel-server ports.

The tunnel-service module encapsulates the frames and forwards them to the tunnel
through an interface determined by a route lookup of an IP frame. The source and
destination addresses in the IP frame are the source and destination addresses of the
tunnel.

Similarly, when a line module receives traffic from a tunnel, the module forwards the
traffic to the tunnel-service module for deencapsulation. After deencapsulation, the
tunnel-service module forwards the resulting IP frames to an interface determined by a
route lookup.

When you have configured a tunnel interface, treat it in the same way as any IP interface
on the router. For example, you can configure static IP routes or enable routing protocols
on the tunnel interface. The IP configurations you apply to the tunnels control how traffic
travels through the network.

Preventing Recursive Tunnels

If routing information about the tunnel network combines with routing information about
the transport networks (the networks that the tunnel services), a recursive tunnel can
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occur. In this case, the routing table defines the tunnel itself as the best path to a tunnel
destination. To prevent recursive tunnels, differentiate routing information for the tunnel
network and the transport networks with one or both of the following techniques:

. Use different routing protocols for the tunnel network and the transport networks.

. Define a static route to the tunnel destination.

NOTE: If you define a static route to a tunnel destination, be careful not to create routing
loops.

Figure 20 on page 244 illustrates how to prevent recursive tunnels by using different routing
protocols for the tunnel network and the transport networks.

Figure 20: Transport and Tunnel Networks Using Different Routing

Protocols
. Tunnel
8
Transport network using Tunnel network using Transport network using 2
1S-1S routing protocol OSPF routing protocol 1S-1S routing protocol °

Creating Multicast VPNs Using GRE Tunnels

For information about configuring multicast VPNs using GRE tunnels, see Configuring
PIM for IPv4 Multicast in JunosE Multicast Routing Configuration Guide.

Monitoring IP Tunnels

show dvmrp tunnel

You can monitor DVMRP and GRE tunnels by using the following commands.

. Use to display information about DVMRP tunnels.
. To view detailed information about tunnels, specify the detail keyword.

. Toview the number of tunnels in a specific state, specify the state keyword and the
state of the tunnel (disabled, down, enabled, lower-down, not-present, up).

. Toview the state of a specific tunnel, specify a tunnel name.
. Toview the number of tunnels associated with that IP address, specify an IP address.

. To view the number of tunnels associated with an IP address on the virtual router,
specify an IP address with the virtual-router keyword and the name of the virtual router.

. Field descriptions
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Tunnel status
. up—Tunnel is operational

. down—Tunnel is not operational

. not-present—Tunnel is not operational, because the hardware (such as a line
module) supporting the tunnel is inaccessible

Tunnel name—Name of the tunnel

Tunnel mtu—Value of the maximum transmission unit for the tunnel

Tunnel source address—IP address of the source of the tunnel

Tunnel destination address—IP address of the destination of the tunnel

Tunnel transport virtual router—Name of the virtual router associated with the tunnel

Tunnel up/down trap—Indicates whether or not the E Series router sends traps to
SNMP when the operational state of the tunnels changes, enabled or disabled

Tunnel server location—Location of the tunnel server in slot/port format (ERX7xx
models, ERX14xx models, and the ERX310 router) or slot/adapter/port format (E120
and E320 routers).

Tunnel secured by ipsec transport interface—IPSec interface that secures the tunnel.
Tunnel administrative state—Configured state of the tunnel: up or down
Statistics—Details of packets received or transmitted by the tunnel
Packets—Number of packets received or transmitted by the tunnel
Octets—Number of octets received or transmitted by the tunnel

Discards—Number of packets not accepted by the tunnel

Errors—Number of packets with errors received or transmitted by the tunnel

Data rx—Received data

Data tx—Transmitted data

Number of tunnels found—Total number of DVMRP tunnels found

Number of static tunnels—Number of tunnels created statically

. Examplel

hostl#show dvmrp tunnel
DVMRP tunnel bostonl is up
1 DVMRP tunnel found

1 tunnel was created static

.« Example 2
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hostl#show dvmrp tunnel detail
DVMRP tunnel bostonl is up (tunnel is static)
Tunnel operational configuration
Tunnel name is "bostonl*
Tunnel mtu is "10240*
Tunnel source address is "0.0.0.0"
Tunnel destination address is "0.0.0.0"
Tunnel transport virtual router is vrl
Tunnel up/down trap is enabled
Tunnel server location is 4/0
Tunnel secured by ipsec transport interface 1
Tunnel administrative state is up
Statistics packets octets discards errors
Data rx 0 0 0 0
Data tx 0 0 0 0
1 DVMRP tunnel found
1 tunnel was created static

.« Example 3

hostil#show dvmrp tunnel state enabled
DVMRP tunnel bostonl is up

1 DVMRP tunnel found

1 tunnel was created static

. Example 4

hostl#show dvmrp tunnel virtual-router vrl ip 0.0.0.0
DVMRP tunnel bostonl is up

1 DVMRP tunnel found

1 tunnel was created static

. Example 5—Displays a DVMRP tunnel on an E320 router

hostl#show dvmrp tunnel detail
DVMRP tunnel v1Tunnell is Up (tunnel is static)
Tunnel operational configuration
Tunnel mtu is "10240°
Tunnel source address is "50.1.1.1"
Tunnel destination address is "50.1.1.2"
Tunnel transport virtual router is vl
Tunnel up/down trap is enabled
Tunnel-server location is 13/0/0
Tunnel administrative state is Up
Statistics packets octets discards errors

Data rx 5 740 0 0
Data tx 5 740 0 0

« See show dvmrp tunnel.

show dvmrp tunnel summary
. Use to display a summary of information about DVMRP tunnels.
. Field descriptions
- Administrative status
- enabled—Tunnel is available for use

. disabled—Tunnel is not available for use
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Operational status
. up—Tunnel is operational

. down—Tunnel is not operational

. not-present—Tunnel is not operational, because the hardware (such as a line
module) supporting the tunnel is inaccessible

. Example

hostl#show dvmrp tunnel summary
Administrative status enabled disabled

1 0
Operational status up down not-present
1 0 0

« See show dvmrp tunnel.

show gre tunnel

. Use to display information about a GRE tunnel or a list of GRE tunnels.

. Toview detailed information about tunnels, specify the detail keyword.

. Toview the number of tunnels in a specific state, specify the state keyword and the
state of the tunnel (disabled, down, enabled, lower-down, not-present, up).

. Toview the state of a specific tunnel, specify a tunnel name.

. Toview the number of tunnels associated with an IP address, specify an IP address.

. Toview the number of tunnels associated with an IP address on the virtual router,
specify an IP address with the virtual-router keyword and the name of the virtual router.

. Field descriptions

Tunnel name—Name of the tunnel

Tunnel mtu—Value of the maximum transmission unit for the tunnel

Tunnel source address—IP address of the source of the tunnel

Tunnel destination address—IP address of the destination of the tunnel

Tunnel transport virtual router—Name of the virtual router associated with the tunnel
Tunnel mdt—State of the tunnel MDT

Tunnel checksum option—State of the checksum feature: enabled or disabled

Tunnel up/down trap—Indicates whether or not the E Series router sends traps to
SNMP when the operational state of the tunnels changes, enabled or disabled

Tunnel server location—Location of the tunnel server in slot/port format (ERX7xx
models, ERX14xx models, and the ERX310 router) or slot/adapter/port format (E120
and E320 routers).
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. Tunnel is secured by ipsec transport interface—IPSec interface that secures the
tunnel.

- Tunnel administrative state—Configured state of the tunnel: up or down

. Statistics—Details of packets received or transmitted by the tunnel

. Packets—Number of packets received or transmitted by the tunnel

. Octets—Number of octets received or transmitted by the tunnel

. Discards—Number of packets not accepted by the tunnel

. Errors—Number of packets with errors received or transmitted by the tunnel
- Data rx—Received data

. Data tx—Transmitted data

- Number of tunnels found—Total number of GRE tunnels found

. Number of static tunnels—Number of tunnels created statically

. Examplel

hostil#show gre tunnel
3 GRE tunnels found
3 tunnels were created static

. Example 2

hostl#show gre tunnel detail

Tunnel operational configuration
Tunnel name is "vrl
Tunnel mtu is "10240*
Tunnel source address is "10.0.0.2"
Tunnel destination address is "10.0.0.1"
Tunnel transport virtual router is vrl
Tunnel mdt is disabled
Tunnel checksum option is disabled
Tunnel up/down trap is enabled
Tunnel server location is 4/0
Tunnel administrative state is up

Statistics packets octets discards errors
Data rx 0 0 0 0
Data tx 0 0 0 0

Tunnel operational configuration
Tunnel name is "default”
Tunnel mtu is "10240*
Tunnel source address is "10.0.0.1"
Tunnel destination address is "10.0.0.2"
Tunnel transport virtual router is default
Tunnel checksum option is disabled
Tunnel up/down trap is enabled
Tunnel server location is 4/0
Tunnel secured by ipsec transport interface 1
Tunnel administrative state is up
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Statistics packets octets discards
Data rx 0 0 0
Data tx 0 0 0

Tunnel operational configuration
Tunnel name is "london2*

Tunnel mtu is "10240"

Tunnel source address is "0.0.0.0"
Tunnel destination address is "0.0.0.0"
Tunnel transport virtual router is vrl
Tunnel checksum option is disabled
Tunnel up/down trap is enabled

Tunnel server location is 4/0

Tunnel administrative state is up

Statistics packets octets discards
Data rx 0 0 0
Data tx 0 0 0

3 GRE tunnels found

3 tunnels were created static

.« Example 3

hostl#show gre tunnel state up
GRE tunnel VR1 is up

GRE tunnel default is up

GRE tunnel london2 is down

3 GRE tunnels found

3 tunnels were created static

. Example 4

hostl#show gre tunnel virtual-router vrl ip 10.0.0.1
GRE tunnel VR1 is up

1 GRE tunnel found

1 tunnel was created static

. Example 5—Displays a GRE tunnel on an E320 router

hostl#show gre tunnel detail
GRE tunnel start is Up (tunnel is static)
Tunnel operational configuration
Tunnel mtu is "10240*
Tunnel source address is "15.0.0.1"
Tunnel destination address is "15.0.0.2"
Tunnel transport virtual router is default
Tunnel checksum option is disabled
Tunnel sequence number option is disabled
Tunnel up/down trap is enabled
Tunnel-server location is 1/0/0
Tunnel administrative state is Up
Statistics packets octets discards
Data rx 0 0 0
Data tx 0 0 0
GRE tunnel end is Up
Tunnel operational configuration
Tunnel mtu is "10240*
Tunnel source address is
Tunnel destination address is

"15.0.0.2"
"15.0.0.1"

errors

errors

errors

0
0
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Tunnel transport virtual router is vpnA
Tunnel checksum option is disabled
Tunnel sequence number option is disabled
Tunnel up/down trap is enabled
Tunnel-server location is 1/70/0
Tunnel administrative state is Up
Statistics packets octets discards errors
Data rx 0 0 0 0
Data tx 0 0 0 0

2 GRE tunnels found
2 tunnels were created static

. See show gre tunnel.

show gre tunnel summary

. Use to display a summary of information about GRE tunnels.

. Field descriptions

. Administrative status

. enabled—Tunnel is available for use

. disabled—Tunnel is not available for use

. Operational status

. up—Tunnel is operational

. down—Tunnel is not operational

. not-present—Tunnel is not operational, because the hardware (such as a line
module) supporting the tunnel is inaccessible

. Example
hostl#show gre tunnel summary
Administrative status enabled disabled
3 0
Operational status up down not-present
3 0 0

« See show gre tunnel.
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Configuring Dynamic IP Tunnels

IP tunnels provide a way of transporting datagrams between routers separated by
networks that do not support all the protocols that those routers support. This chapter
describes how to configure dynamic IP tunnels on E Series routers; it contains the following
sections:

« Dynamic IP Tunnel Overview on page 251

« Platform Considerations on page 253

. References on page 255

« Configuring a Destination Profile for Dynamic IP Tunnels on page 255

« Monitoring Dynamic IP Tunnels on page 259

Dynamic IP Tunnel Overview

E Series routers support the following types of dynamic IP tunnels:

« Generic Routing Encapsulation (GRE) tunnels

« Distance Vector Multicast Routing Protocol (DVMRP) tunnels, also known as IP-in-IP
tunnels

To establish a dynamic IP tunnel for GRE or DVMRP interfaces, you must configure a
destination profile for a specific transport virtual router that is used to store tunnel
configuration options, including the source and destination addresses of the dynamic IP
tunnel.

A client application triggers the creation of dynamic IP tunnels based on the information
stored in the GRE or DVMRP destination profile. The application specifies a tunnel source,
tunnel destination, transport virtual router, and tunnel mode (GRE or DVMRP). If these
parameters match those configured in the destination profile, the system creates the
dynamic IP tunnel.

The application can automatically create an upper layer IPv4 interface over the GRE or
DVMRP interface by using the IP characteristics defined in a profile referenced in the GRE
or DVMRP destination profile.
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Data MDT for Multicast VPNs and Dynamic IP Tunnels

The data multicast distribution tree (MDT) application for multicast VPNs can create
dynamic point-to-multipoint GRE tunnels.

The data MDT application enables you to solve the problem of IP routers flooding
unnecessary multicast information to PE routers that have no interested receivers for a
particular VPN multicast group. The multicast data MDT solution requires the creation
of a new dynamic IP tunnel by the PE router if the source exceeds a configured rate
threshold parameter.

Thedata MDT application supports a co-located tunnel interface. The base GRE interface
and its co-located data MDT interface must be both static or both dynamic.

The data MDT application creates a dynamic IP tunnel using the attributes in a customized
destination profile.

When creating the dynamic IP tunnel, the data MDT application assigns its name using
the following format:

mvpn-dynamic-number

For the data MDT application, you should configure a customized destination profile. For
information about configuring multicast VPNs using GRE tunnels, see Configuring PIM
for IPv4 Multicast in JunoskE Multicast Routing Configuration Guide.

Mobile IP and Dynamic IP Tunnels

The Mobile IP application can create dynamic point-to-point GRE and DVMRP tunnels.

The Mobile IP applicationis a tunneling-based solution that enhances the utility of E Series
Broadband Services Routers at the edge of the network between fixed wire and wireless
network domains. This tunneling-based solution enables a router on a user's home subnet
to intercept and forward IP packets to users while they roam beyond traditional network
boundaries.

To achieve mobility, the mobile node takes a secondary IP address that matches the
new network and redirects the traffic bound to the primary or home address to the mobile
node's new network. In the Mobile IP feature, the two agents that accomplish this task
are the home agent and the foreign agent.

The Mobile IP application can create a dynamic IP tunnel using the attributes in a default
destination profile or a customized destination profile.

When creating the dynamic IP tunnel, the Mobile IP application assigns its name using
the following format:

mobilelp-dynamic-number

When the Mobile IP application creates the dynamic IP tunnel, it sets a Don't Fragment
bit in the packet and in the outer IP header.

The Mobile IP home agent uses the dynamic IP tunnel for routing loop detection. The
home agent examines packets that are intercepted by the home agent and destined for
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the mobile node. If the packet is already encapsulated, and the inner destination address
is the same as the outer destination address, then the system examines the outer source
address. If the outer source address is the same as the tunnel destination address or the
foreign agent care-of-address (CoA), the system silently discards the packet. In all other
cases, the tunnel encapsulation is successful.

For more information about configuring Mobile IP using GRE or DVMRP tunnels, see
“Configuring the Mobile IP Home Agent” on page 303.

Combining Dynamic and Static IP Tunnels in the Same Chassis

You can configure both dynamic and static IP tunnels in the same chassis.

A tunnel pair consists of two endpoints; one side encapsulates and the other side
decapsulates. You can create a tunnel pair with two statically configured endpoints, two
dynamically created endpoints, or with one static and one dynamic endpoint.

When configuring IP tunnels, you must consider that a tunnel is uniquely defined by its
tunnel source, tunnel destination, transport virtual router, and mode (GRE or DVMRP).
The system does not allow multiple tunnels with the same parameters. For example,
when you configure a static tunnel with the same parameters as an existing dynamic IP
tunnel, the system does not create the dynamic IP tunnel.

Changing and Removing Existing Dynamic IP Tunnels

You can modify the parameters in a destination profile referenced by existing dynamic
IP tunnels. The changes only affect new dynamic IP tunnels that reference the destination
profile.

You can relocate a dynamic IP tunnel for the Mobile IP application.

You cannot relocate a dynamic IP tunnel for the data MDT application because it is
created using a profile. The system deletes dynamic IP tunnels that are relocated.
Connections between a static tunnel endpoint and a dynamic tunnel endpoint can fail
if the dynamic tunnel endpoint is deleted.

The client application removes dynamic IP tunnel interfaces when one of the following
situations occur:

« The transport virtual router is removed.
. The tunnel interface relocates and the tunnel had an IP interfaced stacked on it.

. Thetunnelinterfaceindicates that setup is complete when the system is warm started,
but it has no upper IP interface.

Platform Considerations

For information about modules that support IP tunnels on the ERX7xx models, ERX14xx
models, and the ERX310 Broadband Services Router:

« See ERX Module Guide, Table 1, Module Combinations for detailed module specifications.
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« See ERX Module Guide, Appendix A, Module Protocol Support for information about the
modules that support IP tunnels.

For information about modules that support IP tunnels on the E120 and E320 Broadband
Services Routers:

. See E120 and E320 Module Guide, Table 1, Modules and IOAs for detailed module
specifications.

« See E120 and E320 Module Guide, Appendix A, IOA Protocol Support for information
about the modules that support IP tunnels.

Module Requirements

The supported modules for creating IP tunnels depends on the type of E Series router
that you have.

ERX7xx Models, ERX14xx Models, and the ERX310 Router

To create dynamic IP tunnels on an ERX7xx model, ERX14xx model, or an ERX310 router,
you must install a Service line module (SM) or a module that supports the use of shared
tunnel-server ports. For information about installing modules in the ERX routers, see the
ERX Hardware Guide.

SMs provide dedicated tunnel-server ports that are always configured on the module.
Unlike other line modules, SMs do not pair with corresponding /0O modules that contain
ingress and egress ports. Instead, they receive data from and transmit data to other line
modules with access to ingress and egress ports on their own associated |/0 modules.
However, you must assign interfaces on other line modules or loopback interfaces to act
as source endpoints for the tunnel.

You can also create IP tunnels on router modules that support shared tunnel-server
ports. You can configure (provision) a shared tunnel-server port to use a portion of the
module's bandwidth to provide tunnel services. For a list of the modules that support
shared tunnel-server ports, see the ERX Module Guide.

To configure IPSec transport mode in the GRE or DVMRP destination profile, you must
install an IPSec Service Module (ISM).

For information about configuring tunnel services on dedicated and shared tunnel-server
ports, see Managing Tunnel Service and IPSec Service Interfaces in JunosE Physical Layer
Configuration Guide.

All line modules forward traffic to IP tunnels. For information about which line modules
accept traffic for IP tunnels, see the ERX Module Guide.

E120 Router and E320 Router

To create dynamic IP tunnels on an E120 router or an E320 router, you must install an
ES2 4G line module or an ES2 10G ADV line module (LM) with an ES2-S1 Service 1/0
adapter (IOA), or an IOA that supports the use of shared tunnel-server ports. For
information about installing modules in these routers, see the E120 and E320 Hardware
Guide.
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The combination of an ES2 4G LM or an ES2 10G ADV LM with an ES2-5S1 Service IOA
provides a dedicated tunnel-server port that is always configured on the IOA. Unlike SMs,
the ES2 4G LM and the ES2 10G ADV LM require the ES2-S1 Service |IOA to condition it
to receive and transmit data to other line modules. The ES2-5S1 Service IOA also does
not have ingress or egress ports.

You can also create IP tunnels on IOAs that support shared tunnel-server ports. You can
configure (provision) a shared tunnel-server port to use a portion of the bandwidth of
the IOA to provide tunnel services. For a list of the IOAs that support shared tunnel-server
ports, see the E120 and E320 Module Guide.

All line modules forward traffic to tunnels. For information about the IOAs that accept
traffic for tunnels, see the E120 and E320 Module Guide.

Redundancy and Tunnel Distribution

For information about the redundancy and tunnel distribution mechanisms supported
for SMs, the ES2-S1Service IOA, and shared tunnel-server ports, see “Configuring Dynamic
IP Tunnels” on page 251.

References

For more information about IP tunnels, see the following documents:

« RFC 1700—Assigned Numbers (October 1994)

« RFC 1701—Generic Routing Encapsulation (October 1994)

« RFC 1702—Generic Routing Encapsulation over IPv4 Networks (October 1994)
« RFC 2003—IP Encapsulation within IP (October 1996)

« RFC 2784—Generic Routing Encapsulation (GRE) (March 2000)

Configuring a Destination Profile for Dynamic IP Tunnels

The tasks in this section describe how to configure a destination profile for dynamic IP
tunnels.

Modifying the Default Destination Profile

Default destination profiles for GRE and DVMRP are generated at system startup. The
system supports only one default GRE destination profile and one default DVMRP
destination profile.

The default destination profile enables the application to automatically create dynamic
|P tunnels without user configuration for any virtual router, destination address, or source
address.

By default, the data MDT application is disabled in the default destination profiles. The
Mobile IP application can use the default destination profile. You can modify the
configuration of the default destination profiles.
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Modifying the Configuration of the Default Destination Profile

To modify the configuration in the default destination profile:

1. Specify the default destination profile for GRE or DVMRP.
host1(config)#gre destination profile global any-virtual-router
2. Modify the options for the default destination profile.

host1(config-dest-profile)#tunnel mtu 5000
host1(config-dest-profile)#tunnel checksum

NOTE: You cannot configure a tunnel source, tunnel destination, or virtual router in the
default destination profile.

Configuring a Destination Profile for GRE Tunnels

To configure a destination profile for dynamic GRE tunnels:

1.  Configure a destination profile for GRE.
hostl1(config-dest-profile) #gre destination profile kanatal virtual-router vrl
2. Set the source address for the tunnel.
host1(config-dest-profile)#tunnel source 1.1.1.1
3. Set the destination address for the tunnel.
host1(config-dest-profile) #tunnel destination subnet 10.0.0.0 255.0.0.0
4. (Optional) Set the maximum transmission unit (MTU) size for the tunnel.
host1(config-dest-profile)#tunnel mtu 10240

5. (Optional) Configure an IP profile with parameters that are used to stack an upper
IP interface over a dynamic GRE tunnel.

host1(config-dest-profile) #profile ip-kanata

6. (Optional) Enable error checking across a GRE tunnel.
host1(config-dest-profile)#tunnel checksum

7. (Optional) Enable sequence number generation for a GRE tunnel.
host1(config-dest-profile)#tunnel sequence-datagrams

8. (Optional) Enable IPSec transport mode.
host1(config-dest-profile)#enable ipsec-transport

9. (Optional) Create a multicast VPN tunnel.

host1(config-dest-profile)#tunnel mdt profile kanata-mdt

Creating a Destination Profile for DVMRP Tunnels

To configure a destination profile for dynamic DVMRP tunnels:
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dvmrp destination profile

enable ipsec-transport

gre destination profile

Configure a destination profile for DVMRP.
host1(config-dest-profile) #dvmrp destination profile kanatal virtual-router vri
Set the source address for the tunnel.
host1(config-dest-profile)#tunnel source 1.1.1.1
Set the destination address for the tunnel.
host1(config-dest-profile)#tunnel destination subnet 10.0.0.0 255.0.0.0
(Optional) Set the maximum transmission unit (MTU) size for the tunnel.
host1(config-dest-profile)#tunnel mtu 10240

(Optional) Configure an IP profile with parameters that are used to stack an upper
|P interface over a dynamic DVMRP tunnel.

host1(config-dest-profile) #profile ip-kanata
(Optional) Enable IPSec transport mode.

host1(config-dest-profile)#enable ipsec-transport
(Optional) Create a multicast VPN tunnel.

host1(config-dest-profile)#tunnel mdt profile kanata-mdt

Use to configure a destination profile for dynamic DVMRP tunnels.

Use the any-virtual-router keyword to create a default destination profile for all virtual
routers. There can only be one default destination profile defined in the system.

Use the virtual-router keyword to specify a specific transport virtual router.

Example

host1(config)#dvmrp destination profile kanatal

Use the no version to delete the destination profile.

See dvmrp destination profile.

Use to specify that the router accepts only dynamic IP tunnels protected by an IPSec
transport connection.

This command is supported in the destination profile only when you have installed an
ISM on ERX routers.

Example

host1(config-dest-profile)#enable ipsec-transport

Use the no version to disable IPSec transport mode.

See enable ipsec-transport.
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profile

tunnel checksum

tunnel destination

Use to configure a destination profile for dynamic GRE tunnels.

Use the any-virtual-router keyword to create a default destination profile for all virtual
routers. There can only be one default destination profile defined in the system.

Use the virtual-router keyword to specify a specific transport virtual router.
Example

host1(config)#gre destination profile kanata2
Use the no version to delete the destination profile.

See gre destination profile.

Use to assign an IP profile with parameters that are used to stack an upper IP interface
over a dynamic GRE or DVMRP tunnel to the destination profile.

Example
host1(config-dest-profile) #profile ip-kanata
Use the no version to remove the profile assignment from the destination profile.

See profile.

Use to enable checksum computation across a GRE tunnel.
Checksum computation is not supported for DVMRP tunnels.

Selecting this feature causes the E Series router to drop corrupted packets it receives
on the tunnel interface.

Example
host1(config-dest-profile)#tunnel checksum
Use the no version to disable the checksum option.

See tunnel checksum.

Use to configure the remote end of the tunnel.

Specify the IP address of an interface on the remote router or the range of destination
addresses:

. Use the subnet keyword to configure the IP address for the destination interface
and the mask.

- Use the range keyword to configure the first IP address and the last IP address of
the destination interface range

Example 1—Specifies an IP address and mask for the destination interface
host1(config-dest-profile) #tunnel destination subnet 192.13.7.1 255.0.0.0

Example 2—Specifies a range of IP addresses for the destination interface
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host1(config-dest-profile) #tunnel destination range 192.13.7.1192.13.7.20
. Use the no version to remove the destination of a tunnel.

. See tunnel destination.

tunnel mdt profile

. Use to enable multicast distribution tree operation so the IP tunnel component can
create an MDT interface.

.« The command defines an IP profile with parameters that are used to stack an upper
IP interface over a dynamic GRE or DVMRP tunnel.

. Example
host1(config-dest-profile)#tunnel mdt profile kanata-mdt
. Use the no version to disable MDT on the interface.

« See tunnel mdt profile.

tunnel sequence-datagrams
. Use to enable GRE sequence numbers.
. Specify GRE sequence numbers at both ends of the GRE tunnel.
. Example
hostl1(config-dest-profile)#tunnel sequence-datagrams
« Use the no version to disable sequence numbers.

. See tunnel sequence-datagrams.

tunnel source
« Use to configure the source of the tunnel.

. Specify either the primary IP address or the type and specifier of an interface. Do not
specify an unnumbered interface.

« You can configure multiple sources in a GRE destination profile ora DVMRP destination
profile.

. Example
host1(config-dest-profile)#tunnel source 11.11.11.11
. Use the no version to remove the source of a tunnel.

. See tunnel source.

Monitoring Dynamic IP Tunnels

You can monitor dynamic DVMRP and GRE tunnels by using the following commands.

show dvmrp destination profile
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. Use to display the configuration of DVMRP destination profiles.
. Field descriptions

. default dvmrp destination profile—Name of the modified default destination profile
on the system

. dvmrp destination profile—Name of the DVMRP destination profiles configured on
the system

. tunnel checksum—Status of tunnel checksum configuration; enabled or disabled

- tunnel sequence-datagrams—Status of tunnel sequence datagrams configuration;
enabled or disabled

. tunnel mtu—Value of the tunnel MTU

. ipsec transport mode—Status of IPSec transport mode configuration; enabled or
disabled

. tunnel mdt—Status of IPSec transport mode configuration; enabled or disabled

. profile—Name of the profile assigned for upper IP interfaces

. virtual router—Name of the transport virtual router assigned to the destination profile
. tunnel destination subnet—Value of the configured destination address subnet

. tunnel source—Value of the configured source address

. Example 1—Displays all destination profiles configured on the system

hostl#show dvmrp destination profile
default dvmrp destination profile global
dvmrp destination profile kanatal

dvmrp destination profile kanata2

3 dvmrp destination profiles found
the default destination profile is present

. Example 2—Displays a specific destination profile

hostl#show dvmrp destination profile kanatal
dvmrp destination profile kanatal

tunnel mtu 10240

ipsec transport mode disabled

tunnel mdt disabled

profile disabled

virtual router vril

tunnel destination subnet 10.0.0.0 255.0.0.0

tunnel source 1.1.1.1

tunnel source 1.1.1.2

tunnel source 1.1.1.3

. See show dvmrp destination profile.

show dvmrp tunnel
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. Use to display information about DVMRP tunnels.

. Toview detailed information about tunnels, specify the detail keyword.

. Toview the number of tunnels in a specific state, specify the state keyword and the
state of the tunnel (disabled, down, enabled, lower-down, not-present, up).

. Toview the state of a specific tunnel, specify a tunnel name.

. Toview the number of tunnels associated with that IP address, specify an IP address.

. To view the number of tunnels associated with an IP address on the virtual router,
specify an IP address with the virtual-router keyword and the name of the virtual router.

. Field descriptions

DVMRP tunnel—Name and state of the dynamic DVMRP tunnel:
. Up—Tunnel is operational

. Down—Tunnel is not operational

. not-present—Tunnel is not operational, because the hardware (such as a line
module) supporting the tunnel is inaccessible

Application—Name of the application that created the tunnel

Tunnel mtu—Value of the maximum transmission unit for the tunnel

Tunnel source address—IP address of the source of the tunnel

Tunnel destination address—IP address of the destination of the tunnel

Tunnel transport virtual router—Name of the virtual router associated with the tunnel
Tunnel mdt—Tunnel MDT state

Tunnel checksum option—State of the checksum feature: enabled or disabled

Tunnel sequence number option—State of the sequence number feature; enabled
or disabled

Tunnel up/down trap is enabled—Indicates whether or not the E Series router sends
traps to SNMP when the operational state of the tunnels changes

Tunnel server location—Location of the tunnel server in slot/port format (ERX7xx
models, ERX14xx models, and the ERX310 router) or slot/adapter/port format (E120
and E320 routers).

Tunnel secured by ipsec transport interface—IPSec interface that secures the tunnel.
Tunnel administrative state—Configured state of the tunnel: Up or Down
Statistics—Details of packets received or transmitted by the tunnel
packets—Number of packets received or transmitted by the tunnel

octets—Number of octets received or transmitted by the tunnel
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. discards—Number of packets not accepted by the tunnel

. Errors—Number of packets with errors received or transmitted by the tunnel

. Data rx—Received data

. Data tx—Transmitted data

. DVMRP tunnels found—Total number of DVMRP tunnels found

. Tunnels were created dynamic—Number of tunnels created dynamically

. Example 1—Displays three dynamic DVMRP tunnels

hostl:vrll#show dvmrp tunnel

DVMRP tunnel mvpn-dynamic-1 is
DVMRP tunnel mvpn-dynamic-2 is
DVMRP tunnel mvpn-dynamic-3 is

up
Up
Down

3 DVMRP tunnels found
3 tunnels were created dynamic

. Example 2—Displays the detail of a dynamically created DVMRP tunnel for the data

MDT application

hostl:vrll#show dvmrp tunnel detail mvpn-dynamic-1

DVMRP tunnel mvpn-dynamic-1 is Up

tunnel is dynamic

Application is MVPN

Tunnel operational configuration
Tunnel mtu is "5000°
Tunnel source address is "1.1.1.1"
Tunnel destination address is "2.2.2.2"
Tunnel transport virtual router is vrl
Tunnel mdt is disabled
Tunnel up/down trap is enabled
Tunnel-server location is 4/0
Tunnel administrative state is Up

Statistics packets octets
Data rx 0 0
Data tx 0 0

1 DVMRP tunnel found
1 tunnel was created dynamically

discards errors
0 0
0 0

. Example 3—Displays the detail of a dynamically created DVMRP tunnel for the Mobile

IP application

hostl:vril2#show dvmrp tunnel detail mobilelp-dynamic-1

DVMRP tunnel mobilelp-dynamic-1 is Up
tunnel is dynamic
Application is Mobile-IP
Tunnel operational configuration
Tunnel mtu is "5000"
Tunnel source address is "6.6.6.6"
Tunnel destination address is "3.3.3.3"
Tunnel transport virtual router is vrl
Tunnel mdt is disabled
Tunnel checksum option is disabled
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Tunnel sequence number option is disabled
Tunnel key is disabled

Tunnel up/down trap is enabled
Tunnel-server location is 670

Tunnel administrative state is Up

Statistics packets octets discards errors
Data rx 0 0 0 0
Data tx 0 0 0 0

« See show dvmrp tunnel.

show dvmrp tunnel summary
« Use to display a summary of information about DVMRP tunnels.
. Field descriptions
- Administrative status
- enabled—Tunnel is available for use

. disabled—Tunnel is not available for use

. Operational status
. up—Tunnel is operational

. down—Tunnel is not operational

. not-present—Tunnel is not operational, because the hardware (such as a line
module) supporting the tunnel is inaccessible

. Example

hostl#show dvmrp tunnel summary
Administrative status enabled disabled

1 0
Operational status up down not-present
1 0 0

« See show dvmrp tunnel.

show gre destination profile
. Use to display the configuration of GRE destination profiles.
. Field descriptions

. default gre destination profile—Name of the modified default destination profile on
the system

. gre destination profile—Name of the GRE destination profiles configured on the
system

. tunnel checksum—Status of tunnel checksum configuration; enabled or disabled

- tunnel sequence-datagrams—Status of tunnel sequence datagrams configuration;
enabled or disabled
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. tunnel mtu—Value of the tunnel MTU

- ipsec transport mode—Status of IPSec transport mode configuration; enabled or
disabled

. tunnel mdt—Status of IPSec transport mode configuration; enabled or disabled

. profile—Name of the profile assigned for upper IP interfaces

. virtual router—Name of the transport virtual router assigned to the destination profile
. tunnel destination subnet—Value of the configured destination address subnet

. tunnel source—Value of the configured source address

. Example 1—Displays all GRE destination profiles configured on the system

hostl#show gre destination profile
default gre destination profile global
gre destination profile bostonl

gre destination profile boston2

3 gre destination profiles found
the default destination profile is present

. Example 2—Displays a specific GRE destination profile used for dynamic IP tunnel
creation

hostl#show gre destination profile bostonl
gre destination profile bostonl

tunnel checksum disabled

tunnel sequence-datagrams disabled

tunnel mtu 10240

ipsec transport mode disabled

tunnel mdt disabled

profile kanata

virtual router vril

tunnel destination subnet 10.0.0.0 255.0.0.0

tunnel source 1.1.1.1

tunnel source 1.1.1.2

tunnel source 1.1.1.3

. Example 3—Displays a specific GRE destination profile used in a MVPN

hostl#show gre destination profile boston2
gre destination profile boston2

tunnel checksum disabled

tunnel sequence-datagrams disabled

tunnel mtu 10240

ipsec transport mode disabled

tunnel mdt profile kanata-mdt

profile kanata

virtual router vr2

tunnel destination subnet 224.0.0.0 255.0.0.0

tunnel source 1.1.1.1

tunnel source 1.1.1.2

tunnel source 1.1.1.3

. See show gre destination profile.
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show gre tunnel

Use to display information about a GRE tunnel or a list of GRE tunnels.

To view detailed information about tunnels, specify the detail keyword.

To view the number of tunnels in a specific state, specify the state keyword and the

state of the tunnel (disabled, down, enabled, lower-down, not-present, up).

To view the state of a specific tunnel, specify a tunnel name.
To view the number of tunnels associated with an IP address, specify an IP address.

To view the number of tunnels associated with an IP address on the virtual router,

specify an IP address with the virtual-router keyword and the name of the virtual router.
Field descriptions

GRE tunnel—Name and state of the dynamic GRE tunnel:

. Up—Tunnel is operational

. Down—Tunnel is not operational

. not-present—Tunnel is not operational, because the hardware (such as a line
module) supporting the tunnel is inaccessible

Application—Name of the application that created the tunnel

Tunnel mtu—Value of the maximum transmission unit for the tunnel

Tunnel source address—IP address of the source of the tunnel

Tunnel destination address—IP address of the destination of the tunnel

Tunnel transport virtual router—Name of the virtual router associated with the tunnel

Tunnel mdt—State of the tunnel MDT

Tunnel checksum option—State of the checksum feature: enabled or disabled

Tunnel sequence number option—State of the sequence number feature; enabled
or disabled

Tunnel up/down trap—Indicates whether or not the E Series router sends traps to
SNMP when the operational state of the tunnels changes, enabled or disabled

Tunnel server location—Location of the tunnel server in slot/port format (ERX7xx
models, ERX14xx models, and the ERX310 router) or slot/adapter/port format (E120
and E320 routers).

Tunnel is secured by ipsec transport interface—IPSec interface that secures the
tunnel.

Tunnel administrative state—Configured state of the tunnel: up or down

Statistics—Details of packets received or transmitted by the tunnel
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. packets—Number of packets received or transmitted by the tunnel

. octets—Number of octets received or transmitted by the tunnel

. discards—Number of packets not accepted by the tunnel

. Errors—Number of packets with errors received or transmitted by the tunnel
- Data rx—Received data

. Data tx—Transmitted data

- Tunnels found—Total number of GRE tunnels found

. Tunnels were created dynamic—Number of tunnels created dynamically

. Example 1—Displays three dynamic GRE tunnels

hostl:vrll#show gre tunnel

GRE tunnel mobilelp-dynamic-1 is Up
GRE tunnel mvpn-dynamic-2 is Up

GRE tunnel mvpn-dynamic-3 is Down

3 GRE tunnels found
3 tunnels were created dynamic

. Example 2—Displays the detail of a dynamically created GRE tunnel for the data MDT
application

hostl:vrll#show dvmrp tunnel detail mvpn-dynamic-1
GRE tunnel mvpn-dynamic-1 is Up
tunnel is dynamic
Application is MVPN
Tunnel operational configuration
Tunnel mtu is "5000"
Tunnel source address is "1.1.1.1"
Tunnel destination address is "2.2.2.2"
Tunnel transport virtual router is vrl
Tunnel mdt is disabled
Tunnel checksum option is disabled
Tunnel sequence number option is disabled
Tunnel up/down trap is enabled
Tunnel-server location is 4/0
Tunnel administrative state is Up

Statistics packets octets discards errors
Data rx 0 0 0 0
Data tx 0 0 0 0

1 GRE tunnel found
1 tunnel was created dynamically

. Example 3—Displays the detail of a dynamically created GRE tunnel for the Mobile IP
application

hostl:vri2#show gre tunnel detail mobilelp-dynamic-1
GRE tunnel mobilelp-dynamic-1 is Up

tunnel is dynamic

Application is Mobile-IP

Tunnel operational configuration
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Tunnel mtu is "5000*

Tunnel source address is "6.6.6.6"

Tunnel destination address is "3.3.3.3"

Tunnel transport virtual router is vrl

Tunnel mdt is disabled

Tunnel checksum option is disabled

Tunnel sequence number option is disabled

Tunnel key is disabled

Tunnel up/down trap is enabled

Tunnel-server location is 670

Tunnel administrative state is Up
Statistics packets octets

Data rx 0 0

Data tx 0 0

. See show gre tunnel.

show gre tunnel summary

discards errors

. Use to display a summary of information about GRE tunnels.

. Field descriptions

. Administrative status

enabled—Tunnel is available for use

disabled—Tunnel is not available for use

. Operational status

up—Tunnel is operational

down—Tunnel is not operational

not-present—Tunnel is not operational, because the hardware (such as a line
module) supporting the tunnel is inaccessible

. Example

hostl#show gre tunnel summary
Administrative status enabled disabled
3 0
Operational status up down
3 0

« See show gre tunnel.

not-present
0
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IP Reassembly for Tunnels

This chapter describes IP packet reassembly for tunneled protocols on E Series routers;
it contains the following sections:

« Overview on page 269

« Platform Considerations on page 270

« Configuring IP Reassembly on page 271

« Monitoring IP Reassembly on page 272

Overview

Tunneling protocols provide a method of forwarding packets of a particular protocol
through a network of a different protocol type. For example, L2TP can transport a protocol
such as PPP through a routed IP network. This capability requires a pair of devices that
define the endpoints of the tunnel. Packets entering the tunnel are processed and
encapsulated at the ingress endpoint, and packets exiting the tunnel are processed and
de—encapsulated at the egress endpoint.

When packets are tunneled through an IP network, simple IP forwarding is performed.
The IP forwarding process might fragment packets in the tunnel. Tunnel processing
requires each packet to exit the tunnel in the same form in which it entered. Fragmented
packets that are not reassembled before the tunnel egress processing are dropped.

For example, in Figure 21 on page 270, traffic is tunneled through an IP network that has
four hops. Because the MTU of the link between routers B and C is smaller than that of
previous hops, some packets are fragmented. Router D must reassemble the packets
before tunnel egress processing and de-encapsulation are performed.

For more information about configuring tunnel-service interfaces, see Managing Tunnel
Service and IPSec Service Interfaces in JunosE Physical Layer Configuration Guide.
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Figure 21: Tunneling Through an IP Network That Fragments Packets
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Platform Considerations

For information about modules that support IP reassembly on the ERX7xx models,
ERX14xx models, and the ERX310 Broadband Services Router:

« See ERX Module Guide, Table 1, Module Combinations for detailed module specifications.
« See ERX Module Guide, Appendix A, Module Protocol Support for information about the
modules that support IP reassembly.

Forinformation about modules that support IP reassembly on the E120 or E320 Broadband
Services Router:

. See F120 and E320 Module Guide, Table 1, Modules and IOAs for detailed module
specifications.

« See E120 and E320 Module Guide, Appendix A, IOA Protocol Support for information
about the modules that support IP reassembly.

Module Requirements

The types of modules that support IP reassembly for tunnel packets depend on the type
of E Series router that you have.

ERX7xx Models, ERX14xx Models, and the ERX310 Router

To configure IP reassembly on ERX7xx models, ERX14xx models, and the ERX310 router,
you must install one of a Service Module (SM), an IPSec Service line module (ISM), or a
module that supports the use of shared tunnel-server ports. With these modules, an ERX
router can perform reassembly of IP packets that it receives on DVMRP, GRE, IPSec, and
L2TP tunnels.

Because IP reassembly is required only on tunnel egress packets, the router performs
reassembly only on packets in which the IP destination address is local to the router and
in which the underlying protocol is one of the supported tunneling protocols.

SMs provide dedicated tunnel-server ports that are always configured on the module.
Unlike other line modules, SMs, and ISMs do not pair with corresponding I/0 modules
that contain ingress and egress ports. Instead, they receive data from and transmit data
to other line modules with access to ingress and egress ports on their own associated
I/0 modules.
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You can also create tunnels on router modules that support shared tunnel-server ports.
You can configure (provision) a shared tunnel-server port to use a portion of the module's
bandwidth to provide tunnel services. For a list of the modules that support shared
tunnel-server ports, see the ERX Module Guide.

Forinformation about configuring tunnel services on dedicated and shared tunnel-server
ports, see Managing Tunnel Service and IPSec Service Interfaces in Junosk Physical Layer
Configuration Guide.

E120 Router and E320 Router

To configure IP reassembly on an E120 router or an E320 router, you must install an ES2
4G line module (LM) with an ES2-S1 Service I/0 adapter (IOA), or an IOA that supports
the use of shared tunnel-server ports. For information about installing modules in these
routers, see the E120 and 320 Hardware Guide.

The combination of an ES2 4G LM with an ES2-S1 Service IOA provides a dedicated
tunnel-server port that is always configured on the IOA. Unlike SMs, the ES2 4G LM
requires the ES2-S1 Service IOA to condition it to receive and transmit data to other line
modules. The ES2-S1 Service IOA also does not have ingress or egress ports.

You can also configure IP reassembly on IOAs that support shared tunnel-server ports.
You can configure (provision) a shared tunnel-server port to use a portion of the IOA's
bandwidth to provide tunnel services. For a list of the IOAs that support shared
tunnel-server ports, see the E120 and 320 Module Guide.

For information about configuring tunnel services on dedicated and shared tunnel-server
ports, see Managing Tunnel Service and IPSec Service Interfaces in JunosE Physical Layer
Configuration Guide.

Configuring IP Reassembly

ip tunnel reassembly

You can enable IP reassembly on a virtual router basis. Also, on a systemwide basis, you
can control how the router handles verification of sequence numbers in data packets
that it receives on L2TP tunnels.

. Use to enable the reassembly of fragmented IP tunnel packets that are received on
the current virtual router.

« You configure tunnel reassembly on VPN routing and forwarding routers independent
of the tunnel reassembly configuration on the parent virtual router.

. Example—Enables reassembly for virtual router vr12 and disables reassembly for virtual
router vr8

hostl:vr12(config)#ip tunnel reassembly
hostl:vr12(config)#virtual-router vr8
hostl:vr8(config)#no ip tunnel reassembly

. Use the no version to return IP tunnel reassembly to the default, disabled.

« Seeip tunnel reassembly.
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[2tp ignore-receive-data-sequencing

. Use to prevent sequence number verification for data packets received on all L2TP
tunnelsin the router. This command does not affect the insertion of sequence numbers
in packets sent from the router.

. If you are using IP reassembly, we recommend that you set up the router to ignore
sequence numbers in received data packets. Because IP reassembly can reorder L2TP
packets, out-of-order packets can be dropped if sequence numbers are being used on
L2TP data packets.

. Example
hostl1(config)#12tp ignore-receive-data-sequencing

. Use the no version to cause the router to verify sequence numbers on received L2TP
data packets.

. See [2tp ignore-receive-data-sequencing.

Monitoring IP Reassembly

This section describes how to set a statistics baseline for tunnel reassembly statistics
and how to display reassembly statistics.

Setting Statistics Baselines

You can use the baseline ip tunnel-reassembly command to set a statistics baseline
for tunnel reassembly statistics on the current virtual router. The router implements the
baseline by reading and storing the statistics at the time the baseline is set and then
subtracting this baseline whenever you retrieve baseline-relative statistics.

baseline ip tunnel-reassembly

Displaying Statistics

. Use to set a statistics baseline for tunnel reassembly statistics on the current virtual
router.

. To display reassembly statistics relative to the baseline, use the show ip tunnel
reassembly statistics command with the delta keyword. For information about
displaying baselined statistics, see “show ip tunnel reassembly statistics” on page 273.

. Example
hostl:.vr2#baseline ip tunnel-reassembly
. Thereis no no version.

. See baseline ip tunnel-reassembly.

The router keeps several statistics that are useful for diagnostic purposes. These statistics
are organized by virtual router, and some are broken out by protocol as well. You can
display statistics for a single virtual router or for all virtual routers. You can also display
statistics relative to a baseline.
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show ip tunnel reassembly statistics

Use to display tunnel reassembly statistics.

To display statistics in brief form for the current virtual router, use the command with

no keywords.

To display statistics for all virtual routers, include the all keyword.
To display detailed statistics, include the detail keyword.

To display statistics relative to a baseline set with the baseline ip tunnel-reassembly
command, include the delta keyword.

Field descriptions

. Tunnel IP Reassembly—Status of the IP reassembly feature: enabled, disabled

. Total Fragments Received—Number of total fragments received for all tunneling

protocols

. Total Packets Reassembled—Number of packets reassembled; detailed display

includes number of packets reassembled for each protocol; Control/Otherincrements
for packets that are reassembled on a Tunnel Service module but are not forwarded,
and instead sent to the SRP module

. Reassembly Errors or Total Reassembly Errors—Number of errors in completing

reassembly; detailed display includes types of reassembly errors

. Reassembly Discards—Number of packets discarded because they were not

reassembled

. Reassembly Disabled Discards—Number of fragmented packets received when IP

tunnel reassembly is disabled on the virtual router

Example 1—Shows reassembly statistics for the default virtual router
hostil#show ip tunnel reassembly statistics
Tunnel 1P Reassembly Statistics for Virtual Router: default

Tunnel IP Reassembly enabled
Total Fragments Received: 15
Total Packets Reassembled:
Reassembly Errors:
Reassembly Discards:

o o wm

Example 2—Shows detailed reassembly statistics for the default virtual router
hostl#show ip tunnel reassembly statistics detail
Tunnel IP Reassembly Statistics for Virtual Router: default

Tunnel IP Reassembly enabled
Total Fragments Received: 15
Total Packets Reassembled:
L2TP:
GRE:
I1PSec:
Control/Other:

S oo uwu
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Total Reassembly Errors:
Fragmentation Errors:
Too Many Fragments:
Out of Resources:
Packet Too Big:
Reassembly Timeout:

[elNeleolNeolNoNe]

Reassembly Disabled Discards:

o

. Example 3—Shows reassembly statistics for virtual router vr2 before and after setting
a statistics baseline

The following command shows reassembly statistics for vr2 before setting the baseline.
hostl:vr2#show ip tunnel reassembly statistics
Tunnel IP Reassembly Statistics for Virtual Router: vr2

Tunnel IP Reassembly enabled

Total Fragments Received: 45
Total Packets Reassembled: 15
Reassembly Errors: 0
Reassembly Discards: 0

The following command sets a baseline for reassembly statistics on vr2.
hostl:vr2#baseline ip tunnel-reassembly
The following command shows reassembly statistics relative to the baseline before
new packets arrive at the router for reassembly.
hostl:vr2#show ip tunnel reassembly statistics delta
Tunnel IP Reassembly Statistics for Virtual Router: vr2

Tunnel IP Reassembly enabled
Total Fragments Received:
Total Packets Reassembled:
Reassembly Errors:
Reassembly Discards:

O O OO

The following command shows reassembly statistics relative to the baseline as new
packets start arriving at the router for reassembly.

hostl:vr2#show ip tunnel reassembly statistics delta
Tunnel 1P Reassembly Statistics for Virtual Router: vr2

Tunnel 1P Reassembly enabled
Total Fragments Received: 15
Total Packets Reassembled:
Reassembly Errors:
Reassembly Discards:

o owu

. See show ip tunnel reassembly statistics.
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Securing L2 TP and IP Tunnels with IPSec

Overview

This chapter describes how to secure generic routing encapsulation (GRE), Distance
Vector Multicast Routing Protocol (DVMRP), and Layer 2 Tunneling Protocol (L2TP)
tunnels with IP Security (IPSec) onyour E Series router. It contains the following sections:
« Overview on page 275

« Platform Considerations on page 276

« References on page 276

« L2TPF/IPSec Tunnels on page 277

« GRE/IPSec and DVMRF/IPSec Tunnels on page 288

« Configuring IPSec Transport Profiles on page 289

« Monitoring DVMRP/IPSec, GRE/IPSec, and L2TP/IPSec Tunnels on page 294

Tunnel Creation

You can provide additional security to L2TP and IP tunnels by protecting them with an
|IPSec transport connection. Secure IP interfaces are virtual IP interfaces that are
configured to provide confidentiality and authentication services for the traffic flowing
through the interface; that traffic can be L2TP, GRE, and DVMRP tunnel traffic. See
“Configuring IPSec” on page 119 for detailed information about IPSec.

GRE, DVMRP, and L2TP over IPSec provide security only between tunnel endpoints; they
do not provide end-to-end security. For end-to-end security, you need additional security
for the connection beyond the router.

ERX routers can have both unsecured GRE, DVMRP, and L2TP tunnels and tunnels that
are secured by IPSec. However, unsecured L2TP tunnels are not allowed on the ISM. You
use the following commands to create a secure tunnel:

« L2TP tunnels—Use the enable ipsec transport command in the L2TP destination
profile

« GRE and DVMRP tunnels—Use the ipsec-transport keyword in the interface tunnel
command
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IPSec Secured-Tunnel Maximums

See JunosE Release Notes, Appendix A, System Maximums corresponding to your software
release for information about the maximum number of GRE/IPSec, DVMRP/IPSec, and
L2TP/IPSec connections supported on E Series routers.

Platform Considerations

For information about modules that support L2TP and IP tunnels with IPSec on the
ERX7xx models, ERX14xx models, and the ERX310 Broadband Services Router:

. See LNS and LAC support in ERX Module Guide, Table 1, Module Combinations for
detailed module specifications.

« See LNS and LAC support in ERX Module Guide, Appendix A, Module Protocol Support
for information about the modules that support LNS and LAC.

For information about modules that support L2TP and IP tunnels with IPSec on the E120
and E320 Broadband Services Routers:

. See LNS and LAC support in E120 and E320 Module Guide, Table 1, Modules and I0As
for detailed module specifications.

« See LNS and LAC support in E120 and E320 Module Guide, Appendix A, IOA Protocol
Support for information about the modules that support LNS and LAC.

Module Requirements

References

To create IPSec-secured tunnels, you must install an IPSec Service module (ISM) in the
ERXrouter. The ISMis a security gateway and functions as one of the endpoints for secure
tunnels. The tunnel endpoints are the tunnel source and the tunnel destination |P
addresses. For an L2TP/IPSec tunnel, the source is the L2TP network server (LNS) and
the destination is the L2TP access concentrator (LAC).

For information about installing ISMs in the ERX routers, see the ERX Hardware Guide.

For more information about the protocols for securing L2TP and IP tunnels with IPSec,
consult the following resources:

« RFC 2401—Security Architecture for the Internet Protocol (November 1998)
« RFC 2661—Layer Two Tunneling Protocol “ L2TP” (August 1999)
« RFC 3193—Securing L2TP using IPSec (November 2001)

« RFC 3715—IPsec-Network Address Transation (NAT) Compatibility Requirements
(March 2004)
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« Negotiation of NAT-Traversal in the IKE—draft-ietf-ipsec-nat-t-ike-08.txt (July 2004
expiration)

« UDP Encapsulation of IPsec ESP Packets—draft-ietf-ipsec-udp-encaps-09.txt
(November 2004 expiration)

0 NOTE: IETF drafts are valid for only 6 months from the date of issuance. They must be
considered as works in progress. Please refer to the IETF Web site at http://www.ietf.org
for the latest drafts.

For additional configuration information, see:

“Configuring IPSec” on page 119

“Configuring Digital Certificates” on page 205

“Configuring IP Tunnels” on page 237
L2TP Overview

L2TP/IPSec Tunnels

L2TP/IPSec remote access allows clients to connect to a corporate VPN over the public
Internet with a secure connection. The L2TP tunnel runs on top of an IPSec transport
mode connection. The secure tunnel runs from the client PC to the E Series router that
terminates the secure tunnel. For example, using L2TP with IPSec enables B-RAS clients
to securely connect to a corporate or other VPN in addition to using another unsecured
connection to the Internet, depending on the client software capabilities.

On the router side of the L2TP connection, the E Series router acts as the LNS. On the
PC client side of the connection, the client acts as the LAC and runs the L2TP/IPSec
client software on supported platforms. (For a list of the supported platforms, see “Client
Software Supported” on page 279.) Both sides of the connection run IPSec in transport
mode with Encapsulating Security Payload (ESP) encryption and authentication.

In the model shown in Figure 22 on page 278, a client PC connects to its local provider,
who gives the client a public IP address. Using the public IP address, the client PC initiates
an IPSec connection toward the L2TP/IPSec gateway for the private network that it
wants to connect to. After establishing the IPSec connection, the client establishes an
L2TP tunnel to the same L2TP/IPSec gateway, which provides the client with another
IPinterface to access the private network it is connecting to. The L2TP tunnel is completely
protected by the IPSec connection established earlier.
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Figure 22: L2TP with IPSec Application
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Setting Up the Secure L2TP Connection

Figure 23 on page 278 gives an overview of the process used to set up a secure connection
between the client PC and an E Series router that is acting as a VPN provider.

Figure 23: L2TP/IPSec Connection

ﬂ <«—1. First IP |nterface—‘ I
2 IKEandIPSecSAs_______ VPN provider

-I r
H 3. Secure IP interface >/

To set up the secure connection shown in Figure 23 on page 278:

Content

9013308

1. Obtain an IP address from your ISP, using a normal B-RAS termination.

2. IKE signals a security association (SA) between the client PC and the E Series router
that is acting as a VPN provider.

. SAs are established to secure data traffic.

« The IPSec connection secures L2TP traffic.

3. SetupanL2TP tunnel and session between the client PC (the LAC) and the E Series
router (the LNS).

The tunnel runs over the SAs that IKE established.

L2TP with IPSec Control and Data Frames

L2TP and IPSec define control and data messages used for L2TF/IPSec. Figure 24 on
page 279 shows an L2TP control frame encapsulated by IPSec. The shaded area shows
the encrypted portion of the frame.
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Figure 24: L2TP Control Frame Encapsulated by IPSec
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Figure 25 on page 279 is an L2TP data frame encapsulated by IPSec. The shaded area
shows the encrypted portion of the frame.

Figure 25: L2TP Data Frame Encapsulated by IPSec
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Compatibility and Requirements

This section covers various compatibility issues and requirements for the L2TP/IPSec
traffic.

Client Software Supported

The L2TP/IPSec software supports the following client PC operating systems and L2TP
and IPSec applications:

« Windows 2000 and Windows XP running built-in IPSec VPN software
« Microsoft L2TP/IPSec VPN client for Windows NT, Windows 98, and Windows Me
. SafeNet client software

« Mac OS X version 10.3 or higher

Interactions with NAT

There are two ways that you can configure E Series routers to interact with Network
Address Translation (NAT) devices in the network:

« Configure the router to run in NAT passthrough mode by using the application
|2tp-nat-passthrough command. For information, see “NAT Passthrough Mode” on
page 280.

« Configure the virtual router to enable NAT Traversal (NAT-T) by using the ipsec option
nat-t command. For information, see “NAT Traversal” on page 280.

Interaction Between IPSec and PPP

PPP defines the Compression Control Protocol (CCP) and the Encryption Control Protocol
(ECP) modes. These modes are currently not supported in the E Series router. There is
no interaction related to encryption directives between IPSec and PPP.
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A

LNS Change of Port

In the L2TP world, the LNS is allowed to change its port number; this functionality is
currently not supported in ERX routers. IPSec allows only port 1701 to be used for
L2TP/IPSec tunnels. However, the LAC is allowed to use any source port it desires.

Group Preshared Key

Group preshared keys allow the provisioning of secure remote access by means of
L2TP/IPSec to networks that do not use a certificate authority (CA) to issue certificates.
A group preshared key is associated with a local IP address in the E Series router and is
used to authenticate L2TP/IPSec clients that target this IP address as their VPN server
address.

CAUTION: Group preshared keys are not fully secure, and we recommend that you use
digital certificates in place of group preshared keys. Group preshared keys are open to
man-in-the-middle attacks. To reduce this risk, the ERX routers accept only IPSec
connections that specify L2TP traffic selectors for security associations (SAs) that are
negotiated over IKE connections authenticated with group preshared keys.

NAT Passthrough Mode

NAT Traversal

NAT devices can change the IP address and port number of a traversing IP packet.
Encrypted frames, in which an ESP header follows the IP header, may or may not get
through the NAT device.

You can set up the router to run in NAT passthrough mode, which causes the router to
not check UDP checksums. The reason is that a NAT device may change the IP address
while the UDP header is encrypted. In this case, the UDP checksum cannot be recalculated.
Not checking UDP checksums does not compromise security, because IPSec protects
UDP with an authentication algorithm far stronger than UDP checksums. To set up the
router to run in NAT passthrough mode, use the application [2tp-nat-passthrough
command.

We recommend that you configure the router to use NAT passthrough mode when the
NAT device provides a feature commonly known as IPSec passthrough.

For information about configuring NAT passthrough mode as part of an IPSec transport
profile, see “Configuring IPSec Transport Profiles” on page 289.

Using NAT passthrough mode is an adequate solution when a single remote user located
behind a NAT device needs secure access to an E Series router. However, NAT passthrough
mode does not support secure access to the router by multiple remote users at locations
such as hotels or airports where a NAT device resides between the router and the remote
users. In addition, NAT passthrough mode does not provide secure access for groups of

remote users at corporate locations where a NAT device resides between the company's
intranet and the public IP network.
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To allow secure router access for multiple remote hosts located behind a NAT device,
the router supports a set of IETF standards collectively known as NAT Traversal (NAT-T).
Fora list of the individual standards that NAT-T comprises, see “References” on page 276

How NAT-T Works

By default, NAT-T isenabled on every virtual router configured on the system. With NAT-T
enabled, IPSec traffic flows transparently through a NAT device, thereby allowing one
or more remote hosts located behind the NAT device to use secure L2TP/IPSec tunnel
connections to access the router.

After NAT-T is enabled on a specific virtual router, either by default or by using the ipsec
option nat-t command, the router performs the following actions, in this order:

1. The router monitors the exchange of private vendor ID (VID) payloads between the
client PC and the E Series router during the IKE SA negotiation to determine whether
both sides of the negotiation support NAT-T.

2. If both sides of the negotiation support NAT-T, the router detects whether a NAT
device resides between the IPSec remote peers.

3. If a NAT device is detected between the remote peers, the router negotiates the
appropriate type of UDP encapsulation as part of the IKE SA and uses this
encapsulation method to process the IPSec traffic.

The ipsec option nat-t command affects only those IKE SAs negotiated on the virtual
router after the command is issued. The command has no effect on IKE SAs that were
previously negotiated.

UDP Encapsulation

As part of the IKE SA negotiation process, the router automatically negotiates UDP
encapsulation for L2TP/IPSec control and data frames.

When NAT-T is enabled, L2TPF/IPSec control frames and data frames are wrapped in an
additional NAT-T UDP header that enables data to flow transparently through the NAT
device. The NAT device can translate the IP address of the source port associated with
the NAT-T UDP header, whereas the IPSec ESP header does not have a source port that
the NAT device can translate.

Figure 26 on page 281 shows an L2TP control frame encapsulated with a NAT-T UDP
header. The shaded area shows the portion of the frame that is encrypted by IPSec.

Figure 26: L2TP Control Frame with NAT-T UDP Encapsulation
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Figure 27 on page 282 shows an L2TP data frame encapsulated with a NAT-T UDP header.
The shaded area shows the portion of the frame that is encrypted by IPSec.

Figure 27: L2TP Data Frame with NAT-T UDP Encapsulation
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Additionally, IKE packets transmitted during the IKE SA negotiation process are
encapsulated with a NAT-T UDP header, and include a non-ESP marker to distinguish
them from standard ESP control and data frames. Figure 28 on page 282 shows an IKE
packet encapsulated with a NAT-T UDP header.

Figure 28: IKE Packet with NAT-T UDP Encapsulation

e || e | B ke ke e
header header | marker trailer
L1 o
Encapsulates IKE 3
packet for NAT-T S

Only frames that use the ESP encryption and authentication protocol can be
UDP-encapsulated. Frames that use authentication header (AH) cannot be
UDP-encapsulated; therefore, NAT-T is not supported for L2TP/IPSec connections that
use AH.

For more detailed information about encapsulation and other IPSec security parameters,
see “Configuring IPSec” on page 119.

UDP Statistics

When NAT-T is enabled, UDP-encapsulated IPSec packets arriving and leaving the router
look like standard UDP packets. However, the router does not forward these packets to
and from the SRP module, as it does for other UDP packets. As a result, the UDP statistics
maintained by the SRP module do not reflect UDP-encapsulated IPSec packets.

NAT Keepalive Messages
The router does not generate NAT keepalive messages. The following reasons explain

why this behavior does not generally pose problems for remote users.

« The primary application for using NAT-T is enabling secure L2TP/IPSec access to an
E Series router for remote hosts located behind a NAT device. The L2TP protocol has
its own keepalive mechanism that is sufficient for keeping NAT entries alive.

« In most NAT configurations, an ERX router does not operate behind the NAT device,
thereby making the generation of keepalive messages unnecessary.

If the router receives NAT keepalive messages as part of the L2TF/IPSec traffic flow, it
discards these messages at the ingress line module on which the messages were received.
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Single-Shot Tunnels

Configuring and Monitoring NAT-T

For instructions on configuring and monitoring NAT-T, see the sections listed in Table 17
on page 283.

Table 17: Configuration and Monitoring Tasks for NAT-T

Task Command See Section

Enabling and disabling NAT-T on a ipsec option nat-t “Configuring NAT-T” on page 286
virtual router

Displaying information about the show ipsec option “Monitoring DVMRP/IPSec,
current NAT-T setting on a virtual GRE/IPSec, and L2TF/IPSec
router Tunnels” on page 294

Displaying information aboutthe IKE  show ipsec ike-sa “Monitoring DVMRF/IPSec,
SA negotiation when NAT-T is GRE/IPSec, and L2TF/IPSec
enabled Tunnels” on page 294

You can use the single-shot-tunnel command in L2TP Destination Profile Host
Configuration mode to configure a single-shot L2TP tunnel. Although configuration of
single-shot tunnels is more typically used with secure L2TP/IPSec tunnels, as described
in this chapter, you can also configure single-shot tunnels for nonsecure L2TP tunnels
that do not run over an IPSec connection.

A single-shot tunnel has the following characteristics:

« The L2TP tunnel can carry no more than a single L2TP session for the duration of its
existence.

« The routerignores the idle timeout period for single-shot tunnels. This means that as
soon a single-shot tunnel's session is removed, the single-shot tunnel proceeds to
disconnect.

- The following characteristics apply only to secure L2TP/IPSec single-shot tunnels:

- The underlying IPSec connection for a single-shot tunnel can carry no more than a
single L2TP tunnel for the duration of its existence.

- The router disconnects the underlying IPSec transport connection for a single-shot
tunnel at the beginning of the destruct timeout period instead of waiting until the
destruct timeout period expires.

For L2TP/IPSec single-shot tunnels, as soon as the tunnel or its single session fails
negotiations or disconnects, the router prevents any further L2TP tunnels or L2TP sessions
from connecting, and requires that a new IPSec connection be established for any
subsequent connection attempts.

Table 18 on page 284 describes the differences between how the router handles the idle
timeout period (configured with the [12tp tunnelidle-timeout command) and the destruct
timeout period (configured with the 12tp destruct-timeout command) for standard
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L2TP/IPSec tunnels and for single-shot L2TP/IPSec tunnels when the last remaining
tunnel session has been disconnected.

Table 18: Differences in Handling Timeout Periods for L2TP/IPSec Tunnels

Timeout Standard L2TP/IPSec Tunnels Single-Shot L2TP/IPSec

Period (Not Single-Shot) Tunnels

|dle timeout The tunnel persists until the idle timeout The routerignores the idle timeout
period period expires. If a new L2TP session is period.

created before the idle timeout period
expires, the tunnel persists to carry thenew  This behavior prevents a

session and any subsequent sessions that  single-shot tunnel from passing
are established. traffic after its single L2TP session

is disconnected.
When the idle timeout period expires, the
router disconnects the tunnel.

Destruct The router signals the underlying IPSec The router signals the underlying
timeout transport connection to disconnect when IPSec transport connection to
period the destruct timeout period expires. disconnect at the beginning of the

destruct timeout period.

For information about configuring L2TP/IPSec single-shot tunnels on the router, see
“Configuring Single-Shot Tunnels” on page 287.

Configuration Tasks for Client PC

To set up client PCs, you need to:

1.

Create an IPSec security policy to secure L2TP traffic to the E Series router.
Get a certificate for the client or set up preshared keys.
Create a VPN connection to the router.

Log the client in to the E Series router.

Configuration Tasks for E Series Routers

The main configuration tasks for setting up L2TP/IPSec are:

1.

2.

Set up IP connectivity to L2TP clients; for example, PPPoE, DHCP, or static IP.

Set up digital certificates on the router, or configure preshared keys for IKE
authentication.

. Toset up digital certificates, see “Configuring Digital Certificates” on page 205.

. To set up preshared keys, see “Configuring IPSec Parameters” on page 139 in
“Configuring IPSec” on page 119.

Create IPSec policies. See “Defining an IKE Policy” on page 148 in “Configuring IPSec”

on page 119.

Configure RADIUS authentication and accounting. See JunosE Broadband Access
Configuration Guide.
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Configure L2TP destination profiles. See the next section, “Enabling IPSec Support
for L2TP” on page 285.

Configure NAT-T on the virtual router. See “Configuring NAT-T” on page 286.

Configure single-shot L2TP/IPSec tunnels. See “Configuring Single-Shot Tunnels”
on page 287.

Configure IPSec transport profiles. See “Configuring IPSec Transport Profiles” on
page 2809.

Enabling IPSec Support for L2TP

enable ipsec-transport

[2tp destination profile

To configure an L2TP destination profile:

Create a destination profile that defines the location of the LAC, and access L2TP
Destination Profile Configuration mode.

host1(config)#|2tp destination profile boston4 ip address 0.0.0.0
host1(config-12tp-dest-profile)#

Define the L2TP host profile, and enter L2TP Destination Profile Host Configuration
mode.

host1(config-12tp-dest-profile) #remote host default
host1(config-12tp-dest-profile-host)#

Specify that for L2TP tunnels associated with this destination profile, the router
accept only tunnels protected by IPSec.

host1(config-12tp-dest-profile-host)#enable ipsec-transport
(Optional) Assign a profile name for a remote host.
host1(config-12tp-dest-profile-host)#profile georgeProfilel
Specify the local IP address to be used in any packets sent to the LAC.
host1(config-12tp-dest-profile-host)#local ip address 10.0.0.1

For information about other L2TP destination profile commands, see LNS Configuration
Prerequisites.

Use to specify that the router accept only L2TP tunnels protected by an IPSec transport
connection.

Example
host1(config-12tp-dest-profile-host) #enable ipsec-transport
Use the no version to disable IPSec transport mode.

See enable ipsec-transport.
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i

Configuring NAT-T

ipsec option nat-t

. Use to create the destination profile that defines the location of the LAC and to access
L2TP Destination Profile Configuration mode.

. If novirtual router is specified, the current virtual router context is used.

. If the destination addressis 0.0.0.0, then any LAC that can be reached via the specified
virtual router is allowed to access the LNS. If the destination address is nonzero, then
it must be a host-specific IP address.

. The router supports up to 4,000 L2TP destination profiles.
. Example

hostl:boston(config)#12tp destination profile boston ip address 10.10.76.12
hostl:boston(config-12tp-dest-profile) #

. Use the no version to remove the L2TP destination profile and all of its host profiles.

NOTE: If you remove a destination profile, all tunnels and sessions using that profile
will be dropped.

. See [2tp destination profile.

To configure NAT-T on the current virtual router:

1. Select the name of the virtual router you want to configure.

host1(config)#virtual-router westford
hostl:westford(config)#

2. Enable NAT-T for the current virtual router.

hostl:westford(config)#ipsec option nat-t

. Use to enable NAT-T for the current virtual router.

. With NAT-T enabled, IPSec traffic flows transparently through a NAT device, thereby
allowing one or more remote hosts located behind the NAT device to use secure
L2TP/IPSec tunnel connections to access the router.

. Theipsec option nat-t command affects only those IKE SAs negotiated on this virtual
router after the command is issued; it has no effect on previously negotiated IKE SAs.

. Example
hostl:sunnyvale(config)#ipsec option nat-t
. Use the no version to disable NAT-T for the current virtual router.

« Use the default version to restore the default NAT-T setting on the virtual router,
enabled.

. See ipsec option nat-t.
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Configuring Single-Shot Tunnels

single-shot-tunnel

To configure a single-shot L2TP/IPSec tunnel:

1. Create an L2TP destination profile, which defines the location of the LAC. The 12tp

destination profile command accesses L2TP Destination Profile Configuration mode.

host1(config)#12tp destination profile boston4 ip address 0.0.0.0
host1(config-12tp-dest-profile)#

2. Create an L2TP host profile, which defines the attributes that the router, acting as

the LNS, uses when communicating with the LAC. The remote host command
accesses L2TP Destination Profile Host Configuration mode.

host1(config-12tp-dest-profile) #remote host default
host1(config-12tp-dest-profile-host)#

3. Specify that, for L2TP tunnels associated with this host profile, the router accept

only tunnels protected by IPSec.
host1(config-12tp-dest-profile-host)#enable ipsec-transport
4. Specify that the L2TP tunnels associated with this host profile are single-shot tunnels.
host1(config-12tp-dest-profile-host) #single-shot-tunnel
5. (Optional) Configure other attributes for the L2TP host profile.

6. (Optional) Use the show [2tp destination profile command to verify configuration
of the single-shot tunnel for a particular L2TP host profile.

For information about how to use this command, see “show [2tp destination profile”
on page 300.

For information about the other commands you can use to configure L2TP destination
profiles and L2TP host profiles, see LNS Configuration Prerequisites.

« Use to configure the L2TP/IPSec tunnels associated with a particular L2TP host profile

as single-shot tunnels.

. Asingle-shot tunnel can carry no more than a single L2TP session for the duration of

its existence.

. The routerignores the idle timeout period for single-shot tunnels.

. The following characteristics apply only to secure L2TF/IPSec single-shot tunnels:

- The underlying IPSec connection for a single-shot tunnel can carry no more than a
single L2TP tunnel for the duration of its existence.

. The router disconnects the underlying IPSec transport connection for a single-shot
tunnel at the beginning of the destruct timeout period instead of waiting until the
destruct timeout period expires.

. Asingle-shot tunnel does not persist beyond its last connected L2TP session. As a
result, using single-shot L2TP/IPSec tunnels instead of the default (standard) tunnel
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behavior provides better protection against a brute force attack that makes multiple,
simultaneous authentication attempts.

. Example
host1(config-12tp-dest-profile-host) #single-shot-tunnel

. Use the no version to restore the default behavior for L2TP/IPSec tunnels, which
disables the single-shot attribute.

. See single-shot-tunnel.

GRE/IPSec and DVMRP/IPSec Tunnels

In GRE/IPSec or DVMRPF/IPSec connections, E Series routers can act as source and
destination endpoints of the secure tunnel. Both sides of the connection run IPSec in
transport mode with Encapsulating Security Payload (ESP) encryption and authentication.

In a GRE/IPSec or DVMRP/IPSec connection, the E Series router initiates an IPSec
connection with a remote router. After establishing the IPSec connection, the E Series
router establishes a GRE or DVMRP tunnel to the remote router. The tunnel is completely
protected by the IPSec connection.

Setting Up the Secure GRE or DVMRP Connection

In Figure 29 on page 288, a secure GRE/IPSec connection is set up between two E Series
routers. To set up the secure connection:

1. Set up the IPSec connection between the two routers. IKE signals a security
association (SA) between the two IPSec tunnel endpoints.

Two unidirectional SAs are established to secure data traffic.

2. Set up a GRE tunnel between the two routers.

The GRE tunnel now runs over the SAs that IKE established.

Figure 29: GRE/IPSec Connection

Destination

T

9013392

Configuration Tasks

The main configuration tasks for setting up GRE or DVMRP over IPSec on E Series routers
are:
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« Setupthe GRE or DVMRP tunnel, specifying the virtual router and destination address,
and enabling IPSec support. See “Configuring IP Tunnels” on page 237.

. Set up digital certificates on the router, or configure preshared keys for IKE
authentication.

- To set up digital certificates, see “Configuring Digital Certificates” on page 205.

- To set up preshared keys, see “Configuring IPSec Parameters” on page 139 in
“Configuring IPSec” on page 119.

« Create IPSec policies. See “Defining an IKE Policy” on page 148 in “Configuring IPSec”
on page 119.

. Configure IPSec transport profiles. See “Configuring IPSec Transport Profiles” on
page 2809.

Enabling IPSec Support for GRE and DVMRP Tunnels

interface tunnel dvmrp

interface tunnel gre

To create GRE/IPSec and DVMRP/IPSec tunnels, use the ipsec-transport keyword with
the interface tunnel command.

. Use with the ipsec-transport keyword to create a GRE or DVMRP tunnel that is
protected with IPSec in transport mode.

NOTE: After you create a clear GRE or DVMRP tunnel, you cannot convert it to an
IPSec-secured tunnel, or vice versa. You must delete the tunnel configuration, then
reconfigure the tunnel as the new type.

« You can establish the tunnel on a virtual router other than the current virtual router.
. Example

hostl1(config)#interface tunnel gre:denver-tunnel-5 transport-virtual-router denver
ipsec-transport
host1(config-if)#

« Use the no version to remove the tunnel.

. Seeinterface tunnel.

Configuring IPSec Transport Profiles

To configure an IPSec transport profile that will be used to secure DVMRP, GRE, or L2TP
tunnels:

1.  Create the profile.

host1(config)#ipsec transport profile secureGre virtual-router default ip address
5.5.5.5
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application

host1(config-ipsec-transport-profile)#
2. Specify one or more types of application that the profile secures.

host1(config-ipsec-transport-profile)#application gre dvmrp 12tp
You can then set any of the following parameters for the profile:

. Set a lifetime range for the IPSec connection in volume of traffic or seconds.

host1(config-ipsec-transport-profile)#lifetime seconds 3600 28800 kilobytes 102400
4294967295

. Configure Perfect Forward Secrecy (PFS) for connections created with this IPSec
transport profile.

host1(config-ipsec-transport-profile)#pfs group 5

« Specify one or more transform sets that an IPSec transport connection uses to negotiate
a transform algorithm.

host1(config-ipsec-transport-profile) #transform-set esp-3des-hmac-sha
esp-3des-hmac-md5

To display the available transform sets, issue the transform-set ? command.

« Specify the local endpoint (for L2TP, the LNS address) of the IPSec transport
connection, and enter Local IPSec Transport Profile mode.

host1(config-ipsec-transport-profile)#local ip address 10.10.1.1
host1(config-ipsec-transport-profile-local)#

. (Optional) Configure a key for IKE negotiations. For example:

Enter the unencrypted key. The router encrypts the key and stores it in encrypted form.
You can no longer retrieve the unencrypted key.

host1(config-ipsec-transport-profile-local) #pre-share secretforGre

. Use to specify the types of application secured by connections created with this IPSec
transport profile. You can specify multiple applications on the same command line:

. dvmrp—Secures DVMRP tunnel traffic

. gre—Secures GRE tunnel traffic
. l2tp—Secures L2TP traffic

. 12tp-nat-passthrough—Secures L2TP traffic and also allows clients to connect from
behind NAT devices that support IPSec passthrough. To allow these clients to
connect, the router:

. Does not generate or verify UDP checksums. This does not compromise security,
because IPSec protects UDP packets with an authentication algorithm far stronger
than UDP checksums.
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ipsec transport profile

lifetime

local ip address

. Provides IPSec filtering based on the received IP address (the NAT public IP
address), rather than filtering based on the negotiated IKE identities.
Example
hostl1(config-ipsec-transport-profile)#application gre dvmrp 12tp
Use the no version to return to the default application type, L2TP.

See application.

Use to create an IPSec transport profile and to enter IPSec Transport Profile
Configuration mode. To create a new profile, you must include the following keywords:

. virtual-router—Name of the virtual router on which you want to create the profile
. ip address—Remote endpoint for the IPSec transport connection.

For L2TP/IPSec connections, you can enter a fixed IP address or the wildcard address,
0.0.0.0. If you use the wildcard address, the profile accepts any remote client
connection, which is a typical scenario for secure remote access.

For GRE/IPSec and DVMRP/IPSec connections, you must enter a fixed address; the
0.0.0.0 wildcard address is not accepted and will return an error.

Example

hostl1(config)#ipsec transport profile securelL2tp virtual-router default ip address
5.5.5.5
host1(config-ipsec-transport-profile)#

Use the no version to delete the profile.

See ipsec transport profile.

Use to set a lifetime range for the IPSec connection in volume of traffic or in seconds
or both.

If the PC client offers a lifetime within this range, the router accepts the offer. If the PC
client offers a lifetime outside this range, the router rejects the connection.

Example

host1(config-ipsec-transport-profile)#lifetime seconds 900 86400 kilobytes 100000
4294967295

Use the no version to restore the default values, 100000-4294967295 KB and
900-86400 seconds (0.25-24 hours).

See lifetime.
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pfs group

pre-share

« Use to specify the local endpoint (for L2TP, the LNS address) of the IPSec transport
connection and to enter Local IPSec Transport Profile Configuration mode.

« You can enter this command multiple times in an IPSec transport profile.

« You can enter a fixed IP address or the wildcard address, 0.0.0.0. The wildcard address
has a lower precedence than a fixed IP address.

CAUTION: We recommend that you do not use address 0.0.0.0, because it allows any
address to accept IKE calls, and it creates a group preshared key, which is not fully
secure.

. Example

host1(config-ipsec-transport-profile)#local ip address 192.168.1.2
host1(config-ipsec-transport-profile-local) #

. Use the no version to delete the IP address.

. Seelocal ip address.

. Use to configure perfect forward secrecy for connections created with this IPSec
transport profile.

. Assign a Diffie-Hellman prime modulus group using one of the following keywords:
. 1—768-bit group
. 2—1024-bit group
. 5—1536-bit group
. Example
host1(config-ipsec-transport-profile)#pfs group 5
. Use the no version to remove PFS from this profile, which is the default setting.

. See pfs group.
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pre-share-masked

A

« Use to configure an unencrypted (red) preshared key to authenticate IKE negotiations
that arrive from any remote IP address specified for this transport profile and that are
destined for the local IP address. If the remote endpoint address is a wildcard address,
this preshared key is a group preshared key.

CAUTION: Group preshared keys are not fully secure, and we do not recommend using
them. They are provided for trials and testing purposes where the missed security does
not pose a risk to the provider.

. To have preshared key authentication take place, you must also specify the IKE policy
rule as preshared by entering authentication pre-share in ISAKMP Policy Configuration
mode.

. Example
hostl1(config-ipsec-transport-profile-local) #pre-share secretforL2tp

. Use the no version to remove the key.

NOTE: After you enter a preshared key, the original (unencrypted) key cannot be
retrieved. If you need to reenter the original key (for example, the system goes to factory
default and you have only the show config output) you can:

1. Use the show config command to see the encrypted (masked) form of the key.

2.  Use the pre-shared-masked command to enter the masked key. The system will
behave the same as when you entered the first pre-share key command.

« See pre-share.

. Usetospecify anencrypted preshared key. To obtain this key, you enter an unencrypted
key using the pre-share command. You then run the show config command, and the
router displays the preshared key in encrypted form. You enter the encrypted key using
the pre-share-masked command.

. The router uses the preshared key to authenticate IKE negotiations that arrive from
any remote IP address specified for this transport profile and that are destined for any
local IP address specified for this transport profile. If the remote endpoint address is
a wildcard address, this preshared key is a group preshared key.

CAUTION: Group preshared keys are not fully secure, and we do not recommend using
them. They are provided for trials and testing purposes, where the missed security does
not pose a risk to the provider.
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transform-set

. To have preshared key authentication take place, you must also specify the IKE policy
rule as preshared by entering authentication pre-share in ISAKMP Policy Configuration
mode.

. Example

host1(config-ipsec-transport-profile-local) #pre-share-masked
AAAAGAAAAACAAAACZquq4ABieTUBUNBELSY8b/L3CX/RcPX7

. There is no no version. To remove a key, use the no pre-share command.

. See pre-share-masked.

. Use to specify the transform set(s) that an IPSec transport connection can use to
negotiate a transform algorithm. Each transform in the set provides a different
combination of data authentication and confidentiality.

. Todisplay the available transform sets, issue the transform-set ? command.
. Example

hostl1(config-ipsec-transport-profile) #transform-set esp-3des-hmac-sha
. Use the no version to reset the transform to the default, esp-3des-hmac-sha.

. See transform-set.

Monitoring DVMRP/IPSec, GRE/IPSec, and L2TP/IPSec Tunnels

System Event Logs

show Commands

show dvmrp tunnel

show gre tunnel

This section contains information about troubleshooting and monitoring DVMRP/IPSec,
GRE/IPSec, and L2TP/IPSec tunnels.

To troubleshoot and monitor DVMRF/IPSec, GRE/IPSec, and L2TF/IPSec tunnels, use
the following system event log:

. itm—IPSec transport mode

For more information about using event logs, see the JunosE System Event Logging
Reference Guide.

To display profile and connection information for DVMRP/IPSec, GRE/IPSec, and
L2TP/IPSec tunnels, use the following show commands.

. Use to display information about DVMRP or GRE tunnels.

. Ifthetunnelis protected by IPSec, the show dvmrp tunnel detail and show gre tunnel
detail commands include a line indicating the IPSec transport interface. The line is not
shown for unsecured tunnels. The following is a partial display. See “Monitoring IP
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Tunnels” on page 244 in “Configuring IP Tunnels” on page 237 for full descriptions of the
commands.

. Example

hostl#show gre tunnel detail

Tunnel operational configuration
Tunnel name is "vril-
Tunnel mtu is "10240*
Tunnel source address is "10.0.0.2"
Tunnel destination address is "10.0.0.1"
Tunnel transport virtual router is vrl
Tunnel checksum option is disabled
Tunnel up/down trap is enabled
Tunnel server location is 4/0
Tunnel secured by ipsec transport interface 1
Tunnel administrative state is up

« See show dvmrp tunnel.

. See show gre tunnel.

show ipsec ike-sa

show ike sa

0 NOTE: The show ipsec ike-sa command replaces the show ike sa command, which
may be removed completely in a future release.

. Use todisplay IKE phase 1 SAs running on the router.

.« When NAT-T is enabled on both the client PC and the E Series router, and the router
has negotiated NAT-T as part of the IKE SA, the local UDP port number displayed in
the Local:Port column is typically 4500. When NAT-T is disabled or not supported on
one or both sides of the IKE SA negotiation, the local UDP port number is 500. (See
the example under Field Descriptions for more information.)

. Field descriptions
. Local:Port—Local IP address and UDP port number of phase 1 negotiation

. Remote:Port—Remote IP address and UDP port number of phase 1 negotiation
. Time(Sec)—Time remaining in phase 1 lifetime, in seconds

. State—Current state of the phase 1 negotiation. Corresponds to the messaging state
in the main mode and aggressive mode negotiations. Possible states are:

. AM_SA_|—Initiator has sent initial aggressive mode SA payload and key exchange
to the responder

. AM_SA_R—Responder has sent aggressive mode SA payload and key exchange
to the initiator

. AM_FINAL_I—Initiator has finished aggressive mode negotiation
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- AM_DONE_R—Responder has finished aggressive mode negotiation

. MM_SA_l—Initiator has sent initial main mode SA payload to the responder

. MM_SA_R—Responder has sent a response to the initial main mode SA

- MM_KE_I—Initiator has sent initial main mode key exchange to the responder
. MM_KE_R—Responder has sent a response to the key exchange

- MM_FINAL_l—Initiator has sent the final packet in the main mode negotiation
- MM_FINAL_R—Responder has finished main mode negotiation

. MM_DONE_I—Initiator has finished main mode negotiation

. DONE—Phase 1SA negotiationis complete, as evidenced by receipt of some phase
2 messages

. Local Cookie—Uniqgue identifier (SPI) for the local phase 1 IKE SA

- Remote Cookie—Unique identifier (SPI) for the remote phase 1 IKE SA

. Example

hostl# show ipsec ike-sa

IKE Phase 1 SA"s:

Local :Port

21.227.9.8:500
21.227.9.8:4500
21.227.9.8:4500

The following example displays the IKE phase 1 SAs for three remote client PCs that
are accessing an E Series router (IP address 21.227.9.8).

The first client PC listed (IP address 21.227.9.10) is not located behind a NAT device,
and is therefore not using NAT-T to access the router. This PC appears in the
Remote:Port column with its own IP address (21.227.9.10) and UDP port number 500.

The remaining two client PCs are located behind a NAT device that has IP address
21.227.9.11, and are using NAT-T to access the router. These PCs appear in the
Remote:Port column with the same IP address (21.227.9.11) but with two different UDP
port numbers, 4500 and 14500.

Remote:Port Time(Sec) State Local Cookie Remote Cookie

21.227.9.10:500 26133 DONE 0x87a943562124c711 Oxafa2cf4a260399a4
21.227.9.11:4500 28774 DONE 0x01f9efa234d45ad8 Oxadadcb7cafee9243
21.227.9.11:14500 28729 DONE 0x0c5ccb6b94b00051 0xe975c0ae3b9ca8bf

See show ipsec ike-sa.

See show ike sa.

show ipsec option
« Use to display whether NAT-T is enabled or disabled on the current virtual router.
« The show ipsec option command also displays the status of dead peer detection
(DPD) on the virtual router. For information about configuring and monitoring DPD,
see “Configuring IPSec” on page 119.
. Example
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hostl:westford#show ipsec option

IPsec options:
Dead Peer Detection: disabled
NAT Traversal : enabled

. See show ipsec option.

show ipsec transport interface

. Use to display information about transport connections.

. Field descriptions

. IPSec transport interface—Number and status of the IPSec transport connection

. Configuration

Virtual router—Virtual router on which this profile is configured

Application—Type of application the connection can protect
pfs group—PFS group being used for the connection
Mtu—Tunnel's MTU size

Local address—Local endpoint address

Remote address—Remote endpoint address

Local identity—Shows the subnet, protocol, and port
Remote identity—Shows the subnet, protocol, and port
Inbound spi—Inbound security parameter index

Inbound transform—Inbound algorithm

Inbound lifetime—Inbound configured lifetime in seconds and kilobytes
Outbound spi—Outbound security parameter index
Outbound transform—QOutbound algorithm

Outbound lifetime—Outbound configured lifetime in seconds and kilobytes

. Statistics

InUserPackets—Number of user packets received

InUserOctets—Number of octets received from user packets
InAccPackets—Number of encapsulated packets received
InAccOctets—Number of octets received in encapsulated packets
InAuthErrors—Number of authentication errors received

InReplyErrors—Number of reply errors in received traffic
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InPolicyErrors—Number of policy errors in received traffic

InOtherRxErrors—Number of packets received that have errors other than those
listed above

InDecryptErrors—Number of decryption errors in received traffic

InPadErrors—Number of packets received that had invalid values after the packet
was decrypted

OutUserPackets—Number of user packets sent
OutUserOctets—Number of octets sent in user packets
OutAccPackets—Number of encapsulated packets sent
OutAccOctets—Number of octets sent in encapsulated packets

OutPolicyErrors—Number of packets arriving at the transport connection for
encapsulation that do not meet the specified identifier (selector)

OutOtherTxErrors—Number of outbound packets that have errors other than those
listed above

.« Examplel

hostl:vrll#show ipsec transport interface
IPSEC transport interface 5 is Up
IPSEC transport interface 6 is Up
2 lIpsec transport interfaces found

. Example 2

hostl:vrll#show ipsec transport interface 5
IPSEC transport interface 5 is Up

« Example 3

hostl:vrll#show ipsec transport interface detail 5
IPSEC transport interface 5 is Up
Configuration

Virtual router vr00O
Application gre
No pfs group
Mtu is 1440
Local address is 10.255.0.61
Remote address is 10.255.0.62
Local identity is subnet 10.255.0.61 255.255.255.255, proto 47, port

Remote identity is subnet 10.255.0.62 255.255.255.255, proto 47, port

Inbound spi 0x15c30204

Inbound transform transport-esp-3des-shal
Inbound lifetime 900 seconds 102400 kilobytes
Outbound spi is 0x16a10205

Outbound transform transport-esp-3des-shal
Outbound lifetime 900 seconds 102400 kilobytes
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Statistics
InUserPackets
InUserOctets
InAccPackets
InAccOctets
InAuthErrors
InReplayErrors
InPolicyErrors
InOtherRxErrors
InDecryptErrors
InPadErrors

OutUserPackets
OutUserOctets
OutAccPackets
OutAccOctets
OutPolicyErrors

OutOtherTxErrors

270

440

(el elelNolNeoNe]

&3]

270

440

. See show ipsec transport interface.

show ipsec transport interface summary

. Use to display a summary of existing IPSec transport connections by application and

state.

. Field descriptions

. up—Number of IPSec transport interfaces that are currently up

. down—Number of IPSec transport interfaces that are currently down

. upper-bound—Number of IPSec transport interfaces that are currently bound to the
upper layer

. Example

up
2

. See show ipsec transport interface.

show ipsec transport profile

hostl:vrll#show ipsec transport interface summary
Operational status

down upper-bound
0 2

. Use to display the configuration of an IPSec transport profile.

. Field descriptions

- IPSec transport profile—Name of the profile

- Virtual router—Virtual router on which this profile is configured

Peer address—Remote endpoint address
Application—Type(s) of application that this profile is protecting
Lifetime range in seconds—Lifetime range in seconds configured for the profile

Lifetime range in kilobytes—Lifetime range in kilobytes configured for the profile
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. TransformSet—Transform set(s) configured for the profile

. Pfs group—PFS group configured for the profile; O (zero) means that PFS is not

configured for the profile

. Local ip address—Local endpoint address

.« Examplel

hostl:vrll#show ipsec transport profile
IPSEC transport profile goil

IPSEC transport profile goi2

2 lIpsec transport profiles found

.« Example 2

hostl:vrll#show ipsec transport profile goil
IPSEC transport profile goil

Virtual router vrOO

Peer address 10.255.0.62

Application gre,dvmrp

Lifetime range in seconds 900 900

Lifetime range in kilobytes 102400 4294967294

TransformSet transport-esp-3des-shal

Pfs group 0O

Local ip address : 10.255.0.61

. See show ipsec transport profile.

show [2tp destination profile

. Use to display configuration information for an L2TP destination profile and its
associated L2TP host profiles.

. Ifsingle-shot tunnels are configured for a particular host profile, the command displays
this information as an attribute of the profile for that remote host.

. Field descriptions

. Destination profile attributes:

Transport—Method used to transfer traffic

Virtual router—Name of the virtual router
Peer address—IP address of the LAC

Destination profile maximum sessions—Maximum number of sessions allowed
for the destination profile

Destination profile current session count—Number of current sessions for the
destination profile

. Host profile attributes:

Remote host is—Name of the remote host

. Tunnel password is—Password for the tunnel
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. Interface profile is—Name of the host profile
. Local host name is—Name of the local host
. Ipsec transport is—Status of the IPSec transport connection: enabled or disabled

. Disconnect-cause avp is—Status of the disconnect cause AVP generation: enabled
or disabled

- Tunnels are single-shot—Indicates that single-shot tunnels are configured for this
host profile

. Current session count is—Number of current sessions for the host profile

. Example

hostl#show 12tp destination profile westford
L2TP destination profile westford
Configuration
Destination address
Transport ipUdp
Virtual router default
Peer address 172.31.1.99
Statistics
Destination profile current session count is 1
Host profile attributes
Remote host is lac-1
Configuration
Tunnel password is password
Interface profile is tunneled-user
Local host name is Ins-1
Ipsec transport is enabled
Disconnect-cause avp is enabled
Tunnels are single-shot
Statistics
Current session count is 1
1 L2TP host profile found

. See show 2tp destination profile.
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CHAPTER13

Configuring the Mobile IP Home Agent

This chapter describes how to configure the Mobile IP home agent on E Series routers.

« Mobile IP Overview on page 303

« Mobile IP Platform Considerations on page 307

« Mobile IP References on page 307

. Before You Configure the Mobile IP Home Agent on page 307
« Configuring the Mobile IP Home Agent on page 308

« Monitoring the Mobile IP Home Agent on page 313

Mobile IP Overview

Mobile IP is a tunneling-based solution that enhances the utility of E Series routers at
the edge of the network between fixed wire and wireless network domains. This
tunneling-based solution enables a router on a user's home subnet to intercept and
forward IP packets to users who roam beyond traditional network boundaries. Mobile IP
is useful in environments where mobility is desired and the traditional land line dial-in
model does not provide an adequate solution, and in environments where a wireless
technology is used.

0 NOTE: Currently, JunoskE Software does not support configuration of the Mobile IP
foreign agent.

Traditionally, IP addresses are associated with a fixed network location. To achieve
mobility, the mobile node assumes a secondary IP address that matches the new network
and redirects the traffic bound to the primary or home address to the mobile node's new
network. In the Mobile IP architecture, the two agents that accomplish this task are the
home agent and the foreign agent.

When a mobile node roams into a new network, it negotiates with the foreign agent to
get a secondary IP address, which is referred to as the care-of address (CoA). The mobile
node registers this CoA with the home agent. The home agent then establishes a tunnel
to the CoA if the tunnel is not established earlier.
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NOTE: You need to establish only one tunnel between the home agent and the CoA.
Demultiplexing of the traffic is done through IP address inspection.

Packets sent to the home address of the mobile node are redirected by the home agent
through the tunnel to the CoA at the foreign agent. The foreign agent routes the packets
to the mobile node's home address. If the mobile node's home address is a private address
or if the foreign agent implements ingress filtering, a reverse tunnel from the CoA to the
home agent is required.

You can use the Mobile IP home agent feature to configure the home agent within a
virtual router. The home agent handles the following tasks:

« Agent discovery
« Registration

« Routing and forwarding

Mobile IP Agent Discovery

Mobile nodes use the agent discovery process to identify whether they are on their home
network or have roamed into a different network (referred to as a foreign network). Both
the foreign agent and the home agent periodically multicast their agent advertisements.
You can also request an agent advertisement from the mobile node through Internet
Control Message Protocol (ICMP) router solicitations.

Mobile IP Registration

The home agent receives the registration requests on UDP port 434. The registration
request contains the IP router ID as the home agent IP address. The home agent can
support static home address allocation and dynamic home address allocation.

Home Address Assignment

The mobile node's home address can either be preconfigured, or dynamically allocated
by the Mobile IP home agent. If a nonzero home address is preconfigured, the home agent
processes the registration request using the home address. If the home address is
dynamically allocated, the mobile node submits a nonzero home address and requests
the home agent to assign an IP address. The mobile node then uses the address provided
by the home agent for subsequent registration requests, until the mobile node is rebooted
or the registration expires.

Home address allocation is done by one of the existing AAA back-end address
mechanisms, such as:

. By RADIUS
« From an address pool returned by RADIUS
« From a local pool

. Bythe DHCP server

304

Copyright © 2010, Juniper Networks, Inc.



Chapter 13: Configuring the Mobile IP Home Agent

Authentication

The home agent authenticates the requests based on RFC 3344—IP Mobility Support
forIPv4 (August 2002). The mobile home authenticationis verified and the authentication
algorithm and key are retrieved by checking the security association indexed by the
security parameter index (SPI) value. This verification results in a 128-bit key and the
authentication algorithm with which to compute an MD-5 message digest over the
registration request. The Mobile IP home agent supports both HMAC-MD5 and keyed-MD5
authentication algorithms. When the result of this computation matches the 128-bit
authenticator, the mobile-home extension is authenticated.

If a security association is configured for the foreign agent, the foreign-home
authentication extension is verified; otherwise, authentication success is based only on
the mobile-home authenticator.

The home agent checks the identification (ID) field used for matching registration requests
with response and protection against replay attacks. The home agent uses
timestamp-based replay protection and the ID field represents a 64-bit Network Time
Protocol (NTP)-formatted time value. By default, the timestamp must be within 7 seconds
of the home agent configured time value.

AAA

You can store the security associations and configuration information remotely on a
RADIUS server. You can use the ip mobile secure host command and the ip mobile
secure foreign-agent command to configure the security association (MD-5 key) for a
specified user, or for a group of users (also known as a domain) for the home agent. The
home agent can configure the security association (MD-5 key) for a specified user or a
group of users (domain).

Authentication is accomplished either by generating an authentication, authorization,
and accounting (AAA) access-request or guerying the locally configured security
parameters, depending on whether or not you use the aaa keyword when you issue the
ip mobile host command to configure the mobile node. For AAA authentication, you
must include the aaa keyword; for local authentication, do not include the aaa keyword.
If AAA authentication is enabled, AAA queries the security information from the RADIUS
server.

When both the network access identifier (NAI) and IP address of the mobile node are
present in the registration request, then the authentication request from Mobile IP to
AAA has the NAl as the user name and the IP address as the hint IP address. If only the
NAl is present in the registration request, then the NAIl address is used as the user name
with no hint IP address in the authentication request. If only the IP address (home address)
is present in the registration request, then it is used as both the user name and the hint
|P address in the authentication request. If both the NAIl address and the IP address are
missing from the registration request, then the registration request is rejected.

If the optional aaa keyword is present in the ip mobile host command, then the
authentication parameters are obtained by querying AAA. The authentication algorithm
and security key are retrieved by AAA based on its configuration, depending on the SPI
provided in the registration request. If the aaa keyword is absent, then the home agent
uses authentication parameters configured locally on the router to authenticate the
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registration request. In both cases, if security parameters are not retrieved, then the
request for mobility service is rejected, a security violation error is logged, and no
registration reply is generated.

When you configure the mobile host to use RADIUS authentication for home agent users
by including the aaa keyword in the ip mobile host command, the Mobile IP home agent
application generates a RADIUS access-request message. The RADIUS server then uses
Juniper Networks vendor-specific attributes (VSAs) to provide the appropriate
authentication algorithm and secure key for the authentication request.

For information about the specific Juniper Networks VSAs used for Mobile IP
RADIUS-based authentication, see JunosE Broadband Access Configuration Guide and
RADIUS IETF Attributes

Subscriber Management

The Mobile IP home agent interoperates with the subscriber management application
on E Series routers. The subscriber management application enables customers to
dynamically provision new IP subscribers and quickly create new value-added services.

You can set up your subscriber management environment to create dynamic IP subscriber
interfaces to provision subscribers and provide differentiated service delivery. In this
configuration, the service parameters for an IP subscriber are bound to a dynamic IP
subscriber interface.

During the registration process when the Mobile IP home agent has authenticated the
subscriber with AAA, the home agent locates or creates the appropriate IP tunnel to carry
the data traffic to the foreign agent. When Mobile IP obtains all of the parameters required
for interface creation, including the tunnel ID and the authentication context, it directs
the subscriber management application to create the dynamic IP subscriber interface.

During the re-registration process when there is a handoff from an initial Mobile IP foreign
agent to a new Mobile IP foreign agent, the home agent reauthenticates the subscriber
with AAA and locates or creates the appropriate IP tunnel to carry the data traffic to the
new foreign agent. When Mobile IP obtains all of the parameters required for interface
creation, it directs the subscriber management application to move the dynamic IP
subscriber interface from the initial tunnel for the previous foreign agent to the new tunnel
that points to the new foreign agent. If this was the last subscriber on the tunnel for the
previous foreign agent, then the home agent directs the IP tunneling application to tear
down the initial tunnel.

For more information about subscriber management and dynamic IP subscriber interfaces,
see JunosE Broadband Access Configuration Guide. For more information about dynamic
|P subscriber interfaces, see JunosE Broadband Access Configuration Guide.

Mobile IP Routing and Forwarding

The home agent supports both generic routing encapsulation (GRE) and Distance Vector
Multicast Routing Protocol (DVMRP, also known as IP-in-IP) tunnel encapsulation for

forward and reverse tunneling. When packets destined for the mobile node reach a home
agent, the home agent encapsulates the packets and tunnels them to the CoA. Packets
that exceed the maximum transmission unit (MTU) value of the tunnel are dropped and
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an ICMP error message is sent to the source IP address. Packets without an access route
are returned to the source with an ICMP destination unreachable error message. For
reverse tunnels, packets are de-tunneled and forwarded towards the next hop to the
destination address.

For more information about configuring GRE and DVMRP dynamic IP tunnels, see
“Configuring Dynamic IP Tunnels” on page 251.

Mobile IP Platform Considerations

Forinformation about modules that support the Mobile IP home agent on ERX7xx models,
ERX14xx models, and the ERX310 Broadband Services Router:

« See ERX Module Guide, Table 1, Module Combinations for detailed module specifications.

« See ERX Module Guide, Appendix A, Module Protocol Support for information about the
modules that support the Mobile IP home agent.

Forinformation about modules that support the Mobile IP home agent on E120 and E320
Broadband Services Routers:

« See F120 and E320 Module Guide, Table 1, Modules and IOAs for detailed module
specifications.

« See E120 and E320 Module Guide, Appendix A, IOA Protocol Support for information
about the modules that support the Mobile IP home agent.

Mobile IP References

For more information about Mobile IP, consult the following resources:

« RFC 2006—The Definitions of Managed Objects for IP Mobility Support using SMiv2
(October 1996)

« RFC 2486—The Network Access Identifier (January 1999)

« RFC 2794—Mobile IP Network Access Identifier Extension for IPv4 (March 2000)
« RFC 2865—Remote Authentication Dial In User Service (RADIUS) (June 2000)

« RFC 3024—Reverse Tunneling for Mobile IP, revised (January 2001)

« RFC 3344—IP Mobility Support for IPv4 (August 2002)

Before You Configure the Mobile IP Home Agent

Before you can configure the Mobile IP home agent on a virtual router, perform the
following tasks:

1. Create a virtual router to enable the Mobile IP license.
2. (Optional) Configure the access list for filtering foreign agents.

3. Configure an IP interface, which is used as the care-of address.
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4. Configure the router ID of the virtual router, which becomes the home agent IP
address.

5. (Optional) Configure the B-RAS license.

6. (Optional) Configure a RADIUS authentication server on the router.

7. (Optional) Configure a RADIUS accounting server on the router.

8. Configure a loopback interface to be used as the primary interface for a tunnel.
9. Configure an interface profile for mobile host associations.

10. Configure a destination profile for dynamic GRE or DVMRP tunnels, as described in
“Configuring Dynamic IP Tunnels” on page 251.

The following example illustrates this procedure:

! Create a virtual router.

host1(config)#virtual-router test

! Configure an access list.

hostl:test(config)#access-list test deny ip host 100.1.1.3 any log
! Configure an IP interface.

hostl:test(config)#interface loopback O
hostl:test(config-if)#ip address 10.10.10.1 255.255.255.255

! Configure the IP router ID.

hostl:test(config)#ip router-id 10.10.10.1

I Configure the B-RAS license.

hostl:test(config)#license b-ras demo

! Configure an authentication server.

hostl:test(config)#radius authentication server 10.209.13.234
hostl:test(config-radius)#key secret
hostl:test(config-radius)#udp-port 1812
host1:test(config-radius)#radius update-source-addr 10.209.12.2
! Configure an accounting server.
hostl:test(config-radius)#radius accounting server 10.209.13.234
hostl:test(config-radius)#key secret
hostl:test(config-radius)#udp-port 1813

| Create the primary interface for the tunnel.
host1:test(config)#interface loopback 1

! Configure a profile for mobile host associations.
hostl:test(config)#profile virDefault

For information about configuring virtual routers and access lists, see the Junosk System
Basics Configuration Guide. For information about configuring IP interfaces, see the Junosk
IP, IPv6, and IGP Configuration Guide.

For information about configuring B-RAS licenses, RADIUS authentication servers, and
RADIUS accounting servers, see the JunosE Broadband Access Configuration Guide.

Configuring the Mobile IP Home Agent

To configure the Mobile IP home agent on a virtual router:

1. Configure a license for the Mobile IP home agent.

2. Configure the Mobile IP home agent settings.
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ip mobile home-agent

3. Configure one or more mobile hosts.

4,  Configure the Mobile IP security associations for mobile hosts.

5. Configure the Mobile IP security associations for foreign agents.

6. Assign an interface profile to be referenced by the Mobile IP home agent.

7. (Optional) Verify the Mobile IP configuration. See “Monitoring the Mobile IP Home
Agent” on page 313.

The following example illustrates how you can configure a Mobile IP home agent on a
virtual router named test:

I Configure the Mobile IP home agent license.

hostl:test(config)#license mobile-ip home-agent demo

! Configure the Mobile IP home agent settings.

hostl:test(config)#ip mobile home-agent care-of-access acl lifetime 2000 replay 255
reverse-tunnel-off

! Configure mobile hosts and their security associations.

hostl:test(config)#ip mobile host 200.1.1.1 lifetime 200

hostl:test(config)#ip mobile secure host 200.1.1.1 spi 0x398 key ascii w4ex algorithm
keyed-md5 replay timestamp within 225

! Configure foreign agents and their security associations.

hostl:test(config)#ip mobile secure foreign-agent 100.1.1.3 spi 256 key ascii secret replay
timestamp within 255 algorithm hmac-md5

! Assign an interface profile for the Mobile IP home agent.

hostl:test(config)#ip mobile profile testProfile

. Use to configure the Mobile IP home agent on a virtual router.

. To specify the access control list (ACL) applied to the care-of address (CoA) that
restricts access for foreign agents or networks, include the care-of-access keyword
followed by the ACL name.

. To specify the interval within which the registration requests are established, include
the lifetime keyword followed by the number of seconds, in the range 5-65535; the
default value is 36,000 seconds.

. Tospecify the interval within which a registration can exceed the home agent configured
value, include the replay keyword followed by the number of seconds, in the range
1-255; the default value is 7 seconds.

. Todisable reverse tunneling support by the home agent for denying T bit registration
requests, include the reverse-tunnel-off keyword; reverse tunneling is enabled by
default.

. Example

host1(config)#ip mobile home-agent care-of-access acl lifetime 2000 replay 255
reverse-tunnel-off

. Use the no version to disable the home agent service on the virtual router.
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i

ip mobile host

ip mobile profile

NOTE: The values for lifetime, replay, and care-of-access configured per mobile host
by using the ip mobile host command override the values configured by using the ip
mobile home-agent command.

« See ip mobile home-agent.

. Usetoconfigure a mobile node on a virtual router with an optional host network access
identifier (NAI) address or the home address (IP address of the home agent).

. To specify the mobile node, include the required nai keyword or the required address
keyword, as follows:

. To specify the NAI for the mobile node, include the nai keyword. You must choose
one of the following formats, where user represents the user name and realm
represents the domain name: user@realm, @realm, or @.

. Tospecify a nonzero home address of the mobile node, include the address keyword
followed by the IP address of the mobile node.

. To specify that the AAA server should validate registration requests and obtain
configuration and security associations, include the aaa keyword.

. To specify the access control list applied to the care-of address that restricts access
for foreign agents or networks, include the care-of-access keyword followed by the
ACL name.

. To specify the interval within which the registration requests are established, include
the lifetime keyword followed by the number of seconds, in the range 5-65535; the
default value is 36,000 seconds.

. Example 1—This example illustrates local authentication of a mobile node; do not
specify the aaa keyword for local authentication.

hostl1(config)#ip mobile host 200.1.1.1 lifetime 200
or
hostl1(config)#ip mobile host nai @amazon.net

. Example 2—This example illustrates AAA authentication of a mobile node; you must
specify the aaa keyword for AAA authentication.

hostl1(config)#ip mobile host nai @yahoo.com aaa care-of-access acl2
or
hostl1(config)#ip mobile host nai bob@msn.net aaa lifetime 400
. Use the no version to delete the configuration of the mobile node on the virtual router.

. See ip mobile host.
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Use to configure or associate a preconfigured interface profile with the home agent in
a virtual router.

For information about configuring a virtual router, see the JunosE System Basics
Configuration Guide.

Example
host1(config)#ip mobile profile virDefault
Use the no version to remove the profile configuration from the virtual router.

See ip mobile profile.

ip mobile secure foreign-agent

ip mobile secure host

Use to configure the security associations for a foreign agent.

To specify a nonzero address for the foreign agent, include the IP address of the foreign
agent.

To specify the security parameter index (SPI) value to authenticate inbound requests
and permit authentication for outbound registration requests, include the required spi
keyword followed by a 4-octet hexadecimal number, in the range Ox100—-0xFFFFFFFF.

To specify the authentication key for this security association, include the required key
keyword followed by either the hex keyword or the ascii keyword, as follows:

. To specify a hexadecimal key, use the hex keyword followed by a 32-character
(128-bit) hexadecimal value in the range 0xO—-0OxFFFFFFFE.

. To specify an ASCII key, use the ascii keyword followed by an alphanumeric value
up to a maximum of 16 characters (128 bits).

To specify the number of seconds by which a registration request can exceed the time
value configured on the home agent, include the optional replay timestamp within
keywords followed by the number of seconds, in the range 1-255; the default value is
7 seconds.

To specify the type of authentication algorithm for Mobile IP messages, include the
optional algorithm keyword followed by either the hmac-md5 keyword or the
keyed-md5 keyword.

Example

host1(config)#ip mobile secure foreign-agent 100.1.1.3 spi 256 key ascii secret replay
timestamp within 255 algorithm hmac-md5

Use the no version to delete the security associations for the specified foreign agent
on the virtual router.

See ip mobile secure foreign-agent.

Use to configure the security associations for a mobile node.

You must configure security associations only for mobile nodes on which local
authentication is configured.
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o NOTE: If you delete a mobile node host by using the no ip mobile host command, all
security associations that you configured for this host are deleted.

. To specify the mobile node, include the required nai keyword or the required address
keyword, as follows:

. To specify the network access identifier (NAI) for the mobile node, include the nai
keyword. You must choose one of the following formats, where user represents the
user name and realm represents the domain name: user@realm, @realm, or @.

. Tospecify a nonzero home address of the mobile node, include the address keyword
followed by the IP address of the mobile node.

. To specify the security parameter index (SPI) value to authenticate inbound requests
and permit authentication for outbound registration requests, include the required spi
keyword followed by a 4-octet hexadecimal number, in the range Ox100—0xFFFFFFFF.

. To specify the authentication key for this security association, include the required key
keyword followed by either the hex keyword or the ascii keyword, as follows:

. To specify a hexadecimal key, use the hex keyword followed by a 32-character
(128-bit) hexadecimal value in the range 0xO—0OxFFFFFFFE.

. To specify an ASCII key, use the ascii keyword followed by an alphanumeric value
up to a maximum of 16 characters (128 bits).

. To specify the number of seconds by which a registration request can exceed the time
value configured on the home agent, include the optional replay timestamp within
keywords followed by the number of seconds, in the range 1-255; the default value is
7 seconds.

. To specify the type of authentication algorithm for Mobile IP messages, include the
optional algorithm keyword followed by either the hmac-md5 keyword or the
keyed-md5 keyword.

. Examples

host1(config)#ip mobile secure host 200.1.1.1 spi 0x398 key ascii w4ex algorithm
keyed-md5 replay timestamp within 225

or

host1(config)#ip mobile secure host nai @amazon.net spi 0x100 key ascii pD4En
algorithm keyed-md5 replay timestamp within 100

. Use the no version to delete the security associations for the specified host on the
virtual router.

« See ip mobile secure host.
license mobile-ip home-agent

. Use to configure the license key to enable a home agent.

. Specify a name for the license key; up to a maximum of 16 alphanumeric characters.
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. Example
host1(config)#license mobile-ip home-agent demo
. Use the no version to delete the license key configuration.

« See license mobile-ip home-agent.

Monitoring the Mobile IP Home Agent

Use the commands described in this section to set a statistics baseline, remove the
binding table, and verify the configuration of the Mobile IP home agent on a virtual router.

baseline ip mobile home-agent

clear ip mobile binding

show ip mobile binding

. Use to set a statistics baseline for a specified Mobile IP home agent.
. Example

hostl#baseline ip mobile home-agent
. Thereis no no version.

. See baseline ip mobile home-agent.

. Use to remove the binding table in the specified virtual router or a specified binding by
the mobile node home address or NAl.

. Example
hostl#clear ip mobile binding nai john@yahoo.com
. Thereis no no version.

. See clear ip mobile binding.

. Use to display the binding table information of the home agent in the virtual router.
. Field descriptions

. MN-NAI—Network access identifier of the mobile node in user@realm, @realm, or
@ format

AAA-NAI—Network access identifier returned from the AAA server in user@realm,
@realm, or @ format

Home IP address—IP address of the mobile node

Home agent address—IP address of the home agent

Care-of-address—IP address of the foreign agent care-of address or co-located
care-of address

Lifetime granted—Interval, in hh:mm:sec format, granted during registration before
which the registration request exceeds the home agent configured time
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. Lifetimeremaining—Remaining interval, in hh:mm:sec format, at which the registration
request exceeds the home agent configured time

- Tunnel—Configuration information provided while setting up the tunnel between
the foreign agent and the home agent

. Reverse tunnel—Whether reverse tunneling is enabled or disabled

. Example

hostl#show ip mobile binding
MN-NAI: jr@zoom.com
AAA-NAI: user@zoom.com
Home IP address: 55.0.0.5
Home agent address: 66.0.0.5
Care-of-address: 72.1.1.15
Lifetime granted : 10:00:00 (36000 seconds)
Lifetime remaining : 01:46:32
Tunnel : Source 66.0.0.5, Destination 72.1.1.15, Encapsulation
GRE
Reverse tunnel: enabled

. See show ip mobile binding.

show ip mobile home-agent
. Use to display the configuration information of the home agent in the virtual router.
. Field descriptions

. Access list name—Name of the access control list applied to the care-of address
that restricts access for foreign agents or networks

. Registration lifetime (in seconds)—Number of seconds before which the registration
requests are established

. Replay protection time (in seconds)—Number of seconds before which aregistration
request can exceed the home agent configured time value

. Reverse tunnel—Whether reverse tunneling is enabled or disabled

. Example

hostl#show ip mobile home-agent

Home Agent Parameters

Access list name -
Registration lifetime (in seconds) 36000
Replay protection time (in seconds) 7
Reverse tunnel enabled

. See show ip mobile home-agent.

show ip mobile host
. Use to display configuration of all or specified mobile nodes or domain users.

. Field descriptions
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show ip mobile profile

. MN-NAI—Network access identifier of the mobile node in user@realm, @realm, or

@ format

. Home IP address—IP address of the mobile node

. Lifetime—Number of seconds the registration request is active for a mobile node

. Care-Of-Access—Name of the ACL applied to the care-of address to restrict network

roaming

. Aaa-Configured—Whether AAA server is configured or not

Example 1
hostl#show ip mobile host
Home
MN-NAI IP address Lifetime Care-Of-Access
@warner .com -——- 36000 -—
@yahoo.com -—- -—- -—-
pj@juniper.net -——= 100 -—=
pm@juniper.net -—= 500 -—=
Example 2
hostl#show ip mobile host nai @warner.com
Home IP
MN-NAI address Lifetime Care-0Of-Access
@warner .com - 36000 -

See show ip mobile host.

Aaa-Configured
no
yes
no
no

Aaa-Configured

Use to display the interface profile name associated with the home agent.

Field descriptions

. Mobile IP profile is—Name of the interface profile name associated with the home

agent

Example

hostl#show ip mobile profile
Mobile IP profile is: mobilelpProfile

See show ip mobile profile.

show ip mobile secure foreign-agent

Use to display the security associations configured for all foreign agents on the virtual

router.
Field descriptions

. |P address—IP address of foreign agent

. SPI—Security parameter index (SPI) key for authenticating registration requests
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show ip mobile secure host

show ip mobile traffic

. Algorithm—Algorithm (hmac-md5 or keyed-md5) for authenticating Mobile IP
messages

- Replay—Interval,in seconds, before which the registration request exceeds the home
agent configured time

- Key—128-bit hexadecimal number for authenticating the security association.

Example
hostl#show ip mobile secure foreign-agent
IP address SPI Algorithm Replay Key
10.10.10.1 628 ( 0x274 ) hmac-md5 -—= secret
20.20.20.1 628 ( 0x274 ) hmac-md5 255 secret
30.30.30.1 628 ( 0x274 ) hmac-md5 255 secret

See show ip mobile secure foreign-agent.

Use to display the security associations configured on all mobile node hosts in the
virtual router.

Field descriptions

. MN-NAI—Network access identifier of the mobile node in user@realm, @realm, or
@ format

- Home IP address—IP address of the mobile node host
. SPI—Security parameter index (SPI) key for authenticating registration requests

- Algorithm—Algorithm (hmac-md5 or keyed-md5) for authenticating Mobile IP
messages

. Replay—Interval,in seconds, before which the registration request exceeds the home
agent configured time

. Key—128-bit hexadecimal number for authenticating the security association

Example
hostil#show ip mobile secure host
Home IP
MN-NAI address SP1 Algorithm Replay Key
@warner .com -—= 288 ( 0x120 ) hmac-md5 255 time

See show ip mobile secure host.

Use to display protocol statistics for the Mobile IP home agent traffic, including
advertisements, solicitations, registrations, registration errors, and security violations.

To display baseline-relative statistics for the Mobile IP home agent traffic, use the
optional delta keyword.
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. Field descriptions

. Registration requests—Total number of registration requests, de-registration requests,
and accepted registration requests for mobile nodes

Register—Number of registration requests received by the home agent

Deregister—Number of de-registration requests received by the home agent

Accept—Number of registration requests accepted by the home agent

- Registration rejects—Total number of and reasons for unsuccessful responses to
registration requests

Denied—Number of registration requests denied by the home agent

Unspecified—Number of registration requests rejected for an unspecified reason,
such as an internal communication failure

Unknown HA—Number of registration requests rejected because of an unknown
home agent address, or because the specified home agent address is not serviced
by this home agent

Administratively prohibited—Number of registration requests prohibited for
administrative reasons, such as the broadcast or B bit being set without the
corresponding D bit, or a denial by the registration filters

No Resources—Number of registration requests rejected due to insufficient
resources, such as a full binding table, an inability to create a tunnel, or an inability
of the IP subscriber management application to create a dynamic subscriber
interface

Authentication failed MN—Number of registration requests rejected because the
mobile node failed authentication

FA—Number of registration requests rejected because the foreign agent failed
authentication

Bad identification—Number of registration requests rejected because the
registration ID field is out of range

Bad request form—Number of registration requests rejected because of a
malformed request

Unavailable encapsulation—Number of registration requests rejected because of
unsupported encapsulation

No reverse tunnel—Number of registration requests rejected because reverse
tunneling is disabled

. Example

hostl#show ip mobile traffic
Home Agent Registrations:
Registration requests:
Register: 0
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Deregister: 0O
Accept: O

Registration rejects:
Denied: O
Unspecified: 0
Unknown HA: O
Administratively prohibited: 0
No Resources: 0O
Authentication failed MN: O
FA: O
Bad identification: 0O
Bad request form: O
Unavailable encapsulation: 0
No reverse tunnel: O

. See show ip mobile traffic.

show license mobile-ip home-agent
. Use to display the license key for the home agent.
. Field descriptions

- Mobile IP license is—Mobile IP license key associated with the home agent and the
maximum number of users allowed by this license

. Example

hostl#show license mobile-ip home-agent
Mobile IP license is PczZJ93Mtl17 which allows 48000 users

. See show license mobile-ip home-agent.
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authentication commands clear ip PrefiX-tre.. e 35
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(@ aT1=1 2= (o] 0 1Y 20T 208 firewall
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X.BOOV3.omoererssssseeseeneeesssesssssssssssssssssssssssseesssssssssssssssnnns 207 fully qualified domain name. See FODN
documentation set
(o(0] 0 a0 aT<] a1 =T o] o 1ES N XXV G
DPD (dead peer detection)... GRE (Generic Routing Encapsulation)
DVMRP (Distance Vector Multicast Routing reassembly of tunnel packets........ccoeeeveerreennnee 270
Protocol) BUNNELS et 237
reassembly of tunnel Packets. ..., 270 gre destination profile command.......ccceeveeveeecenenne 258
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OVEIVIEW ..ot sssss s ses s ss s sesesesssnnes
SA NEgOLIAtiON. ..
using digital certificates......ovneneverneneverneneennnnns
IKE COMMANGAS.....couoieieticieeeisetseiesesseseisse st sssssssenans
ike local-identity....ceeereeeeee e
ike peer-identity... e
IKE message notification type..
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I tIME e 137
ST g1 1Y/ 135
INStANCE, rOULE MAP... et e 4
interface commands
interface NULL....ccec s 32
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P
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PrEFIX TrBES ..ttt
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ip bgp-community new-format.......cccoeeeeveecrnenee. 38
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ip nat translation Max-entries.....veeeeeeereennns 69
See also show ip nat commands
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IPSEC LIfEtiIME.ccceer e 139
ipsec local-endpoint......eeceneneenee s 141
ipSeC OptioN APd......cceeceeerree s 143
ipsec option nat-t......coeeeeenne ...286
ipsec option tx-invalid-cookie........cccoeerererreverennne. 151

masked-key....
See also show ipsec commands

IPSec identity commands

[ole]a gl ple] a L aF= Un o 1= ST 213
(ol 1] 0 11 V25O 213
AOMAIN-NAME ..o 213
IPSEC IAENTITY .o 216

organization
IPSec IKE policy commands
ALEreSSIVE-MOAE......coeerreereee s 148, 180
authentication.......cccccveveeeecveniennes 148, 213, 219, 225
[=TaTel Y] 0] 4 (o] o TSNP U OO 148
BIOUD utiieeeteretetessessssssssssesesesesssssssssassssesesesesssssnssassssens 148
NASN...ce e 148
ip address virtual-router.........eecciececrenee 180
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HFEEIMIB e 151
IPSec security parameters
in relation to IPSec interface.......ccoveveeeevecnnenee. 125
INDOUNG SAS.....eeeeee e 124,127
[ ETIMIB. e 124
lifetime for User SAS.......ceveeeee e 127
manual versus signaled........eeeeeeeeecseens 125
negotiating transforms......ceeeeeeee s 129
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0UtDOUNd SAS.......eece e 124,127
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perfect forward secrecy (PFS)....ccccoveverveenee. 124,127
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Transform SetS.. s 124,129
transforms sUPPOrted......ceeecneveereeeeeenenne 130
TranspPOrt VRt 124,126
IPSec transport local profile commands
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pre-share-mMasked........eeeveeseeeereee s 289
IPSec transport profile commands........ccceeeveeererennneae 289
F=T0] o] {0r=1 4 0] o 1SN 289
ipsec transport Profile.........eeeeeeseeenne. 289
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TransformM-Set.. e 289

See also show ipsec transport commands

IPSec tunnel profile commands

AOMAIN-SUTTiX.ucirierrieree s
extended-authentication
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