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About the Documentation

« Documentation and Release Notes on page xiii
« Supported Platforms on page xiii

« Using the Examples in This Manual on page xiii
« Documentation Conventions on page xv

« Documentation Feedback on page xvii

« Requesting Technical Support on page xvii

Documentation and Release Notes

To obtain the most current version of all Juniper Networks® technical documentation,
see the product documentation page on the Juniper Networks website at
http://www.juniper.net/techpubs/.

If the information in the latest release notes differs from the information in the
documentation, follow the product Release Notes.

Juniper Networks Books publishes books by Juniper Networks engineers and subject
matter experts. These books go beyond the technical documentation to explore the
nuances of network architecture, deployment, and administration. The current list can
be viewed at http:/www.juniper.net/books.

Supported Platforms

For the features described in this document, the following platforms are supported:

« QFX Series

Using the Examples in This Manual

If you want to use the examples in this manual, you can use the load merge or the load
merge relative command. These commands cause the software to merge the incoming
configuration into the current candidate configuration. The example does not become
active until you commit the candidate configuration.

If the example configuration contains the top level of the hierarchy (or multiple
hierarchies), the example is a full example. In this case, use the load merge command.
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If the example configuration does not start at the top level of the hierarchy, the example
is a snippet. In this case, use the load merge relative command. These procedures are

described in the following sections.

Merging a Full Example

To merge a full example, follow these steps:

1. From the HTML or PDF version of the manual, copy a configuration example into a
text file, save the file with a name, and copy the file to a directory on your routing
platform.

For example, copy the following configuration to a file and name the file ex-script.conf.
Copy the ex-script.conf file to the /var/tmp directory on your routing platform.

system {
scripts {
commit {
file ex-script.xsl;
1
}
1

interfaces {
fxpO {
disable;
unit 0 {
family inet {
address 10.0.0.1/24;

}
}
}
}

2. Merge the contents of the file into your routing platform configuration by issuing the
load merge configuration mode command:

[edit]
user@host# load merge /var/tmp/ex-script.conf
load complete

Merging a Snippet
To merge a snippet, follow these steps:

1. Fromthe HTML or PDF version of the manual, copy a configuration snippet into a text
file, save the file with a name, and copy the file to a directory on your routing platform.

For example, copy the following snippet to a file and name the file
ex-script-snippet.conf. Copy the ex-script-snippet.conf file to the /var/tmp directory
on your routing platform.

commit {
file ex-script-snippet.xsl; }
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2. Move to the hierarchy level that is relevant for this snippet by issuing the following
configuration mode command:

[edit]
user@host# edit system scripts
[edit system scripts]

3. Merge the contents of the file into your routing platform configuration by issuing the
load merge relative configuration mode command:

[edit system scripts]
user@host# load merge relative /var/tmp/ex-script-snippet.conf
load complete

For more information about the load command, see CLI Explorer.

Documentation Conventions

Table 1 on page xv defines notice icons used in this guide.

Table 1: Notice Icons

[ofe]y} Meaning Description

e Informational note Indicates important features or instructions.
g Caution Indicates a situation that might result in loss of data or hardware damage.
a Warning Alerts you to the risk of personal injury or death.
% Laser warning Alerts you to the risk of personal injury from a laser.

Q Tip Indicates helpful information.

Q Best practice Alerts you to a recommended use or implementation.

Table 2 on page xvi defines the text and syntax conventions used in this guide.
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Table 2: Text and Syntax Conventions

Convention

Bold text like this

Description

Represents text that you type.

Examples

To enter configuration mode, type the
configure command:

user@host> configure

Fixed-width text like this

Represents output that appears on the
terminal screen.

user@host> show chassis alarms

No alarms currently active

[talic text like this « Introduces or emphasizes important « Apolicy term is a named structure
new terms. that defines match conditions and
. Identifies guide names. actions.
« Identifies RFC and Internet draft titles. ¢ JUnos OS CLI User Guide
« RFC1997 BGP Communities Attribute
[talic text like this Represents variables (options for which ~ Configure the machine’s domain name:
you substitute a value) in commands or
configuration statements. [edit]
root@# set system domain-name
domain-name
Text like this Represents names of configuration « To configure a stub area, include the

statements, commands, files, and
directories; configuration hierarchy levels;
or labels on routing platform
components.

stub statement at the [edit protocols
ospf area area-id] hierarchy level.

« Theconsole portislabeled CONSOLE.

< > (angle brackets)

Encloses optional keywords or variables.

stub <default-metric metric>;

| (pipe symbol)

# (pound sign)

Indicates a choice between the mutually
exclusive keywords or variables on either
side of the symbol. The set of choices is
often enclosed in parentheses for clarity.

Indicates a comment specified on the
same line as the configuration statement
to which it applies.

broadcast | multicast

(string1 | string2 | string3)

rsvp { # Required for dynamic MPLS only

[ 1 (square brackets)

Encloses a variable for which you can
substitute one or more values.

community name members [
community-ids ]

Indention and braces ({})

Identifies a level in the configuration
hierarchy.

; (semicolon)

Identifies a leaf statement at a
configuration hierarchy level.

[edit]
routing-options {
static {
route default {
nexthop address;
retain;
1
1
}

GUI Conventions

XVi
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Table 2: Text and Syntax Conventions (continued)

Convention Description Examples
Bold text like this Represents graphical userinterface (GUI) « Inthe Logical Interfaces box, select
items you click or select. All Interfaces.
« To cancel the configuration, click
Cancel.
> (bold right angle bracket) Separates levels in a hierarchy of menu In the configuration editor hierarchy,
selections. select Protocols>Ospf.

Documentation Feedback

We encourage you to provide feedback, comments, and suggestions so that we can
improve the documentation. You can provide feedback by using either of the following
methods:

« Online feedback rating system—On any page of the Juniper Networks TechLibrary site
at http://www.juniper.net/techpubs/index.ntml, simply click the stars to rate the content,
and use the pop-up form to provide us with information about your experience.
Alternately, you can use the online feedback form at
http://www.juniper.net/techpubs/feedback/.

« E-mail—Sendyour comments to techpubs-comments@juniper.net. Include the document
or topic name, URL or page number, and software version (if applicable).

Requesting Technical Support

Technical product support is available through the Juniper Networks Technical Assistance
Center (JTAC). If you are a customer with an active J-Care or Partner Support Service
support contract, or are covered under warranty, and need post-sales technical support,
you can access our tools and resources online or open a case with JTAC.

« JTAC policies—For a complete understanding of our JTAC procedures and policies,
review the JTAC User Guide located at
http://www.juniper.net/us/en/local/pdf/resource-guides/7100059-en.pdf.

« Product warranties—For product warranty information, visit
http://www.juniper.net/support/warranty/.

« JTAC hours of operation—The JTAC centers have resources available 24 hours a day,
7 days a week, 365 days a year.

Self-Help Online Tools and Resources

For quick and easy problem resolution, Juniper Networks has designed an online
self-service portal called the Customer Support Center (CSC) that provides you with the
following features:
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« Find CSC offerings: http://www.juniper.net/customers/support/

« Search for known bugs: https:/prsearch.juniper.net/

« Find product documentation: http://www.juniper.net/documentation/

« Find solutions and answer questions using our Knowledge Base: http://kb.juniper.net/

. Download the latest versions of software and review release notes:
http://www.juniper.net/customers/csc/software/

« Search technical bulletins for relevant hardware and software notifications:
http://kb.juniper.net/InfoCenter/

. Join and participate in the Juniper Networks Community Forum:
http://www.juniper.net/company/communities/

« Open a case online in the CSC Case Management tool: http://www.juniper.net/cm/

To verify service entitlement by product serial number, use our Serial Number Entitlement
(SNE) Tool: https://entitlementsearch.juniper.net/entitlementsearch/

Opening a Case with JTAC

You can open a case with JTAC on the Web or by telephone.

« Use the Case Management tool in the CSC at http://www.juniper.net/cm/.

« Call 1-888-314-JTAC (1-888-314-5822 toll-free in the USA, Canada, and Mexico).

For international or direct-dial options in countries without toll-free numbers, see
http://www.juniper.net/support/requesting-support.ntml.

Xviii
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« Configuring Routing Options on page 3
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CHAPTER1

Configuring Routing Options

Overview of Routing Options on page 3

Configuring Static Routing on page 5

Configuring Per-Packet Load Balancing on page 5

Examples: Configuring Per-Packet Load Balancing on page 7
Understanding Virtual Router Routing Instances on page 8

Configuring Virtual Router Routing Instances on page 9

Understanding Distributed Periodic Packet Management on page 10
Configuring Distributed Periodic Packet Management on page 11
Overview of Hierarchical ECMP Groups on QFX5200 Switches on page 12
Understanding Bidirectional Forwarding Detection (BFD) on page 13
Examples: Configuring BFD for Static Routes on page 13

Example: Configuring BFD Authentication for Static Routes on page 31
Understanding the Unified Forwarding Table on page 40

Configuring the Unified Forwarding Table on Switches on page 43

IPv6 Neighbor Discovery Overview on page 50

Example: Configuring IPv6 Interfaces and Enabling Neighbor Discovery on page 52
Neighbor Discovery Cache Protection Overview on page 61

Configuring Neighbor Discovery Cache Protection on page 62

Monitoring Routing Information on page 63

Verifying That Virtual Router Routing Instances Are Working on page 65

Troubleshooting Virtual Routing Instances on page 66

Overview of Routing Options

In addition to dynamic routing protocols, you can configure static routing on QFX Series
switches. You can also configure a variety of protocol-independent routing properties,
such as

Per-packet load balancing (equal cost multipath routing)

Autonomous system numbers

Copyright © 2018, Juniper Networks, Inc.



Routing Options Feature Guide for the QFX Series

Related
Documentation

Autonomous system confederation members
Router identifiers
Routing table groups

Multicast scoping

Understanding Distributed Periodic Packet Management on page 10

Understanding Virtual Router Routing Instances on page 8
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Configuring Static Routing

Related
Documentation

Static routes are routes that are manually configured and entered into the routing table.
The switch uses static routes:

« When the switch does not have a route to a destination that has a better (lower)
preference value. The preference is an arbitrary value in the range from O through 255
that the software uses to rank routes received from different protocols, interfaces, or
remote systems. The routing protocol process generally determines the active route
by selecting the route with the lowest preference value. In the given range, 0 is the
lowest and 255 is the highest.

« When the switch cannot determine the route to a destination.

« When the switch is forwarding unroutable packets.
To configure basic static route options using the CLI:

« To configure the switch's default gateway:

[edit]
user@switch# set routing—options static route 0.0.0.0/0 next-hop 10.0.1.1

« To configure a static route and specify the next address to be used when routing traffic
to the static route:

[edit]
user@switch# set routing-options static route 198.51.100.0/24 next-hop 10.0.0.2

. To always keep the static route in the forwarding table:

[edit]
user@switch# set routing-options static route 198.51.100.0/24 retain

. To prevent the static route from being readvertised:

[edit]
user@switch# set routing-options static route 198.51.100.0/24 no-readvertise

« Toremove inactive routes from the forwarding table:

[edit]
user@switch# set routing-options static route 198.51.100.0/24 active

« Monitoring Routing Information on page 63

Configuring Per-Packet Load Balancing

By default, when there are multiple equal-cost paths to the same destination for the
active route, Junos OS chooses one of the next-hop addresses to install into the forwarding
table in a random fashion. Whenever the set of next hops for a destination changes in
any way, the next-hop address is chosen again, also in a random fashion.

Copyright © 2018, Juniper Networks, Inc. 5



Routing Options Feature Guide for the QFX Series

You can configure Junos OS so that, for the active route, all next-hop addresses for a
destination are installed in the forwarding table. This is called per-packet load balancing.
You can use this feature to spread traffic across multiple paths.

On a QFX3500 standalone switch, with static routing configured, whenever a route
pointing to an ECMP next-hop changes to a new ECMP next-hop with a different member
list but contains the exact member count as before, the location of the retained members
in the new member list is the same as in the old member list.

For example, if you have the following configuration on the switch:

set routing-options static route 0.0.0.0/0 next-hop 192.0.2.2
set routing-options static route 0.0.0.0/0 next-hop 192.0.2.3
set routing-options static route 0.0.0.0/0 next-hop 192.0.2.4
set routing-options static route 0.0.0.0/0 next-hop 198.51.100.2
set routing-options static route 0.0.0.0/0 next-hop 198.51.100.3
set routing-options static route 0.0.0.0/0 next-hop 198.51.100.4
set routing-options static route 0.0.0.0/0 next-hop 203.0.113.1
set routing-options static route 0.0.0.0/0 next-hop 203.0.113.2

and want to change the first and eighth route to point to another location, you can issue
the following commands:

delete routing-options static route 0.0.0.0/0 next-hop 192.0.2.3
delete routing-options static route 0.0.0.0/0 next-hop 203.0.113.2
set routing-options static route 0.0.0.0/0 next-hop 192.0.2.5

set routing-options static route 0.0.0.0/0 next-hop 203.0.113.3

This configuration does not affect the second next-hop through the seventh next-hop.

When per-packet load balancing is configured, traffic is divided into individual flows (up
to a maximum of 16). Packets for an individual flow are sent out a single interface. To
determine flows, the switch examines each of the following packet fields:

« Source IP address

« Destination IP address
« Protocol

« Source port number

« Destination port number
« Source interface index

« Type of service (ToS)

The switch recognizes packets in which all of these parameters are identical and ensures
that these packets are sent out through the same interface. This prevents problems that
might otherwise occur with packets arriving at their destination out of their original
sequence.

o NOTE: Load balancing is not supported on management interfaces.
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The following steps shows how to configure per-packet load balancing:

1. Define a load-balancing routing policy by including one or more policy-statement
statements at the [edit policy-options] hierarchy level, defining an action of
load-balance per-packet:

policy-statement policy-name {
from {
match-conditions;
route-filter destination-prefix match-type <actions>;
prefix-list name;
}
then {
load-balance per-packet;
}
1

2. Apply the policy to routes exported from the routing table to the forwarding table. To
do this, include the forwarding-table and export statements:

forwarding-table {
export policy-name;

}

When you enable per-packet load balancing on a QFabric system, packets might be
switched across the fabric even though there is a local port with a same-cost route to
the destination. For example, if per-packet load balancing is enabled and a packet arrives
at network Node device A, it might be switched to network Node device B and forwarded
from there even if there is a same-cost route through a port on Node device A to the
destination. In this case, traffic transits the fabric needlessly. you can configure a QFabric
system to choose a locally switched route if one is available. To enable this feature,
include the ecmp-do-local-lookup statement at the [edit forwarding-options] hierarchy
level.

Related . Examples: Configuring Per-Packet Load Balancing on page 7

Documentation « Understanding the Use of Resilient Hashing to Minimize Flow Remapping in Trunk/ECMP

Groups

Examples: Configuring Per-Packet Load Balancing

Perform per-packet load balancing for all routes:

[edit]
policy-options {
policy-statement load-balancing-policy {
then {
load-balance per-packet;
}
1
}
routing-options {
forwarding-table {
export load-balancing-policy;
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Related
Documentation

}
}

Perform per-packet load balancing for a limited set of routes:

[edit]
policy-options {
policy-statement load-balancing-policy {
from {
route-filter 192.168.10/24 orlonger;
route-filter 9.114/16 orlonger,
}
then {
load-balance per-packet;
}
1
}
routing-options {
forwarding-table {
export load-balancing-policy;
1
1

. Configuring Per-Packet Load Balancing on page 5

« Understanding the Use of Resilient Hashing to Minimize Flow Remapping in Trunk/ECMP
Groups

Understanding Virtual Router Routing Instances

Related
Documentation

Virtual router routing instances allow administrators to divide a QFX Series switch into
multiple independent virtual routers, each with its own routing table. Virtual router routing
instances enable you to isolate traffic without using multiple devices to segment your
network. You can create routing instances for unicast routing protocols and PIM sparse
mode.

Each virtual router routing instance consists of sets of the following:

» Routing tables
« Interfaces that belong to these routing tables
« Routing protocol configurations

« Routing option configurations

You can use virtual router routing instances to isolate customer traffic on a network and
to bind customer-specific routing instances to customer-owned interfaces. Each interface
can belong only to one routing instance.

« Configuring Virtual Router Routing Instances on page 9
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Configuring Virtual Router Routing Instances

Use virtual router routing instances to divide a QFX Series switch into multiple independent
virtual routers, each with its own routing table. Virtual router routing instances enable
you to isolate traffic without using multiple devices to segment your network. You can
create routing instances for unicast routing protocols and PIM sparse mode.

0 NOTE: The QFX5100, QFX5110, and QFX5200 switches do not depend on
the VRF match for loopback filters configured at different routing instances.
Loopback filters per routing instance (such as l00.100, l00.103, lo0.105) are
not supported and may cause unpredictable behavior. We recommend that
you apply the loopback filter to the l00.0 (master routing instance) only.

To configure virtual router routing instances:
1. Create a routing instance:

[edit routing-instances]
user@switch# setrouting-instance-name instance-type virtual-router

6 NOTE: The default routing instance, master, refers to the main inet.0
routing table. The master routing instance is reserved and cannot be
specified as a routing instance.

2. Bind each routing instance to the corresponding interfaces:

[edit routing-instances]
user@switch# setrouting-instance-name interface
device-name:type-fpc/pic/port.logical-unit-number

NOTE:

6 - You must bind routing instances to interfaces from the Node devices
assigned to the network Node group only. If you try to bind routing
instances to interfaces from the Node devices assigned to server Node
groups, the configuration does not commit.

- You can bind an interface to one routing instance only.

3. Create each of the logical interfaces bound to each routing instance:

[edit interfaces]
user@switch# setdevice-name:type-fpc/pic/port unitlogical-unit-number family inet address

ip-address
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Related
Documentation

o NOTE: Donotcreatealogicalinterface using the family ethernet-switching
optioninthis step. Binding an interface using the family ethernet-switching
option to a routing instance can cause the interface to shut down.

4. (Optional) Configure routing protocols for the routing instance at the [edit
routing-instances routing-instance-name protocols] hierarchy level.

5. (Optional) Configure routing options for the routing instance at the [edit
routing-instances routing-instance-name routing-options] hierarchy level.

. Understanding Virtual Router Routing Instances on page 8

Verifying That Virtual Router Routing Instances Are Working on page 65

Understanding Distributed Periodic Packet Management

Related
Documentation

Periodic packet management (PPM) is responsible for processing a variety of
time-sensitive periodic tasks for particular processes so that other processes can more
optimally direct their resources. PPM is responsible for the periodic transmission of
packets on behalf of its various client processes, which include the processes that control
the Link Aggregation Control Protocol (LACP) and Bidirectional Forwarding Detection
(BFD) protocol, and also for receiving packets on behalf of these client processes. PPM
also gathers some statistics and sends process-specific packets. PPM cannot be disabled
and is always running on any operational switch.

The responsibility for PPM processing on the switch is distributed between the Routing
Engine and the access interfaces for all protocols that use PPM by default. This distributed
model provides a faster response time for protocols that use PPM than the response
time provided by the nondistributed model.

If distributed PPM is disabled, the PPM process runs on the Routing Engine only.

You can disable distributed PPM for all protocols that use PPM. You can also disable
distributed PPM for LACP packets only.

Q BEST PRACTICE: We generally recommend that you disable distributed PPM
only if Juniper Networks Customer Service advises you to do so. You should
disable distributed PPM only if you have a compelling reason to disable it.

« Configuring Distributed Periodic Packet Management on page 11
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Configuring Distributed Periodic Packet Management

Periodic packet management (PPM) is responsible for processing a variety of
time-sensitive periodic tasks so that other processes can more optimally direct their
resources.

The responsibility for PPM processing on the switch is distributed between the Routing
Engine and the access interfaces for all protocols that use PPM by default. This distributed
model provides a faster response time for protocols that use PPM than the response
time provided by the nondistributed model.

If distributed PPM is disabled, the PPM process runs on the Routing Engine only.

You can disable distributed PPM for all protocols that use PPM. You can also disable
distributed PPM for Link Aggregation Control Protocol (LACP) packets only.

Q BEST PRACTICE: We generally recommend that you disable distributed PPM
only if Juniper Networks Customer Service advises you to do so. You should
disable distributed PPM only if you have a compelling reason to disable it.

This topic describes:

« Disabling or Enabling Distributed Periodic Packet Management Globally on page 11

« Disabling or Enabling Distributed Periodic Packet Management for LACP
Packets on page 11

Disabling or Enabling Distributed Periodic Packet Management Globally

Distributed PPM is enabled by default. Disable distributed PPM if you need to move all
PPM processing to the Routing Engine. Enable distributed PPM if it was previously disabled
and you need to run distributed PPM.

To disable distributed PPM:

[edit routing-options]
user@switch# set ppm no-delegate-processing

To enable distributed PPM if it was previously disabled:

[edit routing-options]
user@switch# delete ppm no-delegate-processing

Disabling or Enabling Distributed Periodic Packet Management for LACP Packets

Distributed PPM is enabled by default. Disable distributed PPM for only LACP packets if
you need to move all PPM processing for LACP packets to the Routing Engine.

To disable distributed PPM for LACP packets:

[edit protocols]
user@switch# setlacp ppm centralized
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Related
Documentation

To enable distributed PPM for LACP packets if it was previously disabled:

[edit protocols]
user@switch# delete lacp ppm centralized

. Understanding Distributed Periodic Packet Management on page 10

« Understanding Aggregated Ethernet Interfaces and LACP

Overview of Hierarchical ECMP Groups on QFX5200 Switches

Release History Table

Related
Documentation

Starting with Junos OS Releases 15.1X53-D30 and 17.2R1, QFX5200 switches support
hierarchical equal-cost multipath (ECMP) groups.Hierarchical ECMP is enabled by default
and provides for two-level route resolution automatically through the Packet Forwarding
Engine. Two-level route resolution through ECMP groups enhances load balancing of
traffic. The partition of hierarchical ECMP groups is fixed and cannot be modified. As a
result, if groups designated for one type of prefixes, for example, overlay routes are not
used, they cannot be designated for use by other types of traffic.

Starting with Junos OS Releases 15.1X53-D210 and 17.2R1, you can disable hierarchical
ECMP groups at system start time on QFX5200 switches. Doing so makes all the ECMP
groups available for route resolution for all types of prefixes, effectively increasing the
number of ECMP groups. To disable hierarchical ECMP, include no-hierarchical-ecmp at
the [edit forwarding-options] hierarchy level. Disabling hierarchical ECMP causes the
Packet Forwarding Engine to restart.

Release Description

15.1X53-D30 Starting with Junos OS Releases 15.1X53-D30 and 17.2R1, QFX5200
switches support hierarchical equal-cost multipath (ECMP) groups.

15.1X53-D210 Starting with Junos OS Releases 15.1X53-D210 and 17.2R1, you can disable

hierarchical ECMP groups at system start time on OFX5200 switches.

. no-hierarchical-ecmp on page 143
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Understanding Bidirectional Forwarding Detection (BFD)

The Bidirectional Forwarding Detection (BFD) protocol is a simple mechanism that
detects failures in a network and works in a wide variety of network environments and
topologies. In BFD operation, switches exchanges BFD hello packets at a specified interval
and detect a neighbor failure if they do not receive a reply after a specified interval. The
BFD failure detection timers support shorter time limits than the static route failure
detection mechanisms, so they can provide faster detection of failures.

To configure faster failure detection, use lower BFD timer values. The timers can
automatically adapt to a higher value if an adjacency fails, and they also adapt to a higher
value when a BFD session flap occurs more than three times in a span of 15 seconds. In
this case, a back-off algorithm increases the receive interval by two if the local BFD
instance is the reason for the session flap and increases the transmission interval by two
if the remote BFD instance is the reason for the session flap.

You can use the clear bfd adaptation command to return BFD interval timers to their
configured values. This command is hitless, meaning that it does not affect traffic flow.

NOTE: QFX10000 series switches support BFD timer values of less than 1
second.

NOTE: QFX5100 switches and EX4600 switches do not support BFD timer
values of less than 1 second.

NOTE: BFDisnot supported with ISIS for IPv6 on QFX10000 series switches.

NOTE: EX3300 supports BFD over static routes only.

e @ O

Related . Examples: Configuring BFD for Static Routes on page 13

D tati
ocumentation « Example: Configuring BFD Authentication for Static Routes on page 31

Examples: Configuring BFD for Static Routes

- Understanding BFD for Static Routes for Faster Network Failure Detection on page 14

« Example: Configuring BFD for Static Routes for Faster Network Failure
Detection on page 18

Example: Enabling BFD on Qualified Next Hops in Static Routes for Route
Selection on page 24
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Understanding BFD for Static Routes for Faster Network Failure Detection

The Bidirectional Forwarding Detection (BFD) protocol is a simple hello mechanism that
detects failures in a network. BFD works with a wide variety of network environments
and topologies. A pair of routing devices exchanges BFD packets. Hello packets are sent
at a specified, regular interval. A neighbor failure is detected when the routing device
stops receiving a reply after a specified interval. The BFD failure detection timers have
shorter time limits than the static route failure detection mechanisms, so they provide
faster detection.

The BFD failure detection timers can be adjusted to be faster or slower. The lower the
BFD failure detection timer value, the faster the failure detection and vice versa. For
example, the timers can adapt to a higher value if the adjacency fails (that is, the timer
detects failures more slowly). Or a neighbor can negotiate a higher value for a timer than
the configured value. The timers adapt to a higher value when a BFD session flap occurs
more than three times in a span of 15 seconds. A back-off algorithm increases the receive
(Rx) interval by two if the local BFD instance is the reason for the session flap. The
transmission (Tx) interval is increased by two if the remote BFD instance is the reason
for the session flap. You can use the clear bfd adaptation coommand to return BFD interval
timers to their configured values. The clear bfd adaptation command is hitless, meaning
that the command does not affect traffic flow on the routing device.

By default, BFD is supported on single-hop static routes.

To enable failure detection, include the bfd-liveness-detection statement in the static
route configuration.

0 NOTE: Starting with Junos OS Release 15.1X49-D70 and Junos OS Release
17.3R1, the bfd-liveness-detection command includes the description field.
The description is an attribute under the bfd-liveness-detection object and
itis supported only on SRX Series devices. This field is applicable only for the
static routes.

In Junos OS Release 9.1 and later, the BFD protocol is supported for IPv6 static routes.
Global unicast and link-local IPv6 addresses are supported for static routes. The BFD
protocol is not supported on multicast or anycast IPv6 addresses. For IPv6, the BFD
protocol supports only static routes and only in Junos OS Release 9.3 and later. IPv6 for
BFD is also supported for the eBGP protocol.

0 NOTE: Inline BFD is supported on PTX5000 routers with third-generation
FPCs starting in Junos OS Release 15.1F3 and 16.1R2. Inline BFD is supported
on PTX3000 routers with third-generation FPCs starting in Junos OS
Release 15.1F6 and 16.1R2.
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Type of BFD session

There are three types of BFD sessions based on the source from which BFD packets are
sent to the neighbors. Different types of BFD sessions and their descriptions are:

Description

Non-distributed BFD

BFD sessions running completely on the Routing
Engine.

Distributed BFD

BFD sessions running completely on the Packet
Forwarding Engine.

Inline BFD

BFD sessions running on the FPC hardware.

NOTE: Starting in Junos OS Release 13.3, inline BFD is supported only on
static MX Series routers with MPCs/MICs that have configured

enhanced-ip.

NOTE: Starting in Junos OS Release 16.1R1, the inline BFD sessions are
supported on integrated routing and bridging (IRB) interfaces.

To configure the BFD protocol for IPv6 static routes, include the bfd-liveness-detection
statement at the [edit routing-options rib inet6.0 static route destination-prefix] hierarchy
level.

In Junos OS Release 8.5 and later, you can configure a hold-down interval to specify how
long the BFD session must remain up before a state change notification is sent.

To specify the hold-down interval, include the holddown-interval statement in the BFD
configuration.

You can configure a number in the range from O through 255,000 milliseconds. The
defaultis 0. If the BFD session goes down and then comes back up during the hold-down
interval, the timer is restarted.

0 NOTE: If asingle BFD session includes multiple static routes, the hold-down
interval with the highest value is used.

To specify the minimum transmit and receive intervals for failure detection, include the
minimume-interval statement in the BFD configuration.

This value represents both the minimum interval after which the local routing device
transmits hello packets and the minimum interval after which the routing device expects
to receive a reply from the neighbor with which it has established a BFD session. You can
configure a numberin the range from1through 255,000 milliseconds. Optionally, instead
of using this statement, you can configure the minimum transmit and receive intervals
separately using the transmit-interval minimum-interval and minimum-receive-interval
statements.
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0 NOTE: BFD is an intensive protocol that consumes system resources.
Specifying a minimum interval for BFD of less than 100 ms for Routing
Engine-based sessions and 10 ms for distributed BFD sessions can cause
undesired BFD flapping.

Depending on your network environment, these additional recommendations
might apply:

. Forlarge-scale network deployments with a large number of BFD sessions,
specify a minimum interval of 300 ms for Routing Engine-based sessions
and 100 ms for distributed BFD sessions.

« For very large-scale network deployments with a large number of BFD
sessions, contact Juniper Networks customer support for more information.

. For BFD sessions to remain up during a Routing Engine switchover event
when nonstop active routing (NSR) is configured, specify a minimum
interval of 2500 ms for Routing Engine-based sessions. For distributed
BFD sessions with NSR configured, the minimum interval recommendations
are unchanged and depend only on your network deployment.

To specify the minimum receive interval for failure detection, include the
minimum-receive-interval statement in the BFD configuration. This value represents the
minimum interval after which the routing device expects to receive a reply from a neighbor
with which it has established a BFD session. You can configure a number in the range
from 1 through 255,000 milliseconds. Optionally, instead of using this statement, you
can configure the minimum receive interval using the minimume-interval statement at the
[edit routing-options static route destination-prefix bfd-liveness-detection] hierarchy level.

To specify the number of hello packets not received by the neighbor that causes the
originating interface to be declared down, include the multiplier statement in the BFD
configuration.

The default value is 3. You can configure a number in the range from 1 through 255.

To specify a threshold for detecting the adaptation of the detection time, include the
threshold statement in the BFD configuration.

When the BFD session detection time adapts to a value equal to or higher than the
threshold, a single trap and a system log message are sent. The detection time is based
on the multiplier of the minimum-interval or the minimum-receive-interval value. The
threshold must be a higher value than the multiplier for either of these configured values.
For example if the minimum-receive-interval is 300 ms and the multiplier is 3, the total
detection time is 900 ms. Therefore, the detection time threshold must have a value
higher than 900.

To specify the minimum transmit interval for failure detection, include the transmit-interval
minimume-interval statement in the BFD configuration.
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This value represents the minimum interval after which the local routing device transmits
hello packets to the neighbor with which it has established a BFD session. You can
configure a value in the range from 1 through 255,000 milliseconds. Optionally, instead
of using this statement, you can configure the minimum transmit interval using the
minimume-interval statement at the [edit routing-options static route destination-prefix
bfd-liveness-detection] hierarchy level.

To specify the threshold for the adaptation of the transmit interval, include the
transmit-interval threshold statement in the BFD configuration.

The threshold value must be greater than the transmit interval. When the BFD session
transmit time adapts to a value greater than the threshold, a single trap and a system
log message are sent. The detection time is based on the multiplier of the value for the
minimume-interval or the minimum-receive-interval statement at the [edit routing-options
static route destination-prefix bfd-liveness-detection] hierarchy level. The threshold must
be a higher value than the multiplier for either of these configured values.

To specify the BFD version, include the version statement in the BFD configuration. The
default is to have the version detected automatically.

To include an IP address for the next hop of the BFD session, include the neighbor
statement in the BFD configuration.

0 NOTE: You must configure the neighbor statement if the next hop specified
isaninterface name. If you specify an IP address as the next hop, that address
is used as the neighbor address for the BFD session.

In Junos OS Release 9.0 and later, you can configure BFD sessions not to adapt to
changing network conditions.

To disable BFD adaptation, include the no-adaptation statement in the BFD configuration.

0 NOTE: We recommend that you not disable BFD adaptation unlessiit is
preferable not to have BFD adaptation in your network.

O NOTE: If BFD is configured only on one end of a static route, the route is
removed from the routing table. BFD establishes a session when BFD is
configured on both ends of the static route.

BFD is not supported on ISO address families in static routes. BFD does
support IS-IS.

If you configure graceful Routing Engine switchover (GRES) at the same time
as BFD, GRES does not preserve the BFD state information during a failover.

See Also . Enabling Dedicated and Real-Time BFD
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. Example: Configuring BFD for Static Routes for Faster Network Failure Detection on
page 18

. Example: Enabling BFD on Qualified Next Hops in Static Routes for Route Selection
on page 24

Example: Configuring BFD for Static Routes for Faster Network Failure Detection

This example shows how to configure Bidirectional Forwarding Detection (BFD) for static
routes.

« Requirements on page 18

« Overview on page 18

« Configuration on page 19

- Verification on page 22

Requirements

In this example, no special configuration beyond device initialization is required.

Overview

There are many practical applications for static routes. Static routing is often used at the
network edge to support attachment to stub networks, which, given their single point of
entry and egress, are well suited to the simplicity of a static route. In Junos OS, static
routes have a global preference of 5. Static routes are activated if the specified next hop
is reachable.

In this example, you configure the static route 192.168.47.0/24 from the provider network
to the customer network, using the next-hop address of 172.16.1.2. You also configure a
static default route of 0.0.0.0/0 from the customer network to the provider network,
using a next-hop address of 172.16.1.1.

For demonstration purposes, some loopback interfaces are configured on Device B and
Device D. These loopback interfaces provide addresses to ping and thus verify that the
static routes are working.

Figure 1 on page 19 shows the sample network.
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Figure 1: Customer Routes Connected to a Service Provider

Provider network
10.0.0.1
10.0.0.2

Customer network
192.168.47.5
192.168.47.6

Configuration

CLIQuick To quickly configure this example, copy the following commands, paste them into a text
Configuration file, remove any line breaks, change any details necessary to match your network
configuration, and then copy and paste the commands into the CLI at the [edit] hierarchy
level.

Device B set interfaces ge-1/2/0 unit O description B->D

set interfaces ge-1/2/0 unit O family inet address 172.16.1.1/24

set interfaces loO unit 57 family inet address 10.0.0.1/32

set interfaces loO unit 57 family inet address 10.0.0.2/32

set routing-options static route 192.168.47.0/24 next-hop 172.16.1.2

setrouting-options static route 192.168.47.0/24 bfd-liveness-detection minimum-interval
1000

set routing-options static route 192.168.47.0/24 bfd-liveness-detection description
Site-xxx

set protocols bfd traceoptions file bfd-trace

set protocols bfd traceoptions flag all

Device D set interfaces ge-1/2/0 unit 1 description D->B
set interfaces ge-1/2/0 unit 1 family inet address 172.16.1.2/24
set interfaces loO unit 2 family inet address 192.168.47.5/32
set interfaces loO unit 2 family inet address 192.168.47.6/32
set routing-options static route 0.0.0.0/0 next-hop 172.16.1.1
set routing-options static route 0.0.0.0/0 bfd-liveness-detection minimume-interval 1000
set protocols bfd traceoptions file bfd-trace
set protocols bfd traceoptions flag all
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Step-by-Step
Procedure

The following example requires that you navigate various levels in the configuration
hierarchy. For information about navigating the CLI, see Using the CLI Editor in Configuration
Mode in the CL/ User Guide.

To configure BFD for static routes:

1. On Device B, configure the interfaces.

[edit interfaces]

user@B# set ge-1/2/0 unit O description B->D

user@B# set ge-1/2/0 unit O family inet address 172.16.1.1/24
user@B# set loO unit 57 family inet address 10.0.0.1/32
user@B# set loO unit 57 family inet address 10.0.0.2/32

2. On Device B, create a static route and set the next-hop address.

[edit routing-options]
user@B# set static route 192.168.47.0/24 next-hop 172.16.1.2

3. On Device B, configure BFD for the static route.

[edit routing-options]

user@B# set static route 192.168.47.0/24 bfd-liveness-detection minimum-interval
1000

set routing-options static route 192.168.47.0/24 bfd-liveness-detection description
Site-xxx

4, On Device B, configure tracing operations for BFD.

[edit protocols]
user@B# set bfd traceoptions file bfd-trace
user@B# set bfd traceoptions flag all

5.  If you are done configuring Device B, commit the configuration.

[edit]
user@B# commit

6. On Device D, configure the interfaces.

[edit interfaces]

user@D# set ge-1/2/0 unit 1 description D->B

user@D# set ge-1/2/0 unit 1 family inet address 172.16.1.2/24
user@D# set loO unit 2 family inet address 192.168.47.5/32
user@D# set loO unit 2 family inet address 192.168.47.6/32

7. On Device D, create a static route and set the next-hop address.

[edit routing-options]
user@D# set static route 0.0.0.0/0 next-hop 172.16.1.1

8. On Device D, configure BFD for the static route.

[edit routing-options]
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user@D# set static route 0.0.0.0/0 bfd-liveness-detection minimum-interval 1000

9. On Device D, configure tracing operations for BFD.

[edit protocols]
user@D# set bfd traceoptions file bfd-trace
user@D# set bfd traceoptions flag all

10.  If you are done configuring Device D, commit the configuration.

[edit]
user@D# commit

Results

Confirm your configuration by issuing the show interfaces, show protocols, and show
routing-options commands. If the output does not display the intended configuration,
repeat the instructions in this example to correct the configuration.

Device B user@B# show interfaces
ge-1/2/0 {
unit 0 {
description B->D;
family inet {
address 172.16.1.1/24;
}
1
}
loO {
unit 57 {
family inet {
address 10.0.0.1/32;
address 10.0.0.2/32;
}
1
1

user@D# show protocols
bfd {
traceoptions {
file bfd-trace;
flag all;
1
1

user@B# show routing-options
static {
route 192.168.47.0/24 {
next-hop 172.16.1.2;
bfd-liveness-detection {
description Site- xxx;
minimum-interval 1000;
}
1
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Device D user@D# show interfaces
ge-1/2/0 {
unit1{
description D->B;
family inet {
address 172.16.1.2/24;
}
1
1
loO {
unit 2 {
family inet {
address 192.168.47.5/32;
address 192.168.47.6/32;
1
1
1

user@D# show routing-options
static {
route 0.0.0.0/0 {
next-hop 172.16.1.1;
bfd-liveness-detection {
description Site - xxx;
minimum-interval 1000;
}
1
1

Verification

Confirm that the configuration is working properly.

« Verifying That BFD Sessions Are Up on page 22
« Viewing Detailed BFD Events on page 23

Verifying That BFD Sessions Are Up

Purpose Verify that the BFD sessions are up, and view details about the BFD sessions.

Action From operational mode, enter the show bfd session extensive command.

user@B> show bfd session extensive
Detect Transmit

Address State Interface Time Interval Multiplier
172.16.1.2 Up 1t-1/2/0.0 3.000 1.000 3
Client Static, description Site-xxx, TX interval 1.000, RX interval 1.000
Session up time 00:14:30

Local diagnostic None, remote diagnostic None

Remote state Up, version 1

Replicated, routing table index 172

Min async interval 1.000, min slow interval 1.000

Adaptive async TX interval 1.000, RX interval 1.000
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Local min TX interval 1.000, minimum RX interval 1.000, multiplier 3
Remote min TX interval 1.000, min RX interval 1.000, multiplier 3
Local discriminator 2, remote discriminator 1

Echo mode disabled/inactive

1 sessions, 1 clients
Cumulative transmit rate 1.0 pps, cumulative receive rate 1.0 pps

0 NOTE: The description Site- <xxx> is supported only on the SRX Series
devices.

If each client has more than one description field, thenit displays "and more"
along with the first description field.

user@> show bfd session extensive
Detect Transmit

Address State Interface Time Interval Multiplier
172.16.1.1 Up 1t-1/2/0.1 3.000 1.000 3
Client Static, TX interval 1.000, RX interval 1.000

Session up time 00:14:35

Local diagnostic None, remote diagnostic None

Remote state Up, version 1

Replicated, routing table index 170

Min async interval 1.000, min slow interval 1.000

Adaptive async TX interval 1.000, RX interval 1.000

Local min TX interval 1.000, minimum RX interval 1.000, multiplier 3
Remote min TX interval 1.000, min RX interval 1.000, multiplier 3

Local discriminator 1, remote discriminator 2

Echo mode disabled/inactive

1 sessions, 1 clients
Cumulative transmit rate 1.0 pps, cumulative receive rate 1.0 pps

Meaning The TXinterval1.000,RXinterval1.000 output represents the setting configured with the
minimume-interval statement. All of the other output represents the default settings for
BFD. To modify the default settings, include the optional statements under the
bfd-liveness-detection statement.

Viewing Detailed BFD Events

Purpose View the contents of the BFD trace file to assist in troubleshooting, if needed.

Action From operational mode, enter the file show /var/log/bfd-trace command.

user@B> file show /var/log/bfd-trace

Nov 23 14:26:55 Data (9) len 35: (hex) 42 46 44 20 70 65 72 69 6f 64 69 63 20
78 6d 69 74 20 72

Nov 23 14:26:55 PPM Trace: BFD periodic xmit rt tbl index 172

Nov 23 14:26:55 Received Downstream TraceMsg (22) len 108:

Nov 23 14:26:55 IfIndex (3) len 4: 0
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Meaning

See Also

Nov 23 14:26:55 Protocol (1) len 1: BFD

Nov 23 14:26:55 Data (9) len 83: (hex) 70 70 6d 64 5f 62 66 64 5f 73 65 6e 64
6d 73 67 20 3a 20

Nov 23 14:26:55 PPM Trace: ppmd_bfd_sendmsg : socket 12 len 24, ifl 78 src
172.16.1.1 dst 172.16.1.2 errno 65

Nov 23 14:26:55 Received Downstream TraceMsg (22) len 93:

Nov 23 14:26:55 Ifindex (3) len 4: 0

Nov 23 14:26:55 Protocol (1) len 1: BFD

Nov 23 14:26:55 Data (9) len 68: (hex) 42 46 44 20 70 65 72 69 6f 64 69 63 20
78 6d 69 74 20 74

BFD messages are being written to the trace file.

« Understanding BFD for Static Routes for Faster Network Failure Detection on page 14

Example: Enabling BFD on Qualified Next Hops in Static Routes for Route Selection

This example shows how to configure a static route with multiple possible next hops.
Each next hop has Bidirectional Forwarding Detection (BFD) enabled.

« Requirements on page 24

« Overview on page 24

« Configuration on page 25

« Verification on page 28

Requirements

In this example, no special configuration beyond device initialization is required.

Overview

In this example, Device B has the static route 192.168.47.0/24 with two possible next
hops. The two next hops are defined using two qualified-next-hop statements. Each next
hop has BFD enabled.

BFD is also enabled on Device D because BFD must be enabled on both ends of the
connection.

Anexthopisincludedintherouting table if the BFD sessionis up. The next hop is removed
from the routing table if the BFD session is down.

See Figure 2 on page 25.
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Figure 2: BFD Enabled on Qualified Next Hops

Provider network
10.0.0.1
10.0.0.2

Gigabit Ethernet
172.16.1.0/24

Fast Ethernet
192.168.2.0/24

Customer network
192.168.47.5
192.168.47.6

9041172

Configuration

CLIQuick To quickly configure this example, copy the following commands, paste them into a text
Configuration file, remove any line breaks, change any details necessary to match your network

configuration, and then copy and paste the commands into the CLI at the [edit] hierarchy
level.

Device B set interfaces fe-0/1/0 unit 2 description secondary-B->D

set interfaces fe-0/1/0 unit 2 family inet address 192.168.2.1/24

set interfaces ge-1/2/0 unit O description B->D

set interfaces ge-1/2/0 unit O family inet address 172.16.1.1/24

set routing-options static route 192.168.47.0/24 qualified-next-hop 192.168.2.2
bfd-liveness-detection minimum-interval 60

set routing-options static route 192.168.47.0/24 qualified-next-hop 172.16.1.2
bfd-liveness-detection minimum-interval 60

Device D set interfaces fe-0/1/0 unit 3 description secondary-D->B
set interfaces fe-0/1/0 unit 3 family inet address 192.168.2.2/24
set interfaces ge-1/2/0 unit 1 description D->B
set interfaces ge-1/2/0 unit 1 family inet address 172.16.1.2/24
set routing-options static route 0.0.0.0/0 qualified-next-hop 192.168.2.1
set routing-options static route 0.0.0.0/0 qualified-next-hop 172.16.1.1
set routing-options static route 0.0.0.0/0 bfd-liveness-detection minimume-interval 60

Step-by-Step  The following example requires that you navigate various levels in the configuration

Procedure hierarchy. For instructions on how to do that, see Using the CL/ Editor in Configuration
Mode in the CLI/ User Guide.

To configure a static route with two possible next hops, both with BFD enabled:

1. On Device B, configure the interfaces.
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[edit interfaces fe-0/1/0]
user@B# set unit 2 description secondary-B->D
user@B# set unit 2 family inet address 192.168.2.1/24

[edit interfaces ge-1/2/0]
user@B# set unit O description B->D
user@B# set unit O family inet address 172.16.1.1/24

2. On Device B, configure the static route with two next hops, both with BFD enabled.

[edit routing-options static route 192.168.47.0/24]

user@B# set qualified-next-hop192.168.2.2 bfd-liveness-detection minimume-interval
60

user@B# set qualified-next-hop 172.16.1.2 bfd-liveness-detection minimum-interval
60

3. On Device D, configure the interfaces.

[edit interfaces fe-0/1/0]
user@D# set unit 3 description secondary-D->B
user@D# set unit 3 family inet address 192.168.2.2/24

[edit interfaces ge-1/2/0]
user@D# set unit 1 description D->B
user@D# set unit 1 family inet address 172.16.1.2/24

4, On Device D, configure a BFD-enabled default static route with two next hops to
the provider network.

In this case, BFD is enabled on the route, not on the next hops.

[edit routing-options static route 0.0.0.0/0]

user@D# set qualified-next-hop 192.168.2.1

user@D# set qualified-next-hop 172.16.1.1

user@D# set bfd-liveness-detection minimume-interval 60

Results Confirm your configuration by issuing the show interfaces and show routing-options
commands. If the output does not display the intended configuration, repeat the
instructions in this example to correct the configuration.

user@B# show interfaces
fe-0/1/0 {
unit 2 {
description secondary-B->D;
family inet {
address 192.168.2.1/24;
}
1
1
ge-1/2/0 {
unit O {
description B->D;
family inet {
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address 172.16.1.1/24;
}
1
}

user@B# show routing-options
static {
route 192.168.47.0/24 {
qualified-next-hop 192.168.2.2 {
bfd-liveness-detection {
minimum-interval 60;
}
}
qualified-next-hop 172.16.1.2 {
bfd-liveness-detection {
minimum-interval 60;
}
}
1
1

user@D# show interfaces
fe-0/1/0 {
unit3{
description secondary-D->B;
family inet {
address 192.168.2.2/24;
}
1
}
ge-1/2/0 {
unit1{
description D->B;
family inet {
address 172.16.1.2/24;
}
1
1

user@D# show routing-options
static {
route 0.0.0.0/0 {
qualified-next-hop 192.168.2.1;
qualified-next-hop 172.16.1.1;
bfd-liveness-detection {
minimum-interval 60;
}
1
}

If you are done configuring the devices, enter commit from configuration mode.
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Purpose

Action

Meaning

Purpose

Action

Meaning

Verification

Confirm that the configuration is working properly.

« Checking the Routing Tables on page 28
« Verifying the BFD Sessions on page 28
« Removing BFD from Device D on page 29

« Removing BFD from One Next Hop on page 29

Checking the Routing Tables

Make sure that the static route appears in the routing table on Device B with two possible

next hops.

user@> show route 192.168.47.0 extensive

inet.0: 5 destinations, 5 routes (5 active, 0 holddown, O hidden)

192.168.47.0/24 (1 entry, 1 announced)
TSI:

KRT in-kernel 192.168.47.0/24 -> {192.168.2.2}

*Static Preference: 5
Next hop type: Router
Address: 0x9334010
Next-hop reference count: 1

Next hop: 172.16.1.2 via ge-1/2/0.0
Next hop: 192.168.2.2 via fe-0/1/0.2, selected

State: <Active Int Ext>

Age: 9

Task: RT

Announcement bits (1): 3-KRT
AS path: 1

Both next hops are listed. The next hop 192.168.2.2 is the selected route.

Verifying the BFD Sessions

Make sure that the BFD sessions are up.

user@B> show bfd session

Detect
Address State Interface Time
172.16.1.2 Up ge-1/2/0.0 0.720
192.168.2.2 Up fe-0/1/0.2 0.720

2 sessions, 2 clients

Transmit

Interval Multiplier
0.240 3
0.240 3

Cumulative transmit rate 8.3 pps, cumulative receive rate 8.3 pps

The output shows that the BFD sessions are up.

28
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Removing BFD from Device D

Purpose Demonstrate what happens when the BFD session is down for both next hops.

Action 1. Deactivate BFD on Device D.

[edit routing-options static route 0.0.0.0/0]
user@D# deactivate bfd-liveness-detection
user@D# commit

2. Rerun the show bfd session command on Device B.

user@> show bfd session

Detect Transmit

Address State Interface Time Interval Multiplier
172.16.1.2 Down ge-1/2/0.0 3.000 1.000 3
192.168.2.2 Down fe-0/1/0.2 3.000 1.000 3

2 sessions, 2 clients
Cumulative transmit rate 2.0 pps, cumulative receive rate 2.0 pps

3. Rerun the show route 192.168.47.0 command on Device B.

user@> show route 192.168.47.0

Meaning As expected, when the BFD sessions are down, the static route is removed from the
routing table.

Removing BFD from One Next Hop

Purpose Demonstrate what happens when only one next hop has BFD enabled.

Action 1. Ifitis not already deactivated, deactivate BFD on Device D.

[edit routing-options static route 0.0.0.0/0]
user@D# deactivate bfd-liveness-detection
user@D# commit

2. Deactivate BFD on one of the next hops on Device B.

[edit routing-options static route 192.168.47.0/24 qualified-next-hop 172.16.1.2]
user@B# deactivate bfd-liveness-detection
user@B# commit

3. Rerun the show bfd session command on Device B.
user@> show bfd session
Detect Transmit

Address State Interface Time Interval Multiplier
192.168.2.2  Down fe-0/1/0.2 3.000 1.000 3

4. Rerun the show route 192.168.47.0 extensive command on Device B.
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user@> show route 192.168.47.0 extensive

inet.0: 5 destinations, 5 routes (6 active, 0 holddown, O hidden)
192.168.47.0/24 (1 entry, 1 announced)
TSI:
KRT in-kernel 192.168.47.0/24 -> {172.16.1.2}
*Static Preference: 5
Next hop type: Router, Next hop index: 624
Address: 0x92f0178
Next-hop reference count: 3
Next hop: 172.16.1.2 via ge-1/2/0.0, selected
State: <Active Int Ext>
Age: 2:36
Task: RT
Announcement bits (1): 3-KRT
AS path: 1

Meaning Asexpected, the BFD session is down for the 192.168.2.2 next hop. The 172.16.1.2 next hop
remains in the routing table, and the route remains active, because BFD is not a condition
for this next hop to remain valid.

See Also . Example: Configuring Static Route Preferences and Qualified Next Hops to Control Static
Route Selection

. Understanding Static Route Preferences and Qualified Next Hops
. Understanding BFD for Static Routes for Faster Network Failure Detection on page 14

. Verifying the Static Route Configuration
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Release History Table Release Description

16.1R1 Starting in Junos OS Release 16.1R]1, the inline BFD sessions are supported on
integrated routing and bridging (IRB) interfaces.

15.1X49-D70 Starting with Junos OS Release 15.1X49-D70 and Junos OS Release 17.3R1, the
bfd-liveness-detection command includes the description field. The
description is an attribute under the bfd-liveness-detection object and it is
supported only on SRX Series devices. This field is applicable only for the static
routes.

15.1F6 Inline BFD is supported on PTX3000 routers with third-generation FPCs starting
in Junos OS Release 15.1F6 and 16.1R2.

15.1F3 Inline BFD is supported on PTX5000 routers with third-generation FPCs starting
in Junos OS Release 15.1F3 and 16.1R2.

13.3 Starting in Junos OS Release 13.3, inline BFD is supported only on static MX
Series routers with MPCs/MICs that have configured enhanced-ip.

Related . Example: Configuring BFD Authentication for Static Routes on page 31
Documentation « Example: Configuring BFD for OSPF
« Example: Configuring BFD for BGP
« Example: Configuring BFD for IS-IS

. Configuring PIM and the Bidirectional Forwarding Detection (BFD) Protocol

Example: Configuring BFD Authentication for Static Routes

. Understanding BFD Authentication for Static Route Security on page 31
« Example: Configuring BFD Authentication for Securing Static Routes on page 33

Understanding BFD Authentication for Static Route Security

Bidirectional Forwarding Detection (BFD) enables rapid detection of communication
failures between adjacent systems. By default, authentication for BFD sessions is disabled.
However, when you run BFD over Network Layer protocols, the risk of service attacks can
be significant.

0 NOTE: We strongly recommend using authentication if you are running BFD
over multiple hops or through insecure tunnels.

Beginning with Junos OS Release 9.6, Junos OS supports authentication for BFD sessions
running over IPv4 and IPv6 static routes. BFD authentication is not supported on MPLS
OAM sessions. BFD authentication is only supported in the Canada and United States
version of the Junos OS image and is not available in the export version.
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0 NOTE: EX3300 supports BFD over static routes only.

You authenticate BFD sessions by specifying an authentication algorithm and keychain,
and then associating that configuration information with a security authentication
keychain using the keychain name.

The following sections describe the supported authentication algorithms, security
keychains, and level of authentication that can be configured:

« BFD Authentication Algorithms on page 32
« Security Authentication Keychains on page 33

« Strict Versus Loose Authentication on page 33

BFD Authentication Algorithms

Junos OS supports the following algorithms for BFD authentication:

. simple-password—Plain-text password. One to 16 bytes of plain text are used to
authenticate the BFD session. One or more passwords can be configured. This method
is the least secure and should be used only when BFD sessions are not subject to packet
interception.

. keyed-md5—Keyed Message Digest 5 hash algorithm for sessions with transmit and
receive intervals greater than 100 ms. To authenticate the BFD session, keyed MD5
uses one or more secret keys (generated by the algorithm) and a sequence number
that is updated periodically. With this method, packets are accepted at the receiving
end of the session if one of the keys matches and the sequence number is greater than
or equal to the last sequence number received. Although more secure than a simple
password, this method is vulnerable to replay attacks. Increasing the rate at which the
sequence number is updated can reduce this risk.

« meticulous-keyed-md5—Meticulous keyed Message Digest 5 hash algorithm. This
method works in the same manner as keyed MD5, but the sequence number is updated
with every packet. Although more secure than keyed MD5 and simple passwords, this
method might take additional time to authenticate the session.

. keyed-sha-1—Keyed Secure Hash Algorithm | for sessions with transmit and receive
intervals greater than 100 ms. To authenticate the BFD session, keyed SHA uses one
or more secret keys (generated by the algorithm) and a sequence number that is
updated periodically. The key is not carried within the packets. With this method,
packets are accepted at the receiving end of the session if one of the keys matches
and the sequence number is greater than the last sequence number received.

. meticulous-keyed-sha-1—Meticulous keyed Secure Hash Algorithm I. This method
works in the same manner as keyed SHA, but the sequence number is updated with
every packet. Although more secure than keyed SHA and simple passwords, this method
might take additional time to authenticate the session.

32
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0 NOTE: Nonstop active routing (NSR) is not supported with
meticulous-keyed-md5 and meticulous-keyed-sha-1 authentication
algorithms. BFD sessions using these algorithms might go down after a
switchover.

Security Authentication Keychains

The security authentication keychain defines the authentication attributes used for
authentication key updates. When the security authentication keychain is configured and
associated with a protocol through the keychain name, authentication key updates can
occur without interrupting routing and signaling protocols.

The authentication keychain contains one or more keychains. Each keychain contains
one or more keys. Each key holds the secret data and the time at which the key becomes
valid. The algorithm and keychain must be configured on both ends of the BFD session,
and they must match. Any mismatch in configuration prevents the BFD session from
being created.

BFD allows multiple clients per session, and each client can have its own keychain and
algorithm defined. To avoid confusion, we recommend specifying only one security
authentication keychain.

Strict Versus Loose Authentication

By default, strict authentication is enabled, and authentication is checked at both ends
of each BFD session. Optionally, to smooth migration from nonauthenticated sessions
to authenticated sessions, you can configure loose checking. When loose checking is
configured, packets are accepted without authentication being checked at each end of
the session. This feature is intended for transitional periods only.

See Also . Example: Configuring BFD Authentication for Securing Static Routes on page 33

Example: Configuring BFD Authentication for Securing Static Routes

This example shows how to configure Bidirectional Forwarding Detection (BFD)
authentication for static routes.

« Requirements on page 33

« Overview on page 34

« Configuration on page 34

« Verification on page 38

Requirements

Junos OS Release 9.6 or later (Canda and United States version).

BFD authentication is only supported in the Canada and United States version of the
Junos OS image and is not available in the export version.
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CLI Quick
Configuration

Overview

You can configure authentication for BFD sessions running over IPv4 and IPv6 static
routes. Routing instances and logical systems are also supported.

The following steps are needed to configure authentication on a BFD session:
1. Specify the BFD authentication algorithm for the static route.

2. Associate the authentication keychain with the static route.

3. Configure the related security authentication keychain. This must be configured on
the main router.

Q TIP: We recommend that you specify loose authentication checking if you
are transitioning from nonauthenticated sessions to authenticated sessions.

[edit]
user@host> set routing-options static route ipv4 bfd-liveness-detection
authentication loose-check

Figure 3 on page 34 shows the sample network.

Figure 3: Customer Routes Connected to a Service Provider

Provider network
10.0.0.1
10.0.0.2

Customer network
192.168.47.5
192.168.47.6

Configuration

. [xref target has no title]

« Results on page 37

To quickly configure this example, copy the following commands, paste them into a text
file, remove any line breaks, change any details necessary to match your network

34
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configuration, and then copy and paste the commands into the CLI at the [edit] hierarchy
level.

Device B set interfaces ge-1/2/0 unit O description B->D

set interfaces ge-1/2/0 unit O family inet address 172.16.1.1/24

set interfaces loO unit 57 family inet address 10.0.0.1/32

set interfaces loO unit 57 family inet address 10.0.0.2/32

set routing-options static route 192.168.47.0/24 next-hop 172.16.1.2

setrouting-options static route 192.168.47.0/24 bfd-liveness-detection minimum-interval
1000

set routing-options static route 192.168.47.0/24 bfd-liveness-detection description
Site-xxx

set routing-options static route 192.168.47.0/24 bfd-liveness-detection authentication
key-chain bfd-kc4

set routing-options static route 192.168.47.0/24 bfd-liveness-detection authentication
algorithm keyed-sha-1

set security authentication-key-chains key-chain bfd-kc4 key 5 secret
"SABC123$SABC123SABC123"

set security authentication-key-chains key-chain bfd-kc4 key 5 start-time
"2011-1-1.12:00:00 -0800"

Device D set interfaces ge-1/2/0 unit 1 description D->B

set interfaces ge-1/2/0 unit 1 family inet address 172.16.1.2/24

set interfaces loO unit 2 family inet address 192.168.47.5/32

set interfaces loO unit 2 family inet address 192.168.47.6/32

set routing-options static route 0.0.0.0/0 next-hop 172.16.1.1

set routing-options static route 0.0.0.0/0 bfd-liveness-detection minimume-interval 1000

set routing-options static route 0.0.0.0/0 bfd-liveness-detection authentication key-chain
bfd-kc4

set routing-options static route 0.0.0.0/0 bfd-liveness-detection authentication algorithm
keyed-sha-1

set security authentication-key-chains key-chain bfd-kc4 key 5 secret
"SABC123$ABC123SABC123"

set security authentication-key-chains key-chain bfd-kc4 key 5 start-time
"2011-1-1.12:00:00 -0800"

Step-by-Step  The following example requires that you navigate various levels in the configuration
Procedure hierarchy. Forinformation about navigating the CLI, see Using the CLI Editor in Configuration
Mode in the CLI User Guide.

To configure BFD for static routes:

1. On Device B, configure the interfaces.

[edit interfaces]
user@B# set ge-1/2/0 unit O description B->D
user@B# set ge-1/2/0 unit O family inet address 172.16.1.1/24

user@B# set loO unit 57 family inet address 10.0.0.1/32
user@B# set loO unit 57 family inet address 10.0.0.2/32

2. On Device B, create a static route and set the next-hop address.

[edit routing-options]
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user@B# set static route 192.168.47.0/24 next-hop 172.16.1.2

On Device B, configure BFD for the static route.

[edit routing-options]

user@B# set static route 192.168.47.0/24 bfd-liveness-detection minimum-interval
1000

set routing-options static route 192.168.47.0/24 bfd-liveness-detection description
Site-xxx

On Device B, specify the algorithm (keyed-md5, keyed-sha-1, meticulous-keyed-md5,
meticulous-keyed-sha-1, or simple-password) to use for BFD authentication on the
static route.

[edit routing-options]
user@B# set static route 192.168.47.0/24 bfd-liveness-detection authentication
algorithm keyed-sha-1

0 NOTE: Nonstop active routing (NSR) is not supported with the
meticulous-keyed-md5 and meticulous-keyed-sha-1 authentication
algorithms. BFD sessions using these algorithms might go down after
a switchover.

On Device B, specify the keychain to be used to associate BFD sessions on the
specified route with the unique security authentication keychain attributes.

This should match the keychain name configured at the [edit security authentication
key-chains] hierarchy level.

[edit routing-options]
user@B# set static route 192.168.47.0/24 bfd-liveness-detection authentication
key-chain bfd-kc4

On Device B, specify the unique security authentication information for BFD sessions:
. The matching keychain name as specified in Step 5.

. Atleast onekey, a unigue integer between 0 and 63. Creating multiple keys allows
multiple clients to use the BFD session.

. The secret data used to allow access to the session.
. The time at which the authentication key becomes active, in the format

yyyy-mm-dd.hh:mm:ss.

[edit security authentication-key-chains key-chain bfd-kc4]
user@B# set key 5 secret "SABC123SABC123SABC123"
user@B# set key 5 start-time "2011-1-1.12:00:00 -0800"

If you are done configuring Device B, commit the configuration.
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[edit]
user@B# commit

8. Repeat the configuration on Device D.

The algorithm and keychain must be configured on both ends of the BFD session,
and they must match. Any mismatch in configuration prevents the BFD session
from being created.

Results

Confirmyour configuration by issuing the show interfaces, show routing-options, and show
security commands. If the output does not display the intended configuration, repeat the
instructions in this example to correct the configuration.

Device B user@B# show interfaces
ge-1/2/0 {
unit 0 {
description B->D;
family inet {
address 172.16.1.1/24;
}
1
}
loO {
unit 57 {
family inet {
address 10.0.0.1/32;
address 10.0.0.2/32;
}
1
1

user@B# show routing-options
static {
route 192.168.47.0/24 {
next-hop 172.16.1.2;
bfd-liveness-detection {
description Site- xxx;
minimum-interval 1000;
authentication {
key-chain bfd-kc4;
algorithm keyed-sha-1;
1
}
1
}

user@B# show security
authentication-key-chains {
key-chain bfd-kc4 {
key 5 {
secret "$ABCI23$ABC123$ABC123"; ## SECRET-DATA
start-time "2011-1-1.12:00:00 -0800";
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Verification

Confirm that the configuration is working properly.

« Verifying That BFD Sessions Are Up on page 38
« Viewing Details About the BFD Session on page 38

« Viewing Extensive BFD Session Information on page 39

Verifying That BFD Sessions Are Up

Purpose Verify that the BFD sessions are up.

Action From operational mode, enter the show bfd session command.

user@B> show bfd session

Detect Transmit
Address State Interface Time Interval Multiplier
172.16.1.2 Up ge-1/2/0.0 3.000 1.000 3

1 sessions, 1 clients
Cumulative transmit rate 1.0 pps, cumulative receive rate 1.0 pps

Meaning The command output shows that the BFD session is up.

Viewing Details About the BFD Session

Purpose View details about the BFD sessions and make sure that authentication is configured.

Action From operational mode, enter the show bfd session detail command.

user@B> show bfd session detail
Detect Transmit

Address State Interface Time Interval Multiplier
172.16.1.2 Up ge-1/2/0.0 3.000 1.000 3
Client Static, TX interval 1.000, RX interval 1.000, Authenticate

Session up time 00:53:58

Local diagnostic NbrSignal, remote diagnostic None

Remote state Up, version 1

Logical system 9, routing table index 22

1 sessions, 1 clients
Cumulative transmit rate 1.0 pps, cumulative receive rate 1.0 pps

Meaning Inthe command output, Authenticate is displayed to indicate that BFD authentication is
configured.
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Viewing Extensive BFD Session Information

Purpose View more detailed information about the BFD sessions.

Action From operational mode, enter the show bfd session extensive command.

user@B> show bfd session extensive

Address State Interface Time Interval Multiplier
172.16.1.2 Up ge-1/2/0.0 3.000 1.000 3
Client Static, description Site-xxx, TX interval 1.000, RX interval 1.000,
Authenticate

keychain bfd-kc4, algo keyed-sha-1, mode strict
Session up time 01:39:45
Local diagnostic NbrSignal, remote diagnostic None
Remote state Up, version 1
Logical system 9, routing table index 22
Min async interval 1.000, min slow interval 1.000
Adaptive async TX interval 1.000, RX interval 1.000
Local min TX interval 1.000, minimum RX interval 1.000, multiplier 3
Remote min TX interval 1.000, min RX interval 1.000, multiplier 3
Local discriminator 3, remote discriminator 4
Echo mode disabled/inactive
Authentication enabled/active, keychain bfd-kc4, algo keyed-sha-1, mode strict

1 sessions, 1 clients
Cumulative transmit rate 1.0 pps, cumulative receive rate 1.0 pps

Meaning Inthe command output, Authenticate is displayed to indicate that BFD authentication is
configured. The output for the extensive command provides the keychain name, the
authentication algorithm, and the mode for each client in the session.

O NOTE: The description Site- <xxx> is supported only on the SRX Series
devices.

If each client has more than one description field, then it displays "and more"
along with the first description field.

See Also . Understanding BFD Authentication for Static Route Security on page 31

Related . Examples: Configuring BFD for Static Routes on page 13
Documentation
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Understanding the Unified Forwarding Table

« Using the Unified Forwarding Table to Optimize Address Storage on page 40
« MAC Address and Host Address Memory Allocation on page 40
« LPM Table Memory Allocation on page 42

Using the Unified Forwarding Table to Optimize Address Storage

OnQFX5100, EX4600,and OCX1100 switches, you can control the allocation of forwarding
table memory available to store the following:

. MAC addresses.
. Layer 3 host entries.

« Longest prefix match (LPM) table entries.

0 NOTE: Starting with Junos OS 13.2X51-D15, you can allocate more memory
to store prefixes in the range /65 to /127 range.

0 NOTE: Platform support depends on the Junos OS release in your
installation.

This feature gives you the flexibility to configure your switch to match the needs of your
particular network environment. For example, you might configure the switch to store
more MAC addresses in a Layer 2 network, such as a virtualized network with many servers
and virtualized machines. On the other hand, if your switch is located in the routing core
of a network or participates in an IP fabric, you probably want to maximize the number
of routing table entries it can store. In this case, you would configure it to use the
lpm-profile, which provides the most longest prefix match table entries.

MAC Address and Host Address Memory Allocation

There are several profiles that allocate memory differently for MAC addresses and host
addresses. You configure the mix that best meets your needs by choosing the appropriate
profile. Table 3 on page 40 lists the profiles you can choose and the associated maximum
values for the MAC address and host table entries on QFX3500, QFX3600, and QFX5100
switches.

Table 3: Unified Forwarding Table Profiles on QFX3500, QFX3600, and QFX5100 Switches

Profile

Name MAC Table Host Table (unicast and multicast addresses)
MAC IPv4 IPv6 IPV4 (¥ G) IPv4 (S, G) IPv6 (* G) IPv6 (S, G)
Addresses unicast unicast

|2-profile-one 288K 16K 8K 8K 8K 4K 4K
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Table 3: Unified Forwarding Table Profiles on QFX3500, QFX3600, and QFX5100
Switches (continued)

Profile
NG | MAC Table | Host Table (unicast and multicast addresses) 7 7 7 7

12-profile-two 224K 80K 40K 40K 40K 20K 20K
12-profile-three 160K 144K 72K 72K 72K 36K 36K
(default)

13-profile 96K 208K 104K 104K 104K 52K 52K
lpm-profile 32K 16K 8K 8K 8K 4K 4K
lom-profilewith 32K (storedin (storedin 8K 8K 4K 4K
unicast-in-lpm LPM table) LPM table)

option

NOTE: On QFX5100 and QFX5200 switches, IPv4 and IPv6 host routes with
ECMP next hops are stored in the host table. On QFX3500 and QFX3600
switches, these routes are stored in the LPM table.

Table 4 on page 41 lists the profiles you can choose and the associated maximum values
for the MAC address and host table entries on QFX5200 switches.

Table 4: Unified Forwarding Table Profiles on QFX5200 Switches

Profile MAC
Name Table Host Table (unicast and multicast addresses)
MAC IPv4 IPv6 IPv4 (% G) IPv4 (S, IPV6 (* IPVv6 (S, Bxact-Match
Addresses unicast unicast G) G) G)
R-profile-one 136K 8K 4K 4K 4K 2K 2K (0]
R-profile-two 104K 40K 20K 20K 20K 10K 10K 0
R-profilethree 72K 72K 36K 36K 36K 18K 18K 0
(default)
13-profile 40K 104K 52K 52K 52K 26K 26K 0
eatmethpoke 8K 8K 4K 4K 4K 2K 2K 64K
lpm-profile 8K 8K 4K 4K 4K 2K 2K 0]
lpmpofiewith 2 (storedin (storedin ? ? ? ? 0
unicast-inHpm LPMtable) LPM
option table)
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Note that all entries in the host table share the same memory space. If the host table
stores the maximum number of entries for any given type, the entire shared table is full
and is unable to accommodate any entries of any other type. As you can see, different
entry types occupy different amounts of memory. For example, an IPv6 unicast address
occupies twice as much memory as an IPv4 unicast address, and an IPv6 multicast
address occupies four times as much memory as an IPv4 unicast address.

Table 5 on page 42 lists various valid combinations that the host table can store if you
use the [2-profile-one profile on a QFX5100 switch. Each row in the table represents a
case in which the host table is full and cannot accommodate any more entries. .

Table 5: Example Host Table Combinations Using |2-profile-one on a QFX5100 Switch

IPv4 multicast IPv4 multicast IPv6 multicast IPv6 multicast
IPv4 unicast | IPv6 unicast (% G) (S,G) | (%G) | (S,6)
16K 0 0 0 0 0
12K 2K 0 0 0 0
12K 0 2K 2K 0 0
8K 4K 0 (0] 0 0
4K 2K 2K 2K 0 0
0 4K 0 (0] 1K 1K

LPM Table Memory Allocation

You configure the memory allocation for LPM table entries differently depending on
which version of Junos OS you use. To learn how to configure memory allocation for LPM
table entries see “Configuring the Unified Forwarding Table on Switches” on page 43.
Starting with Junos OS 14.1X53-D30 you can free memory in the host table by using the
unicast-in-lpm option with the lpm-profile to store IPv4 and IPv6 unicast addresses in
the LPM table instead of the host table. See “Configuring the lpm-profile With Junos OS
Release 14.1x53-D30 and Later” on page 48.

14.1X53-D30 Starting with Junos OS 14.1X53-D30 you can free memory in the host table
by using the unicast-in-lpm option with the lpm-profile to store IPv4
and IPv6 unicast addresses in the LPM table instead of the host table.

13.2X51-D15 Starting with Junos OS 13.2X51-D15, you can allocate more memory to
store prefixes in the range /65 to /127 range.

Related . Configuring the Unified Forwarding Table on Switches on page 43
Documentation
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Configuring the Unified Forwarding Table on Switches

Traditionally, forwarding tables have been statically defined and have supported only a
fixed number of entries for each type of address stored in the tables. The Unified
Forwarding Table feature lets you optimize how your switch allocates forwarding-table
memory for different types of addresses. You can choose one of five unified forwarding
table profiles. Each profile allocates a different maximum amount of memory for Layer
2, Layer 3 host, and longest prefix match (LPM) entries. In addition to selecting a profile,
you can also select how much additional memory to allocate for LPM entries.

Two profiles allocate higher percentages of memory to Layer 2 addresses. A third profile
allocates a higher percentage of memory to Layer 3 host address, while a fourth profile
allocates a higher percentage of memory to LPM entries. There is a default profile
configured that allocates an equal amount of memory to Layer 2 and Layer 3 host
addresses with the remainder allocated to LPM entries. For a switch in a virtualized
network that handles a great deal of Layer 2 traffic, you would choose a profile that
allocates a higher percentage of memory to Layer 2 addresses. For a switch that operates
in the core of the network, you would choose a profile that allocates a higher percentage
of memory to LPM entries.

On QFX5200 Series switches only, you can also configure a custom profile that allows
you to partition shared memory banks among the different types of forwarding table
entries. These shared memory banks have a total memory equal to 128,000 IPv4 unicast
addresses. For more information about configuring the custom profile, see Example:
Configuring a Unified Forwarding Table Custom Profile on QFX Series Switches.

« Configuring a Unified Forwarding Table Profile on page 43

« Configuring the Memory Allocation for Longest Prefix Match Entries on page 44
Configuring a Unified Forwarding Table Profile

To configure a unified forwarding table profile:

Specify a forwarding-table profile.

[edit chassis forwarding-options]
user@switch# set profile-name

For example, to specify the profile that allocates the highest percentage of memory to
Layer 2 traffic:

[edit chassis forwaridng-options]
user@switch# set |2-profile-one

A CAUTION: When you configure and commit a profile,in most cases the Packet
Forwarding Engine automatically restarts and all the data interfaces on the
switch go down and come back up (the management interfaces are
unaffected).
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Starting with Junos OS Releases 14.1X53-D40, 15.1R5, and 16.1R3, for a Virtual
Chassis or Virtual Chassis Fabric (VCF) comprised of EX4600 or QFX5100
switches, the Packet Forwarding Engine in member switches does not
automatically restart upon configuring and committing a unified forwarding
table profile change. This behavior avoids Virtual Chassis or VCF instability
after the change propagates to member switches and multiple Packet
Forwarding Engines automatically restart at the same time. Instead, a
message is displayed at the CLI prompt and logged to the switch’s system
log to notify you that the profile change does not take effect until the next
time you reboot the Virtual Chassis or VCF. We recommend that you plan to
make profile changes only when you can perform a Virtual Chassis or VCF
system reboot immediately after committing the configuration update.
Otherwise, the Virtual Chassis or VCF could become inconsistent if one or
more members have a problem and restart with the new configuration before
a planned system reboot activates the change on all members.

NOTE: You can configure only one profile for the entire switch.

NOTE: If the host table stores the maximum number of entries for any given
type, the entire table is full and is unable to accommodate any entries of any
other type. Keepin mind thatan IPv6 unicast address occupies twice as much
memory as an IPv4 unicast address, and an IPv6 multicast address occupies
four times as much memory as an IPv4 unicast address. For more information
about valid combinations of table entries see Understanding the Unified
Forwarding Table.

0 NOTE: The 12-profile-three is configured by default.

Configuring the Memory Allocation for Longest Prefix Match Entries

In addition to choosing a profile, you can further optimize memory allocation for longest
prefix match (LPM) entries by configuring how many IPv6 prefixes to store with lengths
from /65 through /127. The switch uses LPM entries during address lookup to match
addresses to the most-specific (longest) applicable prefix. Prefixes of this type are stored
in the space for ternary content addressable memory (TCAM). Changing the default
parameters makes this space available for LPM entries. Increasing the amount of memory
available for these IPv6 prefixes reduces by the same amount how much memory is
available to store IPv4 unicast prefixes and IPv6 prefixes with lengths equal to or less
than 64.

The procedures for configuring the LPM table are different, depending on which version
of Junos OS you are using. In the initial releases that UFT is supported, Junos OS Releases
13.2X51-D10 and 13.2X52-10, you can only increase the amount of memory allocated to
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IPv6 prefixes with lengths from /65 through /127 for any profile, except for lpm-profile.
Starting with Junos OS Release 13.2X51-D15, you can also allocate either less or no memory
for IPv6 prefixes with lengths in the range /65 through /127, depending on which profile
is configured. For the lpm-profie, however, the only change you can make to the default
parameters is to allocate no memory for these types of prefixes.

« Configuring the LPM Table With Junos OS Releases 13.2X51-D10 and
13.2X52-D10 on page 45

« Configuring the LPM Table With Junos OS Release 13.2x51-D15 and Later on page 46

Configuring the LPM Table With Junos OS Releases 13.2X51-D10 and 13.2X52-D10

In Junos OS Releases 13.2x51-D10 and 13.2X52-D10, by default, the switch allocates
memory for 16 IPv6 with prefixes with lengths in the range /65 through /127. You can
configure the switch to allocate more memory for IPv6 prefixes with lengths in the range
/65 through /127.

To allocate more memory for IPv6 prefixes in the range /65 through /127:

1. Choose a forwarding table profile.

[edit chassis forwarding-options]
user@swtitch# set profile-name

For example, to specify the profile that allocates the highest percentage of memory
to Layer 2 traffic:

[edit chassis forwarding-options]
user@swtitch# set |12-profile-one

2. Select how much memory to allocate for IPv6 prefixes in the range /65 thorugh 127.

[edit chassis forwarding-options profile-name]
user@swtitch# set num-65-127-prefix number

For example, to specify to allocate memory for 32 IPv6 prefixes in the range /65
through 127:

[edit chassis forwarding-options [2-profile-one]
user@switch# set num-65-127-prefix 2

0 NOTE: When you configure and commit the num-65-127-prefix number
statement, all the data interfaces on the switch restart. The management
interfaces are unaffected.

The num-65-127-prefix number statement is not supported on the lpm-profile.

Table 6 on page 46 provides examples of valid combinations that the LPM table can
store for all profiles except for the l[pm-profile and custom-profile. Once again, each row
in the table represents a case in which the table is full and cannot accommodate any
more entries.

Copyright © 2018, Juniper Networks, Inc. 45



Routing Options Feature Guide for the QFX Series

Table 6: Example LPM Table Combinations Using L2 and L3 profiles With Junos OS 13.2X51-D10

and 13.2X52-D10

IPv6 Entries (Prefix >=

num-65-127-prefix Value
1 (default)

IPv4 Entries | IPv6 Entries (Prefix <= 64) | 65)
16K-16 OK 16

1 (default)

OK 8K-16 16

1 (default)

8K-16 4K 16

64

4K 4K K

64

2K 5K 1K

64

OK 6K 1K

128

4K 2K 2K

128

2K 3K 2K

128

OK 4K 2K

Configuring the LPM Table With Junos OS Release 13.2x51-D15 and Later

« Configuring Layer 2 and Layer 3 Profiles With Junos OS Release 13.2x51-D15 or
Later on page 46

« Configuring the l[pm-profile With Junos OS Release 13.2x51-D15 and Later on page 48
« Configuring the lpm-profile With Junos OS Release 14.1x53-D30 and Later on page 48

Configuring Layer 2 and Layer 3 Profiles With Junos OS Release 13.2x51-D15 or Later

Starting in Junos OS Release 13.2X51-D15, you can configure the switch to allocate
forwarding table memory for as many as 4,000 IPv6 prefixes with lengths in the range
/65 through /127 for any profile other than the lpm-profile or custom-profile. You can also
specify to allocate no memory for these IPv6 entries. The default is 1,000 entries for IPv6
prefixes with lengths in the range /65 through /127. Previously, the maximum you could
configure was for 2,048 entries for IPv6 prefixes with lengths in the range /65 through
/127. The minimum number of entries was previously 16, which was the default.

To specify how much forwarding table memory to allocate for IPv6 prefixes with length
in the range /65 through /127:

1. Choose a forwarding table profile.

[edit chassis forwarding-options]
user@swtitch# set profile-name

For example, to specify the profile that allocates the highest percentage of memory
to Layer 2 traffic:

[edit chassis forwarding-options]
user@swtitch# set [2-profile-one

46
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2. Select how much memory to allocate for IPv6 prefixes in the range /65 thorugh 127.

[edit chassis forwarding-options profile-name]
user@swtitch# set num-65-127-prefix number

For example, to specify to allocate memory for 2,000 IPv6 prefixes in the range /65
through 127:

[edit chassis forwarding-options [2-profile-one]
user@switch# set num-65-127-prefix 2

Starting with Junos OS Release 13.2X51-D15, you can use the num-65-127-prefix statement
toallocate entries. Table 7 on page 47 shows the numbers of entries that you can allocate.
Each row represents a case in which the table is full and cannot accommodate any more

entries.

Table 7: LPM Table Combinations for L2 and L3 profiles With Junos OS 13.2X51-D15 and Later

num-65-127-prefix Value IPv4 Entries IPv6 Entries (Prefix <= 64) IPv6 Entries (Prefix >= 65)
(o] 16K 8K OK
1 (default) 12K 6K 1K
2 8K 4K 2K
3 4K 2K 3K
4 (013 OK 4K

A

CAUTION: When you configure and commit a profile change with the
num-65-127-prefix number statement, the Packet Forwarding Engine
automatically restarts and all the data interfaces on the switch go down and
come back up (the management interfaces are unaffected).

However, starting with Junos OS Releases 14.1X53-D40, 15.1R5, and 16.1R3,
Packet Forwarding Engines on switches in a Virtual Chassis or Virtual Chassis
Fabric (VCF) do not automatically restart upon configuring a unified
forwarding table profile change. This behavior avoids Virtual Chassis or VCF
instability after the change propagates to member switches and multiple
Packet Forwarding Engines automatically restart at the same time. Instead,
a message is displayed at the CLI prompt and logged to the switch’s system
log to notify you that the profile change does not take effect until the next
time you reboot the Virtual Chassis or VCF. We recommend that you plan to
make profile changes only when you can perform a Virtual Chassis or VCF
system reboot immediately after committing the configuration update.
Otherwise, the Virtual Chassis or VCF could become inconsistent if one or
more members have a problem and restart with the new configuration before
a planned system reboot activates the change on all members.
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Configuring the lpom-profile With Junos OS Release 13.2x51-D15 and Later

Starting with Junos OS Release 13.2X51-D15 you can configure the lpm-profile profile not
to allocate any memory for IPv6 entries with prefix lengths from /65 through /127. These
are the default maximum values allocated for LPM memory for the lpm-profile by address
type:

« 128K of IPv4 prefixes
. 16K of IPv6 prefixes (all lengths)

0 NOTE: The memory allocated for each address type represents the maximum
default value for all LPM memory.

To configure the lpm-profile not to allocate forwarding-table memory for IPv6 entries
with prefixes from /65 through /127, thus allocating more memory for IPv4:

Specify to disable forwarding-table memory for IPv6 prefixes with lengths in the range
/65 through /127.

[edit chassis forwarding-options lpm-profile]
user@switch# set prefix-65-127-disable

For example, on the QFX5100 switches only, if you use the prefix-65-127-disable option,
each of the following combinations are valid:

« 100K IPv4 and 28K IPv6 /64 or shorter prefixes.
.« 64K IPv4 and 64K IPv6 /64 or shorter prefixes.
« 128K IPv4 and OK IPv6 /64 or shorter prefixes.

« OKIPv4 and 128K IPv6 /64 or shorter prefixes.

O NOTE: On the QFX5200 switches, when you configure the
prefix-65-127-disable statement, the maximum number of IPv6 entries with
prefixes equal to or shorter than 64 is 98,000.

Configuring the lpom-profile With Junos OS Release 14.1x53-D30 and Later

Starting in Junos OS Release 15.1X53-D30, you can configure the lpm-profile profile to
store unicast IPv4 and IPv6 host addresses in the LPM table, thereby freeing memory in
the host table. Unicast IPv4 and IPv6 addresses are stored in the LPM table instead of
the host table, as shown in Table 8 on page 49 for QFX5100 switches. (Platform support
depends on the Junos OS release in your installation.) You can use this option in
conjunction with the option to allocate no memory in the LPM table for IPv6 entries with
prefix lengths in the range /65 through /127. Together, these options maximize the amount
of memory available for IPv4 unicast entries and IPv6 entries with prefix lengths equal
to or less than 64.
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Table 8: [pm-profile with unicast-in-lpm Option for QFX5100 Switches

prefix-65- MAC LPM Table unicast
127-disable Table Host Table (multicast addresses) addresses)
MAC IPv4 IPv6 IPv4 (% IPv4 IPv6 IPv6 IPv4 IPv6 IPv6
unicast unicast G) (S,G) (*G) (S,G) unicast unicast unicast
(</65) (>/64)
No 32K 0 0 8K 8K 4K 4K 128K 16K 16K
Yes 32K 0 0 8K 8K 4K 4K 128K 128K 0

Note that all entries in each table share the same memory space. If a table stores the
maximum number of entries for any given type, the entire shared table is full and is unable
to accommodate any entries of any other type. For example, if you use the the
unicast-in-lpm option and there are 128K IPv4 unicast addresses stored in the LPM table,
the entire LPM table is full and no IPv6 addresses can be stored. Similarly, if you use the
unicast-in-lpm option but do not use the prefix-65-127-disable option, and 16K IPv6
addresses with prefixes shorter than /65 are stored, the entire LPM table is full and no
additional addresses (IPv4 or IPv6) can be stored.

To configure the lpm-profile to store unicast IPv4 entries and IPv6 entries with prefix
lengths equal to or less than 64 in the LPM table:

1. Specify the option to store these entries in the LPM table.

[edit chassis forwarding-options lpm-profile]
user@switch# set unicast-in-lpm

2. (Optional) Specify to allocate no memory for in the LPM table for IPv6 prefixes with
length in the range /65 through /127:

[edit chassis forwarding-options l[pm-profile]
user@switch# set prefix-65-127-disable
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Release History Table

Related
Documentation

Release Description

141X53-D40 Starting with Junos OS Releases 14.1X53-D40, 15.1R5, and 16.1R3, for a Virtual
Chassis or Virtual Chassis Fabric (VCF) comprised of EX4600 or QFX5100
switches, the Packet Forwarding Engine in member switches does not
automatically restart upon configuring and committing a unified forwarding
table profile change.

13.2X51-D15 Starting with Junos OS Release 13.2X51-D15, you can also allocate either less
or no memory for IPv6 prefixes with lengths in the range /65 through /127,
depending on which profile is configured.

13.2X51-D15 Starting in Junos OS Release 13.2X51-D15, you can configure the switch to
allocate forwarding table memory for as many as 4,000 IPv6 prefixes with
lengths in the range /65 through /127 for any profile other than the lpm-profile
or custom-profile.

13.2X51-D15 Starting with Junos OS Release 13.2X51-D15, you can use the
num-65-127-prefix statement to allocate entries.

« Understanding the Unified Forwarding Table

IPv6 Neighbor Discovery Overview

Neighbor discovery is a protocol that allows different nodes on the same link to advertise
their existence to their neighbors, and to learn about the existence of their neighbors.

Routers and hosts (nodes) use Neighbor Discovery (ND) messages to determine the
link-layer addresses of neighbors that reside on attached links and to overwrite invalid
cache entries. Hosts also use ND to find neighboring routers that can forward packets
on their behalf.

In addition, nodes use ND to actively track the ability to reach neighbors. When a router
(or the path to a router) fails, nodes actively search for alternatives to reach the
destination.

This section discusses the following topics:

« Improvements Over Ipv4 Protocols on page 50
« Router Discovery on page 51
« Address Resolution on page 52

« Redirect on page 52

Improvements Over Ipv4 Protocols

IPv6 Neighbor Discovery corresponds to a number of the IPv4 protocols — ARP, ICMP
Router Discovery, and ICMP Redirect. However, Neighbor Discovery provides many
improvements over the IPv4 set of protocols. These improvements address the following:
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« Router discovery—How a host locates routers residing on an attached link.

« Prefix discovery—How a host discovers address prefixes for destinations residing on
an attached link. Nodes use prefixes to distinguish between destinations that reside
on an attached link and those destinations that it can reach only through a router.

. Parameter discovery—How a node learns various parameters (link parameters or
Internet parameters) that it places in outgoing packets.

. Address resolution—How a node uses only a destination IPv6 address to determine a
link-layer address for destinations on an attached link.

« Next-hop determination—The algorithm that a node uses for mapping an IPv6
destination address into a neighbor IPv6 address (either the next router hop or the
destination itself) to which it plans to send traffic for the destination.

« Neighbor unreachability detection—How a node determines that it can no longer reach
a neighbor.

« Duplicate address detection—How a node determines whether an address is already
in use by another node.

A router periodically multicasts a router advertisement from each of its multicast
interfaces, announcing its availability. Hosts listen for these advertisements for address
autoconfiguration and discovery of link-local addresses of the neighboring routers. When
a host starts, it multicasts a router solicitation to ask for immediate advertisements.

The router discovery messages do not constitute a routing protocol. They enable hosts
to discover the existence of neighboring routers, but are not used to determine which
router is best to reach a particular destination.

Neighbor discovery uses the following Internet Control Message Protocol version 6
(ICMPv6) messages: router solicitation, router advertisement, neighbor solicitation,
neighbor advertisement, and redirect.

Neighbor discovery for IPv6 replaces the following IPv4 protocols: router discovery
(RDISC), Address Resolution Protocol (ARP), and ICMPv4 redirect.

Junos OS Release 9.3 and later supports Secure Neighbor Discovery (SEND). SEND
enables you to secure Neighbor Discovery protocol (NDP) messages. It is applicable in
environments where physical security on a link is not assured and attacks on NDP
messages are a concern. The Junos OS secures NDP messages through cryptographically
generated addresses (CGAs).

Router Discovery

Router advertisements can contain a list of prefixes. These prefixes are used for address
autoconfiguration, to maintain a database of onlink (on the same data link) prefixes, and
for duplication address detection. If a node is onlink, the router forwards packets to that
node. If the node is not onlink, the packets are sent to the next router for consideration.
For IPv6, each prefix in the prefix list can contain a prefix length, a valid lifetime for the
prefix, a preferred lifetime for the prefix, an onlink flag, and an autoconfiguration flag.
This information enables address autoconfiguration and the setting of link parameters
such as maximum transmission unit (MTU) size and hop limit.
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For IPv6, ICMPV6 neighbor discovery replaces Address Resolution Protocol (ARP) for
resolving network addresses to link-level addresses. Neighbor discovery also handles
changes in link-layer addresses, inbound load balancing, anycast addresses, and proxy
advertisements.

Nodes requesting the link-layer address of a target node multicast a neighbor solicitation
message with the target address. The target sends back a neighbor advertisement
message containing its link-layer address.

Neighbor solicitation and advertisement messages are used for detecting duplicate
unicast addresses on the same link. Autoconfiguration of an IP address depends on
whether there is a duplicate address on that link. Duplicate address detection is a
requirement for autoconfiguration.

Neighbor solicitation and advertisement messages are also used for neighbor
unreachability detection. Neighbor unreachability detection involves detecting the
presence of a target node on a given link.

Redirect messages are sent to inform a host of a better next-hop router to a particular
destination or an onlink neighbor. This is similar to ICMPv4 redirect. Very similar to the
ICMPv4 Redirect feature, the ICMPV6 redirect message is used by routers to inform on-link
hosts of a better next-hop for a given destination. The intent is to allow the routers to
help hosts make the most efficient local routing decisions possible.

« Example: Configuring IPv6 Interfaces and Enabling Neighbor Discovery on page 52

Example: Configuring IPv6 Interfaces and Enabling Neighbor Discovery

Requirements

This example shows how to configure the router or switch to send IPv6 neighbor discovery
messages.

« Requirements on page 52

« Overview on page 52

« Configuration on page 54

« Verification on page 57

In this example, no special configuration beyond device initialization is required.

Overview
In this example, all of the interfaces in the sample topology are configured with IPv6
addresses. If you plan to extend IPv6 functionality into your LAN, datacenter, or customer
networks, you might want to use Stateless Address Auto-Configuration (SLAAC) and
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that means configuring router advertisements. SLAAC is an IPv6 protocol that provides
some similar functionality to DHCP in IPv4. Using SLAAC, network hosts can autoconfigure
a globally unique IPv6 address based on the prefix provided by a nearby router in a router
advertisement. This removes the need to explicitly configure every interface in a