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nuances of network architecture, deployment, and administration. The current list can
be viewed at http:/www.juniper.net/books.

Supported Platforms

For the features described in this document, the following platforms are supported:
» ACX Series

« SRX Series

« T Series

» MX Series

« M Series

Using the Examples in This Manual

If you want to use the examples in this manual, you can use the load merge or the load
merge relative command. These commands cause the software to merge the incoming
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configuration into the current candidate configuration. The example does not become
active until you commit the candidate configuration.

If the example configuration contains the top level of the hierarchy (or multiple
hierarchies), the example is a full example. In this case, use the load merge command.

If the example configuration does not start at the top level of the hierarchy, the example
is a snippet. In this case, use the load merge relative command. These procedures are
described in the following sections.

Merging a Full Example

To merge a full example, follow these steps:

1. From the HTML or PDF version of the manual, copy a configuration example into a
text file, save the file with a name, and copy the file to a directory on your routing
platform.

For example, copy the following configuration to a file and name the file ex-script.conf.
Copy the ex-script.conf file to the /var/tmp directory on your routing platform.

system {
scripts {
commit {
file ex-script.xsl;
1
1
1
interfaces {
fxpO {
disable;
unit 0 {
family inet {
address 10.0.0.1/24;
}
1
1
}

2. Merge the contents of the file into your routing platform configuration by issuing the
load merge configuration mode command:

[edit]
user@host# load merge /var/tmp/ex-script.conf
load complete

Merging a Snippet
To merge a snippet, follow these steps:

1. Fromthe HTML or PDF version of the manual, copy a configuration snippet into a text
file, save the file with a name, and copy the file to a directory on your routing platform.

For example, copy the following snippet to a file and name the file
ex-script-snippet.conf. Copy the ex-script-snippet.conf file to the /var/tmp directory
on your routing platform.
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commit {
file ex-script-snippet.xsl; }

2. Move to the hierarchy level that is relevant for this snippet by issuing the following
configuration mode command:

[edit]
user@host# edit system scripts
[edit system scripts]

3. Merge the contents of the file into your routing platform configuration by issuing the
load merge relative configuration mode command:

[edit system scripts]
user@host# load merge relative /var/tmp/ex-script-snippet.conf
load complete

For more information about the load command, see the CL/ User Guide.

Documentation Conventions

Table Ton page xvii defines notice icons used in this guide.

Table 1: Notice Icons

Icon Meaning Description

0 Informational note Indicates important features or instructions.
g Caution Indicates a situation that might result in loss of data or hardware damage.
a Warning Alerts you to the risk of personal injury or death.
% Laser warning Alerts you to the risk of personal injury from a laser.

0 Tip Indicates helpful information.

Q Best practice Alerts you to a recommended use or implementation.

Table 2 on page xviii defines the text and syntax conventions used in this guide.
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Table 2: Text and Syntax Conventions

Convention

Bold text like this

Description

Represents text that you type.

Examples

To enter configuration mode, type the
configure command:

user@host> configure

Fixed-width text like this

Represents output that appears on the
terminal screen.

user@host> show chassis alarms

No alarms currently active

Italic text like this « Introduces or emphasizes important « Apolicy term is a named structure
new terms. that defines match conditions and
« |dentifies guide names. actions.
« Identifies RFC and Internet draft titles. ¢ JUnos OS CLI User Guide
« RFC1997 BGP Communities Attribute
[talic text like this Represents variables (options for which ~ Configure the machine’s domain name:
you substitute a value) in commands or
configuration statements. [edit]
root@# set system domain-name
domain-name
Text like this Represents names of configuration « To configure a stub area, include the

statements, commandes, files, and
directories; configuration hierarchy levels;
or labels on routing platform
components.

stub statement at the [edit protocols
ospf area area-id] hierarchy level.

« Theconsole portislabeled CONSOLE.

< > (angle brackets)

Encloses optional keywords or variables.

stub <default-metric metric>;

| (pipe symbol)

Indicates a choice between the mutually
exclusive keywords or variables on either
side of the symbol. The set of choices is
often enclosed in parentheses for clarity.

broadcast | multicast

(string1 | string2 | string3)

# (pound sign)

Indicates a comment specified on the
same line as the configuration statement
to which it applies.

rsvp { # Required for dynamic MPLS only

[ 1(square brackets)

Encloses a variable for which you can
substitute one or more values.

community name members [
community-ids ]

Indention and braces ({ })

Identifies a level in the configuration
hierarchy.

; (semicolon)

Identifies a leaf statement at a
configuration hierarchy level.

[edit]
routing-options {
static {
route default {
nexthop address;
retain;
1
1
1

GUI Conventions

Xviii
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Table 2: Text and Syntax Conventions (continued)

Convention Description Examples
Bold text like this Represents graphical userinterface (GUI) « Inthe Logical Interfaces box, select
items you click or select. All Interfaces.
« To cancel the configuration, click
Cancel.
> (bold right angle bracket) Separates levels in a hierarchy of menu In the configuration editor hierarchy,
selections. select Protocols>Ospf.

Documentation Feedback

We encourage you to provide feedback, comments, and suggestions so that we can
improve the documentation. You can provide feedback by using either of the following
methods:

« Online feedback rating system—On any page of the Juniper Networks TechLibrary site
at http://www.juniper.net/techpubs/index.ntml, simply click the stars to rate the content,
and use the pop-up form to provide us with information about your experience.
Alternately, you can use the online feedback form at
http://www.juniper.net/techpubs/feedback/.

« E-mail—Sendyour comments to techpubs-comments@juniper.net. Include the document
or topic name, URL or page number, and software version (if applicable).

Requesting Technical Support

Technical product support is available through the Juniper Networks Technical Assistance
Center (JTAC). If you are a customer with an active J-Care or Partner Support Service
support contract, or are covered under warranty, and need post-sales technical support,
you can access our tools and resources online or open a case with JTAC.

« JTAC policies—For a complete understanding of our JTAC procedures and policies,
review the JTAC User Guide located at
http://www.juniper.net/us/en/local/pdf/resource-guides/7100059-en.pdf.

« Product warranties—For product warranty information, visit
http://www.juniper.net/support/warranty/.

« JTAC hours of operation—The JTAC centers have resources available 24 hours a day,
7 days a week, 365 days a year.

Self-Help Online Tools and Resources

For quick and easy problem resolution, Juniper Networks has designed an online
self-service portal called the Customer Support Center (CSC) that provides you with the
following features:
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« Find CSC offerings: http://www.juniper.net/customers/support/

« Search for known bugs: http://www2.juniper.net/kb/

« Find product documentation: http:/www.juniper.net/techpubs/

« Find solutions and answer questions using our Knowledge Base: http://kb.juniper.net/

. Download the latest versions of software and review release notes:
http://www.juniper.net/customers/csc/software/

« Search technical bulletins for relevant hardware and software notifications:
http://kb.juniper.net/InfoCenter/

. Join and participate in the Juniper Networks Community Forum:
http://www.juniper.net/company/communities/

« Open a case online in the CSC Case Management tool: http://www.juniper.net/cm/

To verify service entitlement by product serial number, use our Serial Number Entitlement
(SNE) Tool: https://tools.juniper.net/SerialNumberEntitlementSearch/

Opening a Case with JTAC

You can open a case with JTAC on the Web or by telephone.

« Use the Case Management tool in the CSC at http://www.juniper.net/cm/.

« Call 1-888-314-JTAC (1-888-314-5822 toll-free in the USA, Canada, and Mexico).

For international or direct-dial options in countries without toll-free numbers, see
http://www.juniper.net/support/requesting-support.ntml.

XX
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PART 1

Overview

« Introduction to OSPF on page 3

Copyright © 2016, Juniper Networks, Inc.



OSPF Feature Guide for Routing Devices

2 Copyright © 2016, Juniper Networks, Inc.



CHAPTER1

INntroduction to OSPF

« OSPF Overview on page 4

« OSPF Packets Overview on page 9

« Understanding OSPF External Metrics on page 11

« Supported OSPF and OSPFv3 Standards on page 12
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OSPF Overview
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OSPFis aninterior gateway protocol (IGP) that routes packets within a single autonomous
system (AS). OSPF uses link-state information to make routing decisions, making route
calculations using the shortest-path-first (SPF) algorithm (also referred to as the Dijkstra
algorithm). Each router running OSPF floods link-state advertisements throughout the
AS or area that contain information about that router’s attached interfaces and routing
metrics. Each router uses the information in these link-state advertisements to calculate
the least cost path to each network and create a routing table for the protocol.

Junos OS supports OSPF version 2 (OSPFv2) and OSPF version 3 (OSPFv3), including
virtual links, stub areas, and for OSPFv2, authentication. Junos OS does not support
type-of-service (ToS) routing.

OSPF was designed for the Transmission Control Protocol/Internet Protocol (TCF/IP)
environment and as a result explicitly supports IP subnetting and the tagging of externally
derived routing information. OSPF also provides for the authentication of routing updates.

OSPF routes IP packets based solely on the destination IP address contained in the IP
packet header. OSPF quickly detects topological changes, such as whenrouter interfaces
become unavailable, and calculates new loop-free routes quickly and with a minimum
of routing overhead traffic.

0 NOTE: On SRX Series devices, when only one link-protection is configured
under the OSPF interface, the device does not install an alternative route in
the forwarding table. When the per-packet load-balancing is enabled as a
workaround, the device does not observe both the OSPF metric and sending
the traffic through both the interfaces.

An OSPF AS can consist of a single area, or it can be subdivided into multiple areas. In a
single-area OSPF network topology, each router maintains a database that describes
the topology of the AS. Link-state information for each router is flooded throughout the
AS. In a multiarea OSPF topology, each router maintains a database that describes the
topology of its area, and link-state information for each router is flooded throughout that
area. All routers maintain summarized topologies of other areas within an AS. Within
each area, OSPF routers have identical topological databases. When the AS or area
topology changes, OSPF ensures that the contents of all routers’ topological databases
converge quickly.

All OSPFv2 protocol exchanges can be authenticated. OSPFv3 relies on IPsec to provide
this functionality. This means that only trusted routers can participate in the AS’s routing.
A variety of authentication schemes can be used. A single authentication scheme is
configured for each area, which enables some areas to use stricter authentication than
others.

Externally derived routing data (for example, routes learned from BGP) is passed
transparently throughout the AS. This externally derived data is kept separate from the
OSPF link-state data. Each external route can be tagged by the advertising router, enabling
the passing of additional information between routers on the boundaries of the AS.
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o NOTE: By default, Junos OS is compatible with RFC 1583, OSPF Version 2. In
Junos OS Release 8.5 and later, you can disable compatibility with RFC 1583
by including the no-rfc-1583 statement. For more information, see “Example:

Disabling OSPFv2 Compatibility with RFC 1583” on page 175.

This topic describes the following information:

« OSPF Default Route Preference Values on page 6
+ OSPF Routing Algorithm on page 6

« OSPF Three-Way Handshake on page 7

« OSPF Version 3 on page 8

OSPF Default Route Preference Values

The Junos OS routing protocol process assigns a default preference value to each route
that the routing table receives. The default value depends on the source of the route.
The preference value is from O through 4,294,967,295 (232 — 1), with a lower value
indicating a more preferred route. Table 3 on page 6 lists the default preference values
for OSPF.

Table 3: Default Route Preference Values for OSPF

How Route Is Learned Default Preference Statement to Modify Default Preference
OSPF internal route 10 OSPF preference
OSPF AS external routes 150 OSPF external-preference

OSPF Routing Algorithm

OSPF uses the shortest-path-first (SPF) algorithm, also referred to as the Dijkstra
algorithm, to determine the route to each destination. All routing devices in an area run
this algorithm in parallel, storing the results in their individual topological databases.
Routing devices with interfaces to multiple areas run multiple copies of the algorithm.
This section provides a brief summary of how the SPF algorithm works.

When a routing device starts, it initializes OSPF and waits for indications from lower-level
protocols that the router interfaces are functional. The routing device then uses the OSPF
hello protocol to acquire neighbors, by sending hello packets to its neighbors and receiving
their hello packets.

On broadcast or nonbroadcast multiaccess networks (physical networks that support
the attachment of more than two routing devices), the OSPF hello protocol elects a
designated router for the network. This routing device is responsible for sending link-state
advertisements (LSAs) that describe the network, which reduces the amount of network
traffic and the size of the routing devices’ topological databases.

The routing device then attempts to form adjacencies with some of its newly acquired
neighbors. (On multiaccess networks, only the designated router and backup designated
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router form adjacencies with other routing devices.) Adjacencies determine the distribution
of routing protocol packets. Routing protocol packets are sent and received only on
adjacencies, and topological database updates are sent only along adjacencies. When
adjacencies have been established, pairs of adjacent routers synchronize their topological
databases.

A routing device sends LSA packets to advertise its state periodically and when its state
changes. These packets include information about the routing device’s adjacencies,
which allows detection of nonoperational routing devices.

Using a reliable algorithm, the routing device floods LSAs throughout the area, which
ensures that all routing devices in an area have exactly the same topological database.
Each routing device uses the information in its topological database to calculate a
shortest-path tree, with itself as the root. The routing device then uses this tree to route
network traffic.

The description of the SPF algorithm up to this point has explained how the algorithm
works within a single area (intra-area routing). For internal routers to be able to route to
destinations outside the area (interarea routing), the area border routers must inject
additional routing information into the area. Because the area border routers are
connected to the backbone, they have access to complete topological data about the
backbone. The area border routers use this information to calculate paths to all
destinations outside its area and then advertise these paths to the area’s internal routers.

Autonomous system (AS) boundary routers flood information about external autonomous
systems throughout the AS, except to stub areas. Area border routers are responsible
for advertising the paths to all AS boundary routers.

OSPF Three-Way Handshake

OSPF creates a topology map by flooding LSAs across OSPF-enabled links. LSAs
announce the presence of OSPF-enabled interfaces to adjacent OSPF interfaces. The
exchange of LSAs establishes bidirectional connectivity between all adjacent OSPF
interfaces (neighbors) using a three-way handshake, as shown in Figure 1 on page 7.

Figure 1: OSPF Three-Way Handshake
A B

A transmits hello packet

L,
B generates response packet

T

A acknowledges B’s response

9015009

—

In Figure 1 on page 7, Router A sends hello packets out all its OSPF-enabled interfaces
when it comes online. Router B receives the packet, which establishes that Router B can
receive traffic from Router A. Router B generates a response to Router A to acknowledge
receipt of the hello packet. When Router A receives the response, it establishes that
Router B can receive traffic from Router A. Router A then generates a final response
packet to inform Router B that Router A can receive traffic from Router B. This three-way
handshake ensures bidirectional connectivity.

Copyright © 2016, Juniper Networks, Inc. 7



OSPF Feature Guide for Routing Devices

As new neighbors are added to the network or existing neighbors lose connectivity, the
adjacencies in the topology map are modified accordingly through the exchange (or
absence) of LSAs. These LSAs advertise only the incremental changes in the network,
which helps minimize the amount of OSPF traffic on the network. The adjacencies are
shared and used to create the network topology in the topological database.

OSPF Version 3

OSPFv3 is a modified version of OSPF that supports IP version 6 (IPv6) addressing.
OSPFv3 differs from OSPFv2 in the following ways:

« All neighbor ID information is based on a 32-bit router ID.
« The protocol runs per link rather than per subnet.
« Router and network link-state advertisements (LSAs) do not carry prefix information.
« Two new LSA types are included: link-LSA and intra-area-prefix-LSA.
« Flooding scopes are as follows:
- Link-local
- Area

. AS

« Link-local addresses are used for all neighbor exchanges except virtual links.
. Authentication is removed. The IPv6 authentication header relies on the IP layer.
. The packet format has changed as follows:

- Version number 2 is now version number 3.

- The db option field has been expanded to 24 bits.

- Authentication information has been removed.

- Hello messages do not have address information.

- Two new option bits are included: R and V6.

« Type 3 summary LSAs have been renamed inter-area-prefix-LSAs.

. Type 4 summary LSAs have been renamed inter-area-router-LSAs.

Related . Understanding OSPF Areas and Backbone Areas on page 47

D tati
ocumentation « Understanding OSPF Configurations on page 17

« Example: Disabling OSPFv2 Compatibility with RFC 1583 on page 175
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OSPF Packets Overview

There are several types of link-state advertisement (LSA) packets.
This topic describes the following information:

« OSPF Packet Header on page 9

« Hello Packets on page 9

« Database Description Packets on page 10

» Link-State Request Packets on page 10

« Link-State Update Packets on page 10

« Link-State Acknowledgment Packets on page 10

« Link-State Advertisement Packet Types on page 11

OSPF Packet Header

All OSPFv2 packets have a common 24-byte header,and OSPFv3 packets have a common
16-byte header, that contains all information necessary to determine whether OSPF
should accept the packet. The header consists of the following fields:

« Version number—The current OSPF version number. This can be either 2 or 3.
. Type—Type of OSPF packet.

. Packet length—Length of the packet, in bytes, including the header.

« Router ID—IP address of the router from which the packet originated.

- Area ID—Identifier of the area in which the packet is traveling. Each OSPF packet is
associated with a single area. Packets traveling over a virtual link are labeled with the
backbone area ID, 0.0.0.0..

« Checksum—Fletcher checksum.
« Authentication—(OSPFv2 only) Authentication scheme and authenticationinformation.

« Instance ID—(OSPFv3 only) Identifier used when there are multiple OSPFv3 realms
configured on a link.

Hello Packets

Routers periodically send hello packets on all interfaces, including virtual links, to establish
and maintain neighbor relationships. Hello packets are multicast on physical networks
that have a multicast or broadcast capability, which enables dynamic discovery of
neighboring routers. (On nonbroadcast networks, dynamic neighbor discovery is not
possible, so you must configure all neighbors statically as described in “Example:
Configuring an OSPFv2 Interface on a Nonbroadcast Multiaccess Network” on page 30.)

Hello packets consist of the OSPF header plus the following fields:
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« Network mask—(OSPFv2 only) Network mask associated with the interface.

« Hellointerval—How often the router sends hello packets. All routers on a shared network
must use the same hello interval.

« Options—Optional capabilities of the router.
« Router priority—The router’s priority to become the designated router.

« Router dead interval—How long the router waits without receiving any OSPF packets
from a router before declaring that router to be down. All routers on a shared network
must use the same router dead interval.

« Designated router—IP address of the designated router.
. Backup designated router—IP address of the backup designated router.

« Neighbor—IP addresses of the routers from which valid hello packets have been received
within the time specified by the router dead interval.

Database Description Packets

When initializing an adjacency, OSPF exchanges database description packets, which
describe the contents of the topological database. These packets consist of the OSPF
header, packet sequence number, and the link-state advertisement’s header.

Link-State Request Packets

When a router detects that portions of its topological database are out of date, it sends
a link-state request packet to a neighbor requesting a precise instance of the database.
These packets consist of the OSPF header plus fields that uniquely identify the database
information that the router is seeking.

Link-State Update Packets

Link-state update packets carry one or more link-state advertisements one hop farther
from their origin. The router multicasts (floods) these packets on physical networks that
support multicast or broadcast mode. The router acknowledges all link-state update
packets and, if retransmission is necessary, sends the retransmitted advertisements
unicast.

Link-state update packets consist of the OSPF header plus the following fields:

« Number of advertisements—Number of link-state advertisements included in this
packet.

. Link-state advertisements—The link-state advertisements themselves.

Link-State Acknowledgment Packets

The router sends link-state acknowledgment packets in response to link-state update
packets to verify that the update packets have been received successfully. A single
acknowledgment packet can include responses to multiple update packets.

10 Copyright © 2016, Juniper Networks, Inc.



Chapter 1: Introduction to OSPF

Link-state acknowledgment packets consist of the OSPF header plus the link-state
advertisement header.

Link-State Advertisement Packet Types

Link-state request, link-state update, and link-state acknowledgment packets are used
to reliably flood link-state advertisement packets. OSPF sends the following types of
link-state advertisements:

« Router link advertisements—Are sent by all routers to describe the state and cost of
the router’s links to the area. These link-state advertisements are flooded throughout
a single area only.

« Network link advertisements—Are sent by designated routers to describe all the routers
attached to the network. These link-state advertisements are flooded throughout a
single area only.

« Summary link advertisements—Are sent by area border routers to describe the routes
that they know about in other areas. There are two types of summary link
advertisements: those used when the destination is an IP network, and those used
when the destinationis an AS boundary router. Summary link advertisements describe
interarearoutes, that is, routes to destinations outside the area but within the AS. These
link-state advertisements are flooded throughout the advertisement’s associated
areas.

« AS external link advertisement—Are sent by AS boundary routers to describe external
routes that they know about. These link-state advertisements are flooded throughout
the AS (except for stub areas).

Each link-state advertisement type describes a portion of the OSPF routing domain. All
link-state advertisements are flooded throughout the AS.

Each link-state advertisement packet begins with a common 20-byte header.

Related . OSPF Overview on page 4
Documentation « Understanding OSPF Areas on page 40
« Understanding OSPF Configurations on page 17
« Understanding OSPF Designated Router on page 42
« Understanding OSPFv2 Authentication on page 177

« Understanding OSPF Timers on page 205

Understanding OSPF External Metrics

When OSPF exports route information from external autonomous systems (ASs), it
includes a cost, or external metric, in the route. OSPF supports two types of external
metrics: Type 1and Type 2. The difference between the two metrics is how OSPF
calculates the cost of the route.
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Related
Documentation

. Type 1 external metrics are equivalent to the link-state metric, where the cost is equal
to the sum of the internal costs plus the external cost. This means that Type 1 external
metrics include the external cost to the destination as well as the cost (metric) to
reach the AS boundary router.

. Type 2 external metrics are greater than the cost of any path internal to the AS. Type
2 external metrics use only the external cost to the destination and ignore the cost
(metric) to reach the AS boundary router.

By default, OSPF uses the Type 2 external metric.

Both Type 1and Type 2 external metrics can be present in the AS at the same time. In
that event, Type 1 external metrics always takes the precedence.

Type 1 external paths are always preferred over Type 2 external paths. When all paths
are Type 2 external paths, the paths with the smallest advertised Type 2 metric are always
preferred.

« Example: Dynamically Adjusting OSPF Interface Metrics Based on Bandwidth on
page 153

Supported OSPF and OSPFv3 Standards

Junos OS substantially supports the following RFCs and Internet drafts, which define
standards for OSPF and OSPF version 3 (OSPFv3).

- RFC 1583, OSPF Version 2

« RFC 1765, OSPF Database Overflow

« RFC 1793, Extending OSPF to Support Demand Circuits

« RFC 1850, OSPF Version 2 Management Information Base
- RFC 2154, OSPF with Digital Signatures

« RFC 2328, OSPF Version 2

. RFC 2370, The OSPF Opaque LSA Option

Support is provided by the update-threshold configuration statement at the [edit
protocols rsvp interface interface-name ] hierarchy level.

« RFC 2740, OSPF for IPv6 (partial support for RFC 5340)

Junos OS does not support the following components of RFC 5340:

- Multiple interfaces on the same link
- Deprecation of Multicast Extensions to OSPF (MOSPF) for IPv6
- Not-so-stubby area (NSSA) specification

- Link LSA suppression
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- LSA options and prefix options updates

- |Pv6 site-local addresses

« RFC 3101, The OSPF Not-So-Stubby Area (NSSA) Option

« RFC 3623, Graceful OSPF Restart

« RFC 3630, Traffic Engineering (TE) Extensions to OSPF Version 2

« RFC 4136, OSPF Refresh and Flooding Reduction in Stable Topologies

« RFC 4203, OSPF Extensions in Support of Generalized Multi-Protocol Label Switching
(GMPLS)

Only interface switching is supported.
. RFC 4552, Authentication/Confidentiality for OSPFv3

« RFC 4576, Using a Link State Advertisement (LSA) Options Bit to Prevent Looping in
BGP/MPLS IP Virtual Private Networks (VPNs)

« RFC 4577, OSPF as the Provider/Customer Edge Protocol for BGR/MPLS IP Virtual Private
Networks (VPNs)

« RFC 4811, OSPF Out-of-Band Link State Database (LSDB) Resynchronization
« RFC 4812, OSPF Restart Signaling

« RFC 4813, OSPF Link-Local Signaling

« RFC 4915, Multi-Topology (MT) Routing in OSPF

« RFC 5185, OSPF Multi-Area Adjacency

« RFC 5187, OSPFv3 Graceful Restart

.« RFC 5250, The OSPF Opaque LSA Option

0 NOTE: RFC 4750, mentioned in this RFC as a "should" requirement is not
supported. However, RFC 1850, the predecessor to RFC 4750 is supported.

« RFC 5286, Basic Specification for IP Fast Reroute: Loop-Free Alternates

« RFC 5838, Support of Address Families in OSPFv3

« Internet draft draft-ietf-ospf-af-alt-10.txt, Support of address families in OSPFv3
« Internet draft draft-katz-ward-bfd-02.txt, Bidirectional Forwarding Detection

Transmission of echo packets is not supported.

The following RFCs do not define standards, but provide information about OSPF and
related technologies. The IETF classifies them as “Informational.”

« RFC 3137, OSPF Stub Router Advertisement

« RFC 35009, Alternative Implementations of OSPF Area Border Routers
« RFC 53009, Point-to-Point Operation over LAN in Link State Routing Protocols
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Related . Supported IPv6 Standards

D .
ocumentation . OSPF Overview on page 4

« Accessing Standards Documents on the Internet
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Configuring OSPF

« OSPF Configuration Overview on page 17

« Configuring OSPF Interfaces on page 19

« Configuring OSPF Areas on page 39

« Configuring OSPF Route Control on page 139

« Configuring OSPF Authentication on page 177

« Configuring OSPF Routing Instances on page 195

« Configuring OSPF Timers on page 205

« Configuring OSPF Fault Detection using BFD on page 213

« Configuring Graceful Restart for OSPF on page 225

« Configuring Loop-Free Alternate Routes for OSPF on page 243
« Configuring OSPF Support for Traffic Engineering on page 291
« Configuring OSPF Database Protection on page 315

« Configuring OSPF Routing Policy on page 319

« Configuring OSPFv2 Sham Links on page 401

« Configuring OSPF on Logical Systems on page 411
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CHAPTER 2

OSPF Configuration Overview

« Understanding OSPF Configurations on page 17

Understanding OSPF Configurations

To activate OSPF on a network, you must enable the protocol on all interfaces within
the network on which OSPF traffic is to travel. To enable OSPF, you must configure one
or more interfaces on the device within an OSPF area. Once the interfaces are configured,
OSPF link-state advertisements (LSAs) are transmitted on all OSPF-enabled interfaces,
and the network topology is shared throughout the network.

To complete the minimum device configuration for a node in an OSPF network involves:

1. Configuring the device interfaces.
See the Junos OS Network Interfaces Library for Routing Devices or the Junos OS
Interfaces Configuration Guide for Security Devices.

2. Configuring the router identifiers for the devices in your OSPF network

3. Creating the backbone area (area 0) for your OSPF network and adding the appropriate
interfaces to the area

0 NOTE: Once you complete this step, OSPF begins sending LSAs. No
additional configuration is required to enable OSPF traffic on the network.

You can further define your OSPF network depending on your network requirements.
Some optional configurations involve:

. Adding additional areas to your network and configure area border routers (ABRs)

- Enabling dial-on-demand routing backup on the OSPF-enabled interface to configure
OSPF across a demand circuit such as an ISDN link. (You must have already configured
an|SDNinterface.) Because demand circuits do not pass all traffic required to maintain
an OSPF adjacency (hello packets, forexample), you configure dial-on-demand routing
so individual nodes in an OSPF network can maintain adjacencies despite the lack of
LSA exchanges.

« Reducing the amount of memory that the nodes use to maintain the topology database
by configuring stub and not-so-stubby areas
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« Ensuring that only trusted routing devices participate in the autonomous systems’
routing by enabling authentication

« Controlling the flow of traffic across the network by configuring path metrics and route
selection

When describing how to configure OSPF, the following terms are used as follows:

« OSPF refers to both OSPF version 2 (OSPFv2) and OSPF version 3 (OSPFv3)
« OSPFV2 refers to OSPF version 2
« OSPFv3 refers to OSPF version 3

Related . OSPF Overview on page 4
Documentation
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Configuring OSPF Interfaces

« About OSPF Interfaces on page 19

« Example: Configuring an Interface on a Broadcast or Point-to-Point Network on page 21
« Example: Configuring OSPF Demand Circuits on page 23

« Example: Configuring a Passive OSPF Interface on page 26

« Example: Configuring OSPFv2 Peer interfaces on page 28

« Example: Configuring an OSPFv2 Interface on a Nonbroadcast Multiaccess
Network on page 30

« Example: Configuring an OSPFv2 Interface on a Point-to-Multipoint Network on page 33
« Understanding Multiple Address Families for OSPFv3 on page 35
« Example: Configuring Multiple Address Families for OSPFv3 on page 35

About OSPF Interfaces

To activate OSPF on a network, you must enable the OSPF protocol on one or more
interfaces on each device within the network on which traffic is to travel. How you
configure the interface depends on whether the interface is connected to a broadcast
or point-to-point network, a point-to-multipoint network, a nonbroadcast multiaccess
(NBMA) network, or across a demand circuit.

« A broadcast interface behaves as if the routing device is connected to a LAN.

« A point-to-point interface provides a connection between a single source and a single
destination (there is only one OSPF adjacency).

« A point-to-multipoint interface provides a connection between a single source and
multiple destinations.

« An NBMA interface behaves in a similar fashion to a point-to-multipoint interface, but
you might configure an NBMA interface to interoperate with other equipment.

. A demand circuit is a connection on which you can limit traffic based on user
agreements. The demand circuit can limit bandwidth or access time based on
agreements between the provider and user.
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Related
Documentation

You can also configure an OSPF interface to be passive, to operate in passive traffic
engineering mode, or to be a peer interface.

« A passive interface advertises its address, but does not run the OSPF protocol
(adjacencies are not formed and hello packets are not generated).

« Aninterface operating in OSPF passive traffic engineering mode floods link address
information within the autonomous system (AS) and makes it available for traffic
engineering calculations.

. A peerinterface can be configured for OSPFv2 routing devices. A peer interface is
required for Generalized MPLS (GMPLS) to transport traffic engineering information
through a link separate from the control channel. You establish this separate link by
configuring a peer interface. The peerinterface name must match the Link Management
Protocol (LMP) peer name. A peer interface is optional for a hierarchy of RSVP
label-switched paths (LSPs). After you configure the forwarding adjacency, you can
configure OSPFv2 to advertise the traffic engineering properties of a forwarding
adjacency to a specific peer.

Point-to-point interfaces differ from multipoint in that only one OSPF adjacency is
possible. (A LAN, for instance, can have multiple addresses and can run OSPF on each
subnet simultaneously.) As such, when you configure a numbered point-to-point interface
to OSPF by name, multiple OSPF interfaces are created. One, which is unnumbered, is
the interface on which the protocol is run. An additional OSPF interface is created for
each address configured on the interface, if any, which is automatically marked as passive.

For OSPFv3, one OSPF-specific interface must be created per interface name configured
under OSPFv3. OSPFv3 does not allow interfaces to be configured by IP address.

Enabling OSPF on an interface (by including the interface statement), disabling it (by
including the disable statement), and not actually having OSPF run on an interface (by
including the passive statement) are mutually exclusive states.

0 NOTE: When you configure OSPFv2 on an interface, you must also include
the family inet statement at the [edit interfaces interface-name unit
logical-unit-number] hierarchy level. When you configure OSPFv3 on an
interface, you must also include the family inet6 statement at the [edit
interfaces interface-name unit logical-unit-number] hierarchy level. In Junos OS
Release 9.2 and later, you can configure OSPFv3 to support address families
other than unicast IPv6.

« Understanding OSPF Configurations on page 17

. Example: Configuring an Interface on a Broadcast or Point-to-Point Network for a
Designated Router and Backup Designated Router Election on page 21

« Example: Configuring an OSPFv2 Interface on a Nonbroadcast Multiaccess Network
on page 30

« Example: Configuringan OSPFVv2 Interface on a Point-to-Multipoint Network on page 33

20
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. Example: Configuring OSPF Demand Circuits to Limit Bandwidth and Access Time on
page 23

. Example: Configuring a Passive OSPF Interface on page 26
. Example: Configuring OSPFv2 Peer interfaces for GMPLS on page 28

« Example: Configuring OSPF Passive Traffic Engineering Mode on page 300

Example: Configuring an Interface on a Broadcast or Point-to-Point Network

This example shows how to configure an OSPF interface on a broadcast or point-to-point
network.

« Requirements on page 21

« Overview on page 21

« Configuration on page 22

« Verification on page 23

Requirements

Before you begin:

« Configure the router identifiers for the devices in your OSPF network. See “Example:
Configuring an OSPF Router Identifier” on page 43.

« Control OSPF designated router election. See “Example: Controlling OSPF Designated
Router Election” on page 45

« Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF
Network” on page 51.

Overview

If the interface on which you are configuring OSPF supports broadcast mode (such as a
LAN), or if the interface supports point-to-point mode (such as a PPP interface or a
point-to-point logical interface on Frame Relay), you specify the interface by including
the IP address or the interface name for OSPFv2, or only the interface name for OSPFv3.
In Junos OS Release 9.3 and later, an OSPF point-to-point interface can be an Ethernet
interface without a subnet. If you configure an interface on a broadcast network,
designated router and backup designated router election is performed.

o NOTE: Using both the interface name and the IP address of the same interface
produces an invalid configuration.

In this example, you configure interface ge-0/2/0 as an OSPFv2 interface in OSPF area
0.0.0.1.
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Configuration

CLI Quick
Configuration

To quickly configure an OSPF interface on a broadcast or point-to-point network and to
allow the inbound OSPF into the interfaces that are active, copy the following commands,
paste theminto a text file, remove any line breaks, change any details necessary to match
your network configuration, copy and paste the commands into the CLI at the [edit]
hierarchy level, and then enter commit from configuration mode.

[edit]

set interfaces ge-0/2/0 unit O family inet address 10.0.0.1

set protocols ospf area 0.0.0.1 interface ge-0/2/0

set security zones security-zone Trust host-inbound-traffic protocols all

set security zones security-zone Trust host-inbound-traffic system-services all
set groups global security policies default-policy permit-all

set security zones security-zone Trust interfaces ge-0/2/0

Step-by-Step  To configure an OSPF interface on a broadcast or point-to-point network:

Procedure

1. Configure the interface.

0 NOTE: Foran OSPFv3 interface, specify an IPv6 address.

[edit]
user@host# set interfaces ge-0/2/0 unit O family inet address 10.0.0.1

2. Create an OSPF area.

o NOTE: Foran OSPFv3 interface, include the ospf3 statement at the
[edit protocols] hierarchy level.

[edit]
user@host# edit protocols ospf area 0.0.0.1

3.  Assign the interface to the area.

[edit protocols ospf area 0.0.0.1 ]
user@host# set interface ge-0/2/0

4. If you are done configuring the device, commit the configuration.
[edit protocols ospf area 0.0.0.1 ]
5. To allow the inbound OSPF into the interfaces that are active.

[edit]

user@host# set security zones security-zone Trust host-inbound-traffic protocols
all

user@host# set security zones security-zone Trust host-inbound-traffic
system-services all

user@host# set groups global security policies default-policy permit-all

user@host# set security zones security-zone Trust interfaces ge-0/2/0

user@host# commit

22
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Verification

Purpose

Action

Related
Documentation

Results

Confirm your configuration by entering the show interfaces and the show protocols ospf
commands. If the output does not display the intended configuration, repeat the
instructions in this example to correct the configuration.

user@host# show interfaces
ge-0/2/0 {
unit O {
family inet {
address 10.0.0.1/32;
}
}
1

user@host# show protocols ospf
area 0.0.0.1{

interface ge-0/2/0.0;
}

To confirm your OSPFv3 configuration, enter the show interfaces and the show protocols
ospf3 commands.

Confirm that the configuration is working properly.

Verifying the OSPF Interface

Verify the interface configuration. Depending on your deployment, the Type field might
display LAN or P2P.

From operational mode, enter the show ospf interface detail command for OSPFv2, and
enter the show ospf3 interface detail command for OSPFv3.

« Understanding OSPF Configurations on page 17
« Understanding OSPF Interfaces on page 19

Example: Configuring OSPF Demand Circuits

Requirements

This example shows how to configure an OSPF demand circuit interface.

« Requirements on page 23
« QOverview on page 24
« Configuration on page 25

« Verification on page 26

Before you begin:
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Overview

« Configure the device interfaces. See the Interfaces Feature Guide for Security Devices.

o NOTE: If you are using OSPF demand circuits over an ISDN link, you must
configure an ISDN interface and enable dial-on-demand routing.

« Configure the router identifiers for the devices in your OSPF network. See “Example:
Configuring an OSPF Router Identifier” on page 43.

« Configure a single-area OSPF network. See “Example: Configuring a Single-Area OSPF
Network” on page 49.

« Configure a multiarea OSPF network. See “Example: Configuring a Multiarea OSPF
Network” on page 5]1.

OSPF sends periodic hello packets to establish and maintain neighbor adjacencies and
uses link-state advertisements (LSAs) to make routing calculations and decisions. OSPF
support for demand circuits is defined in RFC 1793, Extending OSPF to Support Demand
Circuits, and suppresses the periodic hello packets and LSAs. A demand circuit is a

connection on which you can limit traffic based on user agreements. The demand circuit
can limit bandwidth or access time based on agreements between the provider and user.

You configure demand circuits on an OSPF interface. When the interface becomes a
demand circuit, all hello packets and LSAs are suppressed as soon as OSPF
synchronization is achieved. LSAs have a DoNotAge bit that stops the LSA from aging
and prevents periodic updates from being sent. Hello packets and LSAs are sent and
received on a demand-circuit interface only when there is a change in the network
topology. This reduces the amount of traffic through the OSPF interface.

Consider the following when configuring OSPF demand circuits:

« Periodic hellos are only suppressed on point-to-point and point-to-multipoint interfaces.
If you configure demand circuits on an OSPF broadcast network or on an OSPF
nonbroadcast multiaccess (NBMA) network, periodic hello packets are still sent.

« Demand circuit support on an OSPF point-to-multipoint interface resembles that for
point-to-point interfaces. If you configure a point-to-multipoint interface as a demand
circuit, the device negotiates hello suppression separately on each interface that is
part of the point-to-multipoint network.

This example assumes that you have a point-to-point connection between two devices
using SONET/SDH interfaces. A demand-circuit interface automatically negotiates the
demand-circuit connection with its OSPF neighbor. If the neighbor does not support
demand circuits, then no demand circuit connection is established.

In this example, you configure OSPF interface so-0/1/0 in OSPF area 0.0.0.1 as a demand
circuit.

24
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Configuration

CLIQuick To quickly configure an OSPF demand circuit interface, copy the following commands,
Configuration paste theminto a text file, remove any line breaks, change any details necessary to match
your network configuration, copy and paste the commands into the CLI at the [edit]
hierarchy level, and then enter commit from configuration mode.

[edit]
set protocols ospf area 0.0.0.1 interface so-0/1/0 demand-circuit

Step-by-Step  To configure an OSPF demand circuit interface on one neighboring interface:

Procedure
1. Create an OSPF area.

0 NOTE: For OSPFv3, include the ospf3 statement at the [edit protocols]
hierarchy level.

[edit ]
user@host# edit protocols ospf area 0.0.0.1

2. Configure the neighboring interface as a demand circuit.

[edit protocols ospf area 0.0.0.1]
user@host# set interface so-0/1/0 demand-circuit

3. If you are done configuring the device, commit the configuration.

[edit protocols ospf area 0.0.0.1]
user@host# commit

0 NOTE: Repeat this entire configuration on the other neighboring
interface.

Results

Confirm your configuration by entering the show protocols ospf command. If the output
does not displa