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Important Features in Junos OS Release 20.4
For details on these features, go to the other chapters in this guide or click the link in the feature description
below.
• RADIUS attributes for dynamic VLAN assignment on colorless ports (EX2300, EX2300-MP, EX3400,
EX4300, and EX4300-MP)—We now support IETF-defined RADIUS attributes that provide VLAN
assignments and also indicate whether frames on the VLAN are in tagged or untagged format. This
enables the network access control server to dynamically assign VLANs on colorless ports. The VLAN
assignments, which are based on device profiling, can be made on either access ports or trunk ports.
[See “How to Configure Dynamic VLAN Assignment for Colorless Ports” on page 10.]
• Support for express segments to establish end-to-end segment routing path (MX Series and PTX
Series)—Starting in Junos OS Release 20.4R1, express segments can be used to establish end-to-end TE
paths between interconnected TE networks. Express segments (also known as virtual TE links) are
generated dynamically through policies matching the underlay LSPs. Express segments and the
corresponding abstracted topology (required by RFC7926) is generated with policies.
To apply a policy, include the policy policy-name statement at the [edit protocols express-segment
traffic-engineering] hierarchy level.
To configure express segment, include the express-segment statement under the [edit protocols]
hierarchy level.
[See “How to Establish End-to-End Segment Routing Paths Using Express Segments” on page 18.]
• Support for IS-IS flood-reflector interfaces (PTX1000, QFX10002, QFX10008)—Starting in Junos OS
Release 20.4R1, we support the IS-IS flood reflector feature that offers better scalability for a Level 2
topology. Flood reflectors enable the creation of topologies where Level 1 areas provide transit forwarding
for Level 2 destinations within a Level 2 topology.
The flexible tunnel interfaces (FTI) are designated as flood-reflector interfaces. To enable the flood
reflector on an FTI, include the flood-reflector statement at the [edit protocols isis interface interface
name level level number hierarchy level.
You can configure the interface to be either the reflector or the client. To enable the reflector, you can
use the flood-reflector reflector cluster-id statement at the [edit protocols isis level level number]
hierarchy level.
To enable the flood reflector client, include the flood-reflector client statement at the [edit protocols
isis level level number hierarchy level.

NOTE: You can configure the flood reflector feature on FTIs at Level 2 only.

[See “How to Configure Flood-Reflector Interfaces in IS-IS Networks” on page 28.]
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• Support for mobility on Junos Multi-Access User Plane (MX204, MX240, MX480, MX960,
MX10003)—For Junos OS Release 19.4R1, we introduced Junos Multi-Access User Plane supporting a
combined SGW-U/PGW-U (SAEGW-U) on MX Series routers in accordance with 3GPP Release 14 CUPS
architecture. This provided high-throughput 4G and 5G fixed-wireless access service with support for
5G non-stand-alone (NSA) mode.
For Junos OS Release 20.4R1, we introduce support for running an MX router as either a standalone
SGW-U or a standalone PGW-U or a combined SAEGW-U to provide high-throughput 4G and 5G
mobility service (relocation of a UE to a new eNodeB, new SGW-U, or new SAEGW-U). This includes
support for GTP-U based S5-U and S8-U interfaces, to provide links between SGW-U and PGW-U
devices, and tunnel relay functionality to forward user plane traffic between S1-U and S5-U/S8-U
interfaces or between S5-U/S8-U and SGi interfaces respectively. We support the following mobility
scenarios:
• Handover with eNodeB and no SGW change
• Handover with SGW change (direct forwarding)
• Handover with SGW change (indirect forwarding)
[See “How to Implement Mobility for Junos Multi-Access User Plane” on page 38.]
• Support for SRv6 network programming and Layer 3 Services over SRv6 in BGP (MX Series)—Starting
in Junos OS Release 20.4R1, you can configure BGP based Layer 3 service over SRv6 core. You can
enable Layer 3 overlay services with BGP as control pane and SRv6 as dataplane. SRv6 network
programming provides flexibility to leverage segment routing without deploying MPLS. Such networks
depend only on the IPv6 headers and header extensions for transmitting data.
To configure IPv4 and IPv6 transport over SRv6 core, include the end-dt4-sid sid and the end-dt6-sid
sid statements at the [edit protocols bgp source-packet-routing srv6 locator name hierarchy level.
To configure IPv4 VPN and IPv6 VPN service over SRv6 core, include the end-dt4-sid sid and the
end-dt6-sid sid statements at the [edit routing-instances routing-instance name protocols bgp
source-packet-routing srv6 locator name hierarchy level.
[See “How to Enable SRv6 Network Programming and Layer 3 VPN Services over SRv6 in BGP Networks”
on page 71]
• Phone-home client (EX4650, QFX5120-48Y, and QFX5120-32C )—Starting with Junos OS Release
20.4R1, you can use either the legacy DHCP-options-based ZTP or the phone-home client (PHC) to
provision software for the switch. When the switch boots up, if there are DHCP options that have been
received from the DHCP server for ZTP, ZTP resumes. If DHCP options are not present, PHC is attempted.
PHC enables the switch to securely obtain bootstrapping data, such as a configuration or software image,
with no user intervention other than having to physically connect the switch to the network. When the
switch first boots up, PHC connects to a redirect server, which redirects to a phone home server to
obtain the configuration or software image.
To initiate either DHCP-options-based ZTP or PHC, the switch must be in a factory-default state, or
you can issue the request system zeroize command.
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[See Understanding the Phone-Home Client. ]
• Phone-home client (EX4300-48MP Virtual Chassis)—Starting in Junos OS Release 20.4R1, the
phone-home client (PHC) can securely provision a Virtual Chassis consisting of all EX4300-48MP member
switches without requiring user interaction. If the switches all have the factory-default configuration,
you just need to:
• Connect the switches using the Virtual Chassis ports.
• Connect any network port or the management port to the network.
• Power on the Virtual Chassis.
The PHC automatically starts up and connects to the phone-home server (PHS), which responds with
bootstrapping information. The PHC then upgrades each member with the new image and applies the
configuration, and the Virtual Chassis is ready to go.
[See Provision a Virtual Chassis Using the Phone-Home Client.]
• SR-IOV 10GbE high availability support (vSRX 3.0)—Starting in Junos OS Release 20.4R1, vSRX 3.0
supports high availability (HA) single-root I/O virtualization (SR-IOV) deployment.
If you have a physical network interface card (NIC) that supports SR-IOV, you can attach SR-IOV-enabled
vNICs or virtual functions to the vSRX 3.0 instance.
With this feature, you can access the hardware directly from a virtual machines environment and
efficiently share the PCIe devices to optimize performance and capacity. Also, this feature allows you
to create many VFs associated with a single physical function (PF) extending the capacity of a device
and lowering hardware costs.
We recommend that you configure all revenue ports of vSRX 3.0 as SR-IOV. On KVM, you can configure
SR-IOV high availability on management port: -fxp0/ control port- em0 / fabric port-ge-0/0/*.
SR-IOV high availability Layer 2 function is not supported. Also, SR-IOV high availability with the vSRX
3.0 on VMWare and Mellanox NICs is not supported.
[See Configuring SR-IOV 10-Gigabit High Availability on vSRX 3.0.]
• EVPN-VXLAN Tunnel inspection (SRX4100, SRX4200, SRX4600, and vSRX)—Starting in Junos OS
Release 20.4R1, you can use SRX Series devices in your EVPN-VXLAN solution to connect end-points
in your campus, data center, branch and public cloud environments while providing embedded security.
The SRX Series device performs stateful inspection of VXLAN encapsulated traffic when you enable
tunnel inspection.
You must configure security policies that enable inspection of EVPN EVPN-VXLAN tunnel traffic on
your SRX Series devices.
[See Tunnel Inspection for EVPN-VXLAN by SRX Series Devices.]
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How to Configure Dynamic VLAN Assignment for
Colorless Ports

SUMMARY

IN THIS SECTION

You can configure an EX Series switch and a Network
Access Control (NAC) server to profile endpoints in
the authentication process and use the device profiling
information to determine access policy and VLAN
assignment.

Dynamic VLAN Assignment for Colorless
Ports | 10
Configuring Dynamic VLAN Assignment for
Colorless Ports | 12

Dynamic VLAN Assignment for Colorless Ports
Enterprises typically have a variety of users and endpoints, which results in multiple use cases that need
to be addressed by their policy infrastructure. The policy infrastructure should enable any device we can
use to connect to any port in the access switch and to be authenticated based on the capabilities of the
device, the authorization level of the user, or both.
Colorless ports allow any device we can use to connect to any port because they all have the same
configuration. The colorless port concept relies on device profiling for VLAN assignment. Based on the
type of the device that is connected to the port (AP, IP camera, or printer), the NAC server will return the
appropriate VLAN using RADIUS attributes.

Benefits of Dynamic VLAN Assignment for Colorless Ports
• Allow any device to be connected to any port on an access switch.
• Deploy consistent security policies across the enterprise.

Overview
When 802.1X authentication is enabled on a port, the switch (known as the authenticator) blocks all traffic
to and from the end device (known as a supplicant) until the supplicant’s credentials are presented and
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matched on an NAC server. The NAC server is typically a RADIUS server or a policy manager that acts as
a RADIUS server. After the supplicant is authenticated, the switch opens the port to the supplicant.
As part of the authentication process, a RADIUS server can return IETF-defined attributes that provide
VLAN assignments to the switch. You can configure a policy manager to pass different RADIUS attributes
back to the switch based on the endpoint access policy. The switch dynamically changes the VLAN assigned
to the port according to the RADIUS attributes it receives.

Egress-VLAN attributes
To support both access and trunk ports as colorless ports, the RADIUS attribute must indicate if the frames
on the VLAN for this port are to be represented in tagged or untagged format. The following attributes
are supported for dynamically assigning a VLAN and also specifying the frame format:
• Egress-VLAN-ID
• Egress-VLAN-Name
The Egress-VLAN-ID or Egress-VLAN-Name attribute contains two parts; the first part indicates if frames
on the VLAN for this port are to be represented in tagged or untagged format, the second part is the VLAN
name.
For Egress-VLAN-ID:
• 0x31 = tagged
• 0x32 = untagged
For example, the following RADIUS profile includes one tagged and one untagged VLAN:

001094001177 Cleartext-Password := "001094001177“
Tunnel-Type = VLAN,
Tunnel-Medium-Type = IEEE-802,
Egress-VLANID += 0x3100033,
Egress-VLANID += 0x3200034,

For Egress-VLAN-Name:
• 1 = tagged
• 2 = untagged
In the example below, VLAN 1vlan-2 is tagged, and VLAN 2vlan-3 is untagged:

001094001144 Cleartext-Password := "001094001144“
Tunnel-Type = VLAN,
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Tunnel-Medium-Type = IEEE-802,
Egress-VLAN-Name += 1vlan-2,
Egress-VLAN-Name += 2vlan-3,

NOTE: It is mandatory to include the Tunnel-Type and Tunnel-Medium-Type attributes in the
profile with Egress-VLAN-ID or Egress-VLAN-Name.

When the switch receives a VLAN assignment with "Egress-VLAN-ID," it checks if the VLAN is already
present in the system. If not, it creates the dynamic VLAN. If the Egress-VLAN-Name is used, the VLAN
should be already in the system.

Supplicant mode attributes
RADIUS attributes can also be used to change the supplicant mode for 802.1X authentication. Using a
Juniper Networks vendor-specific attribute (VSA), you can set the supplicant mode to either single or
single-secure:
• Juniper-AV-Pair = Supplicant-Mode-Single
• Juniper-AV-Pair = Supplicant-Mode-Single-Secure
When these attributes are received from the NAC server, the configured supplicant mode will be changed
to match the VSA value after the session is authenticated. When the session ends, the supplicant mode
reverts to the mode that was configured on the system before receiving the VSA from the NAC server.

Configuring Dynamic VLAN Assignment for Colorless Ports
This configuration example shows how to configure a switch and NAC server to profile endpoints in the
802.1X authentication process and use their device profiling information to determine access policy. In
this example, an organization has four types of endpoints for which it has defined access policies:
• Access points—Access points are allowed access to the network and are dynamically assigned to the
AP_VLAN VLAN.
• IP phones—IP phones are allowed access to the network. The IPPhone_VLAN is dynamically assigned
as the VoIP VLAN.
• Corporate laptops—Endpoints that have an 802.1X supplicant are authenticated by the user credentials.
After the user is successfully authenticated, the laptop is granted access to the network and placed in
the Employee_VLAN VLAN.
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• Camera /IOT Devices—Camera and IOT devices with or without 802.1x supplicants can be added to
the network and granted access to the Camera_IOT_VLAN VLAN.
• Noncorporate laptops/Tablets—Endpoints that do not have an 802.1X supplicant and that are profiled
as non-corporate devices are provided only internet access.
Table 1: Access Policies Details
Access Policies

Wired

Wireless

Authorization

AP VLAN

130 (NATIVE)

ALLOWED VLAN =

-

121,131,151,102
Employee

150

151

Access all

IOT Camera

111

112

DHCP, NTP, and NVR

IP-Phone

120

121

Between phones and call manager
server

Remediation

101

102

Quarantine

To implement the endpoint access policies, the policy infrastructure is configured as follows:
• All access interfaces on the switch are initially configured in VLAN 100, which serves as a remediation
VLAN. If an endpoint is not successfully authenticated or is not successfully profiled as one of the
supported endpoints, it remains in the remediation VLAN.
• Endpoints that have an 802.1X supplicant are authenticated by using 802.1X PEAP authentication. For
more information on 802.1X PEAP authentication, see Configuring 802.1X PEAP and MAC RADIUS
Authentication with EX Series Switches and Aruba ClearPass Policy Manager.
• Endpoints that do not have an 802.1X supplicant are authenticated using MAC RADIUS authentication
and are profiled to determine what type of device they are. These endpoints undergo a two-step
authentication process:
1. The first step occurs after an endpoint first connects to the switch but before it has been profiled by
the NAC. After it connects, the endpoint is authenticated using MAC RADIUS authentication. The
NAC applies an enforcement policy that instructs the switch to grant the endpoint access to the
Internet but prevents it from accessing the internal network.
2. The second step occurs after an endpoint has been successfully profiled. After being authenticated
in the first step, the endpoint contacts a DHCP server to request an IP address. The switch relays
the DHCP messages sent by the endpoint to the DHCP server to the NAC server as well, which
allows the NAC to profile the endpoint. After it has profiled the endpoint and added the endpoint to
its endpoint repository, the NAC server sends a RADIUS Change of Authorization (CoA) message to
the switch to terminate the session. The switch then attempts reauthentication on behalf of the
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endpoint. Because the endpoint now exists in the endpoint repository, the NAC server applies an
enforcement policy appropriate to the device type when it authenticates the endpoint. For example,
if the endpoint is an access point, the NAC server applies the enforcement policy that dynamically
assigns the access point to the AP_VLAN VLAN.
To configure the EX switch:
1. Provide the RADIUS server connection information.
[edit]
user@Policy-EX-switch# set access radius-server 10.25.22.11 dynamic-request-port
3799
user@Policy-EX-switch# set access radius-server 10.25.22.11 secret password
user@Policy-EX-switch# set access radius-server 10.25.22.11 source-address
10.25.99.11

2. Configure the access profile.
[edit access]
user@Policy-EX-switch# set access profile ACCESS_PROF_RADIUS accounting-order
radius
user@Policy-EX-switch# set access profile ACCESS_PROF_RADIUS authentication-order
radius
user@Policy-EX-switch# set access profile ACCESS_PROF_RADIUS radius
authentication-server 10.25.22.11
user@Policy-EX-switch# set access profile ACCESS_PROF_RADIUS radius
accounting-server 10.25.22.11

3. Configure the interfaces ranges AUTHC and AP.
[edit]
user@Policy-EX-switch# set interfaces interface-range AP member ge-0/0/0
user@Policy-EX-switch# set interfaces interface-range AP native-vlan-id 130
user@Policy-EX-switch# set interfaces interface-range AP unit 0 family
ethernet-switching interface-mode trunk
user@Policy-EX-switch# set interfaces interface-range AP unit 0 family
ethernet-switching vlan members AP
user@Policy-EX-switch# set interfaces interface-range AP unit 0 family
ethernet-switching vlan members EMPLOYEE-WIRELESS
user@Policy-EX-switch# set interfaces interface-range AUTHC member ge-0/0/6
user@Policy-EX-switch# set interfaces interface-range AUTHC member ge-0/0/3
user@Policy-EX-switch# set interfaces interface-range AUTHC member ge-0/0/2
user@Policy-EX-switch# set interfaces interface-range AUTHC member ge-0/0/4
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user@Policy-EX-switch# set interfaces interface-range AUTHC member ge-0/0/7
user@Policy-EX-switch# set interfaces interface-range AUTHC member ge-0/0/8
user@Policy-EX-switch# set interfaces interface-range AUTHC member ge-0/0/9
user@Policy-EX-switch# set interfaces interface-range AUTHC member ge-0/0/5

4. Configure 802.1X to use ACCESS_PROF_RADIUS and enable the protocol on each access interface.
In addition, configure the interfaces to support MAC RADIUS authentication and to allow more than
one supplicant, each of which must be individually authenticated.
By default, the switch will first attempt 802.1X authentication. If it receives no EAP packets from the
endpoint, indicating that the endpoint does not have an 802.1X supplicant, it then tries MAC RADIUS
authentication.
[edit]
user@Policy-EX-switch# set protocols dot1x authenticator
authentication-profile-name ACCESS_PROF_RADIUS
user@Policy-EX-switch# set protocols dot1x authenticator interface AUTHC supplicant
multiple
user@Policy-EX-switch# set protocols dot1x authenticator interface AUTHC
transmit-period 3
user@Policy-EX-switch# set protocols dot1x authenticator interface AUTHC mac-radius

5. Configure the VLANs used in this example.
[edit]
user@Policy-EX-switch# set vlans AP vlan-id 130
user@Policy-EX-switch# set vlans EMPLOYEE-WIRED vlan-id 150
user@Policy-EX-switch# set vlans EMPLOYEE-WIRELESS vlan-id 151
user@Policy-EX-switch# set vlans IOT-WIRED vlan-id 111
user@Policy-EX-switch# set vlans IOT-WIRELESS vlan-id 112
user@Policy-EX-switch# set vlans IP-PHONE-WIRED vlan-id 120
user@Policy-EX-switch# set vlans IP-PHONE-WIRELESS vlan-id 121
user@Policy-EX-switch# set vlans MANAGEMENT vlan-id 99
user@Policy-EX-switch# set vlans MANAGEMENT l3-interface irb.99
user@Policy-EX-switch# set vlans REMEDIATION-WIRED vlan-id 101
user@Policy-EX-switch# set vlans REMEDIATION-WIRELESS vlan-id 102

6. Configure DHCP relay to forward DHCP request packets to the authentication server.
[edit]
user@Policy-EX-switch# set dhcp-relay server-group dhcp-dot1x 10.25.22.11
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user@Policy-EX-switch# set dhcp-relay active-server-group dhcp-dot1x

The general steps for configuring the NAC server are:
• Verify the Juniper-AV-Pair attribute exists in your RADIUS dictionary.
• Add the EX switch as a network device.
• Ensure that the server certificate used for 802.1X PEAP authentication has been installed.
• Add the local user used in this example for 802.1X authentication.
• Create the following enforcement profiles:
• VLAN 150 ENF PROF that places endpoints in VLAN 150.
• JUNIPER VOIP VLAN 120 ENF PROF that defines VLAN 120 as the VoIP VLAN.
• VLAN 130 ENF PROF that places endpoints in VLAN 130.
• Internet_Only_Access_Filter_ID_ENF_Prof that specifies the firewall filter Internet_Only_Access be
used for devices that have not yet been profiled.
• Create two enforcement policies:
• A policy that is invoked when MAC RADIUS authentication is used.
• A policy that is invoked when 802.1X authentication is used.
• Define the MAC RADIUS authentication service and the 802.1X authentication service.
• Ensure that the MAC RADIUS authentication service is evaluated before the 802.1X authentication
service.
For more information about configuring dynamic VLANs on your RADIUS server, see the documentation
for your RADIUS server.

WHAT'S NEXT
See User Access and Authentication Administration Guide.
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How to Establish End-to-End Segment Routing Paths
Using Express Segments

SUMMARY

Learn how to establish end-to-end SR-TE connectivity
using express segments.
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Learn about the benefits, use cases, and overview of how express segments work to establish an end-to-end
segment routing path in a multi-domain network.

Benefits of Express Segments
• Express segments are a segment routing (SR) abstraction of an underlay path. Express segments facilitate
the establishment of end-to-end SR paths using any underlay technology.
In Figure 1 on page 19, Domain 2 leverages its RSVP-TE underlay LSPs for traffic engineering management
and presents those underlay RSVP-TE LSPs as express segments to the adjacent domains (Domain 1
and Domain 3), therefore enabling end-to-end SR-TE path establishment.
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Figure 1: Multi-Domain End-to-End SR-TE with RSVP Underlay

• Express segments implicitly reduce the size of the SR segment list by compressing them (segment lists)
to, at a minimum, one segment ID (SID)/label per domain. This becomes useful when end-to-end traffic
engineered constraints would otherwise result in a segment list that exceeds the ingress router's label
imposition capabilities. This also becomes beneficial when one or more domains are already implementing
SR-TE for traffic engineered path management.
In Figure 2 on page 19, you can see Domain 2 is using SR-TE and how the use of express segments
enables PE1 device to use three labels to traverse the multi-domain network instead of five.
Figure 2: Multi-Domain End-to-End SR-TE with Reduced Label Stack

• Express segments allow operators to present an abstraction of the network to adjacent domains and/or
higher layer systems.
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To establish a traffic engineered path through a series of interconnected domains or multi-domain
network, it is necessary to have a certain amount of traffic engineering information about each network
domain. Topology abstraction allows the use of policies to connect across domains. Topology abstraction
does not necessarily offer all possible connectivity options but presents a view of potential connectivity
according to the policies that determine how the domain resources need to be used. The domain could
be constructed as a mesh of border node to border node express segments.
Using Figure 2 on page 19, PE2’s view of an end-to-end traffic engineered system is represented in its
local traffic engineering database as shown in Figure 3 on page 20.
Figure 3: Abstracted Traffic Engineered Domain

Use Cases

IN THIS SECTION
Intra and Inter-domain SR-TE Connectivity Using Express Segments | 20
Enhanced On-demand Next-hop | 21

This section describes a few use cases for establishing end-to-end SR-TE connectivity. RFC7926 introduces
a comprehensive set of terminology and use cases along with an architecture to facilitate traffic engineering
link and node information exchange between domains. As Service providers' networks are expanding
because of continued growth, multi-domain networks are becoming more prevalent. In these multi-domain
networks, it is required to establish an end-to-end traffic engineered path between one or more domains
from a source to a destination
Intra and Inter-domain SR-TE Connectivity Using Express Segments
Express segments have the capability to abstract traffic engineering information when the routing
information exchange happens between domains. The traffic engineering information used as a criterion
for path selection is the data relating to traffic engineered nodes and links. Traffic engineering information
may be link metrics such as IGP, traffic engineering, latency, or administrative link attributes such as
affinities. Express segments are best described as virtual traffic engineered Links that facilitate the
abstraction of underlay LSPs.
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Enhanced On-demand Next-hop
Enhanced On-demand Next-hop (EODN) (also known as BGP-triggered SR policies) facilitates the dynamic
provisioning of end-to-end SR-TE policies, with constraints, upon the arrival of services routes. In large
networks having hundreds of PE devices creating and maintaining traffic engineering policies on any ingress
PE for every egress PE is challenging. Considering colors specific services (per VPN or per group of prefixes)
makes things even more complicated and harder to maintain and troubleshoot. BGP triggered SR-TE
addresses the task by automatically creating dynamic SR tunnels based on pre-configured templates. There
is no need to provision ingress PEs with configuration for every egress PE.

How does Express Segment Work?
Express segments can be used to establish end-to-end traffic engineered paths between interconnected
traffic engineered networks. Express segments (also known as virtual traffic engineering links) are generated
dynamically through policies matching the underlay LSPs. Express segments and the corresponding
abstracted topology (required by RFC7926) is generated with policies.
To apply a policy, include the policy policy-name configuration statement at the [edit protocols
express-segment traffic-engineering] hierarchy level.

NOTE: The policy-name is optional. If a policy name is not defined, then the policy implicitly
imports all the express segments into the local traffic engineering database. An express segment
template automatically creates a one-on-one mapping of express links.

To configure express segment, include the express-segment configuration statement under the [edit
protocols] hierarchy level.
Let us refer to Figure 1 on page 19 and use the pair of RSVP-TE LSPs shown between C1 and C4 border
nodes and how express segments are generated representing the underlay LSPs. In Figure 4 on page 21,
a policy is created to represent two RSVP-TE (gold and liquid-gold) LSPs as a single express segment.
Figure 4: A Pair of RSVP-TE LSPs Represented as an Express Segment

The following is a sample policy where the policy name is matched through a regular expression and the
end-point of the RSVP-TE LSPs:
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protocols {
express-segment-set gold-exp-seg {
policy gold;
}
}
policy-options {
policy-statement gold {
from {
route-filter 10/8 {
install-next-hop lsp-regex *gold;
}
}
then accept;
}
}

In the following sample output, you can see the newly created express segment
(Gold-Exp-Set-192.168.1.4)along with the traffic engineering attributes are inherited from the underlay
RSVP-TE tunnels:

user@C1#show express-segments name gold-exp-seg-192.168.1.4 detail
Gold-Exp-Set-192.168.1.4
To: 192.168.1.4, Set: gold-exp-set
Status: Up (since 4d 11:09:05)
Label: 19 (Route installed in mpls.0, TED entry added)
LinkAttributes:
ID: 2147483655
TE-Metric: 10*, IGP-Metric: 30
AdminGroups: gold, liquid-gold
SRLGs: fiber-span-101
BW: 1000Mbps
UnderlayPaths:
RSVP-LSP C1_to_C4_gold
TE-Metric: 30, IGP-Metric: 30
AdminGroups: gold
SRLGs: fiber-span-101
BW: 500Mbps
RSVP-LSP C1_to_C4_liquid_gold
TE-Metric: 30, IGP-Metric: 30
AdminGroups: liquid-gold
SRLGs: None
BW: 500Mbps
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You can observe the following in the output:
• Automatic naming of the express segment (Gold-Exp-Set-192.168.1.4).
• Traffic engineering attributes (bandwidth, metrics, admin groups, SRLGs) of the underlay RSVP-LSPs are
inherited by the express segment.
• The express segment is an unnumbered traffic engineered link and has been added to the traffic
engineering database.
• Label 19 has been assigned and installed in the mpls.0 forwarding table as the adjacency SID for the SR
virtual traffic engineering link.

How are Express Segments Advertised?
Express segments are advertised across domain boundaries or to higher-level controllers and Path Computing
Elements (PCEs) using the BGP link state. When exchanging information through the BGP link state, the
extensions for the BGP link state are used to advertise express segments as traffic engineered links. The
express segment traffic engineered links and other normal traffic engineering links appear in the traffic
engineering link-state database of any LSR in the network and are used for computing end-to-end traffic
engineered paths. Express segment traffic engineering database entries are imported and exported from
the lsdist.0 table (see, Link-State Distribution Using BGP Overview) for advertisement through the BGP link
state with the following traffic-engineering database import and export configuration:
protocols {
mpls {
traffic-engineering {
database {
import {
l3-unicast-topology {
bgp-link-state;
}
policy es_2_bgpls;
}
export {
policy bgpls_2_ted;
}
}
}
}
bgp {
group te-peers {
family traffic-engineering {
unicast;
}
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export abstract-topo;
}
}
}

Figure 5 on page 24 provides a visual representation of how traffic engineering links and nodes are mirrored
between the local traffic engineering database and the lsdist.0 RIB that BGP-LS uses for advertisement.
As illustrated, there are several policy attachment points.
Figure 5: Advertising Express Segments

How are Express Segments Used by a Path Computing Element?
The BGP link state export policy is an effective place to create an abstract or customized topology that is
advertised to a traffic engineered peer. For example, you may want to advertise only the express segment
and Domain 3’s TE links and nodes to PE2 such that the traffic engineered topology is abstracted as shown
in Figure 6 on page 24. The abstracted view is then used by PE2 for end-to-end path computation.
Figure 6: Abstracting Traffic Engineered Domain 2 with Express Segment

The following is a sample configuration of a BGP link state export policy on C1:
policy-options {
policy-statement abstract-topo {
from {
traffic-engineering {
protocol express-segment;
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ipv4-prefix {
as 3;
}
}
}
then accept;
}
}

The following is a sample SR policy configuration on PE2 router to establish an end-to-end multi-domain
path from PE2 to PE3:
protocols {
source-packet-routing {
source-routing-path pe2-to-pe3 {
to 192.168.70.1;
color 10;
primary {
sl1 {
compute {
profile_any-path;
}
}
}
}
}
}

The resulting end-to-end path is represented in Figure 7 on page 25. You can see the express segment’s
adjacency SID (label 19) is used in the SR segment-list resulting in traffic being load-balanced over both
the gold and liquid-gold RSVP-TE LSPs within Domain 2.
Figure 7: Multi-domain End-to-End SR-TE LSP
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WHAT'S NEXT
For an example on configuring inter-domain SR-TE connectivity using express segments, see Example:
Inter-domain SR-TE Connectivity Using Express Segments.
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Learn to configure flood-reflector interfaces in IS-IS
networks for flooding path reduction, fast convergence,
network efficiency, scalability.
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Benefits of Flood Reflectors
• Flooding path reduction—Reduces the redundancy in flooding paths as it limits flooding of link-state
packet data units (PDUs) and enhances the efficiency of IS-IS updates in large fabric topologies.
• Fast convergence—Optimizes IS-IS routing protocol convergence in large networks.
• Network efficiency—Enhances network efficiency rapidly by leveraging the pre-existing capability to
establish IS-IS adjacencies over flexible tunnel interfaces (FTI).
• Scalability—Provides better scalability for the Level 2 topologies in an IS-IS network. Only the routers
configured as flood reflectors participate in flood reflection. This leverages incremental deployment of
scalable Level 1 transit areas in an existing network, without the necessity of upgrading other routers
in the network.
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Flood Reflectors Overview
A flood-reflector adjacency as defined in the draft-przygienda-flood reflector-00 is built for the purpose of
reflecting flooding information. The flood reflectors participate in the IS-IS control plane without being
used in the forwarding plane. This is a purely local operation on the Level 1/Level 2 ingress device as it
does not require replacing or modifying any routers not involved in the reflection process.
IS-IS flood reflection enables creation of flood-reflection topologies where Level 1 areas provide transit
forwarding for Level 2 destinations within a Level 2 topology. This is accomplished by creating Level 2
flood-reflection adjacencies within each Level 1 area. The Level 2 flood-reflection adjacencies are used to
flood Level 2 link-state PDUs that are used in the Level 2 shortest-path-first (SPF) computation. However,
they are not used for forwarding. This arrangement provides better scalability for the Level 2 topology.
To establish IS-IS adjacency for flood reflection, we designate flexible tunnel interfaces (FTI) as floodreflector interfaces. These tunnels utilize UDP encapsulation.

Junos OS Implementation of Flood Reflectors
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Overview
In the Junos OS implementation, the basic flood reflector forwarding functionality enables us to identify
an IS-IS interface as a flood-reflector interface on a per-level basis. This modifies the Level 2 route
computation to not install any next hops that uses a flood-reflector interface as a next hop.
If this process results in at least one remaining next hop that uses a normal interface, then the modified
Level 2 route is installed. If the process of removing flood-reflector next hops from the Level 2 route results
in a Level 2 route that has no next hops, then the installation of the Level 2 route is suppressed completely.
Because the installation of the usual IS-IS Level 2 route is suppressed, we rely on the presence of an IS-IS
Level 1 route to carry the traffic to the flood-reflector client on the Level 2 shortest path for this prefix.
Flood reflection does not load balance traffic on Level 2 and Level 1 routes. Suppose a Level 2 route has
10 equal-cost next hops and one of those next hops uses a flood-reflector interface, then all the next hops
are removed from the Level 2 route. Even though there is a path available in the Level 2 domain, it
suppresses all the Level 2 routes and relies on the IS-IS Level 1/ Level 2 inter-area route to carry the traffic.

30

The Junos OS implementation does not use a Level 2 route until the Level 2 route has at least one
flood-reflector next hop.

NOTE: Ensure that you have configured the Level 1 routes to prevent disruption of traffic.

Flood-Reflection Adjacency Formation
The Flood-Reflection TLV as defined in draft-przygienda-flood reflector-00 is a new top-level TLV that
represents the flood-reflector cluster that a given router interface is configured to participate in. It also
indicates whether the router is configured to play the role of either the flood reflector or the flood-reflector
client. For more information about the flood reflection TLV, see draft-przygienda-flood-reflector-00
Flood reflection implements the advertisement and receipt of the flood-reflection adjacency sub-TLV as
defined in draft-przygienda-lsr-flood-reflection-01. The flood reflection adjacency sub-TLV is installed in
the traffic engineering database (TED) and is included in the Level 2 area flooded LSPs. It indicates that a
given adjacency is a flood-reflector adjacency and serves the following purposes:
• It enables RSVP on the same router to recognize that a link in the TED represents a flood-reflection
adjacency.
• It also helps in potential metric-independent loop prevention mechanism. That is, it enables a device
participating in flood reflection to have awareness of remote flood-reflection links to detect loops.

NOTE: The external Level 2 devices that do not participate in flood reflection do not advertise
or receive the flood-reflection adjacency sub-TLV.

Flood Reflector Sample Topology
Figure 8 on page 31 depicts a flood-reflector topology that allows R4 to send traffic to R5 utilizing the
Level 1 fabric shown at the top of the figure without being exposed to any Level 1 advertisements.
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Figure 8: Flood Reflector Sample Topology

• R6 is the flood reflector. R0, R1, R2, R3 are flood-reflector clients and have FTI tunnels to R6. All of the
FTI tunnels have metric 10 and are configured as flood-reflector interfaces. R0, R1, R2, R3, R6 are
configured to redistribute Level 2 routes into Level 1 as Level 1/Level 2 inter-area routes. This
redistribution into Level 1 only occurs if the Level 2 route is installed in the route table.
• R2 advertises 10.2.5.2/30 in Level 1 link-state PDUs with a cost of 10 as it has installed the Level 2
route for 10.2.5.2/30 over the physical interface from R2 to R5.
• Under normal circumstances, if the FTI tunnel from R3 to R6 was not configured as a flood reflector
interface, then R3 would also advertise 10.2.5.2/30 into Level 1 link-state PDUs with a cost of 30.
However, as the FTI tunnel from R3 to R6 is configured as a flood reflector-interface, the Level 2 route
is suppressed in favor of the Level 1 route for 10.2.5.2/30 being advertised by R3 into Level 1 link-state
PDUs. The same logic applies to R0 and R1. Therefore, only R2 advertises 10.2.5.2/24 in Level 1 link-state
PDUs.
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• When we trace a packet destined for 10.2.5.2/30 from R4 to R5, R4 only sees Level 2 advertisements.
Therefore, it determines that the Level 2 shortest path to reach 10.2.5.2/30 is R4-R0-R6-R2-R5. R4
sends the packet to R0.
• At R0, the shortest Level 2 path to reach 10.2.5.2/30 is R0-R6-R2-R5 (with cost 30). However, as the
next hop for this Level 2 route uses a flood-reflector interface, the Level 2 route is suppressed. Instead,
the Level 1 route to reach R2 is used.
• R7, R8, R9, R10 use the Level 1 route to reach R2 as they do not participate in Level 2. R6 uses the Level
1 route because all of the Level 2 routes on R6 use FTI tunnels configured as Level 2 flood-reflector
interfaces, so all Level 2 routes are suppressed at R6.
• At R2, the Level 2 internal route for 10.2.5.2/30 using the physical Level 2 interface to R5 is installed
and used.
Requirements for Configuring Flood-reflector Interfaces
The following requirements are enforced through IS-IS advertisements by including information about the
role of the router (flood reflector or flood-reflector client) as well as the cluster-identifier (ID) in the IS-IS
Hello messages:
• A flood-reflector client must not be allowed to connect to another flood-reflector client over a
flood-reflector interface.
• A flood-reflector client must be allowed to connect to multiple flood reflectors over flood-reflector
interfaces.
• A flood reflector must not be allowed to connect to another flood reflector over a flood reflector-interface.
• Adjacency between a flood reflector and a flood reflector client can be established only if they have the
same cluster ID.
• A flood reflector for a given level (Level 1, Level 2, or Level 1/Level 2) must not have any IS-IS interfaces
at a given level that are not flood-reflector interfaces. This can be validated with commit check without
any advertisements.

BEST PRACTICE: We recommend configuring the Level 2 tunnels to use the source and
destination loopback addresses that are only advertised into Level 1. Different loopback addresses
are advertised into Level 2. Otherwise, you might encounter a scenario where the edge router
in the fabric becomes disconnected from the Level 1 fabric, but it is still able to form a floodreflector adjacency by tunneling over links in the Level 2 topology.
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Limitations

IN THIS SECTION
Routing Loops | 33
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Flood reflection carries with it the potential to disrupt traffic and routing loops in certain topologies where
it is not configured properly.
Routing Loops
When using flood reflection, it is possible to create topologies that cause routing loops. Figure 9 on page 34
depicts a looping topology sample.
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Figure 9: Looping Topology

The only difference between the topologies in Figure 8 on page 31 and Figure 9 on page 34 is the missing
the FTI tunnel between R1 and R6 in Figure 9 on page 34.
Other Factors that Cause Routing Loops
Besides the missing FTI tunnel described in the topology in Figure 9 on page 34, the following factors can
also cause a routing loop:
• Tunnel establishment being slow or a tunnel never getting established.
• Level 1 metrics being larger than the Level 2 metrics.
Limitations with ECMP
When using flood reflectors, it is possible to encounter some issues with ECMP resulting in minimal usage
of the paths through the network. The following cases represent some issues with ECMP:
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• ECMP Expected from Level 2 SPF not Realized in Forwarding

In this topology, based on its Level 2 SPF computation, R4 expects the traffic to enter the Level 1 fabric
at R0 and exit at R1 and R2, with traffic being load balanced equally across the links from R1 to R5 and
R2 to R5.
However, the Level 1 cost from R0 to R1 is 2 while the Level 1 cost from R0 to R2 is 4. All of the traffic
is forwarded to R1 in the Level 1 fabric and uses the link from R1 to R5.
This issue can be addressed by building a full mesh of equal-cost Level 1 tunnels between each of the
Level 1/ Level 2 leaf routers.
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• ECMP Expected from Level 2 SPF not Effectively Utilized

Based on its Level 2 SPF computation, R4 expects the traffic to be sent only across the link from R0 to
R5. This is the observed forwarding behavior. However, this behavior limits to utilize ECMP effectively.
Building a full-mesh of equal-cost Level 1 tunnels between all of the Level 2/Level 1 leaf routers does
not solve this issue.

SEE ALSO
flood-reflector

WHAT'S NEXT
For more information on Flood Reflector Interfaces, see the Example: IS-IS Flood Reflector.
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How to Implement Mobility for Junos Multi-Access
User Plane

SUMMARY
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For Junos OS Release 19.4R1, we introduced Junos
Multi-Access User Plane supporting a combined
SGW-U/PGW-U (SAEGW-U) on MX Series routers in
accordance with 3GPP Release 14 CUPS architecture.
This provided high-throughput 4G and 5G fixed-wireless
access service with support for 5G non-stand-alone
(NSA) mode. Starting with Junos OS Release 20.4R1,
Junos Multi-Access User Plane supports running an
MX router as either a standalone SGW-U or a
standalone PGW-U to enable high-throughput 4G and
5G mobility service.

MX Series Router As PGW-U | 48

Junos Multi-Access User Plane supports running an MX router as either a standalone SGW-U or a standalone
PGW-U while still supporting running an MX router as a SAEGW-U. Running an MX router as a standalone
SGW-U enables mobility service, that is, relocation of a UE to a new eNodeB, new SGW-U, or new
SAEGW-U. This includes support for GTP-U based S5-U and S8-U interfaces, which provides links between
SGW-U and PGW-U devices. Junos Multi-Access User Plane also provides tunnel relay functionality to
forward user plane traffic between S1-U and S5-U/S8-U interfaces and between S5-U/S8-U and SGi
interfaces.
Figure 10 on page 39 shows the basic topology of running MX routers separately as and SGW-U and a
PGW-U to enable mobility.
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Figure 10: Junos Multi-Access User Plane SGW-U and PGW-U
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Logistics of UE handover, including SGW & PGW selection, are handled by SGW-C and PGW-C functions.
The SGW-C and PGW-C participate in control protocol exchanges and update their SGW-U/PGW-U
counterparts over Sxa and Sxb interfaces with any new or changed attributes of the UE session and bearers.
We support the following mobility scenarios:
• Handover with eNodeB and no SGW change
• Handover with SGW change (direct forwarding)
• Handover with SGW change (indirect forwarding)
In summary, starting with Junos OS Release 20.4R1, Junos Multi-Access User Plane supports three different
modes of operation on a single MX router:
• SGW-U, where the MX router acts as an SGW-U for all sessions and connects to a third-party SGW-C
over a single Sxa interface and Juniper or third-party PGW-Us over multiple S5/8-U interfaces.
• PGW-U, where the MX router acts as a PGW-U for all sessions and connects to a third-party PGW-C
over a single Sxb interface and Juniper or third-party SGW-Us over multiple S5/8-U interfaces.
• Combined SGW/PGW-U (SAEGW-U), where depending on the UE location, the MX router acts as an
SGW-U for some sessions, a PGW-U for another set of sessions and SAEGW-U for the remaining sessions.
In this mode, the SAEGW-U connects to an SAEGW-C over a single Sxa/Sxb interface and to other
Juniper or third-party SGW-Us and PGW-Us over multiple S5/8-U interfaces.

NOTE: Only a single type of Sx association is supported at a time: Sxa, Sxb or combined Sxa/Sxb.
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MX Series Router As SGW-U
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Overview
Junos Multi-Access User Plane can function as a standalone SGW user plane (SGW-U) in a single MX
router. As Figure 11 on page 40 shows, Juniper’s MX SGW-U interoperates with a third-party SGW-C
through a the Sxa interface and one or more Juniper or third-party PGW-Us over one or more S5/8-U
interfaces.
Figure 11: MX Series SGW-U and PGW-U in the CUPS Wireless Network Architecture
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The MX SGW-U supports the following CUPS interfaces:
• Sxa—Packet Forwarding Control Protocol (PFCP) enables communication on the Sxa interface between
the SGW-C and SGW-U. PFCP encodes TLV messages for transport over UDP/IP. The Sxa interface
can also transport user data packets (GTP-U based) between the user plane and control plane. SGW-U
runs PFCP as the control protocol with the third-party SGW-C to set up data paths for wireless
subscribers.
• S1-U—The S1-U interface is the data path between an eNodeB and the SGW-U. Application data packets
from end-user equipment are encapsulated over GTP. For upstream packets, the SGW-U is responsible
for forwarding GTP packets to the appropriate PGW-U. For downstream packets, SGW-U forwards GTP
packets to eNodeB(s).
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• S5/8-U—The S5/8-U interface is the data path between an SGW-U and a PGW-U.
The MX SGW-U as the user plane provides the following functionality:
• Session management support:
• Resource management for bearer resources
• IP address and TEID assignment for GTP-U packets (IP address is allocated by the SGW-C and TEID-U
is allocated by the SGW-U)
• Packet forwarding (GTP-U tunnel relay between S1-U and S5/8-U interfaces)
• UE mobility support:
• Forwarding of End Marker message (as long as user plane to source eNodeB exists)
For UE mobility, the End Marker message is used to help packet ordering at the target eNodeB. The
End Marker is sent by the SGW-U during handover when the UE moves to a new eNodeB but keeps
the same SGW-U. The SGW-U sends the End Marker message to the original eNodeB across all S1-U
tunnels corresponding to the UE session. The original eNodeB forwards the End Marker packets to
the target eNodeB.
If handover involves an SGW-U change as well, the PGW-U sends the End Marker message to the
original SGW-U on all S5-U/S8-U tunnels corresponding to the UE session. The SWG-U in turn forwards
all End Marker packets over corresponding S1-U tunnels to the original eNodeB, which forwards them
to the target eNodeB.
• Sending of End Marker message after switching the path to target eNodeB
• Buffered packet forwarding
When a UE enters ECM-IDLE or power saving mode, all downlink data packets destined for the UE
are buffered at the SGW-U. The SGW-C provisions the SGW-U with one of the following behaviors:
• Buffer packets without notifying the SGW-C upon arrival of the first downlink packet
• Buffer packets with notifying SGW-C upon arrival of the first downlink packet
• Drop packets
No indication is sent to the SGW-C when the MX router as SGW-U is instructed to buffer but does
not have available buffering queue space. The MX router as SGW-U discards packets until a queue
becomes available. On the first packet, if First DL Packet notification is configured, the SGW-U notifies
the SGW-C of the packet arrival. The MX router as SGW-U supports up to 1GB of active buffering
on up to 100,000 bearers per anchor PFE.
• Accounting per UE and bearer (volume accounting only)
• Lawful intercept
Junos Multi-Access User Plane provides purely the SGW-U in the form of an MX router that interacts with
a third-party SGW-C. The MX router, functioning as an SGW-U, receives instructions from the SGW-C
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through the Sxa interface using PFCP. Based on those instructions, the MX routing engine manages SGW-U
sessions and programs data paths in the anchor PFEs. Like the SAEGW-U, for the MX router to function
as an SGW-U, it must contain the following minimum elements:
• At least one anchor PFE interface–An anchor PFE interface on the SGW-U is a line card interface that
has no physical interface connection, but rather provides the core processing of data traffic by doing
the following:
• Forwards GTP-U packets
• Enforces class of service and firewall filter rules on subscriber sessions
• Collects statistics on data usage for charging/accounting purpose
• At least one signalling/control interface-This is the Sxa interface in the CUPS architecture. The
signalling/control interface is a physical interface that does the following:
• Sends/receives PFCP packets to/from the SGW-C
• At least one ingress interface-This is the S1-U interface in the CUPS architecture. The ingress interface
is a physical interface that does the following:
• Forwards GTP-U packets between eNodeBs and the anchor PFE
• At least one egress interface-This is the S5/8-U interface in the CUPS architecture. The egress interface
is a physical interface that does the following:
• Forwards GTP-U packets between the anchor PFE and the designated PGW-U

NOTE: You can configure all four interface types on the same line card, as long as that line card
supports all of the interface types.

Configuring an MX Router as an SGW-U
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As Figure 12 on page 43 shows, a standard setup of an MX router as an SGW-U includes an ingress line
card, and egress line card, and a recommended two anchor PFE line cards operating redundantly.
Figure 12: Standard setup for MX router as SGW-U
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• The ingress line card provides the S1-U interface, connecting to the radio access network (RAN), and
the Sxa interface, connecting to the SGW-C.
• The anchor PFE line cards provide the core processing of data traffic through internal pfe- interfaces.
At least one anchor PFE card is required, but two are recommended to provide redundancy.
• The egress line card provides the S5/8-U interface, connecting to the PGW-U.
• You can configure all of this functionality on a single line card as long as that line card supports all of
the SGW-U functionality. We show separate line cards here for simplicity and recommended setup.
To configure an MX router as an SGW-U, perform the following configuration procedures in the listed
order:
GRES Configuration
The graceful Routing Engine switchover (GRES) feature in Junos OS enables a router with redundant
Routing Engines to continue forwarding packets, even if one Routing Engine fails. GRES preserves interface
and kernel information. Traffic is not interrupted.
1. Configure Graceful Restart (GRES).
[edit chassis]
user@host# set redundancy graceful-switchover
user@host# commit
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SEE ALSO
GRES on Junos Multi-Access User Plane
Chassis Configuration for the Anchor PFE Line Cards
Define each Packet Forwarding Engine (PFE) on each anchor PFE line card as an anchor interface.
1.
[edit chassis]
user@host# set fpc anchor-pfe0-slot pfe 0 forwarding-packages mobility user-plane
user@host# set fpc anchor-pfe0-slot pfe 0 forwarding-packages mobility card-type-all
user@host# set fpc anchor-pfe0-slot pfe 1 forwarding-packages mobility user-plane
user@host# set fpc anchor-pfe0-slot pfe 1 forwarding-packages mobility card-type-all
user@host# set fpc anchor-pfe1-slot pfe 0 forwarding-packages mobility user-plane
user@host# set fpc anchor-pfe1-slot pfe 0 forwarding-packages mobility card-type-all
user@host# set fpc anchor-pfe1-slot pfe 1 forwarding-packages mobility user-plane
user@host# set fpc anchor-pfe1-slot pfe 1 forwarding-packages mobility card-type-all
user@host# commit

Interface Configuration
Configure the interfaces needed for the SGW-U.
1. Define the S5/8-U interface. This interface is on the egress line card.
[edit interfaces]
user@host# set S5/8-U-interface-name unit 0 family inet address interface-address

2. Define the Sxa interface, which connects to the SGW-C. This interface is on the ingress line card.
[edit interfaces]
user@host# set Sxa-interface-name unit 0 family inet address interface-address

3. Define the S1-U interface, which connects to the access network. This interface is on the ingress line
card and is set to admit only GTP packets.
[edit interfaces]
user@host# set S1-U-interface-name unit 0 family inet address interface-address
user@host# set S1-U-interface-name unit 0 family inet filter input input-filter-name
user@host# set S1-U-interface-name unit 0 family inet filter output output-filter-name

4. Define the UPF local address and Mobile Edge interface.
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[edit interfaces]
user@host# set lo0 unit 0 family inet address UPF-local-address
user@host# set mif unit 0 family inet

NOTE: If you are connecting to multiple SGW-Cs, define the local address under the
control-plane-peers stanza for each SGW-C rather than define a single loopback address.

NOTE: mif.0 is used in the default inet.0 routing instance. Junos OS creates a default APN
with inet.0 as the routing instance. If you want to configure other routing instances, you must
create mif interfaces with unit numbers other than 0.

5. Assuming two anchor PFE linecards, each with two PFEs, define the anchor PFE interfaces.
[edit interfaces]
user@host# set apfe0 anchoring-options primary-list pfe-pfe0-slot/0/0
user@host# set apfe0 anchoring-options secondary pfe-pfe1-slot/0/0
user@host# set apfe1 anchoring-options primary-list pfe-pfe0-slot/1/0
user@host# set apfe1 anchoring-options secondary pfe-pfe1-slot/1/0
user@host# commit

NOTE: You cannot mix primary and secondary anchor PFEs on the same MPC. An MPC can
have only either primary anchor PFEs or secondary anchor PFEs.

CAUTION: Changing the anchor PFE redundancy configuration once sessions are
active kills all active sessions.

Mobile Edge Configuration
Once you’ve configured all of the necessary interfaces, you can configure the MX router to be a SGW-U.
1. Configure the connection to the control plane, the SGW-C.
[edit services mobile-edge gateways saegw gateway-name control-plane-peers]
user@host# set local-address local-address
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user@host# set apn-services apns apn-name mobile-interface mif.0
user@host# set peer-groups group-name path-management enable
user@host# set peer-groups group-name heartbeat-interval seconds
user@host# set peer-groups group-name n3-requests n3-requests
user@host# set peer-groups group-name t3-response seconds
user@host# set peer-groups group-name peer-address remote-peer-address
user@host# set peer-groups group-name peer-hostname remote-peer-hostname

NOTE: If you are connecting to multiple SGW-Cs, define the local address under the
control-plane-peers stanza for each SGW-C. The loopback address, however, is still required
for Lawful Intercept to function.

2. Configure the connection to the access network through the S1-U interface.
[edit services mobile-edge gateways saegw gateway-name access-network-peers]
user@host# set local-address local-address
user@host# set peer-groups group-name peer-address remote-peer-address
user@host# set peer-groups group-name peer-hostname remote-peer-hostname

3. Configure the connection to the core network peers (PGW-Us) through the S5/8-U interface.
[edit services mobile-edge gateways saegw gateway-name core-network-peers]
user@host# set local-address local-address
user@host# set routing-instance routing-instance-name
user@host# set path-management enable
user@host# set n3-requests n3-requests
user@host# set t3-response seconds

4. Define the interfaces that will provide the anchor PFE functionality.
[edit services mobile-edge gateways saegw gateway-name system]
user@host# set anchor-pfes interface apfe0
user@host# set anchor-pfes interface apfe1
user@host# commit
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Firewall Configuration
Define input and output firewall filters that discard all packets except GTP packets at the S1-U and S5/8-U
interfaces.

NOTE: For GTP-U path management, the filter must work in enhanced mode.

1. GTP packets are UDP packets that have a destination port of 2152. GTP prime packets have a destination
port of 3386. Accept and count these packets and discard all others:
[edit firewall filter input-filter-name]
user@host# set term 1 from protocol udp
user@host# set term 1 from destination-port 2152
user@host# set term 1 from destination-port 3386
user@host# set term 1 then count filter-name
user@host# set term 1 then next-hop-index 16777220
user@host# set term 2 then count default
user@host# set term 2 then accept
user@host# set enhanced-mode
user@host# commit

[edit firewall filter output-filter-name]
user@host# set term 1 from protocol udp
user@host# set term 1 from destination-port 2152
user@host# set term 1 from destination-port 3386
user@host# set term 1 then count filter-name
user@host# set term 1 then next-hop-index 16777220
user@host# set term 2 then count default
user@host# set term 2 then accept
user@host# set enhanced-mode
user@host# commit

SEE ALSO
Anchor PFEs and Redundancy in Junos Multi-Access User Plane
Example: Configuring an MX Router as an SAEGW-U
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MX Series Router As PGW-U

IN THIS SECTION
Overview | 48
Configuring an MX Router as an PGW-U | 50

Overview
Junos Multi-Access User Plane can function as a standalone PGW user plane (PGW-U) in a single MX
router. As Figure 13 on page 48 shows, Juniper’s MX PGW-U interoperates with a third-party PGW-C
through a the Sxb interface and one or more Juniper or third-party SGW-Us over one or more S5/8-U
interfaces.
Figure 13: MX Series SGW-U and PGW-U in the CUPS Wireless Network Architecture
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The MX PGW-U supports the following CUPS interfaces:
• Sxb—Packet Forwarding Control Protocol (PFCP) enables communication on the Sxb interface between
the PGW-C and PGW-U. PFCP encodes TLV messages for transport over UDP/IP. The Sxb interface
can also transport user data packets (GTP-U based) between the user plane and control plane. PGW-U
runs PFCP as the control protocol with the third-party PGW-C to set up data paths for wireless
subscribers.
• S5/8-U—The S5/8-U interface is the data path between an SGW-U and a PGW-U.
• SGi—Interface to the core Internet, supporting IPv4.
The MX PGW-U as the user plane provides the following functionality:
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• Session management support:
• Resource management for bearer resources
• IP address and TEID assignment for GTP-U packets (IP address is allocated by the PGW-C and TEID-U
is allocated by the PGW-U)
• Packet forwarding
• UE mobility support:
• Sending of "end marker" after switching the path to target node
• Accounting per UE and bearer (volume accounting only)
• Lawful intercept
Junos Multi-Access User Plane provides purely the PGW-U in the form of an MX router that interacts
with a third-party PGW-C. The MX router, functioning as an PGW-U, receives instructions from the
SPGW-C through the Sxb interface using PFCP. Based on those instructions, the MX routing engine
manages PGW-U sessions and programs data paths in the anchor PFEs. Like the SAEGW-U, for the MX
router to function as an PGW-U, it must contain the following minimum elements:
• At least one anchor PFE interface–An anchor PFE interface on the PGW-U is a line card interface that
has no physical interface connection, but rather provides the core processing of data traffic by doing
the following:
• Encodes/decodes GTP-U packets. The anchor PFE interface decodes GTP-U packets from SGW-Us
and forwards them to the core network and encodes IPv4 packets from the core network and forwards
them to SGW-Us.
• Enforces class of service and firewall filter rules on subscriber sessions
• Collects statistics on data usage for charging/accounting purpose
• At least one signalling/control interface-This is the Sxb interface in the CUPS architecture. The
signalling/control interface is a physical interface that does the following:
• Sends/receives PFCP packets to/from the PGW-C
• At least one ingress interface-This is the S5/8-U interface in the CUPS architecture. The ingress interface
is a physical interface that does the following:
• Forwards GTP-U packets between the anchor PFE and the designated SGW-U
• At least one egress interface-This is the SGi interface in the CUPS architecture. The egress interface is
a physical interface that does the following:
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• Forwards IPv4 packets between the anchor PFE and the core network

NOTE: You can configure all four interface types on the same line card, as long as that line card
supports all of the interface types.

Configuring an MX Router as an PGW-U

IN THIS SECTION
GRES Configuration | 51
Chassis Configuration for the Anchor PFE Line Cards | 51
Interface Configuration | 52
Mobile Edge Configuration | 53
Firewall Configuration | 54

As Figure 14 on page 50 shows, a standard setup of an MX router as an PGW-U includes an ingress line
card, and egress line card, and a recommended two anchor PFE line cards operating redundantly.
Figure 14: Standard setup for MX router as PGW-U
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• The ingress line card provides the S5/8-U interface, connecting to the SGW-U.
• The anchor PFE line cards provide the core processing of data traffic through internal pfe- interfaces.
At least one anchor PFE card is required, but two are recommended to provide redundancy.
• The egress line card provides the SGi interface, connecting to the core Internet.
• You can configure all of this functionality on a single line card as long as that line card supports all of
the PGW-U functionality. We show separate line cards here for simplicity and recommended setup.
To configure an MX router as an PGW-U, perform the following configuration procedures in the listed
order:
GRES Configuration
The graceful Routing Engine switchover (GRES) feature in Junos OS enables a router with redundant
Routing Engines to continue forwarding packets, even if one Routing Engine fails. GRES preserves interface
and kernel information. Traffic is not interrupted.
1. Configure Graceful Restart (GRES).
[edit chassis]
user@host# set redundancy graceful-switchover
user@host# commit

SEE ALSO
GRES on Junos Multi-Access User Plane
Chassis Configuration for the Anchor PFE Line Cards
Define each Packet Forwarding Engine (PFE) on each anchor PFE line card as an anchor interface.
1.
[edit chassis]
user@host# set fpc anchor-pfe0-slot pfe 0 forwarding-packages mobility user-plane
user@host# set fpc anchor-pfe0-slot pfe 0 forwarding-packages mobility card-type-all
user@host# set fpc anchor-pfe0-slot pfe 1 forwarding-packages mobility user-plane
user@host# set fpc anchor-pfe0-slot pfe 1 forwarding-packages mobility card-type-all
user@host# set fpc anchor-pfe1-slot pfe 0 forwarding-packages mobility user-plane
user@host# set fpc anchor-pfe1-slot pfe 0 forwarding-packages mobility card-type-all
user@host# set fpc anchor-pfe1-slot pfe 1 forwarding-packages mobility user-plane
user@host# set fpc anchor-pfe1-slot pfe 1 forwarding-packages mobility card-type-all
user@host# commit
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Interface Configuration
Configure the interfaces needed for the PGW-U.
1. Define the SGi interface. This interface is on the egress line card.
[edit interfaces]
user@host# set SGi-interface-name unit 0 family inet address interface-address

2. Define the Sxb interface, which connects to the PGW-C. This interface is on the ingress line card.
[edit interfaces]
user@host# set Sxb-interface-name unit 0 family inet address interface-address

3. Define the S5/8-U interface, which connects to the SGW-U. This interface is on the ingress line card
and is set to admit only GTP packets.
[edit interfaces]
user@host# set S5/8-U-interface-name unit 0 family inet address interface-address
user@host# set S5/8-U-interface-name unit 0 family inet filter input input-filter-name
user@host# set S5/8-U-interface-name unit 0 family inet filter output output-filter-name

4. Define the UPF local address and Mobile Edge interface.
[edit interfaces]
user@host# set lo0 unit 0 family inet address UPF-local-address
user@host# set mif unit 0 family inet

NOTE: If you are connecting to multiple PGW-Cs, define the local address under the
control-plane-peers stanza for each PGW-C rather than define a single loopback address.

NOTE: mif.0 is used in the default inet.0 routing instance. Junos OS creates a default APN
with inet.0 as the routing instance. If you want to configure other routing instances, you must
create mif interfaces with unit numbers other than 0.

5. Assuming two anchor PFE linecards, each with two PFEs, define the anchor PFE interfaces.
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[edit interfaces]
user@host# set apfe0 anchoring-options primary-list pfe-pfe0-slot/0/0
user@host# set apfe0 anchoring-options secondary pfe-pfe1-slot/0/0
user@host# set apfe1 anchoring-options primary-list pfe-pfe0-slot/1/0
user@host# set apfe1 anchoring-options secondary pfe-pfe1-slot/1/0
user@host# commit

NOTE: You cannot mix primary and secondary anchor PFEs on the same MPC. An MPC can
have only either primary anchor PFEs or secondary anchor PFEs.

CAUTION: Changing the anchor PFE redundancy configuration once sessions are
active kills all active sessions.

Mobile Edge Configuration
Once you’ve configured all of the necessary interfaces, you can configure the MX router to be a PGW-U.
1. Configure the connection to the control plane, the PGW-C.
[edit services mobile-edge gateways saegw gateway-name control-plane-peers]
user@host# set local-address local-address
user@host# set apn-services apns apn-name mobile-interface mif.0
user@host# set peer-groups group-name path-management enable
user@host# set peer-groups group-name heartbeat-interval seconds
user@host# set peer-groups group-name n3-requests n3-requests
user@host# set peer-groups group-name t3-response seconds
user@host# set peer-groups group-name peer-address remote-peer-address
user@host# set peer-groups group-name peer-hostname remote-peer-hostname

NOTE: If you are connecting to multiple SGW-Cs, define the local address under the
control-plane-peers stanza for each SGW-C. The loopback address, however, is still required
for Lawful Intercept to function.

2. Configure the connection to the core network peers (SGW-Us) through the S5/8-U interface.
[edit services mobile-edge gateways saegw gateway-name core-network-peers]
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user@host# set local-address local-address
user@host# set routing-instance routing-instance-name
user@host# set path-management enable
user@host# set n3-requests n3-requests
user@host# set t3-response seconds

3. Define the interfaces that will provide the anchor PFE functionality.
[edit services mobile-edge gateways saegw gateway-name system]
user@host# set anchor-pfes interface apfe0
user@host# set anchor-pfes interface apfe1
user@host# commit

Firewall Configuration
Define input and output firewall filters that discard all packets except GTP packets at the S1-U and S5/8-U
interfaces.

NOTE: For GTP-U path management, the filter must work in enhanced mode.

1. GTP packets are UDP packets that have a destination port of 2152. GTP prime packets have a destination
port of 3386. Accept and count these packets and discard all others:
[edit firewall filter input-filter-name]
user@host# set term 1 from protocol udp
user@host# set term 1 from destination-port 2152
user@host# set term 1 from destination-port 3386
user@host# set term 1 then count filter-name
user@host# set term 1 then next-hop-index 16777220
user@host# set term 2 then count default
user@host# set term 2 then accept
user@host# set enhanced-mode
user@host# commit

[edit firewall filter output-filter-name]
user@host# set term 1 from protocol udp
user@host# set term 1 from destination-port 2152
user@host# set term 1 from destination-port 3386
user@host# set term 1 then count filter-name
user@host# set term 1 then next-hop-index 16777220
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user@host# set term 2 then count default
user@host# set term 2 then accept
user@host# set enhanced-mode
user@host# commit

SEE ALSO
Anchor PFEs and Redundancy in Junos Multi-Access User Plane
Example: Configuring an MX Router as an SAEGW-U
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Requirements
This example uses the following hardware and software components:
• SRX4600 device
• Junos OS Release 20.4R1
This example assumes that you already have an EVPN-VXLAN based network and want to enable tunnel
inspection on SRX Series device.
Before you begin:
• Make sure you understand how EVPN and VXLAN works. See EVPN-VXLAN Campus Architectures to
detail understanding EVPN-VXLAN
• This example assumes that you already have an EVPN-VXLAN based network fabric and want to enable
tunnel inspection on the SRX Series device. You can see the sample configuration of leaf and spine
devices used in this example at Complete Device Configurations.

Overview
In this example, we are focusing on configuring the SRX Series device which is a part of a working
EVPN-VXLAN network that consist of two DC locations each with an IP fabric. The SRX Series device is
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placed in a Data Center Interconnect (DCI) role between the two DCs. In this configuration, the SRX Series
device performs stateful inspection of VXLAN encapsulated traffic flowing between the DCs when you
enable tunnel inspection.
We are using the topology shown in Figure 15 on page 58 in this example.
Figure 15: An ERB Based EVPN-VXLAN fabric With VXLAN Tunnel Inspection

As given in the topology, the SRX Series device is inspecting transit VLAN encapsulated traffic from the
VXLAN tunnel endpoint (VTEP) on the leaves in both the DC-1 and DC-2 data centers. Any Juniper
Networks device, both physical and virtual, that functions as a Layer 2 or Layer 3 VXLAN gateway can act
as VTEP device to perform encapsulation and de-encapsulation.
Upon receipt of a Layer 2 or Layer 3 data packet from server 1, The leaf 1 VTEP adds the appropriate
VXLAN header and then encapsulates the packet with a IPv4 outer header to facilitate tunneling the packet
through the IPv4 underlay network. The remote VTEP at leaf 2 then de-encapsulates the traffic and
forwards the original packet towards the destination host. With the Junos software release 20.4 SRX Series
devices can perform tunnel inspection for VXLAN encapsulated overlay traffic passing through it.
In this example, you’ll create a security policy to enable inspection for traffic that is encapsulated in a
VXLAN tunnel .
We're using the parameters described Table 2 on page 59in this example.
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Table 2: Configuration Parameters

Parameter

Description

Parameter
Name

Security policy

Policy to create a flow session triggered by VXLAN overlay traffic.

P1

This policy references the outer IP source and destination address.
That is, the IP addresses of the source and destination VTEPs. In
this example this is the loopback address of the leaves.
Policy set

Policy for the inspection of inner traffic. This policy operates on

PSET-1

the contents of matching VXLAN tunnel traffic.
Tunnel inspection profile

Specifies parameters for security inspection on VXLAN tunnels.

TP-1

Name of a VXLAN network

Used to uniquely identify a list or range of VXLAN tunnel IDs.

VLAN-100

tunnel identifier name. Used to symbolically name a VXLAN tunnel

VNI-1100

identifier (VNI) list or range
VXLAN

in a tunnel inspection profile.

When you configure tunnel inspection security policies on the SRX Series device, it decapsulates the packet
to access the inner header when a packet matches a security policy. Next, it applies the tunnel inspection
profile to determine if the inner traffic is permitted. The security device uses inner packet content and the
applied tunnel inspection profile parameters to do a policy lookup and to then perform stateful inspection
for the inner session.

Configuration
In this example, you'll configure the following functionality on the SRX Series device:
• Define a trust and untrust zone to permit all host traffic. This supports the BGP session to the spine
devices and allow SSH etc from either zone (DC).
• Inspect traffic flowing from DC1 to DC2 in VNI 1100 (Layer 2 stretched for VLAN 100) for all hosts in
the 192.168.100.0/24 subnet. Your policy should permit pings but deny all other traffic.
• Allow all return traffic from DC2 to DC1 with no tunnel inspection.
• Allow all other underlay and overlay traffic without VXLAN tunnel inspection from DC1 to DC2.
Use the following steps to enable tunnel inspection on your security device in a VXLAN-EVPN environment:
CLI Quick Configuration
To quickly configure this example, copy the following commands, paste them into a text file, remove any
line breaks, change any details necessary to match your network configuration, copy and paste the
commands into the CLI at the [edit] hierarchy level, and then enter commit from configuration mode.
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set system host-name r4-dci-ebr
set security address-book global address vtep-untrust 10.255.2.0/24
set security address-book global address vtep-trust 10.255.1.0/24
set security address-book global address vlan100 192.168.100.0/24
set security policies from-zone trust to-zone untrust policy P1 match source-address vtep-trust security policies
from-zone trust to-zone untrust policy P1 match destination-address vtep-untrust
set security policies from-zone trust to-zone untrust policy P1 match application junos-vxlan
set security policies from-zone trust to-zone untrust policy P1 then permit tunnel-inspection TP-1
set security policies from-zone untrust to-zone trust policy accept-all-dc2 match source-address any
set security policies from-zone untrust to-zone trust policy accept-all-dc2 match destination-address any
set security policies from-zone untrust to-zone trust policy accept-all-dc2 match application any
set security policies from-zone untrust to-zone trust policy accept-all-dc2 then permit
set security policies policy-set PSET-1 policy PSET-1-P1 match source-address vlan100
set security policies policy-set PSET-1 policy PSET-1-P1 match destination-address vlan100
set security policies policy-set PSET-1 policy PSET-1-P1 match application junos-icmp-all
set security policies policy-set PSET-1 policy PSET-1-P1 then permit
set security zones security-zone trust host-inbound-traffic system-services all
set security zones security-zone trust host-inbound-traffic protocols all
set security zones security-zone trust interfaces ge-0/0/0.0
set security zones security-zone untrust host-inbound-traffic system-services all
set security zones security-zone untrust host-inbound-traffic protocols all
set security zones security-zone untrust interfaces ge-0/0/1.0
set security tunnel-inspection inspection-profile TP-1 vxlan VNI-1100 policy-set PSET-1
set security tunnel-inspection inspection-profile TP-1 vxlan VNI-1100 vni VLAN-100
set security tunnel-inspection vni VLAN-100 vni-id 1100
set interfaces ge-0/0/0 description "Link to DC1 Spine 1"
set interfaces ge-0/0/0 mtu 9000
set interfaces ge-0/0/0 unit 0 family inet address 172.16.1.2/30
set interfaces ge-0/0/1 description "Link to DC2 Spine 1"
set interfaces ge-0/0/1 mtu 9000
set interfaces ge-0/0/1 unit 0 family inet address 172.16.2.2/30

Step-by-Step Procedure
The following example requires you to navigate various levels in the configuration hierarchy. For instructions
on how to do that, see Using the CLI Editor in Configuration Mode in the Junos OS CLI User Guide.
1. Configure security zones, interfaces, and address-books.
[edit]
user@r4-dci-ebr# set security zones security-zone trust
user@r4-dci-ebr# set security zones security-zone untrust
user@r4-dci-ebr# set interfaces ge-0/0/0 description "Link to DC1 Spine 1"
user@r4-dci-ebr# set interfaces ge-0/0/0 mtu 9000
user@r4-dci-ebr# set interfaces ge-0/0/0 unit 0 family inet address 172.16.1.2/30
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user@r4-dci-ebr# set interfaces ge-0/0/1 description "Link to DC2 Spine 1"
user@r4-dci-ebr# set interfaces ge-0/0/1 mtu 9000
user@r4-dci-ebr# set interfaces ge-0/0/1 unit 0 family inet address 172.16.2.2/30
user@r4-dci-ebr# set security zones security-zone trust host-inbound-traffic system-services all
user@r4-dci-ebr# set security zones security-zone trust host-inbound-traffic protocols all
user@r4-dci-ebr# set security zones security-zone trust interfaces ge-0/0/0.0
user@r4-dci-ebr# set security zones security-zone untrust host-inbound-traffic system-services all
user@r4-dci-ebr# set security zones security-zone untrust host-inbound-traffic protocols all
user@r4-dci-ebr# set security zones security-zone untrust interfaces ge-0/0/1.0
user@r4-dci-ebr# set security address-book global address vtep-untrust 10.255.2.0/24
user@r4-dci-ebr# set security address-book global address vtep-trust 10.255.1.0/24
user@r4-dci-ebr# set security address-book global address vlan100 192.168.100.0/24

Note that /24 prefix lengths are used to specify the outer (VTEP) and inner (server) addresses. While
you could use /32 host routes for this simple example, using a /24 will match traffic from other leaves
(VTEPs) or hosts in the 192.168.100/0/24 subnet.
2. Define the tunnel-inspection profile. You can specify a range or a list of VNIs that should be inspected.
[edit]
user@r4-dci-ebr# set security tunnel-inspection vni VLAN-100 vni-id 1100
user@r4-dci-ebr# set security tunnel-inspection inspection-profile TP-1 vxlan VNI-1100 vni VLAN-100
user@r4-dci-ebr# set security tunnel-inspection inspection-profile TP-1 vxlan VNI-1100 policy-set PSET-1

In this example only one VNI is needed so the vni-id keyword is used instead of the vni-range option.
The tunnel inspection profile links to both the VNI list/range as well as to the related policy that should
be applied to VXLAN tunnel with matching VNIs.
3. Create a security policy to match on the outer session.
[edit]
user@r4-dci-ebr# set security policies from-zone trust to-zone untrust policy P1 match source-address
vtep-trust
user@r4-dci-ebr# set security policies from-zone trust to-zone untrust policy P1 match destination-address
vtep-untrust
user@r4-dci-ebr# set security policies from-zone trust to-zone untrust policy P1 match application junos-vxlan
user@r4-dci-ebr# set security policies from-zone trust to-zone untrust policy P1 then permit tunnel-inspection
TP-1

This policy refers to the global address book entries you defined earlier to match source and destination
VTEP addresses. These addresses are used in the underlay to support VXLAN tunnels in the overlay.
Matching traffic is directed to the TP-1 tunnel inspection profile you defined in the previous step. In
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this example the goal is to inspect VXLAN tunnels that originate in DC1 and terminate in DC2. As a
result a second policy to match on return traffic (with DC2 Leaf 1 the source VTEP) is not needed.
4. Create the policy-set for the inner session.
[edit]
[edit security policies]
user@r4-dci-ebr# set security policies policy-set PSET-1 policy PSET-1-P1 match source-address vlan100
user@r4-dci-ebr# set security policies policy-set PSET-1 policy PSET-1-P1 match destination-address vlan100
user@r4-dci-ebr# set security policies policy-set PSET-1 policy PSET-1-P1 match application junos-icmp-all
user@r4-dci-ebr# set security policies policy-set PSET-1 policy PSET-1-P1 then permit

This policy performs security inspection against the payload of matching VXLAN traffic. In this example
this is the traffic sent from Server 1 on VLAN 100 in DC1 to Server 1 in DC2. By specifying the
junos-icmp-all match condition you ensure that both ping request and replies can pass from server 1
ion DC1 to server 1 in DC2. If you specify junos-icmp-ping only pings that originate from DC1 will be
permitted.
Recall that in this example only ping is permitted to help facilitate testing of the resulting functionality.
You can match on application any to permit all traffic, or alter the match criteria to suit your specific
security needs.
5. Define the policies needed to accept all other traffic between the data centers without any tunnel
inspection.
[edit]
set security policies from-zone trust to-zone untrust policy accept-rest match source-address any
set security policies from-zone trust to-zone untrust policy accept-rest match destination-address any
set security policies from-zone trust to-zone untrust policy accept-rest match application any
set security policies from-zone trust to-zone untrust policy accept-rest then permit
set security policies from-zone untrust to-zone trust policy accept-all-dc2 match source-address any
set security policies from-zone untrust to-zone trust policy accept-all-dc2 match destination-address any
set security policies from-zone untrust to-zone trust policy accept-all-dc2 match application any
set security policies from-zone untrust to-zone trust policy accept-all-dc2 then permit

Results
From configuration mode, confirm your configuration by entering the show security policies command.
If the output does not display the intended configuration, repeat the configuration instructions in this
example to correct it.
user@host# show security policies
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address-book {
global {
address vtep-untrust 10.255.2.0/24;
address vtep-trust 10.255.1.0/24;
address vlan100 192.168.100.0/24;
}
}
policies {
from-zone trust to-zone untrust {
policy P1 {
match {
source-address vtep-trust;
destination-address vtep-untrust;
application junos-vxlan;
}
then {
permit {
tunnel-inspection {
TP-1;
}
}
}
}
policy accept-rest {
match {
source-address any;
destination-address any;
application any;
}
then {
permit;
}
}
}
from-zone untrust to-zone trust {
policy accept-all-dc2 {
match {
source-address any;
destination-address any;
application any;
}
then {
permit;
}
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}
}
policy-set PSET-1 {
policy PSET-1-P1 {
match {
source-address vlan100;
destination-address vlan100;
application junos-icmp-all;
}
then {
permit;
}
}
}
}
zones {
security-zone trust {
host-inbound-traffic {
system-services {
all;
}
protocols {
all;
}
}
interfaces {
ge-0/0/0.0;
}
}
security-zone untrust {
host-inbound-traffic {
system-services {
all;
}
protocols {
all;
}
}
interfaces {
ge-0/0/1.0;
}
}
}
tunnel-inspection {
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inspection-profile TP-1 {
vxlan VNI-1100 {
policy-set PSET-1;
vni VLAN-100;
}
}
vni VLAN-100 {
vni-id 1100;
}
}

If you are done configuring the feature on your device, enter commit from configuration mode.

Verification

IN THIS SECTION
Verify Inner Policy Details | 65
Check Tunnel Inspection Traffic | 66
Check Tunnel Inspection Profile and VNI | 67
Check Security Flows | 67
Confirm That SSH is Blocked | 68

At this time you should generate ping traffic between server 1 in DC1 to server 1 in DC2. The pings should
succeed. Allow this test traffic to run in the background while you complete the verification tasks.

r5-dc1_server1> ping 192.168.100.102
PING 192.168.100.102 (192.168.100.102): 56 data bytes
64 bytes from 192.168.100.102: icmp_seq=0 ttl=64 time=565.451 ms
64 bytes from 192.168.100.102: icmp_seq=1 ttl=64 time=541.035 ms
64 bytes from 192.168.100.102: icmp_seq=2 ttl=64 time=651.420 ms
64 bytes from 192.168.100.102: icmp_seq=3 ttl=64 time=303.533 ms

Verify Inner Policy Details
Purpose
Verify the details of the policy applied for the inner session.
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Action
From operational mode, enter the show security policies policy-set PSET-1 command.
user@host> show security policies policy-set PSET-1

From zone: PSET-1, To zone: PSET-1
Policy: PSET-1-P1, State: enabled, Index: 7, Scope Policy: 0, Sequence number:
1, Log Profile ID: 0
From zones: any
To zones: any
Source vrf group: any
Destination vrf group: any
Source addresses: vlan100
Destination addresses: vlan100
Applications: junos-icmp-all
Source identity feeds: any
Destination identity feeds: any
Action: permit

Check Tunnel Inspection Traffic
Purpose
Display the tunnel inspection traffic details.
Action
From operational mode, enter the show security flow tunnel-inspection statistics command.
user@host> show security flow tunnel-inspection statistics

Flow Tunnel-inspection statistics:
Tunnel-inspection type VXLAN:
overlay session active:

4

overlay session create:

289

overlay session close:

285

underlay session active:

3

underlay session create:

31

underlay session close:

28

input packets:
input bytes:
output packets:
output bytes:

607
171835
418
75627

bypass packets:

0

bypass bytes:

0
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Meaning
The output displays details of tunnel inspection traffic. Note that the Tunnel-inspection type is displayed
as VXLAN.
Check Tunnel Inspection Profile and VNI
Purpose
Display the tunnel inspection profile and VNI details.
Action
From operational mode, enter the show security tunnel-inspection profiles and show security
tunnel-inspection vnis commands.
user@host> show security tunnel-inspection profiles

Logical system: root-logical-system
Profile count: 1
Profile: TP-1
Type: VXLAN
Vxlan count: 1
Vxlan name: VXT-1
VNI count: 1
VNI:VNI-1
Policy set: PSET-1
Inspection level: 1

user@host> show security tunnel-inspection vnis

Logical system: root-logical-system
VNI count: 2
VNI name: VLAN-100
VNI id count: 1
[1100 - 1100]
VNI name: VNI-1
VNI id count: 1
[1100 - 1100]

Check Security Flows
Purpose
Display VXLAN security flow information on the SRX to confirm that VXLAN tunnel inspection is working.
Action
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From operational mode, enter the show security flow session vxlan-vni 1100 command.
user@host> show security flow session vxlan-vni 1100

Session ID: 3811, Policy name: PSET-1-P1/7, State: Stand-alone, Timeout: 2, Valid
In: 192.168.100.101/47883 --> 192.168.100.102/82;icmp, Conn Tag: 0xfcd, If:
ge-0/0/0.0, Pkts: 1, Bytes: 84,
Type: VXLAN, VNI: 1100, Tunnel Session ID: 2193
Out: 192.168.100.102/82 --> 192.168.100.101/47883;icmp, Conn Tag: 0xfcd, If:
ge-0/0/1.0, Pkts: 0, Bytes: 0,
Type: VXLAN, VNI: 0, Tunnel Session ID: 0
Session ID: 3812, Policy name: PSET-1-P1/7, State: Stand-alone, Timeout: 2, Valid
In: 192.168.100.101/47883 --> 192.168.100.102/83;icmp, Conn Tag: 0xfcd, If:
ge-0/0/0.0, Pkts: 1, Bytes: 84,
Type: VXLAN, VNI: 1100, Tunnel Session ID: 2193
Out: 192.168.100.102/83 --> 192.168.100.101/47883;icmp, Conn Tag: 0xfcd, If:
ge-0/0/1.0, Pkts: 0, Bytes: 0,
Type: VXLAN, VNI: 0, Tunnel Session ID: 0
. . .

Meaning
The output displays VXLAN traffic session through SRX Series.
Confirm That SSH is Blocked
Purpose
Try to establish an SSH session between server 1 in DC1 and server 2 in DC2. Based on the policy that
allows only ping traffic this session should be blocked at the SRX Series.
Action
From operational mode, SSH to the server at DC2
r5-dc1_server1> ssh 192.168.100.102

ssh: connect to host 192.168.100.102 port 22: Operation timed out
r5_dc1_server1>

Meaning
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The output displays that operation timed out indicating now traffic flow.

SEE ALSO
tunnel-inspection

WHAT'S NEXT
See Tunnel Inspection for EVPN-VXLAN by SRX Series Devices for more details.
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How to Enable SRv6 Network Programming and Layer
3 VPN Services over SRv6 in BGP Networks

SUMMARY

Learn about enabling SRv6 network programming and
Layer 3 VPN Services over SRv6 for the BGP protocol.
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Understanding SRv6 Network Programming and Layer 3 Services over SRv6
in BGP
Benefits of SRv6 Network Programming
SRv6 Network Programming provides the following benefits in an IPv6 network:
• BGP leverages the segment routing capability of devices to set up Layer 3 VPN tunnels. IPv4 packets
can be transported through an SRv6 ingress node even if the transit routers are not SRv6-capable,
thereby eliminating the need to deploy segment routing on all nodes in an IPv6 network.
• Network Programming depends entirely on the IPv6 header and the header extension to transport a
packet, eliminating protocols such as MPLS. This ensures a seamless deployment without any major
hardware or software upgrade in a core IPv6 network.
• Junos OS supports all function behaviors on a single SID and can inter-operate in the insert mode and
the encapsulation mode. This allows a single device to simultaneously play the provider (P) router and
the provider edge (PE) router roles.

SRv6 Network Programming in BGP Networks
Network Programming is the capability of a network to encode a network program into individual
instructions that are inserted into the IPv6 packet headers. Segment Routing Header (SRH) is a type of
IPv6 routing extension header that contains a segment list encoded as an SRv6 SID. An SRv6 SID consists
of the locator, which is an address and a function that defines a particular task for each SRv6-capable node
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in the SRv6 network. SRv6 network programming eliminates the need for MPLS and provides flexibility
to leverage segment routing.

NOTE: Ensure that you use a unique SID, which BGP uses to allocate an SRv6 SID.

To configure IPv4 transport over the SRv6 core, include the end-dt4-sid sid statement at the [edit protocols
bgp source-packet-routing srv6 locator name] hierarchy level.
To configure IPv6 transport over the SRv6 core, include the end-dt6-sid sid statement at the [edit routing
protocols bgp source-packet-routing srv6 locator name] hierarchy level.
End dt4 is the endpoint SID with decapsulation and IPv4 table lookup and end dt6 is the endpoint with
decapsulation and IPv6 table lookup. BGP allocates these for IPv4 and IPv6 Layer3 VPN service SIDs.

Layer 3 VPN Services over the SRv6 Core
When connecting to the egress PE, the ingress PE encapsulates the payload in an outer IPv6 header where
the destination address is the SRv6 service SID associated with the related BGP route update. The egress
PE sets the next hop to one of its IPv6 addresses that is also the SRv6 locator from which the SRv6 service
SID is allocated. Multiple routes can resolve through the same segment routing policy.

Payload

IPv6

SRH

VPN

Sid-list

Payload

g301400

Figure 16: SRv6 Packet Encapsulation

Starting in Junos OS Release 20.4R1, you can configure BGP-based Layer 3 service over the SRv6 core.
You can enable Layer 3 overlay services with BGP as the control plane and SRv6 as the dataplane. SRv6
network programming provides flexibility to leverage segment routing without deploying MPLS. Such
networks depend only on the IPv6 headers and header extensions for transmitting data.

NOTE: Ensure that the end-dt4-sid sid and the end-dt6-sid sid are the last SIDs in the segment
list, or the destination address of the packet with no SRH header.

To configure IPv4 VPN services over the SRv6 core, include the end-dt4-sid statement at the [edit
routing-instances instance-name protocols bgp source-packet-routing srv6 locator name] hierarchy level.
To configure IPv6 VPN services over the SRv6 core, include the end-dt6-sid statement at the [edit
routing-instances instance-name protocols bgp source-packet-routing srv6 locator name] hierarchy level.
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Advertising Layer 3 VPN Services to BGP Peers
BGP advertises the reachability of prefixes of a particular service from an egress PE device to ingress PE
nodes. BGP messages exchanged between PE devices carry SRv6 service SIDs, which BGP uses to
interconnect PE devices to form VPN sessions. For Layer 3 VPN services where BGP uses a per-VRF SID
allocation, the same SID is shared across multiple network layer reachability information (NLRI) address
families.
To advertise SRv6 services to BGP peers at the egress node, include the advertise-srv6-service statement
at the [edit protocols bgp family inet6 unicast] hierarchy level.
Egress PE devices that support SRv6-based Layer 3 services advertise overlay service prefixes along with
a service SID. The BGP ingress node receives these advertisements and adds the prefix to the corresponding
virtual routing and forwarding (VRF) table.
To accept SRv6 services at the ingress node, include the accept-srv6-service statement at the [edit
protocols bgp family inet6 unicast] hierarchy level.

Supported and Unsupported Features for SRv6 Network Programming in BGP
Junos OS supports the following features with SRv6 Network Programming in BGP:
• Ingress devices support seven SIDs in the reduced mode including the VPN SID
• Egress devices support seven SIDs including the VPN SID
Junos OS does not support the following features in conjunction with SRv6 Network Programming in BGP:
• Fragmentation and reassembly in SRv6 tunnels
• VPN options B and C
• Detection of duplicate SIDs
• Endpoint with decapsulation and specific IP table lookup (End.DT46 SID)

SEE ALSO
srv6
advertise-srv6-service
accept-srv6-service

WHAT'S NEXT
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For more information on SRv6 Network Programming, see the Example: Configuring SRv6 Network
Programming in BGP.

