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Topology Description

Leaf devices: The QFX5100-24Q-2P are used as leaf devices. Each POD consists of two leaf 
devices. 

Spine devices: Three QFX10002-72Qs have been used as the spine devices in each POD in 
every DC. One spine device per POD has been used as the service node to direct traffic from 
the IP fabric towards the service block. 

Fabric devices: One MX-104 has been used as fabric/super-spine device to connect all PODs 
in each DC.

Service block: Due to resource constraints, the service block consists of only a single firewall 
(SRX) in each data center. The designated spine device in every POD can be used as service 
nodes to connect to the DC firewall. 

CE devices: Access switches (QFX5100-48S-6Q – acting as VCs in POD-1 and standalone 
switches in POD-2) and IXIA simulate CE devices in both PODs in both DCs. Servers can be 
directly plugged into the TOR leaf devices. To demonstrate the use of LACP, intermediate 
switches have been used here due to resource constraints. The term host (simulated on IXIA) 
implies any application entity (VM or container) that consumes an IP/MAC address. 

WAN: One MX-104 router has been used to simulate an Internet router.

Figure 5.2	 Physical Topology
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Design Summary

Traffic flows demonstrated: 

�� East-West (traffic across PODs within the DC):

�� Layer 2 (Intra-VRF Intra-subnet): Traffic between hosts in the same subnet 
for a given tenant. 

�� Layer 3 (Intra-VRF Inter-subnet): Traffic between hosts in different subnets 
for a given tenant. 

�� Layer 3 security insertion (Inter-VRF Inter-subnet): Traffic between hosts in 
different subnets for different tenants and is manually service-chained through 
the SRX (service block).

�� North-South (traffic between hosts across the WAN and within the DC):

�� Not demonstrated in this case study, but the same building blocks as those 
described in previous case studies can be used. 

Access considerations: 

�� Two leaf devices are acting as a pair of redundant Top of Rack switches in each DC. 
CE-1 represents groups of hosts (e.g. VMs/containers residing on servers) mapped to 
ESI-A (00:11:11:11:11:11:11:11:11:11) on ae0 for LEAF-1 and LEAF-2 in DC-1. 
Similarly, hosts on CE-2 are mapped to ESI-B (00:22:22:22:22:22:22:22:22:22) on 
ae0 for LEAF-3 and LEAF-4 in DC-2.

Underlay considerations: 

�� EBGP has been used to achieve underlay IP reachability (lo0 address reachability 
between VTEPs). EBGP with unique AS number per device is used to achieve under-
lay IP reachability. 

�� MTU has been set on all physical interfaces for devices in a data center to account for 
VXLAN encapsulation. 

Overlay considerations: 

�� L3 gateway placement: 

�� VXLAN routing in this use case is done on the spine devices. Each spine 
device acts as a Layer 3 gateway for VNIs residing in that POD. Fabric devices in 
this example do not act as Layer 3 gateways. 

�� Routing is done only at the spine layer (including service nodes), while leaf 
devices acting only as Layer 2 gateways. Fabric devices act only as transit.

�� EVPN NLRI exchange: 

�� MP-iBGP sessions have been used to exchange EVPN NLRI within the data 
center.

�� To support EW Inter-DC communication, the EVPN-VXLAN domain within 
each data center is extended by means of a full mesh EVPN MP-iBGP session 
between DC core (spine) devices to exchange routes learned in each data center. 
Fabric devices, interconnecting the different data centers, provide both DC edge 
and WAN edge functionality and are only used for transport. These fabric devices 
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are acting as endpoints for the GRE over IPsec tunnels that connect the two data 
centers over the public network. 

�� Route reflection: 

�� To avoid full-mesh of control-plane connections (EVPN MP-iBGP sessions 
within each data center), MP-iBGP EVPN sessions have been created between 
the leaf devices functioning as clients and spine devices being overlay route-
reflectors, responsible for the exchange of EVPN NLRI. In DC-1 (POD-1), 
LEAF-1 and LEAF-2 act as clients to SPINE-1,2 serving as RRs (cluster ID 
11.11.11.11 in DC-1). In DC-2 (POD-1), LEAF-3 and LEAF-4 act as clients to 
SPINE-3 serving as RRs (cluster ID 22.22.22.22 in DC-2). (Not discussed here, 
but spine devices with different cluster IDs can provide for added redundancy.) 

�� Not repeated here, but hierarchical route reflection with fabric devices 
acting as overlay route-reflectors can be used. This example shows another 
variation wherein a full mesh of EVPN control-plane sessions exists between 
spine devices across DCs. Fabric devices act only as transit in this case study.

�� A full mesh of VXLAN tunnels (data-plane) exist with VTEPs located on 
each leaf and spine (including service nodes) node in each DC. 

Service interface: 

�� VLAN aware EVPN service is in use (please refer to the Appendix for more 
details on EVPN service interfaces).

Host communication: 

�� Inter-DC EW traffic flows demonstrate both intra-subnet (Layer 2 exten-
sion) and inter-subnet communication between same tenant hosts (Intra-VRF) 
across data centers, using asymmetric IRB forwarding (using Type 2 routes) for 
Tenant-1 (VRF_TENANT_1). Use of Type 5 routes for inter-subnet communi-
cation has also been demonstrated for Tenant-8 and Tenant-9 (VRF_TEN-
ANT_8 and VRF_TENANT_9) hosts within the same tenant (Intra-VRF) and 
between different tenants (Inter-VRF):

Layer 2: DC-1 POD-1 <> DC-2 POD-1 (Intra-VRF/same tenant – Tenant-1) --- > Type 2
Layer 3: DC-1 POD-1 <> DC-2 POD-1 (Intra-VRF/same tenant – Tenant-1) --- > Type 2
Layer 3: DC-1 POD-1 <> DC-2 POD-1 (Intra-VRF/same tenant – Tenant-8) --- > Type 5 (no L2 stretch)
Layer 3: DC-1 POD-1 <> DC-2 POD-1 (Intra-VRF/same tenant – Tenant-9) --- > Type 5 (no L2 stretch)
Layer 3: DC-1 POD-1 <> DC-2 POD-1 (Inter-VRF/different tenants – Tenant-8 and 9) --- > Type 5 

Integration with the WAN: 

�� EVPN unaware core: 

�� WAN does not run EVPN but only assists in distributing loopback address-
es required for establishing the control and data plane connections across DCs. 
To achieve this, each DC edge/fabric device terminates a GRE over IPsec tunnel, 
running OSPF across the same to exchange loopback addresses of leaf and spine 
devices for each connected data center. This allows for the creation of the full 
mesh of EVPN/VXLAN tunnels across DCs.

Manual service-chaining orchestration for EW inter-tenant inter-subnet traffic: 

�� Service Nodes:

�� Here, spine devices (one per POD) act as service nodes. 
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�� The term service node is used for devices that direct traffic from the IP-fabric 
towards the service block.

�� Service Block:

�� Layer 3 security insertion has been demonstrated for inter-tenant EW traffic. 
The service block in this use case consists of a firewall that services all PODs. It is 
not shown here, but SRX clusters can be used one for each POD or the entire DC, 
depending on scale and high-availability requirements.  

�� SRX is physically connected to each service node device. Hair pinning 
through the SRX is only treated as an IP path problem, therefore, getting intend-
ed traffic to the SRX. 

�� Manual service-chaining orchestration for E-W inter-tenant inter-subnet traffic: 

�� For Inter-VRF communication, manual service chaining has been demon-
strated by hair pinning traffic across service block (SRX devices) in the originat-
ing data center. SRX devices are connected to a spine device acting as service 
node that essentially hosts Type 5 routes for tenant hosts that need to communi-
cate with each other and directs traffic to the service block. 

Figure 5.3	 Design Summary for OTT DCI – Public Internet
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Traffic Scenarios
The following sections will demonstrate implementation.

1. East-West traffic for hosts in the same tenant (Intra-VRF: Intra-subnet and Inter-subnet):

�� Configuration 

�� Verification 

�� Traffic flows

2. Manual service chaining of East-West traffic across DCs for hosts in different tenants 
(Layer 3 security insertion: Inter-tenant Inter-subnet):

�� Configuration layout 

�� Route exchange between service nodes and service blocks

�� Configuration 

�� Verification 

�� Traffic flows

East-West Traffic (Intra-VRF: Intra-subnet and Inter-subnet)

Figures 5.4 and 5.5 highlight the logical topology for E-W traffic across PODs as summa-
rized by the design highlights. Details on the configuration and verification steps will be 
provided.

Figure 5.4	 DCI Logical Topology High Level Overview
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Figure 5.5	 DCI Logical Topology Detailed Overview

Configuration
Configuration is divided across multiple groups, which are applied to the different devices as 
needed. Configuration highlights have been outlined in cases where they differ from those as 
described in the previous use cases. Snippets will show configuration highlights for the leaf 
(LEAF-1), spine (SPINE-1) and fabric (FABRIC-1) layer devices across DC-1 and DC-2.

Leaf Devices

Configuration on the leaf devices is divided into three components – underlay, overlay (intra-
DC), and access. Three configuration groups have been applied to all leaf devices in both 
DC-1 and DC-2 – UC4-EW-Access, UC4-EW-Underlay, UC4-EW-IntraDC as shown in  
Figure 5.6.

 

Figure 5.6	 DCI Configuration – Leaf layer  
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jnpr@LEAF-1> show configuration groups UC4-EW-Access 
interfaces {
    et-0/0/20 {...}
    et-0/0/21 {...} <<< Configuration components for access remain unchanged from the previous use cases, 
shown here is the output on LEAF-1 
ae0 {
        description “LAG VC <> LEAF-1”;
        mtu 9192;
        esi {
            00:11:11:11:11:11:11:11:11:11;
            all-active;
        }	
        aggregated-ether-options {
            lacp {
                active;
                periodic fast;
                system-id 01:01:01:01:01:01;
            }
        }
        unit 0 {
            family ethernet-switching {
                interface-mode trunk;
                vlan {
                    members all;
                }
            }
        }
    }

jnpr@LEAF-1> show configuration groups UC4-EW-Underlay  
interfaces {
    lo0 {...}
    et-0/0/22 {...}
    et-0/0/23 {...}
     {...}
}
routing-options {
    {..}
}
 
protocols {
   bgp {
	 group EBGP-Underlay {            
	    type external;            
	    mtu-discovery;            
	    import underlay-in;            
	    export underlay-out;
           local-as 65101;
          bfd-liveness-detection {...}
	    multipath multiple-as;            
          neighbor 10.10.10.8 {         <<< Each leaf device exchanges loopback addresses over the EBGP 
session with each connecting spine (including service node).  
local-address 10.10.10.9;                          
peer-as 65103;            
          }            
          neighbor 10.10.10.10 {                
		  local-address 10.10.10.11;                
    		  peer-as 65104;            
	    }
          neighbor {...}
...}

policy-options {    
 policy-statement LB {...}
 policy-statement underlay-in {        
  term acpt-remote-lo0 {            
    from {               
route-filter 10.1.1.0/24 orlonger;                      }           
then accept;       
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}  
    }
  policy-statement underlay-out {        
    term adv-local-lo0 {            
      from {                
        protocol direct; 
 route-filter 10.1.1.0/24 orlonger;              }            
      then {                
        next-hop self;                
        accept;            
      }        
    }        
    term default {            
      then reject;        
      }    
    }
 }

jnpr@LEAF-1> show configuration groups UC4-EW-IntraDC 
protocols {
  bgp {
   group IBGP-EVPN-DC1 {
    type internal;
    description «Leaf clients for Spine RR»;
    import overlay-in;   <<< Import policy configured on leaf devices for EW traffic optimization across 
DCs. As a result, leaf devices will prefer routes from local DC Layer 3 gateways, else tromboning might 
happen since same virtual-gateway (VRF_TENANT_1) address is configured on spine devices across DCs.
local-address 10.1.1.1;
    family evpn {
      signaling;
    }
    local-as 65120;
    bfd-liveness-detection {...}
    multipath;
    neighbor 10.1.1.5 {                
      peer-as 65120;            
    }
    neighbor 10.1.1.6 {                
      peer-as 65120;            
    }
    neighbor { ... }
 }
  evpn {        
    encapsulation vxlan;        
    extended-vni-list all;    
 }

policy-options {    
  policy-statement EVPN-IMPORT {             	
term ESI_IN {            
	   from community comm-esi-in;            	  
  then accept;        
        }        
        term default {            
	   then reject;        
        }    
   }    
   policy-statement overlay-in {        	
term reject-remote-gw {            	     	   
from {                
	     family evpn;                	    
           next-hop [ 10.1.1.7 10.1.1.8 10.1.1.70];                    	    
           nlri-route-type [ 1 2 ];            	   }            
           then reject;        
           }                                            	
       term default {            
	    then accept;        
        }    
}    
community comm-esi-in members target:1:100;
}
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switch-options {    
	 vtep-source-interface lo0.0;    
	 route-distinguisher 10.1.1.1:100;    
	 vrf-import EVPN-IMPORT;    <<< Manual route targets have been used
	 vrf-target {        
	  target:1:100;        
	 ...} 

vlans {    
	 bd5010 {        
	   vlan-id 10;        
	   vxlan {            
	    vni 5010;        
	   }    
       }    
	 bd5020 {        
	   vlan-id 20;        
	   vxlan {            
	    vni 5020;        
	   }    
       }   
       bd5080 {        
	   vlan-id 80;        
	   vxlan {            
	    vni 5080;        
	   }    
       }    
	 bd5090 {        
	   vlan-id 90;        
	   vxlan {            
	    vni 5090;        
	   }    

Spine Devices

Configuration on the spine devices is divided into four components as shown in Figure 5.7 
– underlay, overlay (intra-DC), overlay (Inter-DC), and Layer 3 DCI using Pure Type 5 
routes. Four configuration groups have been applied to all spine devices in both DC-1 and 
DC-2:  UC4-EW-Underlay, UC4-EW-IntraDC, UC4-EW-DCI, and UC4-EW-T5_L3DCI. 

Figure 5.7	  DCI Configuration – Spine Layer  
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jnpr@SPINE-1> show configuration groups UC4-EW-Underlay  
interfaces {
    lo0         {...}
    et-0/0/12   {...}
    et-0/0/13   {...}
    xe-0/0/24:0 {...}
...}
routing-options {..}
}

protocols {
   bgp {
	 group EBGP-Underlay { 
	    type external; 
	    mtu-discovery;            
	    import underlay-in; <<< Each spine device exchanges loopback addresses over the EBGP session 
with each connecting leaf and fabric device.  
	    export underlay-out;
          local-as 65103;
          bfd-liveness-detection {...}
	    multipath multiple-as;
          neighbor 10.10.10.9 {
local-address 10.10.10.8; 
peer-as 65101;
	    }
	    neighbor 10.10.10.13 {
		  local-address 10.10.10.12;
    		  peer-as 65102;
	    }
	    neighbor 10.10.10.0 {				  
local-address 10.10.10.1;
peer-as 65105;
	    }
...}

policy-options {    
 policy-statement LB {...}
 policy-statement underlay-in { 
  term acpt-remote-lo0 { 
    from {               
route-filter 10.1.1.0/24 orlonger; } 
then accept;       
}  
    }
policy-statement underlay-out {  

<<< All remote VTEPs appear to be directly connected. In cases when there is a link failure between a leaf 
and connected spine, if next-hop reachability to the selected spine is available even through a non-
optimal path, no path recomputation to use an alternate spine is done. For example, if the link between 
LEAF-1 and SPINE-1 fails, it is possible that LEAF-1 still continues to use SPINE-1, as reachability is 
available through SPINE-2 which causes traffic to traverse the path LEAF-1 > SPINE-2 > LEAF-2 > SPINE-1. 
To avoid this and to allow for EW traffic optimization within a DC, routes are rejected on spine nodes with 
as-path > 2/3 (3/5 stage clos). This prevents sub-optimal routing to reach remote VTEP via another leaf. 

term adv-local-lo0 {
      from {
        protocol direct; 
        route-filter 10.1.1.0/24 orlonger;  }
      then { 
        community add comm_spine-lo0; 
        next-hop self; 
        accept; 
      } 
    } 
/* To prevent peer spine loopback learned from leaf from being re-advertised */ 
    term rej-as-path {            
	  from {                
	    as-path asPathLength2;
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   community comm_spine-lo0; }   
	  then reject;        
	   }    
       }    
community comm_spine-lo0 members target:12345:999;    
as-path asPathLength2 «.{2,}»;} 
}

UC4-EW-IntraDC:

jnpr@SPINE-1> show configuration groups UC4-EW-IntraDC 
protocols {
  bgp {
   group IBGP-EVPN-DC1-RR {
    type internal;
    description ”Spine Overlay RR for Leaf clients";
    local-address 10.1.1.5;    
    family evpn {
      signaling;
    }
    export no-adv-type5;
    vpn-apply-export;
    cluster 11.11.11.11;            
    local-as 65120; 
    bfd-liveness-detection {...}
    multipath;
    neighbor 10.1.1.1;
    neighbor 10.1.1.2;
 }
  evpn {        
    encapsulation vxlan;        
    extended-vni-list all;
    default-gateway no-gateway-community;    
 }
policy-options {    
  policy-statement no-adv-type5 {             	
term no-t5 {            
         from {                
	    family evpn;                
           nlri-route-type 5;            
         }            
         then reject;        
        }        
        term default {            
	   then accept;        
        }    
   } 
<<< EVPN Type 5 NLRI are not advertised to the leaf (QFX5100) devices.     
   policy-statement EVPN-IMPORT {             	
term ESI_IN {            
	   from community comm-esi-in;            	  
  then accept;        
        }        
        term default {            
	   then reject;        
        }    
   }    
}    
community comm-esi-in members target:1:100;
}

<<< All spine device (including service nodes) act as L3 gateways
interfaces {    
  irb {        
   unit 5010 {            
             proxy-macip-advertisement;                  	
description "Tenant 1 - vlan 10 - vni5010";                     	
family inet {                
		  address 100.0.10.2/24 {                    		
 		  virtual-gateway-address 100.0.10.1;              
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 ...}            
   unit 5020 {            
        proxy-macip-advertisement;                  	
         description "Tenant 1 - vlan 20 - vni5020";                     
         family inet {                
		  address 100.0.20.2/24 {                    		
virtual-gateway-address 100.0.20.1;               
...} 

<<< Intra-subnet (layer 2 stretch) and inter-subnet communication for Tenant 1 is achieved using 
asymmetric forwarding with Type 2 routes.  

routing-instances {    
   VRF_TENANT_1 {        
	 instance-type vrf;        	 	
interface irb.5010;        	 	
interface irb.5020;        	  	
interface lo0.10;        
	 route-distinguisher 10.1.5.10:10;        	
vrf-target target:10:10;        	
vrf-table-label;                    
...}
switch-options {    
	 vtep-source-interface lo0.0;    
	 route-distinguisher 10.1.1.5:100;
	 vrf-import EVPN-IMPORT;    
	 vrf-target {        
	  target:1:100;        
	 
...} 

vlans {    
	 bd5010 {        
	   vlan-id 10;        
	   vxlan {            
	    vni 5010;        
	   }    
       }    
	 bd5020 {        
	   vlan-id 20;        
	   vxlan {            
	    vni 5020;        
	   }    
...}    

UC4-EW-T5_L3DCI:

jnpr@SPINE-1> show configuration groups UC4-EW-T5_L3DCI
interfaces { 
  irb {        
   unit 5080 { 
        proxy-macip-advertisement;
        description «Tenant 8 - vlan 80 - vni5080»;
        family inet { 
            address 100.0.80.2/24 { 
            virtual-gateway-address 100.0.80.1;
...} 
   unit 5090 { 
        proxy-macip-advertisement; 
        description «Tenant 9 - vlan 90 - vni5090»;
        family inet {                
            address 100.0.90.2/24 {                    	
            virtual-gateway-address 100.0.90.1;  
...} 
  lo0 { 
   unit 80 {            
      family inet {                
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	 address 10.1.5.80/32;            
...}        
   unit 90 {            
 	 family inet {                	
	   address 10.1.5.90/32;            
...} 

vlans {    
    bd5080 {        
     vlan-id 80;
     l3-interface irb.5080;        
     vxlan {            
      vni 5080;        
	 }    
     }    
    bd5090 {        
     vlan-id 90; 
     l3-interface irb.5090;       
	   vxlan {            
	    vni 5090;        
	   }    
...}    
     

routing-instances {    
   VRF_TENANT_8 {        
	 instance-type vrf;        	 	
	 interface irb.5080;        	 
	 interface lo0.80;	
	 route-distinguisher 10.1.5.80:85;
	 vrf-export vrf-export-pol_VRF-8;        
	 vrf-target target:80:85;
	 vrf-table-label;        
	 protocols {            
	   evpn {                
	     ip-prefix-routes {                    
	       advertise direct-nexthop;                      
	       encapsulation vxlan;                    
	       vni 8085;                
...}

VRF_TENANT_9 {        
	 instance-type vrf;        	 
	 interface irb.5090;        
	 interface lo0.90;	
	 route-distinguisher 10.1.5.90:95; 
	 vrf-export vrf-export-pol_VRF-9;        
	 vrf-target target:90:95;
	 vrf-table-label;        
	 protocols {            
	   evpn {                
	     ip-prefix-routes {                    
	       advertise direct-nexthop;                      
	       encapsulation vxlan;                    
	       vni 9095;                
...}

Tenants 8 and 9 (VRF_TENANT_8,9) have been set up for Layer 3 only and use Pure Type 5 
for the same. 

Fabric Devices 

Configuration on the fabric devices is divided into two components as shown in Figure 5.8: 
underlay (intra-DC) and transport for DCI. Two configuration groups have been applied to 
all fabric devices in both DC-1 and DC-2: UC4-EW-Underlay and UC4-EW-DCI. 
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Figure 5.8	  DCI Configuration – Fabric Layer  

jnpr@FABRIC-1> show configuration groups UC4-EW-Underlay  
interfaces {
    lo0         {...}
    xe-2/0/0   {...}
    xe-2/0/1   {...}
...}
routing-options {
        {..}
}

protocols {
   bgp {
	 group EBGP-Underlay {            
	    type external;            
	    mtu-discovery;            
	    import underlay-in;   <<< Each fabric device exchanges loopback addresses (within the data 
center) over EBGP session with each connecting spine device.  

	    export underlay-out;
         local-as 65105;
          bfd-liveness-detection {...}
	     multipath multiple-as;            
          neighbor 10.10.10.1 {               
local-address 10.10.10.0; 
peer-as 65103;
	    }            
	    neighbor 10.10.10.3 {                
		  local-address 10.10.10.2;
    		  peer-as 65104; 
	    }
	    neighbor {...}
...}

policy-options {    
 policy-statement LB {...}
 policy-statement underlay-in {        
  term acpt-remote-lo0 {            
    from {               
route-filter 10.1.1.0/24 orlonger;                      
}           
then accept;       
}  
 }
 policy-statement underlay-out {        
    term adv-local-lo0 {            
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      from {                
        protocol direct; 
 route-filter 10.1.1.0/24 orlonger;              
}            
      then {  
	  next-hop self;                
        accept;            
      }        
    }
}   

UC4-EW-DCI:

jnpr@FABRIC-1> show configuration groups UC4-EW-DCI
chassis {    
   fpc 0 {        
	 pic 3 {            
	  tunnel-services;        
	 }    
...}            
services {    
   service-set DC-2_VPN_SET {        
	 next-hop-service {            
	   inside-service-interface ms-1/2/0.1;           
	   outside-service-interface ms-1/2/0.2;           	 }         
       ipsec-vpn-options {            
	   local-gateway 30.30.30.0;            
	   tunnel-mtu 5000;        
 	 }        
       ipsec-vpn-rules DC-2_VPN_RULE;    
     }            
   } 

ipsec-vpn {        
   rule DC-2_VPN_RULE {            
	 term 1 {                
	    then {                    
	      remote-gateway 40.40.40.0;                    
	      dynamic {                        
		  ike-policy IKE-POLICY;                        
		  ipsec-policy IPSEC-POLICY;                    
	 ...}                
	 match-direction input;        
    }
    ipsec {            
	 proposal IPSEC-PROPOSAL {                
	    protocol esp;                
	       	    authentication-algorithm hmac-sha1-96;                
	    encryption-algorithm aes-256-cbc;                
	    lifetime-seconds 3600;            
	 }            
	 policy IPSEC-POLICY {                
	    perfect-forward-secrecy {                    
		  keys group2;                
	    }                
	    proposals IPSEC-PROPOSAL;            
      ...}

<<< IPsec configuration (IKE and IPsec proposals and policies) between fabric devices

ike {            
   proposal IKE-PROPOSAL {                
	 authentication-method pre-shared-keys;                	
	 dh-group group2;                
	 authentication-algorithm sha1;                
	 encryption-algorithm aes-256-cbc;                
	 lifetime-seconds 21600;            
   }            
   policy IKE-POLICY {               
	 version 2;                
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	 proposals IKE-PROPOSAL;                	
	 pre-shared-key ascii-text 	 “$9$cPLleW4oGk.5oJGiqfn68X7-s2oJGiqm”; 	
	 ## SECRET-DATA            
	 }        
    }        
   establish-tunnels immediately;    
  }
}

<<< GRE tunnel created between fabric devices is enabled to process IPv4 packets
interfaces {
   ms-1/2/0 {        
	 mtu 7000;        
	 unit 1 {            
	    description "IPsec interface to DC-2";            	   
family inet {                
		  address 192.0.10.9/30;            
	    }            
	    service-domain inside;        
        }        
	 unit 2 {            
	    family inet;            
	    service-domain outside;        
        }  
    lo0         {...}
    xe-0/3/0   {...}
    gr-0/3/0 {        
	 unit 0 {            
	 description "GRE interface to DC-2";            	
tunnel {                
	   source 198.30.10.9;                
	   destination 198.40.10.10;            
	 }            
	 family inet;        
    ...}  
...}

<<< Static routes to direct traffic to the remote GRE tunnel endpoint through the IPsec tunnel that 
traverses the intermediate public network

routing-options {    
   static {        
	 route 40.40.40.0/24 next-hop 30.30.30.1;           	
route 198.40.10.10/32 next-hop ms-1/2/0.1;    
...}

policy-options {    
   prefix-list local-DC-lo0s {                 	
10.1.1.1/32;        
	 10.1.1.2/32;        
	 10.1.1.5/32;        
	 10.1.1.6/32;    
   }    
   prefix-list remote-DC-lo0s {        
	 10.1.1.3/32;        
	 10.1.1.4/32;        
	 10.1.1.7/32;        
	 10.1.1.8/32;    
   }
policy-statement adv-remote-lo0s {        
   term lo0 {            
	 from {                
	   prefix-list remote-DC-lo0s;              	}            
	 then accept;        
	 }    
   }    
policy-statement adv-local-lo0s {        
   term lo0 {            
	 from {                
	    prefix-list local-DC-lo0s;            	}            
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	 then accept;        
	 }    
...}

<<< OSPF is enabled on the GRE tunnel connecting the DC edge devices over which DC loopback addresses are 
exchanged so that MP-iBGP (EVPN) sessions can be created between spine devices across the different data 
centers.  

protocols {    
   bgp {   
	 group EBGP-Underlay {            
	    export adv-remote-lo0s;        
        }    
   }
   ospf {        
	 export adv-local-lo0s;        
	 area 0.0.0.0 {            
       interface lo0.0 {                	  
 passive;            
	 }            
	 interface gr-0/3/0.0;        
     }    
...}

Verification
IPsec tunnels are operational and traffic is carried over the GRE tunnel between fabric 
devices. 

jnpr@FABRIC-1> show services ipsec-vpn ipsec security-associations 
Service set: DC-2_VPN_SET, IKE Routing-instance: default
Local gateway: 30.30.30.0, Remote gateway: 40.40.40.0
  IPSec inside interface: ms-1/2/0.1, Tunnel MTU: 5000
    Direction SPI         AUX-SPI     Mode       Type     Protocol
    inbound   3463568178  0           tunnel     dynamic  ESP       
    outbound  4059263108  0           tunnel     dynamic  ESP

jnpr@FABRIC-1> show services ipsec-vpn ipsec statistics    
PIC: ms-1/2/0, Service set: DC-2_VPN_SET
ESP Statistics:
  Encrypted bytes:       1517468976
  Decrypted bytes:       1558772160
  Encrypted packets:        1013988
  Decrypted packets:        1034291

jnpr@FABRIC-1> show interfaces statistics gr-0/3/0 
Physical interface: gr-0/3/0, Enabled, Physical link is Up
  Interface index: 140, SNMP ifIndex: 528
  Type: GRE, Link-level type: GRE, MTU: Unlimited, Speed: 100000mbps
  Device flags   : Present Running
  Interface flags: Point-To-Point SNMP-Traps
  Statistics last cleared: Never
  Input rate     : 171007920 bps (14227 pps)
  Output rate    : 172053600 bps (14443 pps)

  Logical interface gr-0/3/0.0 (Index 327) (SNMP ifIndex 540)
    Description: GRE interface to DC-2
    Flags: Up Point-To-Point SNMP-Traps 0x0 IP-
Header 198.40.10.10:198.30.10.9:47:df:64:0000000000000000 Encapsulation: GRE-NULL
    Copy-tos-to-outer-ip-header: Off
    Gre keepalives configured: Off, Gre keepalives adjacency state: down
    Input packets : 2009287
    Output packets: 2004026
    Protocol inet, MTU: 9000
      Flags: Sendbcast-pkt-to-re, User-MTU
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Protocol next-hop on routes is preserved across DC boundaries. For Tenant 1, Type 2 routes 
are exchanged to advertise DC-1 (H1) and DC-2 (H2, H4) host routes. For Tenants 8 and 9, 
Type 5 routes are exchanged to advertise DC-1 (H80,H90) and DC-2 (H85, H95) host 
routes. Full mesh of VXLAN tunnels exist across VTEPs (leaf and spine devices) in both 
DC-1 and DC-2.

jnpr@LEAF-1> show evpn database mac-address 00:00:1e:63:d1:fd extensive 
Instance: default-switch
VN Identifier: 5010, MAC address: 00:00:1e:63:d1:fd
  Source: 00:22:22:22:22:22:22:22:22:22, Rank: 1, Status: Active
    Remote origin: 10.1.1.3
    Remote origin: 10.1.1.4
  <...>
jnpr@LEAF-1> show evpn database mac-address 00:00:00:93:3c:f4 extensive    
Instance: default-switch
VN Identifier: 5020, MAC address: 00:00:00:93:3c:f4
  Source: 00:22:22:22:22:22:22:22:22:22, Rank: 1, Status: Active
    Remote origin: 10.1.1.3
    Remote origin: 10.1.1.4
<...>
jnpr@SPINE-1> show evpn ip-prefix-database l3-context VRF_TENANT_8    
L3 context: VRF_TENANT_8

IPv4->EVPN Exported Prefixes
Prefix                                       EVPN route status
100.0.80.0/24                                Created

EVPN->IPv4 Imported Prefixes
Prefix                                       Etag      IP route status
100.0.80.0/24                                0         Created
  Route distinguisher    St  VNI/Label  Router MAC         Nexthop/Overlay GW/ESI
  10.1.6.80:85           A   8085       54:4b:8c:62:cb:f6  10.1.1.6
100.0.85.0/24                                0         Created
  Route distinguisher    St  VNI/Label  Router MAC         Nexthop/Overlay GW/ESI
  10.1.7.80:85           A   8085       ec:3e:f7:84:e3:fa  10.1.1.7
  10.1.8.80:85           A   8085       54:4b:8c:cd:b4:38  10.1.1.8
<...>

jnpr@SPINE-1> show evpn ip-prefix-database l3-context VRF_TENANT_9    
L3 context: VRF_TENANT_9

IPv4->EVPN Exported Prefixes
Prefix                                       EVPN route status
100.0.90.0/24                                Created

EVPN->IPv4 Imported Prefixes
Prefix                                       Etag      IP route status
100.0.90.0/24                                0         Created
  Route distinguisher    St  VNI/Label  Router MAC         Nexthop/Overlay GW/ESI
  10.1.6.90:95           A   9095       54:4b:8c:62:cb:f6  10.1.1.6
100.0.95.0/24                                0         Created
  Route distinguisher    St  VNI/Label  Router MAC         Nexthop/Overlay GW/ESI
  10.1.7.90:95           A   9095       ec:3e:f7:84:e3:fa  10.1.1.7
  10.1.8.90:95           A   9095       54:4b:8c:cd:b4:38  10.1.1.8

Traffic Flows
For this case study, both PODs are situated in different data centers (Inter DC) and all hosts 
belong to the same tenant (Intra VRF). Hosts H1 and H2 belong to VLAN 10 mapped to VNI 
5010 while hosts H3 and H4 belong to VLAN 20 mapped to VNI 5020. These hosts share the 
same IP-VRF (VRF_TENANT_1). Hosts H80 and H85 belong to VLAN 80 and VLAN 85 re-
spectively and are mapped to Layer 3 VNI 8085 (Pure Type 5). These share the same IP-VRF 
(VRF_TENANT_8). Hosts H90 and H95 belong to VLAN 90 and VLAN 95 respectively and 
are mapped to Layer 3 VNI 9095 (Pure Type 5). These share the same IP-VRF 
(VRF_TENANT_9). 
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CE-1 hosts multi-homed to LEAF-1 and LEAF-2 (ESI-A = 00:11:11:11:11:11:11:11:11:11): 
Host 1 (H

1
 )        : VLAN 10 <> VNI 5010, IPv4 = 100.0.10.100, MAC = 00:00:1e:63:c8:7c

Host 3 (H
3
 )        : VLAN 20 <> VNI 5020, IPv4 = 100.0.20.100, MAC = 00:00:00:93:3c:f3

Host 80 (H
80
 )     : VLAN 80 <> VNI 8085, IPv4 = 100.0.80.108, MAC

 
= 00:00:0e:a9:d8:9f

Host 90 (H
90
 )     : VLAN 90 <> VNI 9095, IPv4 = 100.0.90.109, MAC

 
= 00:00:0e:a9:d8:a0

CE-2 hosts multi-homed to LEAF-3 and LEAF-4 (ESI-B = 00:22:22:22:22:22:22:22:22:22): 
Host 2 (H

2
 )        : VLAN 10 <> VNI 5010, IPv4 = 100.0.10.101, MAC = 00:00:1e:63:d1:fd

Host 4 (H
4
 )        : VLAN 20 <> VNI 5020, IPv4 = 100.0.20.101, MAC = 00:00:00:93:3c:f4

Host 85 (H
85
 )     : VLAN 85 <> VNI 8085, IPv4 = 100.0.85.108, MAC

 
= 00:00:0e:a9:d8:a1

Host 95 (H
95
 )     : VLAN 95 <> VNI 9095, IPv4 = 100.0.95.109, MAC

 
= 00:00:0e:a9:d8:a2

Default gateway  : 100.0.10.1 (virtual-gateway-address for irb.5010 L3 interface for VLAN 10)
    : 100.0.20.1 (virtual-gateway-address for irb.5020 L3 interface for VLAN 20)
                            : 100.0.80.1 (virtual-gateway-
address for irb.5080 L3 interface for VLAN 80)
		      : 100.0.85.1 (virtual-gateway-address for irb.5085 L3 interface for VLAN 85)
    : 100.0.90.1 (virtual-gateway-address for irb.5090 L3 interface for VLAN 90)
		      : 100.0.95.1 (virtual-gateway-address for irb.5095 L3 interface for VLAN 95)

All East-West (Inter DC – Intra VRF: Intra VNI and Inter VNI) traffic flows are tunneled 
through the GRE over IPsec tunnel connecting the two data centers as shown in Figure 5.9. 
E-W traffic for hosts in the same tenant does not transit the SRX data center firewall. Spine 
devices acting as service nodes are used as Layer 3 gateways in this scenario. 

Figure 5.9	 Inter-DC EW – Intra-VRF Intra/Inter Subnet Traffic Flows  

IXIA Statistics – Inter-DC EW: Intra-VRF (Tenant-1) Intra-Subnet (VNI 5010 <-> VNI 5010)
----------------------------------------------------------------------------------------
                         (H1 <> H2 1000 flows @ 1000 pps)
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IXIA Statistics – Inter-DC EW: Intra-VRF (Tenant-1) Inter-Subnet (VNI 5010 <-> VNI 5020)
----------------------------------------------------------------------------------------
                         (H1 <> H4 1000 flows @ 1000 pps)

IXIA Statistics – Inter-DC EW: Intra-VRF (Tenant-8) Inter-Subnet (VNI 5080 <-> VNI 5085)
----------------------------------------------------------------------------------------
                         (H80 <> H85 1000 flows @ 1000 pps)

IXIA Statistics – Inter-DC EW: Intra-VRF (Tenant-9) Inter-Subnet (VNI 5090 <-> VNI 5095)
----------------------------------------------------------------------------------------
                         (H90 <> H95 1000 flows @ 1000 pps)

Manual Service Chaining of E-W Inter-VRF Traffic Through DC Firewall

For traffic between hosts in different tenants, manual service chaining is demonstrated by hair 
pinning traffic through the local DC firewall for policy enforcement before forwarding it to 
the intended destination. In this use case, the DC firewall (SRX) is connected to a spine de-
vice, acting as the designated service node per POD. This service node is essentially a spine 
node with configuration similar to those of the other spine devices. It is not shown here, but 
the SRX can be connected to one or more of the other spine nodes, as desired, to provision 
for service node redundancy. Similarly, the service (spine) nodes could be connected to SRX 
clusters to provision for DC firewall redundancy. As elaborated previously, service chaining is 
treated as an IP path problem by getting traffic to the firewall. Details on firewall rules and 
policy enforcement are outside the scope of this book. 

Let’s elaborate upon the control plane and data plane details used to achieve the Layer 3 secu-
rity insertion for E-W inter-tenant traffic across data centers.

Configuration 
All configuration details as explained in the previous sections remain. Figure 5.10 illustrates 
the logical topology on how the firewall is inserted in the DC to process traffic between differ-
ent tenants across DCs.

One physical link exists between SRX and service nodes:  SVC_Node-1 and SV_Node-2 in 
DC-1 and DC-2, respectively. 

DC-1 POD-1 devices have been provisioned for hosts in VLAN 80, IP routes for which reside 
in VRF_TENANT_8. Similarly, DC-2 POD-2 devices have been provisioned for hosts in 
VLAN 95, IP routes for which reside in VRF_TENANT_9. It is required for this inter-subnet 
traffic (VLAN 80 <> VLAN 95) between hosts for different tenants residing in two different 
data centers to traverse the SRX.
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Figure 5.10 	 Layer 3 Security Insertion – Logical Topology  

Similar to the building blocks explored in Chapter 1, in this case study, EVPN Type 5 routes 
have been used to get IP fabric tenant routes to the service node, which are further exchanged 
with the service block over eBGP sessions that terminate over IFLs residing in each tenant. 

Route Exchange Between Service Nodes and Service Block
To achieve traffic hair pinning, service nodes in each data center establish an eBGP session 
from the tenant IP-VRF (here,Tenant-8 and Tenant-9) advertising VRF summary routes into 
the global route table on the SRX Series. 

Each DC SRX advertises a default route to the service nodes in the respective data center, 
which is further distributed to all spine nodes. 

VRF import policies on spine nodes ensure that the default route from only the local data 
center SRX is used. Thus, traffic from Tenant-8 in DC-1 to Tenant-9 in DC-2, will hair pin 
through SRX-1 before exiting DC-1. 

Configuration
All configurations in the previous sections remain unchanged. For manual service chaining, 
an additional group ‘UC4-EW-SRX-Svc_Chaining’ has been applied on spine, fabric, and 
service block devices. Configuration highlights have been outlined in cases where they differ 
from those as described in the previous section. Snippets below show configuration high-
lights for service node (SVC_NODE-1), firewall (SRX-1), spine (SPINE-1), and fabric (FAB-
RIC- 1) devices in DC-1.

Service Node

jnpr@ SVC_Node-1 > show configuration groups 
UC4-EW-SRX-Svc_Chaining
interfaces {    
   xe-0/0/31:0 { ... } 
   lo0         { ... } 
   xe-0/0/30:2 {
	  description «To SRX-1»;        
	  vlan-tagging;
	  unit 8 {            
	    description “IFL in VRF_TENANT_8”;            
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	    vlan-id 80;            
	    family inet {                
		  address 10.10.10.80/31;            
	    }        
	 }        
	 unit 9 {            
	   description “IFL in VRF_TENANT_9”;            
	   vlan-id 90;            
	   family inet {                
		  address 10.10.10.90/31;            
	   }        
	 } 
...}            
routing-options {..}
}

protocols {
   bgp {
	 group EBGP-Underlay {            
	    type external;            
	    mtu-discovery;            
	    import underlay-in;            
	    export underlay-out;
          local-as 65060;
          bfd-liveness-detection {...}
	    multipath multiple-as;            
          neighbor 10.10.10.4 {               
    local-address 10.10.10.5; 
    peer-as 65105;
	    } 
	     neighbor {...}
         {...}
	 }
group IBGP-EVPN-DCI {            
	    type internal;            
	    mtu-discovery;
	    local-address 10.1.1.60;            	   
family evpn {                	     
signaling;            
	    }            
	    local-as 65120;            
	    bfd-liveness-detection {...}
	    multipath multiple-as;            
	    neighbor 10.1.1.5 {                	     
peer-as 65120;            
	   }            
	   neighbor 10.1.1.6 {                	     
peer-as 65120;            
	   }            
	   neighbor 10.1.1.7 {                	     
peer-as 65120;            
	   }            
	   neighbor 10.1.1.8 {                	     
peer-as 65120;            
	   }            
	   neighbor 10.1.1.70 {                	     
peer-as 65120;            
	   }	 
         }     
...}

A full mesh of MP-iBGP connections between spine and service nodes across DCs exchange 
EVPN NLRI. Each IP-VRF is populated with Type 5 routes that include summary routes for 
each tenant. These summary routes for tenant IP-VRFs are exchanged over EBGP sessions in 
each VRF with DC firewall. Since the same AS (65060 above) is used for EBGP peering, the 
SRX does not advertise a summary route for Tenant-8 to Tenant-9, only the default route is 
advertised. Any Inter-VRF traffic is thus directed towards the SRX.   
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routing-instances {    
   VRF_TENANT_8 {        
	 instance-type vrf;        	 	
interface xe-0/0/30:2.8;	 	
interface lo0.80;	
	 route-distinguisher 10.1.60.80:85;	
vrf-export vrf-export-pol_VRF-8;        	
vrf-target target:80:85;        	
vrf-table-label;	
	 protocols {  
	   bgp {                
	     group EBGP-to-SRX {                    	      
type external;                    	      
export adv-vrf-summary-rts;                    	      
local-as 65060;                    	      
neighbor 10.10.10.81 {                        		
peer-as 65061;                    	      
}                
	       }            
         }          
	   evpn {                
	       ip-prefix-routes {                    	      
advertise direct-nexthop;                      	      
encapsulation vxlan;                    	      
vni 8085;                
...}

VRF_TENANT_9 {        
	 instance-type vrf;        	 	
interface xe-0/0/30:2.9;	 	
interface lo0.90;	
	 route-distinguisher 10.1.60.90:95;	
vrf-export vrf-export-pol_VRF-9;        	
vrf-target target:90:95;        	
vrf-table-label;	
	 protocols {  
	   bgp {                
	     group EBGP-to-SRX {                    	      
type external;                    	      
export adv-vrf-summary-rts;                    	      
local-as 65060;                    	      
neighbor 10.10.10.91 {                        		
peer-as 65061;                    	      
}                
	     }            
         }          
	   evpn {                
	       ip-prefix-routes {                    	      
advertise direct-nexthop;                      	      
encapsulation vxlan;                    	      
vni 9095;                
...}

policy-options {    
 policy-statement LB { ... }
 policy-statement underlay-in  { ... }
 policy-statement underlay-out { ... }
 policy-statement adv-vrf-summary-rts {            
	 term summ-rts {            
	   from protocol evpn;            	  then accept;        
    	   }    
   }
 policy-statement vrf-export-pol_VRF-8 {          
	 term prefer-SRX1 {            	   from {                	
	     as-path orig-in-SRX1;
	   }            
	   then {                
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	     community add SRX1-default;                 
	     community add vrf8-rt;
	   }        
   	 }        
	 term add-comm {            
	   then {                
	     community add DC1-comm;                	
	     community add vrf8-rt;                  
	     accept;            
	 }        
...}

policy-statement vrf-export-pol_VRF-9 {          
	 term prefer-SRX1 {            	  
	   from {                	
	     as-path orig-in-SRX1;
	   }            
	   then {                
	     community add SRX1-default;                 
	     community add vrf9-rt;
	   }        
   	 }        
	 term add-comm {            
	   then {                
	     community add DC1-comm;                
	     community add vrf9-rt;                  
	     accept;            
	 }        
...}
community vrf8-rt members target:80:85;    
community vrf9-rt members target:90:95;    
community SRX1-default members target:10.1.1.60:0;    
as-path asPathLength2 “.{2,}”;    
as-path orig-in-SRX1 “.* 65061”;
}

UC4-EW-UC4-EW-SRX-Svc_Chaining:

jnpr@SRX-1> show configuration groups 
UC4-EW-SRX-Svc_Chaining
interfaces {    
   lo0         { ... } 
   xe-0/0/1 {
	  description «To SVC_Node-1»;        
	  vlan-tagging;
	  unit 8 {            
	    description «IFL in VRF_TENANT_8»;
	    vlan-id 80;            
	    family inet {                
		  address 10.10.10.81/31;            
	    }        
	 }        
	 unit 9 {            
	   description “IFL in VRF_TENANT_9”;            
	   vlan-id 90;            
	   family inet {                
		  address 10.10.10.91/31;            
	   }        
	 } 
...}   

DC firewall (SRX)

routing-options {
    autonomous-system 65061;
    static {        
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	 route 0.0.0.0/0 {            
	 reject;            
	 install;        
     }     
   }
    {..}
}
protocols {    
     bgp {
	 group EBGP-to-SRX {            
	   type external;            
	   local-as 65061;            
	   neighbor 10.10.10.80 {                
	 	 peer-as 65060;            
	   }            
	   neighbor 10.10.10.90 {                
		  peer-as 65060;            
	   }        
...}

SRX injects a default route (configured statically) into the EBGP sessions terminating in the 
tenant IP-VRFs. This allows for Inter-VRF traffic to be hair-pinned through the DC firewall. 

Spine Devices

Spine devices reject the default route from the remote DC SRX, so there is no sub-optimal 
forwarding as local DC firewall is preferred. 

jnpr@SPINE-1 > show configuration groups 
UC4-EW-SRX-Svc_Chaining
routing-instances {    
   VRF_TENANT_8 {        
	  vrf-import vrf-import-pol_VRF-8; 	
   }    
   VRF_TENANT_9 {        
	  vrf-import vrf-import-pol_VRF-9;    
   }
} 	

policy-options {    
 policy-statement vrf-import-pol_VRF-8 {          	
term prefer-SRX1 {	
	  from community SRX2-default; 	 
	  then reject;        
       } 	
	 term add-comm {            
	  from community vrf8-rt;            	 
	  then accept;        
	 }    
 }
 policy-statement vrf-import-pol_VRF-9 {          	
term prefer-SRX1 {	
	  from community SRX2-default; 	 
	  then reject;        
       } 	
	 term add-comm {            
	  from community vrf9-rt;            	 
	  then accept;        
	 }    
 }
community vrf8-rt members target:80:85;    
community vrf9-rt members target:90:95;    
community SRX2-default members target:10.1.1.70:0;    
community SRX1-default members target:10.1.1.60:0;
}
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Fabric Devices

jnpr@SRX-1> show configuration groups 
UC4-EW-SRX-Svc_Chaining
interfaces {    
   lo0         { ... } 
   xe-0/0/1 {
	  description “To SVC_Node-1”;        
	  vlan-tagging;
	  unit 8 {            
	    description “IFL in VRF_TENANT_8”;
	    vlan-id 80;            
	    family inet {                
		  address 10.10.10.81/31;            
	    }        
	 }        
	 unit 9 {            
	   description “IFL in VRF_TENANT_9”;            
	   vlan-id 90;            
	   family inet {                
		  address 10.10.10.91/31;            
	   }        
	 } 
...}       

Fabric devices exchange only service node loopbacks (not SRXs) to enable creation of full 
mesh of MP-iBGP sessions to exchange EVPN NLRI across DCs.

Verification
Tenant IP-VRFs on spine devices prefer the default route advertised by the local data center 
firewall:

jnpr@SPINE-1> show route table VRF_TENANT_8.inet.0 detail 
VRF_TENANT_8.inet.0: 7 destinations, 8 routes (7 active, 0 holddown, 0 hidden)
0.0.0.0/0 (1 entry, 1 announced)
<<< 0/0 received by spine devices from local DC service nodes that direct traffic to connected SRX (not show 
here, but similar output seen for VRF_TENANT_9).

        *EVPN   Preference: 170
                Next hop type: Indirect, Next hop index: 0
                Address: 0xa5bff90
                Next-hop reference count: 4
                Next hop type: Router, Next hop index: 1704
                Next hop: 10.10.10.0 via xe-0/0/24:0.0, selected
                Session Id: 0x0
                Protocol next hop: 10.1.1.60
<...>
jnpr@SVC_Node-1> show route table VRF_TENANT_8.inet.0 detail 
VRF_TENANT_8.inet.0: 7 destinations, 10 routes (7 active, 0 holddown, 0 hidden)
0.0.0.0/0 (2 entries, 1 announced)
        *BGP    Preference: 170/-101
                Next hop type: Router, Next hop index: 1754
                Address: 0xa5ba650
                Next-hop reference count: 2
                Source: 10.10.10.81
                Next hop: 10.10.10.81 via xe-0/0/30:2.8, selected
    		      Session Id: 0x0
                State: <Active Ext>
                Peer AS: 65061
<...>              

The SRX receives summary routes for tenant IP-VRFs from local DC service node.

jnpr@SRX-1> show route 100.0.80/24 detail 
inet.0: 20 destinations, 20 routes (20 active, 0 holddown, 0 hidden)
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100.0.80.0/24 (1 entry, 1 announced)
        *BGP    Preference: 170/-101
                Next hop type: Router, Next hop index: 549
                Address: 0x9db2f50
                Next-hop reference count: 6
                Source: 10.10.10.80
                Next hop: 10.10.10.80 via xe-0/0/1.8, selected
< ... >
jnpr@SRX-1> show route 100.0.95/24 detail    
inet.0: 20 destinations, 20 routes (20 active, 0 holddown, 0 hidden)
100.0.95.0/24 (1 entry, 1 announced)
        *BGP    Preference: 170/-101
                Next hop type: Router, Next hop index: 552
                Address: 0x9db3070
                Next-hop reference count: 6
                Source: 10.10.10.90
                Next hop: 10.10.10.90 via xe-0/0/1.9, selected
< ... >

jnpr@SRX-1> show interfaces descriptions 
Interface       Admin Link Description
xe-0/0/1        up    up   To SVC_Node-1
xe-0/0/1.8      up    up   IFL in VRF_TENANT_8
xe-0/0/1.9      up    up   IFL in VRF_TENANT_9

Traffic Flows
Figure 5.11 illustrates the path traversed by traffic from host H80 (VRF_TENANT_8: IP 
100.0.80.108) to host H95 (VRF_TENANT_8: IP 100.0.95.109). Traffic in the reverse di-
rection is hair-pinned through the firewall (SRX-2) of DC-2. 

Figure 5.11	 Manual Service Chaining for Inter-DC EW – Inter-VRF Inter Subnet Traffic (H80 > H95)   

Inter-VRF traffic from host in DC-1 to DC-2 is hair-pinned only through the firewall in 
DC-1. 
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SRX-1                             Seconds: 62                  Time: 03:03:15
Interface    Link  Input packets        (pps)     Output packets    (pps)
xe-0/0/1      Up     2611872409         (1009)       2604884270     (1008)
SRX-2                             Seconds: 148                 Time: 03:05:11
Interface    Link  Input packets        (pps)     Output packets    (pps)
xe-0/0/1      Up     2603726926          (0)       2590714762         (0)
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This chapter discusses the last listed DCI option that orchestrates a simplified design for only 
Layer3 connectivity between data centers. Each case study presented here has three main 
sections:

�� A high-level summary with an overview on the projected design and products being 
positioned.

�� A design summary with technical details on the involved design components.

�� Traffic scenarios that delve into configuration and verification details on common 
traffic use cases. 

High-Level Summary

In previous design approaches, EVPN benefits can be leveraged inside a data center if there is 
a requirement for Layer 2 extension for Layer 2 workloads inside the DC but not between 
DCs. Each data center running EVPN-VXLAN can be integrated with the WAN (for exam-
ple, L3VPN-MPLS core) to exchange tenant IP routes over the Layer 3 DCI that supports 
Layer 3 workloads only. In this example, routing is done at the spine layer within each data 
center. Spine devices also act as the DC edge connecting each DC to the WAN. All building 
blocks described in the previous case studies can be applied here to achieve manual service 
chaining for E-W and N-S traffic and have not been repeated again for the sake of brevity. A 
typical example for a smaller deployment (for example, 3-stage Clos with no fabric or super-
spine devices) could use the QFX 5100/5200 Series as leaf devices and the QFX 10000 Series 
as spine and DC edge devices.

This case study focuses only on the DCI aspect of how the different data centers connect to 
the WAN, enabling E-W traffic flows across tenant hosts in different data centers (Inter-DC), 
separated by a L3VPN-MPLS backbone. EVPN-VXLAN is set up inside each DC and not ex-
tended over the existing WAN network. Pure EVPN Type 5 (VRF-to-VRF model) is used to 
exchange Layer 3 reachability information. Only inter-subnet communication between hosts 
across DCs is possible with this design. Additionally, this section also demonstrates N-S traf-
fic between hosts across the WAN entering and exiting the data center boundary. 

Fig 6.1		 High Level Design Representation
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Topology Description
Leaf devices: The QFX5100-24Q-2P have been used as leaf devices. Each POD consists of 
two leaf devices in each DC. 

Spine devices: The QFX10002-72Q has been used as spine devices. Each POD consists of 
two spine devices in each DC. 

Service block: Due to resource constraints, service block (firewall) has not been simulated in 
this example. However, design considerations from previous case studies can be re-used here. 
As described previously, designated spine devices in every POD can be used as service nodes 
to connect to the DC firewall. 

CE devices: Access switches (QFX5100-48S-6Q – acts as a VC in POD-1 and a standalone 
switch in POD-2) and IXIA simulates CE devices in both PODs in both DCs. Servers can be 
directly plugged in to the TOR and leaf devices. To demonstrate the use of LACP, intermedi-
ate switches have been used here due to resource constraints. The term host (simulated on 
IXIA) implies any application entity (VM or container) that consumes an IP/MAC address. 

WAN: Three MX104 routers have been used to simulate WAN PEs, while the QFX5100-
48S-6Q has been used as a P device.

Figure 6.2	 Chapter 6 Topology Overview

Design Summary

Traffic flows demonstrated are listed here.

�� East-West (traffic between PODs across DCs):

�� Layer 2 (Intra-VRF Intra-subnet): Not applicable in this design approach 
(no Layer 2 extension across data centers).

�� Layer 3 (Intra-VRF Inter-subnet): Traffic between hosts in different subnets 
for a given tenant.

�� Layer 3 security insertion (Inter-VRF Inter-subnet): Not demonstrated in 
this case study, but the same building blocks as those described in the previous 
case studies can be used. 
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�� North-South (traffic between hosts across the WAN and within the DC):

�� Layer 3 (Intra-VRF Inter-subnet): Traffic between hosts in different subnets 
for a given tenant, within data centers and across the WAN.

�� Layer 3 security insertion (Inter-VRF Inter-subnet): Not demonstrated in this 
case study, but the same building blocks as those described in the previous case 
studies can be used.

Access considerations: 

�� Two leaf devices are acting as a pair of redundant Top of Rack switches in each DC. 
CE-1 represents groups of hosts (for example, VMs/containers residing on servers) 
mapped to ESI-A (00:11:11:11:11:11:11:11:11:11) on ae0 for LEAF-1 and LEAF-2 
in DC-1. Similarly, hosts on CE-2 are mapped to ESI-B 
(00:22:22:22:22:22:22:22:22:22) on ae0 for LEAF-3 and LEAF-4 in DC-2.

Underlay considerations: 

�� EBGP has been used to achieve underlay IP reachability (lo0 address reachability 
between VTEPs). A unique AS number is used per device. IP reachability information 
for devices in a specific data center is confined by the underlay and not propagated 
out of the data center boundary, by default.

�� Spine or DC edge devices use eBGP-LU as the underlay to connect to the WAN 
(MPLS enabled on core-facing interfaces on the DC edge devices). 

�� MTU has been set on all physical interfaces for devices in a data center to account for 
VXLAN encapsulation. 

Overlay considerations: 

�� L3 gateway placement: 

�� VXLAN routing in this use case is done on the spine devices. Each spine 
device acts as a L3 gateway for VNIs residing in that POD. 

�� Leaf devices acting only as Layer 2 gateways.

�� EVPN NLRI exchange: 

�� MP-iBGP sessions have been used to exchange EVPN NLRI within the data 
center.

�� To support E-W Inter-DC communication, summary routes inside a data 
center are further re-originated as IP routes into L3VPN towards the WAN. The 
spine devices acting as DC gateways also establish MP-BGP (family inet-vpn) 
sessions with the WAN devices (EVPN unaware), thus advertising tenant sum-
mary routes for the native data center domain into L3VPN. This allows L3 
reachability exchange between tenants in different data centers. No additional 
functionality support is required to achieve this. 

�� Route reflection: 

�� To avoid full-mesh of control-plane connections (EVPN MP-iBGP sessions 
within each data center), MP-iBGP EVPN sessions have been created between the 
leaf devices functioning as clients and spine devices being overlay route-reflec-
tors, responsible for the exchange of EVPN NLRI. In DC-1 (POD-1), LEAF-1 
and LEAF-2 act as clients to SPINE-1, SPINE-2 serving as RRs (cluster ID 
11.11.11.11 in DC-1). In DC-2 (POD-1), LEAF-3 and LEAF-4 act as clients to 
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SPINE-3, SPINE-4 serving as RRs (cluster ID 22.22.22.22 in DC-2). Not shown 
here, but spine devices with different cluster IDs can provide for added redun-
dancy. 

�� Full mesh of VXLAN tunnels (data-plane) exists with VTEPs located on 
each leaf and spine (including service nodes) node in each DC. 

�� Service interface: 

�� VLAN aware EVPN service is in use (please refer to the Appendix for more 
details on EVPN service interfaces).

�� Host communication: 

�� Within the data center, EVPN Type 2 routes are exchanged between the leaf 
and spine devices to populate the tenant IP VRF on the DC edge devices, in each 
respective data center. Though not demonstrated in this case study, Type 5 
routes can be used inside the DC to exchange L3 reachability information for 
data center hosts.  

Integration with the WAN: 

�� EVPN unaware core: 

�� WAN does not run EVPN – L3VPN-MPLS only core. 

�� N-S traffic:  

�� To support N-S traffic, summary routes are advertised by DC edge devices 
in each DC to the WAN. (for example, H0 attached to PE-3 sends traffic to 
DC-1 to communicate with H1).

Figure 6.3	 Design Summary for Layer 3 DCI
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Traffic Scenarios
The rest of this chapter will demonstrate implementation details for East-West and North-
South traffic for hosts in the same tenant (Intra-VRF: Inter-subnet): 

�� Configuration 

�� Verification 

�� Traffic flows

East-West and North-South Traffic for Hosts in the Same Tenant (Intra-VRF: 
Inter-subnet)

Figures 6.4 and 6.5 illustrate the logical topology for E-W traffic across PODs between DCs 
with details on the configuration and verification steps to follow. 

Figure 6.4	 DCI Logical Topology (High-Level Overview)

Figure 6.5	 DCI Logical Topology (Detailed Overview)
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Configuration
Configuration is divided across multiple groups, which are applied to the different devices as 
needed. Configuration highlights have been outlined in cases where they differ from those as 
described in the previous use cases. Snippets show configuration highlights for the leaf 
(LEAF-1), spine (SPINE-1) devices in DC-1, and WAN edge (PE-1) devices.

Leaf Devices

Configuration on the leaf devices is divided into three components: access, underlay, and 
overlay (intra-DC). Three configuration groups have been applied to all leaf devices in both 
DC-1 and DC-2: L3DCI_EW-Access, L3DCI_EW-Underlay, and L3DCI_EW-IntraDC.

Figure 6.5	 DCI Configuration – Leaf Layer  

jnpr@LEAF-1> show configuration apply-groups 
apply-groups [ MTU-VXLAN L3DCI_EW-Access L3DCI_EW-Underlay L3DCI_EW-IntraDC ];

jnpr@LEAF-1> show configuration groups L3DCI_EW-Access <<< <<< Configuration components for access remain 
unchanged from the previous use cases, shown here is the output on LEAF-1 
interfaces {
    et-0/0/20 {
        description “LAG members to VC”;
        hold-time up 180000 down 0; 
        ether-options {
            802.3ad ae0;
        }
    }
    et-0/0/21 {
        description “LAG members to VC”;
        hold-time up 180000 down 0;
        ether-options {
            802.3ad ae0;
        }
    }
    ae0 {
        description “LAG VC <> LEAF-1”;
        mtu 9192;
        esi {
            00:11:11:11:11:11:11:11:11:11;
            all-active;
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        }
        aggregated-ether-options {
            lacp {
                active;
                periodic fast;
                system-id 01:01:01:01:01:01;
            }
        }
        unit 0 {
            family ethernet-switching {
                interface-mode trunk;
                vlan {
                    members all;
                }
            }
        }
    }
}

jnpr@LEAF-1> show configuration groups L3DCI_EW-Underlay 
interfaces {
    lo0       {...}
    et-0/0/22 {...}
    et-0/0/23 {...}
}
routing-options {...}
protocols {
    bgp {
        group EBGP-Underlay {
            type external;
            mtu-discovery;
            import underlay-in; <<< eBGP sessions used in the underlay within a DC  
            family inet {
 			   unicast; 
            }
            export underlay-out;
            local-as 65101;
            bfd-liveness-detection {    
                minimum-interval 350;
                multiplier 3;
                session-mode automatic;
            }
            multipath multiple-as;
            neighbor 10.10.10.8 {
                local-address 10.10.10.9;
                peer-as 65103;
            }
            neighbor 10.10.10.10 {
                local-address 10.10.10.11;
                peer-as 65104;
            }
        }
    }
}
policy-options {
    policy-statement LB {...}
    policy-statement underlay-in {  <<< Each leaf device exchanges loopback addresses over the EBGP session 
with each connecting spine    

        term acpt-remote-lo0 {
            from {
                route-filter 10.1.1.0/24 orlonger;
            }
            then accept;
        }
    }
    policy-statement underlay-out {
        term adv-local-lo0 {
            from {
                protocol direct;
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     route-filter 10.1.1.0/24 orlonger;
            }
            then {
                next-hop self;
                accept;
            }
        }
        term default {
            then reject;
        }
    }
}

jnpr@LEAF-1> show configuration groups L3DCI_EW-IntraDC 
protocols {
    bgp {
        group IBGP-EVPN-DC1 {
            type internal;
            description “Leaf clients for Spine RR”;
            local-address 10.1.1.1;  <<< Each leaf devices acts as a client establishing MP-iBGP (EVPN) 
session only with the spine devices in the local data center. 
            import overlay-in; 
            family evpn {
                signaling;
            }
            local-as 65001;
            bfd-liveness-detection {
                minimum-interval 350;
                multiplier 3;
                session-mode automatic;
            }
            multipath;
            neighbor 10.1.1.5 {
                peer-as 65001;
            }
            neighbor 10.1.1.6 {
                peer-as 65001;
            }
        }
    }
    evpn {
        encapsulation vxlan;
        extended-vni-list all;
    }
}
switch-options {
    vtep-source-interface lo0.0;
    route-distinguisher 10.1.1.1:100;
    vrf-import EVPN-IMPORT;
    vrf-target {
        target:1:100;   <<< Manually defined route-targets are in use

    }
}
policy-options {
    policy-statement EVPN-IMPORT {
        term ESI_IN {
            from community comm-esi-in;
            then accept;
        }
	    {...}
        term default {
            then reject;
        }
    }
    policy-statement overlay-in {...}
    community comm-esi-in members target:1:100;
}
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vlans {
    bd5080 {                            
        vlan-id 80;
        vxlan {
            vni 5080;
        }
    }
    bd5090 {
        vlan-id 90;
        vxlan {
            vni 5090;
        }
    }
}

Spine Devices

Configuration on the spine devices is divided into three components as shown in Figure 6.7: 
underlay, overlay (intra-DC), and L3 DCI by re-originating summary routes into L3VPN. 
Three configuration groups have been applied to all spine devices in both DC-1 and DC-2:  
L3DCI_EW-Underlay, L3DCI_EW-IntraDC, and L3DCI_EW-L3VPN. 

Figure 6.7	  DCI Configuration – Spine Layer  

jnpr@SPINE-1> show configuration apply-groups 
apply-groups [ MTU-VXLAN L3DCI_EW-Underlay L3DCI_EW-IntraDC L3DCI_EW-L3VPN ];

jnpr@SPINE-1> show configuration groups L3DCI_EW-Underlay 
interfaces {
    lo0         {...}
    et-0/0/12   {...}
    et-0/0/13   {...}
    xe-0/0/24:0 {...}
}
routing-options {...}
protocols {
    bgp {
        group EBGP-Underlay {
            type external;              
            mtu-discovery;
            import underlay-in;
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            family inet {	<<< eBGP sessions used in the underlay within a DC 
 			   unicast;
            }
            export underlay-out;
            local-as 65103;
            bfd-liveness-detection {
                minimum-interval 350;
                multiplier 3;
                session-mode automatic;
            }
            multipath multiple-as;
            neighbor 10.10.10.9 {
                local-address 10.10.10.8;
                peer-as 65101;
            }
            neighbor 10.10.10.13 {
                local-address 10.10.10.12;
                peer-as 65102;
            }
            neighbor 10.10.10.0 {
                local-address 10.10.10.1;
                family inet {		 <<< eBGP-LU enabled on core-facing interfaces on DC edge to connect to the 
WAN. The ‘resolve-vpn’ knob installs a route in inet.3 for protocol next-hop allowing resolution of 
received VPN routes  
                    labeled-unicast {
                        resolve-vpn;
                    }
                }
                peer-as 65105;
            }
...}
policy-options {
    policy-statement LB           {...}
    policy-statement underlay-in  {...}
    policy-statement underlay-out {...}
}
        
jnpr@SPINE-1> show configuration groups L3DCI_EW-IntraDC 
interfaces {
    irb {
        unit 5080 {  <<< Spine devices act as default layer 3 gateways for VNIs 5080 and 5090 for tenants 8 
and 9 respectively 
            proxy-macip-advertisement;
            description “Tenant 8 - vlan 80 - vni5080”;
            family inet {
                address 100.0.80.2/24 {
                    virtual-gateway-address 100.0.80.1;
                }
            }
        }
        unit 5090 {
            proxy-macip-advertisement;
            description “Tenant 9 - vlan 90 - vni5090”;
            family inet {
                address 100.0.90.2/24 {
                    virtual-gateway-address 100.0.90.1;
   
   ... }

    lo0 {
        unit 80 {...}
        unit 90 {...}
}

vlans {
    bd5080 {
        vlan-id 80;
        l3-interface irb.5080;
        vxlan {
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            vni 5080;
        }
    }
    bd5090 {
        vlan-id 90;
        l3-interface irb.5090;
        vxlan {
            vni 5090;
	 }
...}    
protocols {
    bgp {
        group IBGP-EVPN-DC1-RR {  <<< Spine devices act as overlay route-reflectors for leaf devices in 
local data center 
            type internal;
            local-address 10.1.1.5;
            family evpn {
                signaling; 
            }
            export no-adv-type5;
            vpn-apply-export;
            cluster 11.11.11.11;
            local-as 65001;
            bfd-liveness-detection {
                minimum-interval 350;
                multiplier 3;
                session-mode automatic;
            }
            multipath;                  
            neighbor 10.1.1.1;
            neighbor 10.1.1.2;
        }
    }
    evpn {
        encapsulation vxlan;
        extended-vni-list all;
        default-gateway no-gateway-community;
    }
}
policy-options {...}

routing-instances {  <<< Type 2 routes are used to populate local DC tenant IP-VRFs  
    VRF_TENANT_8 {
        instance-type vrf;
        interface irb.5080;
        interface lo0.80;
        route-distinguisher 10.1.5.80:85; 
        vrf-target target:80:85;
        vrf-table-label;
    }
    VRF_TENANT_9 {
        instance-type vrf;
        interface irb.5090;
        interface lo0.90;
        route-distinguisher 10.1.5.90:95;
        vrf-target target:90:95;
        vrf-table-label;
    }
}
switch-options {
    vtep-source-interface lo0.0;
    route-distinguisher 10.1.1.5:100;
    vrf-import EVPN-IMPORT;
    vrf-target {
        target:1:100;
    }
...}
 
jnpr@SPINE-1> show configuration groups L3DCI_EW-L3VPN 
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protocols {
    bgp {
        group EBGP-L3VPN {
            type external;
            multihop;
            mtu-discovery;
            family inet-vpn {  <<< Tenant summary routes are further re-advertised into L3VPN (MP-eBGP using 
family inet-vpn). Here protocol next-hop on routes from remote DC are re-written to those of the WAN PEs 
that can be resolved via inet.3 (using ‘resolve-vpn’)  

                unicast; 

            }
            local-as 65103;
            bfd-liveness-detection {
                minimum-interval 350;
                multiplier 3;
                session-mode automatic;
            }
            multipath;
            neighbor 10.1.1.9 {
                local-address 10.1.1.5;
                peer-as 65105;
            }
...}

WAN Devices

Configuration on the WAN devices is that of a typical L3VPN core as shown in Figure 6.8. To 
support Inter-DC E-W communication, two configuration groups have been applied to PE 
devices connecting both DC-1 and DC-2: L3DCI_EW_L3VPN, and L3VPN-core.

Figure 6.8	  WAN Configuration (Inter-DC E-W)   

jnpr@PE-1# show apply-groups 
apply-groups [ MTU-VXLAN L3DCI_EW-L3VPN L3VPN-core ];

jnpr@PE-1# show groups L3DCI_EW-L3VPN 
interfaces {
    xe-2/0/0 {...}
    xe-2/0/1 {...}
    lo0 {...}
}
routing-options {...}
protocols {
    bgp {
        group EBGP-Underlay {
            type external;
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            mtu-discovery;
            import underlay-in; 
            family inet {  <<< Protocol next-hop on routes from remote DC are re-written to those of the WAN 
PEs (MP-eBGP inet-vpn sessions) that can be resolved via inet.3 (using ‘resolve-vpn’ over eBGP LU used as 
transport)  
                labeled-unicast;
            }
            export underlay-out;
            local-as 65105;
            bfd-liveness-detection {    
                minimum-interval 350;
                multiplier 3;
                session-mode automatic;
            }
            multipath multiple-as;
            neighbor 10.10.10.1 {
                local-address 10.10.10.0;
                family inet {
                    labeled-unicast {
                        resolve-vpn;
                    }
                }
                peer-as 65103;
            }
            neighbor 10.10.10.3 {
                local-address 10.10.10.2;
                family inet {
                    labeled-unicast {
                        resolve-vpn;
                    }
                }
                peer-as 65104;
            }
        }
        group EBGP-L3VPN {
            type external;
            multihop;
            mtu-discovery;
            family inet-vpn {
                unicast;
            }
            local-as 65105;
            bfd-liveness-detection {
                minimum-interval 350;
                multiplier 3;
                session-mode automatic;
            }
            multipath;
            neighbor 10.1.1.5 {
                local-address 10.1.1.9;
                peer-as 65103;
            }
            neighbor 10.1.1.6 {
                local-address 10.1.1.9;
                peer-as 65104;
            }
        }
    }
}
policy-options {...}

jnpr@PE-1# show groups L3VPN-core 
interfaces {
    xe-0/1/0 {...}
protocols {
    bgp {
        group IBGP-L3VPN {
            type internal;
            local-address 10.1.1.9;
            family inet-vpn {  <<< WAN devices do not run EVPN and are configured for a typical L3VPN core. 
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EVPN-VXLAN tunnels are not extended across DCs. No routing instances are configured on WAN PEs. Summary 
routes for different tenants VRFs learned in the EVPN-VXLAN domain are propagated into L3VPN to 
facilitate DCI.   
unicast;
            }
            local-as 65000;
            neighbor 10.1.1.10 {
                peer-as 65000; 
            }
            neighbor 10.1.1.11 {
                peer-as 65000;
            }
        }
    }
    ospf {
        area 0.0.0.0 {
            interface xe-0/1/0.0;
            interface lo0.0;
        }
    }
    ldp {
        interface xe-0/1/0.0;
        interface lo0.0;
    }
}

Verification
Spine devices in each data center (Spine-1 and Spine-3 outputs shown here) advertise tenant 
summary routes into L3VPN through ‘inet-vpn’ sessions with the WAN edge devices. 

jnpr@SPINE-1> show route advertising-protocol bgp 10.1.1.9 
VRF_TENANT_8.inet.0: 7 destinations, 9 routes (7 active, 0 holddown, 0 hidden)
  Prefix                  Nexthop              MED     Lclpref    AS path
* 10.1.5.80/32            Self                                    I
* 100.0.80.0/24           Self                                    I
VRF_TENANT_9.inet.0: 7 destinations, 9 routes (7 active, 0 holddown, 0 hidden)
  Prefix                  Nexthop              MED     Lclpref    AS path
* 10.1.5.90/32            Self                                    I
* 100.0.90.0/24           Self                                    I
bgp.l3vpn.0: 18 destinations, 18 routes (18 active, 0 holddown, 0 hidden)
  Prefix                  Nexthop              MED     Lclpref    AS path
  10.1.5.80:85:10.1.5.80/32                    
*                         Self                                    I
  10.1.5.80:85:100.0.80.0/24                    
*                         Self                                    I
  10.1.5.90:95:10.1.5.90/32                    
*                         Self                                    I
  10.1.5.90:95:100.0.90.0/24                    
*                         Self                                    I

jnpr@SPINE-3> show route advertising-protocol bgp 10.1.1.10 
VRF_TENANT_8.inet.0: 7 destinations, 9 routes (7 active, 0 holddown, 0 hidden)
  Prefix                  Nexthop              MED     Lclpref    AS path
* 10.1.7.85/32            Self                                    I
* 100.0.85.0/24           Self                                    I
VRF_TENANT_9.inet.0: 7 destinations, 9 routes (7 active, 0 holddown, 0 hidden)
  Prefix                  Nexthop              MED     Lclpref    AS path
* 10.1.7.95/32            Self                                    I
* 100.0.95.0/24           Self                                    I
bgp.l3vpn.0: 18 destinations, 18 routes (18 active, 0 holddown, 0 hidden)
  Prefix                  Nexthop              MED     Lclpref    AS path
  10.1.7.80:85:10.1.7.85/32                    
*                         Self                                    I
  10.1.7.80:85:100.0.85.0/24                    
*                         Self                                    I
  10.1.7.90:95:10.1.7.95/32                    
*                         Self                                    I
  10.1.7.90:95:100.0.95.0/24                    
*                         Self                                    I
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Spine devices in each data center (Spine-1 and Spine-3 outputs shown here) learn the tenant 
summary routes for both tenants 8 and 9 from the remote DC via the WAN through L3VPN:

jnpr@SPINE-1> show route 100.0.85/24 
VRF_TENANT_8.inet.0: 7 destinations, 9 routes (7 active, 0 holddown, 0 hidden)
+ = Active Route, - = Last Active, * = Both
100.0.85.0/24      *[BGP/170] 1d 18:27:35, localpref 100, from 10.1.1.9
                   AS path: 65105 65000 65205 65203 I, validation-state: unverified
                    > to 10.10.10.0 via xe-0/0/24:0.0, Push 302160
                    [BGP/170] 1d 18:27:35, localpref 100, from 10.1.1.9
                   AS path: 65105 65000 65205 65204 I, validation-state: unverified
                    > to 10.10.10.0 via xe-0/0/24:0.0, Push 302208
bgp.l3vpn.0: 18 destinations, 18 routes (18 active, 0 holddown, 0 hidden)
+ = Active Route, - = Last Active, * = Both
10.1.7.80:85:100.0.85.0/24                
                   *[BGP/170] 1d 18:27:35, localpref 100, from 10.1.1.9
                   AS path: 65105 65000 65205 65203 I, validation-state: unverified
                    > to 10.10.10.0 via xe-0/0/24:0.0, Push 302160
10.1.8.80:85:100.0.85.0/24                
                   *[BGP/170] 1d 18:27:35, localpref 100, from 10.1.1.9
                   AS path: 65105 65000 65205 65204 I, validation-state: unverified
                    > to 10.10.10.0 via xe-0/0/24:0.0, Push 302208

jnpr@SPINE-1> show route 100.0.95/24 
VRF_TENANT_9.inet.0: 7 destinations, 9 routes (7 active, 0 holddown, 0 hidden)
+ = Active Route, - = Last Active, * = Both
100.0.95.0/24      *[BGP/170] 1d 18:58:04, localpref 100, from 10.1.1.9
                   AS path: 65105 65000 65205 65204 I, validation-state: unverified
                    > to 10.10.10.0 via xe-0/0/24:0.0, Push 302192
                    [BGP/170] 1d 18:58:04, localpref 100, from 10.1.1.9
                   AS path: 65105 65000 65205 65203 I, validation-state: unverified
                    > to 10.10.10.0 via xe-0/0/24:0.0, Push 302176
bgp.l3vpn.0: 18 destinations, 18 routes (18 active, 0 holddown, 0 hidden)
+ = Active Route, - = Last Active, * = Both
10.1.7.90:95:100.0.95.0/24                
                   *[BGP/170] 1d 18:58:04, localpref 100, from 10.1.1.9
                   AS path: 65105 65000 65205 65203 I, validation-state: unverified
                    > to 10.10.10.0 via xe-0/0/24:0.0, Push 302176
10.1.8.90:95:100.0.95.0/24                
                   *[BGP/170] 1d 18:58:04, localpref 100, from 10.1.1.9
                   AS path: 65105 65000 65205 65204 I, validation-state: unverified
                    > to 10.10.10.0 via xe-0/0/24:0.0, Push 302192

jnpr@SPINE-3> show route 100.0.80/24 
VRF_TENANT_8.inet.0: 7 destinations, 9 routes (7 active, 0 holddown, 0 hidden)
+ = Active Route, - = Last Active, * = Both
100.0.80.0/24      *[BGP/170] 1d 18:58:54, localpref 100, from 10.1.1.10
                   AS path: 65205 65000 65105 65103 I, validation-state: unverified
                    > to 10.10.20.0 via xe-0/0/24:0.0, Push 301552
                    [BGP/170] 1d 19:17:19, localpref 100, from 10.1.1.10
                   AS path: 65205 65000 65105 65104 I, validation-state: unverified
                    > to 10.10.20.0 via xe-0/0/24:0.0, Push 301408
bgp.l3vpn.0: 18 destinations, 18 routes (18 active, 0 holddown, 0 hidden)
+ = Active Route, - = Last Active, * = Both
10.1.5.80:85:100.0.80.0/24                
                   *[BGP/170] 1d 18:58:54, localpref 100, from 10.1.1.10
                   AS path: 65205 65000 65105 65103 I, validation-state: unverified
                    > to 10.10.20.0 via xe-0/0/24:0.0, Push 301552
10.1.6.80:85:100.0.80.0/24                
                   *[BGP/170] 1d 19:17:19, localpref 100, from 10.1.1.10
                   AS path: 65205 65000 65105 65104 I, validation-state: unverified
                    > to 10.10.20.0 via xe-0/0/24:0.0, Push 301408

jnpr@SPINE-3> show route 100.0.90/24 
VRF_TENANT_9.inet.0: 7 destinations, 9 routes (7 active, 0 holddown, 0 hidden)
+ = Active Route, - = Last Active, * = Both
100.0.90.0/24      *[BGP/170] 1d 19:01:04, localpref 100, from 10.1.1.10
                   AS path: 65205 65000 65105 65103 I, validation-state: unverified
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                    > to 10.10.20.0 via xe-0/0/24:0.0, Push 301536
                    [BGP/170] 1d 19:19:29, localpref 100, from 10.1.1.10
                   AS path: 65205 65000 65105 65104 I, validation-state: unverified
                    > to 10.10.20.0 via xe-0/0/24:0.0, Push 301424
bgp.l3vpn.0: 18 destinations, 18 routes (18 active, 0 holddown, 0 hidden)
+ = Active Route, - = Last Active, * = Both
10.1.5.90:95:100.0.90.0/24                
                   *[BGP/170] 1d 19:01:04, localpref 100, from 10.1.1.10
                   AS path: 65205 65000 65105 65103 I, validation-state: unverified
                    > to 10.10.20.0 via xe-0/0/24:0.0, Push 301536
10.1.6.90:95:100.0.90.0/24                
                   *[BGP/170] 1d 19:19:29, localpref 100, from 10.1.1.10
                   AS path: 65205 65000 65105 65104 I, validation-state: unverified
                    > to 10.10.20.0 via xe-0/0/24:0.0, Push 301424

Traffic Flows
For this use case, both PODs are situated in different data centers (Inter DC). For tenant 8 
(VRF_TENANT_8), hosts H80 (DC-1) and H85 (DC-2) belong to VLAN 80 and 85, re-
spectively. For tenant 9 (VRF_TENANT_9), hosts H90 (DC-1) and H95 (DC-2) belong to 
VLAN 90 and 95, respectively.  In DC-1, VLAN 80 and 90 are mapped to VNI 5080 and 
5090, respectively ,while in DC-2 VLAN 85 and 95 are mapped to VNI 5085 and 5095, 
respectively. 

CE-1 hosts multi-homed to LEAF-1 and LEAF-2 (ESI-A = 00:11:11:11:11:11:11:11:11:11): 
Host 80 (H80 )        : VLAN 80 <> VNI 5080, IPv4 = 100.0.80.108, MAC = 00:00:0e:a9:d8:9f
Host 90 (H90 )        : VLAN 90 <> VNI 5090, IPv4 = 100.0.90.109, MAC = 00:00:0e:a9:d8:a0

CE-2 hosts multi-homed to LEAF-3 and LEAF-4 (ESI-B = 00:22:22:22:22:22:22:22:22:22): 
Host 85 (H85 )        : VLAN 85 <> VNI 5085, IPv4 = 100.0.85.108, MAC = 00:00:0e:a9:d8:a1
Host 95 (H95 )        : VLAN 95 <> VNI 5095, IPv4 = 100.0.95.109, MAC = 00:00:0e:a9:d8:a2

Default gateway	: 100.0.80.1 (virtual-gateway-address for irb.5080 L3 interface for VLAN 80)
: 100.0.90.1 (virtual-gateway-address for irb.5090 L3 interface for VLAN 90)
: 100.0.85.1 (virtual-gateway-address for irb.5085 L3 interface for VLAN 85)
		   	  : 100.0.95.1 (virtual-gateway-address for irb.5095 L3 interface for VLAN 95)

All E-W (Inter DC – Intra VRF: Inter VNI) traffic flows are transit through the L3VPN WAN 
connecting the two data centers as shown in Figures 6.9 and 6.10. 

Figure 6.9	 Inter-DC EW – Intra-VRF Inter Subnet Traffic Flows  
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Figure 6.10	 North-South Inter Subnet Traffic Flows  

IXIA Statistics – Inter-DC EW: Intra-VRF (Tenant-8/9) Inter-Subnet
(VNI 5080 <-> VNI 5085)
(VNI 5090 <-> VNI 5095)
----------------------------------------------------------------------------------------
(H80 <> H85 1000 flows @ 1000 pps)
(H90 <> H85 1000 flows @ 1000 pps)

IXIA Statistics – NS (H0 <-> H80, H1 <-> H95) 
----------------------------------------------------------------------------------------
(H0 <> H80 1000 flows @ 1000 pps)
(H1 <> H95 1000 flows @ 1000 pps)
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Multicast/VXLAN Packet Walkthrough

Figures A.1 and A.2 depict the MAC address learning process, while Figure A.3 illustrates 
data traffic forwarding over Multicast/VXLAN for end-hosts in the same VNI (intra-subnet 
communication). VMs A, C, and E belong to the same tenant and are connected through the 
same VXLAN segment identified by VNID red (for example, 5010). VTEPs 1, 2, and 3 that 
have end-hosts in this VNID red use the same multicast group Mcast_red (for example, IP = 
224.9.9.9, MAC = 00:01:5e:09:09:09 ). This allows flooding of traffic for address learning 
and discovery to be limited to only interested VTEPs. Each VTEP learns about its own hosted 
VMs in the data plane (for example, GARP, etc.). In the absence of a control plane, when 
VTEPs 1 and 2 locally learn addresses for VMs A and C, respectively, they do not propagate 
this information to each other or to any other VTEP in the same VNI. As a result, address 
learning is done using flood and learn.  

VM-A (IP_A = 10.10.10.100) needs to send traffic to VM-C (IP_C = 10.10.10.101) but does 
not know its MAC address. As a result, VM-A sends an ARP request to find the MAC address 
of VM-C associated with IP_C (Destination MAC = FF:FF:FF:FF:FF:FF). 

This ARP request packet is received by VTEP-1 that hosts VM-A. VTEP-1 encapsulates this 
Ethernet broadcast frame into a UDP header (Source port = hash of inner packet L2/L3/L4 
headers; Destination port = 4789 for VXLAN). It further adds an IP header (Source IP = 
VTEP-1 lo0 address; Destination IP = Multicast group address Mcast_red – 224.9.9.9). 

Figure A.1	 ARP Request VM-A > VM-C
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This ARP request packet is processed by all the VTEPs that are members of the distribution 
tree for this multicast group. Each VTEP will decapsulate the packet and evaluate the VX-
LAN header. If the contained VNID is locally configured, then the receiving VTEP forwards 
the decapsulated packet, therefore, ARP requests to VMs in that VNID. A forwarding table 
entry is created mapping the remote MAC (MAC_A for VM_A), VNID it was learned for 
(VNID red = 5010) and remote VTEP it was learned from (VTEP-IP lo0 address), by both 
VTEPs 2 and 3. 

Since the received packet is for a locally-configured VNID, both VTEPs 2 and 3 forward the 
decapsulated ARP request packet to end-hosts in that VNID, therefore, VM-C and VM-E, 
respectively. 

VM-C responds with a unicast ARP response packet which is received by VTEP-2.

Since VTEP-2 had created a forwarding table entry for MAC_A, it knows how to deliver the 
ARP reply packet. VTEP-2 adds VXLAN encapsulation and sends the ARP response as a 
unicast IP packet to VTEP-1 (Source IP address = VTEP-2 lo0 IP; Destination IP address = 
VTEP-1 lo0 IP). Since VTEPs 1 and 2 have created forwarding entries for remote VMs C and 
A respectively, they can allow for ARP suppression using proxy ARP to reduce flooding for 
future requests. 

On receiving this encapsulated ARP response, VTEP-1 performs the VNID check, decapsu-
lates it, and then forwards the same to VM-A. 

Figure A.2	 ARP Response VM-C > VM-A

Traffic Forwarding (Data Plane)  
Data packets from VM-A to VM-C are unicast and transported over the VXLAN tunnels. 
The IP underlay will only route these based on the outer IP header and do not have any vis-
ibility into the VXLAN header or inner packet. 
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Figure A.3	 Traffic Forwarding VM-A > VM-C

For Unicast (Static) VXLAN, MAC address learning is also done in the data plane. The differ-
ence being, instead of multicast for Multicast/VXLAN, the ingress VTEP-1 would be creating 
unicast copies of the ARP request and sending it to both VTEP-2 and VTEP-3 (ingress replica-
tion). All other steps for MAC learning and traffic forwarding as indicated above would be 
applicable. Next, let’s describe the traffic flows for OVSDB/VXLAN and EVPN-VXLAN. 

Understanding OVSDB 

Open vSwitch Database Management Protocol (OVSDB) is a general purpose database man-
agement protocol that allows retrieval or modification of the configuration and operational 
state of a device from a centralized entity like a SDN controller. When a hardware VTEP gate-
way is used, OVSDB employs a client-server mechanism to create a communication channel, 
which a SDN controller can configure and manage VLAN to VNI mappings, retrieve locally 
learned MAC addresses from the VTEP, and push these MAC addresses to remote VTEPs. 
OVSDB thus provides control plane functionality to VXLAN while enabling the creation of 
programmatic networks. 

OVSDB Essentials
OVSDB uses JSON RPCs, which is a simple lightweight remote procedure call protocol to de-
fine both the schema format and the wire protocol format. These RPC methods specify the 
different database operations that can be done (for example, Transact, Monitor, Update, etc.). 
A client-server model is used to establish a communication channel. The hardware VTEP 
gateway runs an instance of the OVSDB server (OSD – OVSDB-Server Daemon) and a local 
OVSDB client (VGD – VTEP Gateway Daemon) that acts as an intermediary between other 
Junos OS components and the OVSDB server. A separate OVSDB client runs on the SDN con-
troller. Using the Junos OS CLI, local OVSDB client supplies controller IP information to the 
server, so that can initiate or receive a connection from the controller client. A database sche-
ma for hardware VTEPs consists of different tables and is a blueprint of how the OVSDB 
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database is constructed on the OVSDB server. Both OVSDB clients can query or update this 
database on the OVSDB server to retrieve or modify configuration or operational state. 

�� Provisioning: If a device supports the hardware VTEP schema, a controller can 
provision it for the relevant VLAN and VXLAN configuration using the respective 
database tables. For example, using the Physical_Switch, Physical_Port, and Logi-
cal_Switch tables, a controller can map a VLAN on a physical port to a VXLAN 
segment (VLAN to VNI mapping), which is reflected in the OVSDB database. On 
receiving this configuration change, local OVSDB client (VGD) installs it via netconf 
in the Junos OS CLI configuration. 

�� Address learning: In addition to management, OVSDB also provides control plane 
functionality for VXLAN. Locally-learned MAC addresses are published to the 
controller and remote MAC addresses are learned by the controller. For example, 
using the Ucast_Macs_Local table MACs learned locally from the hardware VTEP 
gateway are published to the controller as a local database update whereas the 
Ucast_Macs_Remote table allows the remote MAC, VNI, VTEP mapping to be 
pushed from the controller to the hardware VTEP. On receiving these routes from the 
controller via OVSDB, local OVSDB client (VGD) installs these using L2ALD. 

�� BUM traffic handling: Two types of multicast replication modes are supported – In-
gress Replication (IR – headend replication directly to remote VTEPs) or Service 
Node replication (Ingress node sends BUM traffic to separate entities that handle 
replication). 

OVSDB/VXLAN Packet Walkthrough 

Figure A.4 illustrates the MAC address learning and data traffic forwarding over OVSDB/
VXLAN for end-hosts (intra-subnet communication). VM-A resides on the server acting as a 
software VTEP (VTEP2). BMS-A is a bare-metal server that is VXLAN unaware and is con-
nected to hardware VTEP (VTEP1 – for example, MX/QFX). To establish communication 
between VM-A and BMS-A (same tenant), a VXLAN tunnel identified by VNID red is cre-
ated between VTEPs 1 and 2. Each VTEP learns about its own end hosts via data plane learn-
ing (for example, GARP). In the presence of a control plane, when VTEPs 1 and 2 locally 
learn addresses for BMS-A and VM-A, respectively, they propagate this information to the 
controller, which further relays this to VTEPs in the same VNI using OVSDB.

Remote MAC Learning (Control Plane)  
VTEP-1 learns the MAC address of VM-A on a local non-VTEP IFL through data plane 
learning. VTEP-1 publishes this MAC address to the SDN controller using the Ucast_Macs_
Local table. This provides a mapping of VM-A MAC address, associated VNI (VNID red), 
and VTEP-1 IP address (hypervisor address) as the physical locator. This coveys information 
on what VTEP needs to be used to reach this MAC. Optionally, IP address corresponding to 
the MAC for VM-A might also be included for ARP suppression.

The SDN controller relays this information to all VTEPs in the same VNI including VTEP-2. 
This is done using Ucast_Macs_Remote table that essentially provides a mapping of the MAC 
address to the VXLAN tunnel, therefore, remote MAC (MAC for VM_A), VNI (VNID red), 
and VTEP (VTEP-1 address) mapping is pushed from the controller to VTEP-2. On receiving 
these routes from the controller via OVSDB, the local OVSDB client (VGD) installs these us-
ing L2ALD. Due to the provisioning changes made by the controller, the Junos OS CLI will 
have the VLAN to VNI mapping configured, allowing VTEP-2 to determine which VLAN the 
MAC route belongs to. 
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Figure A.4	 Address Learning VM-A > BMS-A

Traffic Forwarding (Data Plane)
Destination address lookup to send traffic from BMS-A to VM-A is successful as a result. Sim-
ilar to what is described in Figure A.3, traffic is VXLAN -ncapsulated by VTEP-2, and trans-
ported over the IP underlay to VTEP-1, which decapsulates and delivers the same to VM-A. 

EVPN Service Interfaces 

An EVPN instance (EVI) can span multiple PEs. Each PE maintains a separate MAC Virtual 
Routing and Forwarding table (MAC-VRF) for each EVI. Each EVI can contain one or more 
broadcast domains. A broadcast domain within an EVI is identified by an Ethernet Tag. This 
Ethernet Tag is encoded in the EVPN NLRI that is exchanged between PEs for control plane 
learning. When a PE receives an EVPN NLRI that contains an Ethernet Tag, it needs to be able 
to map this to the attached CE VLAN-ids (VIDs). The function of this mapping is defined by 
the EVPN service interface. By defining CE-VID-to-broadcast-domain assignment, service in-
terfaces help create service contexts in the core. This allows for easy integration with the 
EVPN infrastructure and flexible service offerings (defines how a CE VLAN is plugged into an 
EVI, transported across the core using an Ethernet Tag and serviced at the receiving PE). 
There are three different types of service interfaces – VLAN Based, VLAN Bundle, and VLAN 
Aware. Table A.1 and Figures A.5, A.6, and A.7 compare these different service interfaces. 
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Table A.1	 VLAN Service Interfaces

VLAN Based Service 
Interface

VLAN Bundle Service Interface VLAN Aware Service Interface

VLAN-ID to EVI 
mapping

1:1 - With this service 
interface, an EVI consists of 
only a single broadcast 
domain (e.g., a single VLAN). 
Therefore, there is a 1:1 
mapping between a vlan-id 
and a MAC-VRF. When 
VXLAN is used as the data 
plane encapsulation for 
EVPN, VNI maps directly to 
the EVI for VLAN-based 
services.

N:1 - With this service interface, an 
EVI consists of multiple broadcast 
domains (e.g., multiple VLANs) 
with all VLANs sharing the same 
bridge table for a given EVI. 
Therefore, there is a N:1 mapping 
between vlan-ids and a MAC-VRF. 
When VXLAN is used as the data 
plane encapsulation for EVPN, for 
VLAN-bundle services, all vlan-ids 
share the same VNI that maps 
directly to the EVI.

N:1 - With this service interface, an 
EVI consists of multiple broadcast 
domains (e.g., multiple VLANs) 
with each VLAN having its own 
bridge table -- i.e., multiple bridge 
tables (one per VLAN) are 
maintained by a single MAC-VRF 
corresponding to the EVPN 
instance. Therefore, there is a N:1 
mapping between vlan-ids and a 
MAC-VRF. When VXLAN is used 
as the data plane encapsulation for 
EVPN, for VLAN-aware services, 
VNI maps to a bridge table within 
the EVI.

Number of CE 
VLAN-IDs per 
EVI

1 - Each CE-VID will be 
individually mapped to a 
different EVI (single bridge 
domain per PE for the EVI).  
For example, for up to 4K 
CE-VIDs this means a total 
number of 4K MAC-VRFs/
EVIs is required per PE.

N - All CE-VIDs are mapped to the 
same EVI (single bridge domain per 
PE for the EVI). For example, for 
up to 4K CE-VIDs, all 4K are 
mapped to the same EVI so only 1 
MAC-VRF/EVI is required per PE.

N - Each CE-VID will be 
individually mapped to a different 
bridge table in the same EVI 
(multiple bridge domains per PE for 
the EVI).  For example, for up to 4K 
CE-VIDs, all 4K are mapped to the 
same EVI to 4K bridge-domains, 
only 1 MAC-VRF/EVI is required 
per PE.

Number of 
bridge domains 
per EVI

1 - Since a MAC-VRF 
corresponds to a single 
VLAN, it consists of a single 
bridge table corresponding to 
that VLAN.

1 - MAC-VRF corresponds to 
multiple VLANs, but only a single 
bridge table is maintained per 
MAC-VRF, which means multiple 
VLANs share the same bridge 
table.

N - MAC-VRF corresponds to 
multiple VLANs and multiple 
bridge tables one for each vlan are 
maintained per MAC-VRF which 
means each VLAN is mapped to its 
corresponding bridge table.

VNID to EVI 
mapping

Ethernet Tag ID is set to 0 for 
VLAN-based mode, where 
there is a 1:1 mapping 
between EVI and VNI. Bridge 
Domain ID or Broadcast 
Domain ID can be derived 
from the Route Target (RT) 
associated with this route.

Ethernet Tag ID is set to 0 for 
VLAN-bundle mode, where there 
is a N:1 mapping between VNI and 
EVI. A single RT (per-EVI) is 
exchanged in the control plane. All 
VIDs are mapped to the same 
VNID (per-EVI) in the data plane. 
To uniquely identify a given 
VLAN, inner packet lookup is 
necessary to process the vlan-id.

Ethernet Tag ID is be set to the VNI, 
for VLAN-aware mode, where 
multiple VNIs are mapped to the 
same EVI, the Ethernet Tag. At the 
receiving PE, the Bridge Domain 
(BD) ID is derived from the 
combination of RT + VNI - e.g., the 
RT identifies the associated EVI on 
that PE and the VNI identifies the 
corresponding BD ID within that 
EVI. Multiple subnets each 
represented by a unique VNI are 
mapped to a single EVI e.g., if a 
tenant has multiple segments/
subnets each represented by a VNI 
then all the VNIs for that tenant are 
mapped to a single EVI. In this case, 
EVI represents the tenant and not 
the subnet.



	 238	 Appendix �Appendix﻿

VLAN Based Service 
Interface

VLAN Bundle Service Interface VLAN Aware Service Interface

Overlapping 
MACs across 
VLANs

Separation of traffic and 
MAC address advertisements 
is  achieved at the per 
bridge-domain level.

Separation of traffic and MAC 
address advertisements is not 
achieved at the per bridge-domain 
level. As such, MAC addresses 
must be unique across all VLANs 
for that EVI.

Separation of traffic and MAC 
address advertisements is  achieved 
at the per bridge-domain level.

VLAN 
translation

Forwarding decisions made 
based on the VNI associated 
to each broadcast domain, so 
a given broadcast domain can 
be represented by multiple 
VIDs, therefore, VLAN 
normalization can be 
supported.

All vlans share the same VNI so 
based on the VNID alone there is 
no unique way to identify a given 
broadcast-domain (inner packet 
lookup to read VID is needed). As a 
result, no VID translation is 
allowed. Different CEs connected 
to different PEs use the same 
CE-VIDs for the same EVI.

Forwarding decisions made based 
on the VNI associated to each 
broadcast domain, so a given 
broadcast domain can be 
represented by multiple VIDs, 
therefore, VLAN normalization can 
be supported.

Advantages Granular control, efficient 
flooding scope, support for 
overlapping address space 
across VLANs and VLAN-
normalization.

Low control plane overhead, ease 
of provisioning.

Control over the customer 
broadcast domain, efficient flooding 
scope, reduced control plane state 
and scale limitations (unlike 
VLAN-based), support for 
overlapping address space across 
vlans and vlan-normalization 
(unlike VLAN-bundle).

Disadvantages Scaling limitations, 
provisioning overhead, 
increased control plane state.

No control over the customer 
broadcast domain, inefficient 
flooding (BUM traffic flooded to all 
PEs with same per EVI RT but 
receiving PEs may not necessarily 
have the intended VIDs), no 
support for overlapping address 
space across VLANs and VLAN-
normalization.

Some control plane state and 
provisioning overhead.

Figure A.5	  VLAN Based Service Interface
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Figure A.6	  VLAN Bundle Service Interface

Figure A.7	  VLAN Aware Service Interface

EVPN Route Types
MP-BGP (Multiprotocol extensions for BGP) enables one to carry routing information for 
multiple network layer protocols (for example, IPv6, L3VPN, etc.). The EVPN NLRI is car-
ried in BGP using BGP Multiprotocol Extensions with an Address Family Identifier (AFI) of 
25 (L2VPN) and a Subsequent Address Family Identifier (SAFI) of 70 (EVPN). In order for 
two BGP speakers to exchange EVPN NLRI, they must use BGP Capabilities Advertisements 
to ensure that they both are capable of properly processing such NLRI. This is done by using 
capability code 1 (multiprotocol BGP) with an AFI of 25 (L2VPN) and a SAFI of 70 (EVPN). 

Similar to L3VPN, the EVPN address family uses Route Distinguishers (RDs) and Route 
Target (RTs). RDs (unique 8B number prepended to each route) allow for overlapping ad-
dress space in different VRF instances by allowing identical routes in different VRFs to be 
treated as unique and processed as such by the BGP path selection algorithm. PEs participat-
ing in the same VRF often use different RDs ,which helps in troubleshooting as the originat-
ing PE can be immediately identified by looking at the RD. It also allows for better load 
balancing wherein a route reflector can advertise all VPN prefixes as they are unique (same 
network but different RDs). RTs (extended community) are used to define VPN membership 
which dictates that route information is shared among interested VRFs. Both RDs and RTs 
can either be manually configured or automatically generated. 
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Table A.2 highlights the different EVPN NLRI route types, usage, and format when VXLAN 
is used as the data plane encapsulation. (Please refer to RFC 7432 for details on EVPN/
MPLS.)

Table A.2	 Various EVPN NLRI Routes

Route Types 
and Extended 
Communities

Format Functionality and Usage Benefit

Type 1 -
Ethernet 
Auto-
Discovery 
(A-D) Route 
per ES

Route Distinguisher (8B) Route  
= Not EVI specific (PE lo0 IP:#) 

Ethernet Segment ID (10B) 
= ESI value of multihomed PEs

Ethernet Tag ID (4B) 
= MAX-ET {0xFFFFFFFF}

MPLS label (3B) 
 = 0 

Route Target (8B)  
= Of all EVIs for this ESI 

BGP encapsulation (8B)   
= VXLAN encapsulation

ESI Label (8B) 
• Flag = 0 (Single-Active), 1 
(Active-Active) 

• ESI Label = null 

Mandatory route advertised by both multi-homed 
PEs for a given ES.

Upon a failure in connectivity to the attached 
segment, the PE withdraws the corresponding 
Ethernet A-D per ES routes. Since this route carries 
RTs of all EVIs for which this ES belongs, its 
withdrawal is reflected in all relevant EVI tables. 
This triggers all PEs that receive the withdrawal to 
update their next-hop for all MAC addresses 
associated with that ES. 

Flag field of the ESI label extended community is 
used to convey the multi-homing mode.

If single-homed, ESI value is 0.  

Unlike MPLS, ESI label is not used for split-horizon 
filtering with VXLAN as the data plane 
encapsulation.

Fast 
Convergence

MAC Mass 
Withdraw

Multi-homing 
mode 
advertisement 

Type 1 -
Ethernet 
Auto-
Discovery 
(A-D) Route 
per EVI

Route Distinguisher (8B) 
= EVI specific (PE lo0 IP:#) 

Ethernet Segment ID (10B) 
= ESI value of multihomed PEs

Ethernet Tag ID (4B) 
= 0  (without VID translation)

MPLS label (3B) 
= 0 

Route Target (8B)   
= Per EVI  

BGP encapsulation (8B)  

= VXLAN encapsulation

In an all-active multi-homed scenario this route is 
used to implement the EVPN aliasing or load 
balancing feature. Remote PEs which receive MAC 
advertisement routes for a given ESI should consider 
the MAC address as reachable via all PEs that 
advertise reachability to the relevant ES using 
Ethernet A-D per EVI routes. The association of 
MAC routes, and the corresponding aliasing route, 
is determined by the same RD and RT. In single-
active multi-homed mode this route is used to 
implement a similar backup-path feature. In this 
case, a remote PE sends traffic to the multi-homed 
PE that is the DF and installs a backup forwarding 
entry pointing to the non-DF PE.

Unlike MPLS, Aliasing label is not used with 
VXLAN as the data plane encapsulation.

Aliasing

Efficient 
load-balancing 
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Route Types 
and Extended 
Communities

Format Functionality and Usage Benefit

Type 2 -
MAC/IP 
Advertisement 
Route

Route Distinguisher (8B) 
= EVI specific (PE lo0 IP:#) 

Ethernet Segment ID (10B) 
= ESI value of multihomed PEs

Ethernet Tag ID (4B) 
= VNID (to identify BD)

MAC Address Length (1B) 
= 48  (value in bits)

MAC Address (6B) 
= MAC address of end-host

IP Address Length  (1B) 
= 32 or 128 (value in bits)

IP Address   (0, 4 or 16B) 
= IP address of end host

MPLS Label1(3B) = L2 VNI 
(VLAN)

MPLS Label2(3B) = L3 VNI (VRF)

 

Route Target (8B)   
= per EVI/VNI 

BGP encapsulation (8B)   
= VXLAN encapsulation

Default Gateway (8B)   
= 0x0d (Sub-Type= Default GW)

MAC Mobility (8B)   
• Flag = 1 (Sticky MAC can  
 not move),  0 (can move) 
• Sequence Number

An EVPN PE advertises a MAC route as soon as it 
learns a MAC address from an access interface, 
propagating MAC address reachability (VNI RTs to 
confine propagation). If this EVPN PE has an L3 
interface for the VLAN in which this MAC address 
is learned, then it is capable of learning the host IP 
address (for example ARP snooping), and advertises 
this MAC/IP binding by generating another Type 2 
route that contains both the MAC and IP addresses. 
MAC route conveys L2 information and is installed 
in the EVI BD table while the MAC/IP route conveys 
ARP like mappings (L3) present in the IP VRF ARP 
table (host IP route in the IP VRF route table). 

Default gateway extended community is added to 
the MAC/IP advertisement of the default gateway 
(e.g. IRB MAC/IP route), to allow for default 
gateway synchronization, as explained in the 
previous section. Receiving PEs on processing type 2 
routes with this community will attempt to route 
traffic on behalf of the advertising PEs, which 
prevents egress traffic tromboning.  

MAC mobility extended community prevents traffic 
black holing on MAC moves wherein the old PE has 
not yet withdrawn its route and the host has moved 
to a new segment. When the new PE learns a local 
MAC address for which it had previously received a 
Type 2 route with a different ESI, it will advertise the 
host MAC address by generating a Type 2 route 
tagged with the MAC mobility extended community. 
This acts as a trigger for the old PE to withdraw its 
route. The sequence number field increases with 
each MAC move and ensures that the most recent 
route version is processed. Based on a timer, MAC 
move occurrences can be accounted, to prevent the 
sequence number incrementing to infinity due to 
incessant MAC flapping and corrective action can be 
taken once this limit is reached. Spoofed MAC 
addresses can be detected using the flag field, as in 
this case Type 2 routes with the MAC mobility 
community will be received for MACs identified as 
static/sticky, which should not move.

    

Advertise 
reachability to 
Unicast MAC 
Addresses 
(MAC/IP 
bindings)

Greater control 
over MAC 
learning through 
policy 
application

Default gateway 
synchronization  

MAC mobility 
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Route Types 
and Extended 
Communities

Format Functionality and Usage Benefit

Type 3 -
Inclusive 
Multicast 
Ethernet Tag 
Route

Route Distinguisher (8B) 
= EVI specific (PE lo0 IP:#) 

Ethernet Tag ID (4B) 
= VNID

IP Address Length (1B) 
= 32 or 128 (value in bits)

Originating Router’s IP Address (4 
or 16B) 
= PE’s lo0 IP address

PMSI Tunnel Attribute 
• Flags = 0 (No Leaf information 
required) 
• Tunnel Type = 3-6  
 (6 = Ingress Replication) 
• MPLS Label =  VNID 
• Tunnel Identifier = Sender PE’s 
lo0 IP address 

 

Route Target (8B)   
= per EVI/VNI

BGP encapsulation (8B)   
= VXLAN encapsulation

Type 3 routes are used to discover the multicast 
tunnels among the endpoints associated with a given 
VNI in an EVI (VNI RTs to confine propagation). 
They allow PEs to send Broadcast, Unknown 
Unicast, and Multicast (BUM) traffic from a CE for 
a VLAN in a given EVI, to all other PEs for that 
contain the given VLAN in that EVI. The PMSI 
Tunnel Attribute (MVPN defined construct) is used 
to encode the type of multicast tunnel to be used as 
well as the multicast tunnel identifier. Using Ingress 
Replication (current implementation) to flood a 
BUM frame ingress PE sends a unicast replica to 
each of the egress PEs individually over their 
respective unicast VXLAN tunnels. With IR, there is 
minimal operational complexity involved and the 
core will not need to maintain any states for the 
multicast trees. JUNOS platforms have inherent 
support for improved multicast throughput 
optimization algorithms with binary tree replication 
logic that provides for distributed replication load 
across PFEs. This can alleviate the processing 
overhead associated with IR at the ingress PE. 

 

Set up path for 
BUM traffic
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Route Types 
and Extended 
Communities

Format Functionality and Usage Benefit

Type 4 -
Ethernet 
Segment 
Route

Route Distinguisher (8B) 
= Not EVI specific (PE lo0 IP:#) 

Ethernet Segment ID (10B) 
=  ESI value of multihomed PEs

IP Address Length  (1B) 
= 32 or 128 (value in bits)

Originating Router’s IP Address (4 
or 16B) 
= PE’s lo0 IP address

BGP encapsulation (8B)   
= VXLAN encapsulation

ES-Import Route Target (8B)   
= Encodes 6B (high-order) of the 
9B ESI value (value for this 
community is auto-derived)

Type 4 routes are used for automatic discovery of PEs 
supporting the same ESI. When a PE discovers the ESI of the 
attached Ethernet segment, it advertises an Ethernet Segment 
route with the associated ES-Import extended community 
attribute. As this community encodes 6B of the 9B ESI value, 
shared by PEs multihomed to the same segment, it is imported 
only by those PEs. 

Need for Split-Horizon: For a CE multi-homed to two or more 
PEs (represented by an ESI) and operative in an All-Active 
redundancy mode, there is a possibility of BUM traffic looping. 
The BUM frame sent from the CE to one PE could be replicated 
back to the CE again by the other multi-homed PE. The filtering 
mechanism on the PE to prevent such loop and packet 
duplication is called “split horizon filtering’.

DF role and election: The designated forwarder (DF) is needed 
only when a CE is multi-homed to one or more PEs and is 
responsible for forwarding BUM traffic towards the CE for a 
given ESI. After advertising its Type 4 route that indicates the 
ESI membership of a PE, it starts a timer (default value = 3 
seconds) to allow the reception of Ethernet Segment routes from 
other PEs connected to the same Ethernet segment. This timer 
value should be the same across all PEs connected to the same 
ES. The DF election algorithm then constructs an ordered list in 
increasing numeric value of IP addresses extracted from the 
originating router’s IP address field of the Type 4 routes. DFs are 
then elected for a given ES, using a module function that takes 
the VLAN bundle into account as well. Though the DF election 
algorithm locally executed, it is deterministic as the same result 
is computed by all PEs.

Service Carving: A CE can be multi-homed to one or more PEs, 
operating in All-Active or Single-Active redundancy mode. With 
All-Active mode, CE connects to all PEs using a single LAG 
bundle, all operating in the same ESI. This allows for per-flow 
load balancing, since traffic for the same VLAN can be handled 
by all PEs in the same ES. Per-VLAN load balancing can be 
achieved with Single-Active mode. Here, the CE connects to all 
PEs using separate LAG bundles, all operating in the same ESI. 
The granularity of the DF election algorithm allows electing 
multiple DFs for a given ES on a per VLAN basis. As a result, 
different VLANs are handled by each PE and traffic forwarding 
responsibilities can be divided. 

Split horizon rules with EVPN-VXLAN and Local Bias: 

1.  For BUM traffic from the access (from CEs):  
a.) If received by DF: traffic is forwarded to other local CEs 
(same VNI as source BUM traffic) will flood this only. It 
performs ingress replication and sends copies to interested PEs 
using VXLAN tunnels. 
b.) If received by non-DF: same behavior as the DF for 
forwarding BUM traffic from the CE. With VXLAN, non-DF, 
does local flooding and forwards BUM traffic received from a 
CE to other local CEs (same VNI). This is known as local-bias.  

2.  For BUM traffic from the core (from PEs):  
a.) If received by DF: Since VXLAN tunnels are used in the data 
plane, it is possible to have visibility into the source IP addresses 
of BUM frames received from associated VTEPs/PEs. Receiving 
PE (here DF), will then look for Type 4 routes from this source 
address. If any ESI is shared, then BUM traffic is not forwarded. 
Since the DF knows that the source of BUM traffic (for a given 
VNI) is locally attached to the same ES, it must have forwarded 
traffic to all CEs (in that VNI). Else traffic is forwarded.  
b.) If received by non-DF: Does not traffic BUM traffic from 
remote PEs to multi-homed CEs – it’s not the DF for a given ES. 

Ethernet 
Segment 
Discovery

Loop avoidance

Automated DF 
Election for 
multi-homing to 
allow for service 
carving 
mechanisms
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Route Types 
and Extended 
Communities

Format Functionality and Usage Benefit

Type 5 -
IP Prefix Route

Route Distinguisher (8B) 
= VRF RD (PE lo0 IP:#) 

Ethernet Segment ID (10B) 
= 0

Ethernet Tag ID (4B) 
= 0

IP Prefix Length (1B) 
= 32 or 128 (value in bits)

IP Prefix (4 or 16B) 
= IP prefix

GW IP Address (4 or 16B) 
= 0 

MPLS Label (4 or 16B) 
= L3 VNI

Route Target (8B)   
= VRF RT

BGP encapsulation (8B)  
= VXLAN encapsulation

Router MAC (8B)   
= Chassis MAC 

Optional route that is used to advertise IP prefixes to 
allow for inter-subnet connectivity. 

MAC/IPs encoded in Type 2 routes are not only used 
to populate MAC-VRF and overlay ARP tables, but 
also IP-VRF tables with the encoded host routes (/32 
for IPv4 routes). In some cases, when the L2 domain 
across data centers does not need to be extended, 
EVPN may advertise IP Prefixes and therefore 
provide aggregation in the IP-VRF tables, as 
opposed to programming individual host routes. 
This allows for smaller RIB/FIB scale requirements. 
L3VPNs have addressed tenant IP prefix reachability 
problem statement however EVPN has the 
advantage of being a unified control plane providing 
both L2 and L3 reachability. In addition to MPLS, it 
can use data plane technologies like VXLAN 
(Ethernet over IP), which are used commonly with 
data center deployments.  Unlike Type 2 routes, the 
EVPN Type 5 IP prefix route decouples the host 
MAC address from its IP address and thus provides 
a clean advertisement of an IP prefix for each bridge 
domain. 

Different implementation models exist for Type 5 
routes. NLRI Format shown is for the Pure model.

L3 routing 
integration
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Building a Data Center - Routing at the Leaf Layer (Spine Devices Servicing 
Each POD)

This case study demonstrates manual service chaining of East-West traffic flows for different 
tenants/VRFs within a data center through a service block (Intra-DC Intra-POD Inter-tenant 
- routing at the leaf with service block connected to the spine devices).

Testbed
As illustrated in Figures A.8 and A.9, QFX10002-36Q devices are used to build the leaf and 
spine layers. QFX5100-48S-6Q devices are used to build the VC (two QFX5100s) and the 
TOR(a QFX 5100). End hosts have been simulated using IXIA tester ports. The service block 
is represented by the service nodes (spine devices) and an SRX-5600 device. The Junos OS 
software version loaded on all the devices remains the same as from previous case studies.

 

Figure A.8	 Appendix Case Study – Physical Topology 
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Figure A.9	 Logical Topology

Design Highlights
For large data centers with thousands of servers and TOR (or Access) switches, some of them 
may not have the capability of maintaining or enforcing policies for inter-subnet switching. 
Even though policies among multiple subnets belonging to same tenant can be simpler, hosts 
belonging to one tenant can also send traffic to peers belonging to different tenants or security 
zones. In such scenarios, a L3GW may not only need to enforce policies for communication 
among subnets belonging to a single tenant, but also it may need to know how to handle traf-
fic destined towards peers in different tenants. 

Centralized and decentralized approaches are used simultaneously: leaf nodes switch inter-
subnet traffic belonging to one tenant or one security zone locally; whereas inter-subnet traffic, 
belonging to two different tenants or security zones, is backhauled to centralized gateways 
known as service nodes (spine nodes). This traffic is further subjected to firewall processing for 
policy enforcement before being forwarded to the destination end-hosts. 

Leaf nodes function as L2/L3 gateways (consolidated L2 and L3 gateway functionality in a 
single device).

VTEPs are located on each leaf node. 

Spine nodes that are EVPN-aware, only participate in the exchange of Type 5 routes. 

LEAF-1 and LEAF-2 host tenant 3 only (VRF_TENANT_3) while LEAF-3 and LEAF-4 host 
tenant 4 only (VRF_TENANT_4). Spine nodes host summary route information for both ten-
ants. Pure EVPN Type 5 routes are used to advertise summary prefixes for different VRFs. 
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Manual service chaining through the SRX is achieved by leaking (redistributing) inter-vrf IP 
routes with physical next-hop set to the SRX (EVPN unaware). 

VLAN aware EVPN service. 

IP underlay is provided by a single ISIS Layer 2 domain.

The MTU has been set on all physical interfaces to account for VXLAN encapsulation.

CEs (VC and TOR) are multi-homed to the redundant pair of leaf nodes (all-active mode).

Configuration
A detailed walk-through is done here for the configuration of LEAF-1, LEAF-4, and 
SPINE-1 (as needed). All other devices are configured similarly. Configuration components 
for underlay and access remain unchanged from the previous use cases and will not be re-
peated here. 

Overlay

Below are the configuration components required for overlay configuration. 

MP-iBGP Configuration

Each spine node acts as an overlay RR (cluster-id 1.1.1.1) with all leaf nodes acting as cli-
ents, thus preventing the need for full-mesh IBGP sessions between all leaf nodes.

jnpr@SPINE-1> show configuration protocols bgp group IBGP-EVPN-RR 
type internal;
local-address 10.1.1.5;
family evpn {
    signaling;
}
cluster 1.1.1.1;   <<< Service nodes (SPINE-1 and SPINE-2) acting as RRs with all leaf devices as clients 
(NLRI = evpn)
local-as 65100;
bfd-liveness-detection {
    minimum-interval 350;
    multiplier 3;
    session-mode automatic;
}
multipath;
neighbor 10.1.1.1;
neighbor 10.1.1.2; 
neighbor 10.1.1.3;
neighbor 10.1.1.4;

jnpr@LEAF-1> show configuration protocols bgp group IBGP-EVPN 
type internal;
local-address 10.1.1.1;  <<< EVPN Type 5 used for IP prefix exchange (family inet-vpn not needed)
family evpn {
    signaling
}
local-as 65100;
bfd-liveness-detection {
    minimum-interval 350; 
    multiplier 3;
    session-mode automatic;
}
multipath;
neighbor 10.1.1.5;
neighbor 10.1.1.6;

jnpr@LEAF-4> show configuration protocols bgp group IBGP-EVPN 
type internal;
local-address 10.1.1.4;
family evpn {
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    signaling;
}
local-as 65100;
bfd-liveness-detection {
    minimum-interval 350;
    multiplier 3;
    session-mode automatic;
}
multipath;
neighbor 10.1.1.5;
neighbor 10.1.1.6;

EVI Configuration 

Configuration remains the same as that from previous case studies in the book and only rel-
evant changes are outlined here: 

�� VLAN-VNI mapping: On LEAF-1 and LEAF-2, VNI 5030 (L2 VNI) maps to VLAN 
30 while on LEAF-3 and LEAF-4 VNI 5040 (L2 VNI) maps to VLAN 20. No 
configuration under this hierarchy (no L2 VNI) exists on the spine nodes. 

�� Virtual-Switch configuration: The VXLAN tunnel source address set to lo0.0 and 
global RT (target:1:100) for EVPN Type 1 routes, is configured on all leaf nodes. 
Manual RTs have been defined for VNI 5030 (target:1:5030 on LEAF-1 and LEAF-
2) and VNI 5040 (target:1:5040 on LEAF-3 and LEAF-4). Import policy on leaf 
devices have been modified to accept routes for only local VNIs, therefore, LEAF-1 
and LEAF-2 accept routes only for VNI 5030 not VNI 5040 and vice versa for 
LEAF-3 and LEAF-4. No configuration under this hierarchy exists on the spine 
nodes. 

�� EVPN protocol configuration: This configuration from the previous use case has 
been modified to include advertisement of routes for local VNIs. The vni-options 
statement on LEAF-1 and LEAF-2 includes vrf-target export target:1:5030 while 
on LEAF-3 and LEAF-4 this contains vrf-target export target:1:5040. No configu-
ration under this hierarchy exists on the spine nodes. 

�� IRB interface configuration:  IRB interface configuration has been modified to 
include L3 interfaces for VLANs 30 (irb.5030 on LEAF-1 and LEAF-2) and 40 
(irb.5040 on LEAF-3 and LEAF-4). No configuration under this hierarchy exists on 
the spine nodes.

�� IP-VRF configuration: A pure EVPN Type 5 model has been used to exchange 
summary routes between leaf and spine/service nodes, to allow Inter-VRF communi-
cation. All necessary routing information is provided by Type 5 routes and no Type 2 
routes are exchanged (VRF-to-VRF model). IP-VRF for tenant 3 (on LEAF-1 and 
LEAF-2) and for tenant 4 (on LEAF-3 and LEAF-4) contains the IRB interfaces for 
the VLANs 30 and 40 respectively. IP-VRF for tenants 3 and 4 configured on the 
spine nodes does not contain any IRB interfaces, since these are only involved in 
Type 5 route exchange and have no local VLANs. 

jnpr@LEAF-1> show configuration routing-instances VRF_TENANT_3  
instance-type vrf;
interface irb.5030; <<< Used to advertise summary prefix, alternately an export policy can be used with 
Type 5 configuration 
interface lo0.30;
route-distinguisher 10.1.1.30:30; 
vrf-target target:30:30;
protocols {
    evpn {
        ip-prefix-routes {
            advertise direct-nexthop;   <<< Globally unique VNI used to identify L3 VRF (VRF_TENANT_3)
            encapsulation vxlan;
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            vni 9030;
        }
    }
}

jnpr@LEAF-4> show configuration routing-instances VRF_TENANT_4  
instance-type vrf;
interface irb.5040; <<< Pure Type 5 (Type 5 route carries all attributes for NH – No Type 2 needed)
interface lo0.40;
route-distinguisher 10.1.4.40:40;
vrf-target target:40:40;
protocols {
    evpn {
        ip-prefix-routes {
            advertise direct-nexthop;
            encapsulation vxlan;
            vni 9040; <<< Globally unique VNI used to identify L3 VRF (VRF_TENANT_4)
        }
    }
}

Manual Service Chaining

For manual service chaining, the requirement is for all Inter-VRF traffic to go through the 
firewall. To demonstrate Inter-VRF communication between VRF_TENANT_3 and VRF_ 
TENANT_4 on the service block spine nodes, each VRF establishes EBGP peering with the 
SRX. Routing policies are then used to export learned Type 5 summary prefixes from EVPN 
peers to the firewall, which are then learned by the desired VRF, with the physical next hop 
set to the SRX. This allows for data path traffic to be hair pinned through the firewall, for 
the desired firewall processing. 

jnpr@SPINE-1> show configuration routing-instances | except # 
VRF_TENANT_3 {
    instance-type vrf;
    interface xe-0/0/28:0.30;
    interface lo0.30;
    route-distinguisher 10.1.5.30:30;
    vrf-target target:30:30;
    protocols {
        bgp {             
            group EBGP-to-SRX {
                type external; 
                export ebgp-spine1-srx-vrf3; <<< EBGP peering with SRX (Redistribute EVPN T5 summary into 
EBGP for NH = SRX when learned by the other VRF to hair pin data traffic via SRX)
                peer-as 65099;
                local-as 65103 loops 1;
                neighbor 20.1.1.1; 
            }
        }
        evpn {
            ip-prefix-routes {
                advertise direct-nexthop;
                encapsulation vxlan;
                vni 9030; <<< Shares VRF_TENANT_3 routing infowith LEAF-1 and LEAF-2 
            }
        }
VRF_TENANT_4 {
    instance-type vrf; 
    interface xe-0/0/28:0.40;
    interface lo0.40;
    route-distinguisher 10.1.5.40:40;
    vrf-target target:40:40;
    protocols {
        bgp {
            group EBGP-to-SRX {
                type external;              
                export ebgp-spine1-srx-vrf4;
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                peer-as 65099;
                local-as 65103 loops 1;
                neighbor 20.1.1.3;
            }
        }
        evpn {
            ip-prefix-routes {
                advertise direct-nexthop;
                encapsulation vxlan;
                vni 9040;  <<< Shares VRF_TENANT_4 routing info with LEAF-3 and LEAF-4 
            }
        }
jnpr@SRX-5600> show configuration protocols bgp | except # 
group EBGP-to-Spine {
    type external;
    local-as 65099;
    multipath multiple-as;
    neighbor 20.1.1.0 {
        description Spine1-VRF3;
        export reject-203;
        peer-as 65103;
        as-override;
    }
    neighbor 20.1.1.2 { <<< EBGP peer sessions established over relevant logical interfaces terminating in 
each VRF on the spine nodes 
        description Spine1-VRF4;
        export reject-204;
        peer-as 65103;
        as-override;
    }
    neighbor 20.1.1.4 {
        description Spine2-VRF3; 
        export reject-103;
        peer-as 65203;
        as-override;
    }
    neighbor 20.1.1.6 {
        description Spine2-VRF4;
        export reject-104;
        peer-as 65203;
        as-override;
    }
}

Verification
Leaf devices generate a EVPN Type 5 route advertising the summary prefix towards spine de-
vices that share the same IP-VRF. LEAF-1 and LEAF-2 advertise 100.0.30/24, while LEAF-3 
and LEAF-4 advertise 100.0.40/24, both received by SPINE-1 and SPINE-2.

jnpr@SPINE-1> show route receive-protocol bgp 10.1.1.1 table VRF_TENANT_3.evpn.0 detail 
VRF_TENANT_3.evpn.0: 8 destinations, 8 routes (8 active, 0 holddown, 0 hidden)
* 5:10.1.1.30:30::0::100.0.30.0::24/304 (1 entry, 1 announced)
     Import Accepted
     Route Distinguisher: 10.1.1.30:30
     Route Label: 9030 <<< No overlay NH (Protocol NH used for resolution  by remote node) 
     Overlay gateway address: 0.0.0.0 
     Nexthop: 10.1.1.1
     Localpref: 100
     AS path: I
     Communities: target:30:30 encapsulation0:0:0:0:vxlan router-mac:80:ac:ac:2f:00:d4

jnpr@SPINE-1> show route receive-protocol bgp 10.1.1.4 table VRF_TENANT_4.evpn.0 detail   
VRF_TENANT_4.evpn.0: 8 destinations, 8 routes (8 active, 0 holddown, 0 hidden) <<< Chassis MAC advertised 
using router-mac extended community used for inner DMAC rewrite
* 5:10.1.4.40:40::0::100.0.40.0::24/304 (1 entry, 1 announced)
     Import Accepted
     Route Distinguisher: 10.1.4.40:40
     Route Label: 9040



	 Building a Data Center - Routing at the Leaf Layer (Spine Devices Servicing Each POD)	 251

     Overlay gateway address: 0.0.0.0
     Nexthop: 10.1.1.4
     Localpref: 100
     AS path: I
     Communities: target:40:40 encapsulation0:0:0:0:vxlan router-mac:80:ac:ac:97:15:a2

jnpr@LEAF-1> show evpn ip-prefix-database l3-context VRF_TENANT_3 direction exported extensive 
L3 context: VRF_TENANT_3
IPv4->EVPN Exported Prefixes
Prefix: 100.0.30.0/24  <<< Summary routes exported as EVPN Type 5 routes by leaf nodes
  EVPN route status: Created
  Change flags: 0x0
  Advertisement mode: Direct nexthop
  Encapsulation: VXLAN
  VNI: 9030
  Router MAC: 80:ac:ac:2f:00:d4

jnpr@SPINE-1> show evpn ip-prefix-database l3-context VRF_TENANT_3 direction imported extensive 
L3 context: VRF_TENANT_3
EVPN->IPv4 Imported Prefixes
Prefix: 100.0.30.0/24, Ethernet tag: 0 <<< Summary route (both tenants) advertised by respective leaf 
nodes imported as EVPN Type 5 routes by SPINE-1 (and SPINE-2). 
  IP route status: Created
  Change flags: 0x0
  Remote advertisements:
    Route Distinguisher: 10.1.1.30:30
      VNI: 9030
      Router MAC: 80:ac:ac:2f:00:d4
      BGP nexthop address: 10.1.1.1
      Status: Active
    Route Distinguisher: 10.1.2.30:30
      VNI: 9030
      Router MAC: 80:ac:ac:2e:ca:cc
      BGP nexthop address: 10.1.1.2
      Status: Active

SPINE-1 and SPINE-2 redistribute the Type 5 summary route (100.0.30/24) to the SRX via 
BGP (routing policies). The SRX advertises this summary route back to SPINE-1 and 
SPINE-2 into VRF_TENANT_4.inet.0. This is further advertised over the EVPN session 
from the spine nodes and installed in VRF_TENANT_4.inet.0 at LEAF-3 and LEAF-4. Simi-
larly, 100.0.40/24 is leaked into VRF_TENANT_3.inet.0 on relevant leaf and spine nodes. 

jnpr@SRX-5600> show route 100.0.30/24 
100.0.30.0/24      *[BGP/170] 00:05:11, localpref 100, from 20.1.1.0
                      AS path: 65103 I, validation-state: unverified
                      to 20.1.1.0 via xe-1/0/1.30  <<< Summary route for Tenant-3 received by SRX from 
both SPINE-1 and SPINE-2
                    > to 20.1.1.4 via xe-1/0/2.30
                    [BGP/170] 00:00:48, localpref 100
                      AS path: 65203 I, validation-state: unverified
                    > to 20.1.1.4 via xe-1/0/2.30

jnpr@SPINE-1> show route 100.0.30/24 table VRF_TENANT_4.inet.0 
100.0.30.0/24      *[BGP/170] 00:15:07, localpref 100
                      AS path: 65099 65099 I, validation-state: unverified
                    > to 20.1.1.3 via xe-0/0/28:0.40 <<< NH for 100.0.30/24 on spine nodes VRF_
TENANT_4 points to SRX
jnpr@SPINE-2> show route 100.0.30/24 table VRF_TENANT_4.inet.0 
100.0.30.0/24      *[BGP/170] 00:11:20, localpref 100
                      AS path: 65099 65103 I, validation-state: unverified
                    > to 20.1.1.7 via xe-0/0/28:0.40

jnpr@LEAF-4> show route 100.0.30/24 table VRF_TENANT_4.inet.0 <<< Tenant-3 summary route is now available 
on NVEs handling Tenant-4 making Inter-VRF communication possible

100.0.30.0/24      *[EVPN/170] 00:14:15
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                      to 10.10.10.14 via et-0/0/1.0
                    > to 10.10.10.24 via et-0/0/5.0

jnpr@LEAF-3> show route 100.0.30/24 table VRF_TENANT_4.inet.0  
100.0.30.0/24      *[EVPN/170] 00:13:50
                      to 10.10.10.12 via et-0/0/1.0
                    > to 10.10.10.22 via et-0/0/5.0

jnpr@LEAF-3> show route 100.0.30/24 table VRF_TENANT_4.inet.0 extensive 
  *EVPN   Preference: 170
                Next hop type: Indirect, Next hop index: 0
                Address: 0xa5e7b90
    Next hop type: Router, Next hop index: 1756
                Next hop: 10.10.10.12 via et-0/0/1.0
    Next hop type: Router, Next hop index: 1755
                Next hop: 10.10.10.22 via et-0/0/5.0, selected
                Session Id: 0x0
                Protocol next hop: 10.1.1.5
                Composite next hop: 0xc27e708 1725 INH Session ID: 0x0
                  VXLAN tunnel rewrite:
                    MTU: 0, Flags: 0x0
                    Encap table ID: 0, Decap table ID: 8
                    Encap VNI: 9040, Decap VNI: 9040
                    Source VTEP: 10.1.1.3, Destination VTEP: 10.1.1.5
                    SMAC: 80:ac:ac:91:10:00, DMAC: 80:ac:ac:28:11:a0
                Indirect next hop: 0xa64dd40 524287 INH Session ID: 0x0
                Protocol next hop: 10.1.1.6
                Composite next hop: 0xc27e898 1812 INH Session ID: 0x0
                  VXLAN tunnel rewrite:
                    MTU: 0, Flags: 0x0
                    Encap table ID: 0, Decap table ID: 8
                    Encap VNI: 9040, Decap VNI: 9040
                    Source VTEP: 10.1.1.3, Destination VTEP: 10.1.1.6
                    SMAC: 80:ac:ac:91:10:00, DMAC: 80:ac:ac:7f:ba:7c

Traffic Flows
In Figures A.10 and A.11, Inter-VRF inter-subnet traffic flows between VRF_TENANT_3 
and VRF_TENANT_4 are analogous to those explained for the symmetric IRB model, with 
the exception of the hair pinning of traffic through the firewall. 

IXIA Statistics – Intra DC Inter-VRF Inter-Subnet (VNI 5030 <-> VNI 5040)
-------------------------------------------------------------------------
(H5 <> H6 1000 flows @ 1000 pps)
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Figure A.10	 Manual Service Chaining – EVPN Type 5 Route Exchange (H5 > H6) 
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Figure A.11	 Manual Service Chaining – Inter VRF Inter-subnet Traffic Forwarding (H6 > H5) 
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